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Supervised Techniques : Classification (Linear) Discriminant Analysis Data : {(xi , yi ) = (x1,i , x2,i , yi ), i = 1, · · · , n} with yi ∈ {0, 1} or yi ∈ {−1, +1} or yi ∈ {•, •}   X|Y = 0 ∼ N (µ , Σ ) 0 0  X|Y = 1 ∼ N (µ , Σ1 ) 1 Fisher’s linear discriminant ω ∝ [Σ0 + Σ1 ]−1 (µ1 − µ0 ) maximizes variance between [ω · µ1 − ω · µ0 ]2 = T variance within ω Σ1 ω + ω T Σ0 ω @freakonometrics



see Fisher (1936, wiley.com)
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Supervised Techniques : Classification Logistic Regression Data : {(xi , yi ) = (x1,i , x2,i , yi ), i = 1, · · · , n} exp[xT β] P(Y = 1|X = x) = 1 + exp[xT β] Inference using maximum likelihood techniques ( n ) X b β = argmin log[P(Y = 1|X = x)] i=1



and the score model is then b exp[xT β] s(X = x) = b 1 + exp[xT β]
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Supervised Techniques : Classification Logistic Regression Historically, the idea was to model the odds ratio, P(Y = 1|X = x) = exp[xT β] P(Y 6= 1|X = x) (the odds ratio is a positive number). Hence, P(Y = 1|X = x) = H(xT β) where H(·) =



exp[·] 1 + exp[·]



is the c.d.f. of the logistic variable, popular in demography, see Verhulst (1845, gdz.sub.uni-goettingen.de) cf TRISS Tauma, Boyd et al. (1987, journals.lww.com)
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Supervised Techniques : Classification Probit Regression Bliss (1934) sciencemag.org) suggested a model such that P(Y = 1|X = x) = H(xT β) where H(·) = Φ(·) the c.d.f. of the N (0, 1) distribution. This is the probit model. This yields a latent model, yi = 1(yi? > 0) where yi? = xT i β + εi is a nonobservable score.
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Supervised Techniques : Classification Logistic Regression The classification function, from a score to a class: if s(x) > s, then Yb (x) = 1 and s(x) ≤ s, then Yb (x) = 0 Plot T P (s) = P[Yb = 1|Y = 1] vs. F P (s) = P[Yb = 1|Y = 0]
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Supervised Techniques : Classification Logistic Additive Regression Data : –(xi , yi ) = (x1,i , x2,i , yi ), i = 1, · · · , n˝ with yi ∈ –0, 1˝ or yi ∈ – − 1, +1˝ or yi ∈ –•, •˝ Instead of a linear function exp[xT β] P(Y = 1|X = x) = 1 + exp[xT β] consider exp[h(x)] P(Y = 1|X = x) = 1 + exp[h(x)]
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Supervised Techniques : Classification k-Nearest Neighbors Data : –(xi , yi ) = (x1,i , x2,i , yi ), i = 1, · · · , n˝ with yi ∈ –0, 1˝ or yi ∈ – − 1, +1˝ or yi ∈ –•, •˝ for each x, consider the k nearest neighbors (for some distance d(x, xi )) Vk (x) 1 s(x) = k
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i∈Vk (x)



9



Arthur CHARPENTIER - Data Science an Overview - May, 2015



Supervised Techniques : Classification CART and Classification Tree Data : –xi , yi ) = (x1,i , x2,i , yi ), i = 1, · · · , n˝ with yi ∈ –0, 1˝ or yi ∈ – − 1, +1˝ or yi ∈ –•, •˝ Compute some impurity criteria, e.g. Gini index, X − P[x ∈ P ] P[Y = 1|x ∈ P ] P[Y = 0|x ∈ P ] | {z } | {z }| {z } p



size



(1−p)



−0.25



−0.15



−0.05



P ∈–A,B˝



0.0
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Supervised Techniques : Classification CART and Classification Tree Data : –xi , yi ) = (x1,i , x2,i , yi ), i = 1, · · · , n˝ with yi ∈ –0, 1˝ or yi ∈ – − 1, +1˝ or yi ∈ –•, •˝ Given a partition, loop, X − P[x ∈ P ]P[Y = 0|x ∈ P ]P[Y = 1|x ∈ P ]
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−0.05



P ∈–A,B,C˝
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Supervised Techniques : Classification



CART and Classification Tree Breiman et al. (1984, stat.berkeley.edu) developed CART (Classification and Regression Trees) algorithm One creates a complete binary tree, and then prunning starts, ● ●



●



● ●



● ●



●



● ●



●



● ●



●



●



●
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Supervised Techniques : Classification Random Forrests and Bootstraping Technique Data : –(xi , yi ) = (x1,i , x2,i , yi ), i = 1, · · · , n˝ with yi ∈ –0, 1˝ or yi ∈ – − 1, +1˝ or yi ∈ –•, •˝ ?,b Estimate tree on –(x?,b , y i i )˝ on a bootstraped sample



Estimate s(x) (or s(xi ) only) −→ sbb (x) and generate (many) other samples. See Breiman (2001, stat.berkeley.edu)
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●



0.8



●



● ●



0.4



●



b=1



● 0.2



B 1 X b sb(x) = sb (x) B



● ●



0.0



Define



0.0
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Random Forrests and Aggregation Data : –(xi , yi ) = (x1,i , x2,i , yi ), i = 1, · · · , n˝ with yi ∈ –0, 1˝ or yi ∈ – − 1, +1˝ or yi ∈ –•, •˝



1.0



Supervised Techniques : Classification
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No Purchase Purchase



85.17% 14.83%



Promotion • 61.60% 38.40%



0.8 0.6



●



●



●



●



0.4







●



●



● 0.2



Control



●



● ●



0.0



Uplift Techniques Data : –(xi , yi ) = (x1,i , x2,i , yi )˝ with yi ∈ –•, •˝ Data : –(xj , yj ) = (x1,j , x2,j , yj )˝ with yi ∈ –, ˝ See clinical trials, treatment vs. control group E.g. direct mail campaign in a bank



1.0



Supervised Techniques : Double Classification



0.0



0.2



0.4



0.6



0.8



1.0



overall uplift effect +23.57% (see Guelman et al., 2014 j.insmatheco.2014.06.009)



@freakonometrics



15



Arthur CHARPENTIER - Data Science an Overview - May, 2015



Consistency of Models In supervised models, the errors related to the difference between yi ’s and ybi ’s. Consider some loss function L(yi , ybi ), e.g. • in classification, 1(yi 6= ybi ) (misclassification) • in regression, (yi − ybi )2 (cf least squares, `2 norm) Consider some statistical model, m(·), estimated on sample –yi , xi ˝ of size n. Let m b n (·) denote that estimator, so that ybi = m b n (xi ). m b n (·) is a regression function when y is continuous, and is a classifier when y is categorical (say –0, 1˝). mn (·) has been trained from a learning sample (yi , xi ).
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Consistency of Models The risk is Rn = E(L) =



R



L(y, m b n (x))dP(y, x) n



X 1 bn = The empirical risk is R L(yi , m b n (xi ))) on a training sample –yi , xi ˝. n i=1 0



˜ n0 The generalized risk is R



n 1 X = 0 L(˜ yi , m b n (˜ xi ))) on a validation sample n i=1



˜ i ˝. –˜ yi , x bn → Rn as n → ∞. We have a consistent model if R
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Consistency of Models 1



> U U$Y r e g pd=f u n c t i o n ( x1 , x2 ) p r e d i c t ( reg , newdata= data . frame (X1=x1 , X2=x2 ) , t y p e=" r e s p o n s e " ) >.5



5



> MissClassU V V$Y MissClassV [ s sp p l o t ( t s ( sp , s t a r t =1970) )



3



> T X d f r e g tp yp sp p l o t ( t s ( sp , s t a r t =1970) )



3



> library ( splines )



1980



1990
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2010



Time



Consider some spline regression 1



> d f r e g tp yp set . seed (1)



●



2



1



●



●



●



> n x y0 p l o t ( x , y0 )
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0



● ● ● ● ●



●



> y set . seed (1)



●



● ●



●



> n x y0 y plot (x , y)



●
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while our sample with some noise is
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Underfitting Consider some simulated data > set . seed (1)



2



> n x y0 y r e g plot (x , predict ( reg ) )
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Overfitting Consider some simulated data > set . seed (1)



2



> n x y0 y r e g plot (x , predict ( reg ) )
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while an overfitted model is > library ( splines )
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The Goldilocks Principle Consider some simulated data > set . seed (1)



2



> n x y0 y r e g plot (x , predict ( reg ) )
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(too) perfect model > library ( splines )
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Overfitting and Consistency bn (on the validation There is a gap between Rn (on the training sample) and R sample). One can prove that r VC[log(2n/d) + 1] − log[α/4] b Rn ≤ Rn + n with probability 1 − α, where VC denotes the Vapnik-Chervonenkis dimension. A process is consistent if and only if VC < ∞. VC can be seen as a function of complexity of some models. Consider polynomial regressors, of degree d, with k covariates, • if k = 1 then VC = d + 1 (d + 1)(d + 2) (bivariate polynomials) • if k = 2 then VC = 2 if k = 2 then VC = 2(d + 1) (additive model, sum of (univariate) polynomials) @freakonometrics
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1



> U U$Y r e g pd=f u n c t i o n ( x1 , x2 ) p r e d i c t ( reg , newdata= data . frame (X1=x1 , X2=x2 ) , t y p e=" r e s p o n s e " ) >.5



6



> MissClassU MissClassV [ s V$Y V p l o t ( d f [ , 1 : 2 ] , c e x=s q r t ( d f [ , 3 ] / 3 ) ) > a b l i n e ( a =0 ,b=1 , l t y =2) > a b l i n e ( lm ( c h i l d ~ p a r e n t , data=Galton ) )



74 72 70 68



> d f Galton $ count a t t a c h ( Galton )
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2



> l i b r a r y ( HistData )



height of the child



1
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Regression is a correlation problem Overall, children are not smaller than parents ●
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60
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Least Squares? Recall that E(Y ) = argmin –kY −



mk2`2



2







= E [Y − m] ˝ m∈R –   2 2 Var(Y ) = min –E [Y − m] ˝ = E [Y − E(Y )] m∈R



The empirical version is n X 1 y = argmin – [yi − m]2 ˝ n m∈R i=1 – n n X X 1 1 2 2 s = min – [yi − m] ˝ = [yi − y]2 m∈R n n i=1 i=1



The conditional version is E(Y |X) = argmin –kY − –



ϕ:Rk →R



ϕ(X)k2`2



2



= E [Y − ϕ(X)] 2



Var(Y |X) = min –E [Y − ϕ(X)] ϕ:Rk →R



@freakonometrics











˝ 2



˝ = E [Y − E(Y |X)]
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Errors in Regression type Models In predictions, there are two kinds of errors error on the best estimate, Yb error on the true value, Y Recall that Y = xT β + |{z} ε = |{z} model



error



b xT β |{z}



+b ε.



b prediction Y



b (inference error) error on the best estimate, Var(Yb |X = x) = xT Var(β)x error on the true value, Var(Y |X = x) = Var(ε) (model error) b ) → 0 as n → ∞. asymptotically (under suitable conditions), Var(β n @freakonometrics
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Errors in Regression type Models Under the Gaussian assumption, we can derive (approximated) confidence intervals. For the best estimate,   q Yb ± 1.96b σ xT [X T X]−1 x



1



> p r e d i c t ( lm (Y~X, data=d f ) , newdata=data . frame (X=x ) , i n t e r v a l= ’ confidence ’ )



this confidence interval is a statement about estimates For the ’true value’ h i Yb ± 1.96b σ 1



> p r e d i c t ( lm (Y~X, data=d f ) , newdata=data . frame (X=x ) , i n t e r v a l= ’ prediction ’ )
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Resampling Techniques in Regression type Models



2



> r e g v polygon ( c (u , rev ( u) ) , c ( v [ , 2 ] , rev ( v [ , 3 ] ) ) , b o r d e r=NA)



4



●



● ●



● ● ●



● ●



● ●



20



● ●



● ●



0



u ) , i n t e r v a l=" c o n f i d e n c e " )



● ●



40



> u plot ( cars )



60



1



120



Consider some linear model



●



● ● ●



●



● ●



●



●



●



● ●



● ● ●



●



● ● ●



● ●



●



● ●



●



5



10



15



20



25



speed



> l i n e s ( u , v [ , 1 ] , lwd =2)
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Resampling Techniques in Regression type Models Resampling techniques can be used to generate a confidence interval. 1. Draw pairs from the sample Resample from –(X i , Yi )˝ 1



> V=m a t r i x (NA, 1 0 0 , 2 5 1 )



2



> for ( i in 1:100) {



3



+ i n d for ( i in 1:100) {



3



+ i n d library ( caret )



2



> X=a s . m a t r i x ( myocarde [ , 1 : 7 ] )



3



> Y=myocarde $PRONO



4



> f i t _p l s d a p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



7 8 9 10



p r e d i c t i o n s DECES SURVIE DECES SURVIE



24



3



5



39



Assume that X|Y = 0 ∼ N (µ0 , Σ) and X|Y = 1 ∼ N (µ1 , Σ) @freakonometrics
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then log



1 P(Y = 1) P(Y = 1|X = x) = [x]T Σ−1 [µy ] − [µ1 − µ0 ]T Σ−1 [µ1 − µ0 ] + log P(Y = 0|X = x) 2 P(Y = 0)



which is linear in x P(Y = 1|X = x) log = xT β P(Y = 0|X = x) When each groups have Gaussian distributions with identical variance matrix, then LDA and the logistic regression lead to the same classification rule. there is a slight difference in the way parameters are estimated.



@freakonometrics
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Mixture Discriminant Analysis 1



> l i b r a r y (mda)



2



> f i t _mda f i t _mda



, data=myocarde )



4



Call :



5



mda( f o r m u l a = PRONO ~ . , data = myocarde )



6 7



Dimension : 5



8 9



P e r c e n t Between−Group V a r i a n c e E x p l a i n e d :



10



v1



v2



v3



11



82.43



97.16



99.45



v4



v5



99.88 100.00



12 13



D e g r e e s o f Freedom ( p e r d i m e n s i o n ) : 8



14 15



T r a i n i n g M i s c l a s s i f i c a t i o n E r r o r : 0 . 1 4 0 8 5 ( N = 71 )



16 17



De vian ce : 4 6 . 2 0 3



@freakonometrics
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18



> p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



20 21



p r e d i c t i o n s DECES SURVIE



22



DECES



23



SURVIE



@freakonometrics
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5
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visualising a MDA Consider a MDA with 2 covariates



t y p e=" p o s t e r i o r " ) [ , "DECES" ] ) } image ( vpvent , v r e p u l , o u t e r ( vpvent , v r e p u l , pred_mda) , c o l=C L 2 p a l e t t e , 6



x l a b="PVENT" , y l a b="REPUL" )



@freakonometrics



2500



●



2000



●



REPUL



data . frame (PVENT=p ,REPUL=r ) ,



●



●



r e t u r n ( p r e d i c t ( f i t _mda , newdata=



4



5



3000



pred_mda = f u n c t i o n ( p , r ) {



●



●



●



● ●



● ● ●



●



●



1500



3



● ●



●



●



● ●



●



●



●



● ● ●



1000



2



f i t _mda l i b r a r y (MASS)



2



> f i t _dqa f i t _dqa



, data=myocarde )



4



Call :



5



qda (PRONO ~ . , data = myocarde )



6 7 8 9



Prior p r o b a b i l i t i e s o f groups : DECES



SURVIE



0.4084507 0.5915493



10 11



Group means : FRCAR



12



INCAR



INSYS



PRDIA



PAPUL



PVENT



REPUL 13



DECES



91.55172 1.397931 15.53103 21.44828 28.43103 11.844828



1738.6897 @freakonometrics
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14



SURVIE 8 7 . 6 9 0 4 8 2 . 3 1 8 3 3 3 2 7 . 2 0 2 3 8 1 5 . 9 7 6 1 9 2 2 . 2 0 2 3 8



8.642857



817.2143 15



> p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



17 18



p r e d i c t i o n s DECES SURVIE



19



DECES



20



SURVIE



@freakonometrics
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visualising a QDA Consider a QDA with 2 covariates



p o s t e r i o r [ , "DECES" ] ) } image ( vpvent , v r e p u l , o u t e r ( vpvent , v r e p u l , pred_qda ) , c o l=C L 2 p a l e t t e , 6



x l a b="PVENT" , y l a b="REPUL" )



@freakonometrics



2500



●



2000



●



REPUL



data . frame (PVENT=p ,REPUL=r ) ) $



●



●



r e t u r n ( p r e d i c t ( f i t _qda , newdata=



4



5



3000



pred_qda = f u n c t i o n ( p , r ) {



●



●



●



● ●



● ● ●



●



●



1500



3



● ●



●



●



● ●



●



●



●



● ● ●



1000



2



f i t _qda g i n i=f u n c t i o n ( y , c l a s s e ) {



2



+ T=t a b l e ( y , c l a s s e )



3



+ nx=a p p l y (T, 2 , sum )



4



+ pxy=T/ m a t r i x ( r e p ( nx , each =2) , nrow=2)



5



+ omega=m a t r i x ( r e p ( nx , each =2) , nrow=2)/sum (T)



6



+ r e t u r n ( −sum ( omega∗ pxy ∗(1−pxy ) ) ) }



Hence, 1



> CLASSE=MYOCARDE[ , 1 ] < = 2 . 5



2



> g i n i ( y=MYOCARDE$PRONO, c l a s s e=CLASSE)



3



[1]



−0.4832375



@freakonometrics
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Visualising a Classification Tree or the entropy index, X



entropy(Y |X) = −



x∈–A,B,C˝



nx n



  X nx,y nx,y log nx nx



y∈–0,1˝



1



> e n t r o p i e=f u n c t i o n ( y , c l a s s e ) {



2



+



T=t a b l e ( y , c l a s s e )



3



+



nx=a p p l y (T, 2 , sum )



4



+



n=sum (T)



5



+



pxy=T/ m a t r i x ( r e p ( nx , each =2) , nrow=2)



6



+



omega=m a t r i x ( r e p ( nx , each =2) , nrow=2)/n



7



+



r e t u r n ( sum ( omega∗ pxy ∗ l o g ( pxy ) ) ) }



@freakonometrics
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Visualising a Classification Tree 1



> mat_g i n i=mat_v=m a t r i x (NA, 7 , 1 0 1 )



2



> for (v in 1:7) {



3



+



v a r i a b l e=MYOCARDE[ , v ]



4



+



v_ s e u i l=s e q ( q u a n t i l e (MYOCARDE[ , v ] ,



5



+ 6 / l e n g t h (MYOCARDE[ , v ] ) ) ,



6



+ q u a n t i l e (MYOCARDE[ , v ] ,1 −6 / l e n g t h (



7



+ MYOCARDE[ , v ] ) ) , l e n g t h =101)



8



+



mat_v [ v , ] = v_ s e u i l



9



+



for ( i in 1:101) {



10



+ CLASSE=v a r i a b l e par ( mfrow=c ( 2 , 3 ) )



2



> for (v in 2:7) {



3



+



p l o t ( mat_v [ v , ] , mat_g i n i [ v , ] , t y p e=" l " ,



4



+



y l i m=r a n g e ( mat_g i n i ) ,



5



+



main=names (MYOCARDE) [ v ] )



6



+



a b l i n e ( h=max( mat_g i n i ) , c o l=" b l u e " )



7



+ }



or we can use the entropy index.



1



> i d x=which (MYOCARDE$INSYS>=19)



@freakonometrics
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Visualising a Classification Tree 1



> mat_g i n i=mat_v=m a t r i x (NA, 7 , 1 0 1 )



2



> for (v in 1:7) {



3



+



v a r i a b l e=MYOCARDE[ idx , v ]



4



+



v_ s e u i l=s e q ( q u a n t i l e (MYOCARDE[ idx , v ] ,



5



+ 6 / l e n g t h (MYOCARDE[ idx , v ] ) ) ,



6



+ q u a n t i l e (MYOCARDE[ idx , v ] ,1 −6 / l e n g t h (



7



+ MYOCARDE[ idx , v ] ) ) , l e n g t h =101)



8



+



mat_v [ v , ] = v_ s e u i l



9



+



for ( i in 1:101) {



10



+



CLASSE=v a r i a b l e library ( rpart )



2



> c a r t summary ( c a r t )



2



Call :



3



r p a r t ( f o r m u l a = PRONO ~ . , data = myocarde )



4



n= 71



5



CP n s p l i t r e l e r r o r



6



xerror



xstd



7



1 0.72413793



0 1.0000000 1.0000000 0.1428224



8



2 0.03448276



1 0.2758621 0.4827586 0.1156044



9



3 0.01000000



2 0.2413793 0.5172414 0.1186076



10 11



Variable importance



12



INSYS REPUL INCAR PAPUL PRDIA FRCAR PVENT



13



29
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Classification and Regression Trees (CART) 1 2 3 4



Node number 1 : 71 o b s e r v a t i o n s , p r e d i c t e d c l a s s=SURVIE c l a s s counts :



29



c o m p l e x i t y param =0.7241379



e x p e c t e d l o s s =0.4084507



P( node ) =1



42



p r o b a b i l i t i e s : 0.408 0.592



5



l e f t son=2 ( 2 7 obs ) r i g h t son=3 ( 4 4 obs )



6



Primary s p l i t s :



7



INSYS < 1 8 . 8 5



to the l e f t ,



improve = 2 0 . 1 1 2 8 9 0 , ( 0 m i s s i n g )



8



REPUL < 1 0 9 4 . 5 t o t h e r i g h t , improve = 1 9 . 0 2 1 4 0 0 , ( 0 m i s s i n g )



9



INCAR < 1 . 6 9



to the l e f t ,



10



PRDIA < 17



t o t h e r i g h t , improve= 9 . 3 6 1 1 4 1 , ( 0 m i s s i n g )



11



PAPUL < 2 3 . 2 5



t o t h e r i g h t , improve= 7 . 0 2 2 1 0 1 , ( 0 m i s s i n g )



12



Surrogate s p l i t s :



improve = 1 8 . 6 1 5 5 1 0 , ( 0 m i s s i n g )



13



REPUL < 1474



to the r i g h t , agree =0.915 , adj =0.778 , (0 s p l i t )



14



INCAR < 1 . 6 6 5



to the l e f t ,



15



PAPUL < 2 8 . 5



to the r i g h t , agree =0.732 , adj =0.296 , (0 s p l i t )



16



PRDIA < 1 8 . 5



to the r i g h t , agree =0.718 , adj =0.259 , (0 s p l i t )



17



FRCAR < 9 9 . 5



to the r i g h t , agree =0.690 , adj =0.185 , (0 s p l i t )



@freakonometrics



agree =0.901 , adj =0.741 , (0 s p l i t )
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Classification and Regression Trees (CART) 1 2 3 4



Node number 2 : 27 o b s e r v a t i o n s p r e d i c t e d c l a s s=DECES c l a s s counts :



24



e x p e c t e d l o s s =0.1111111



P( node ) =0.3802817



3



p r o b a b i l i t i e s : 0.889 0.111



@freakonometrics
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Classification and Regression Trees (CART) 1 2 3 4



Node number 3 : 44 o b s e r v a t i o n s , p r e d i c t e d c l a s s=SURVIE c l a s s counts :



5



c o m p l e x i t y param =0.03448276



e x p e c t e d l o s s =0.1136364



P( node ) =0.6197183



39



p r o b a b i l i t i e s : 0.114 0.886



5



l e f t son=6 ( 7 obs ) r i g h t son=7 ( 3 7 obs )



6



Primary s p l i t s :



7



REPUL < 1 0 9 4 . 5 t o t h e r i g h t , improve = 3 . 4 8 9 1 1 9 , ( 0 m i s s i n g )



8



INSYS < 2 1 . 5 5



to the l e f t ,



9



PVENT < 13



t o t h e r i g h t , improve = 1 . 6 5 1 2 8 1 , ( 0 m i s s i n g )



10



PAPUL < 2 3 . 5



t o t h e r i g h t , improve = 1 . 6 4 1 4 1 4 , ( 0 m i s s i n g )



11



INCAR < 1 . 9 8 5



to the l e f t ,



improve = 1 . 5 9 2 8 0 3 , ( 0 m i s s i n g )



12



Surrogate s p l i t s :



13



INCAR < 1 . 6 8 5



to the l e f t ,



agree =0.886 , adj =0.286 , (0 s p l i t )



14



PVENT < 1 7 . 2 5



to the r i g h t , agree =0.864 , adj =0.143 , (0 s p l i t )



@freakonometrics



improve = 2 . 1 2 2 4 6 0 , ( 0 m i s s i n g )
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Classification and Regression Trees (CART) 1 2



Node number 6 : 7 o b s e r v a t i o n s p r e d i c t e d c l a s s=DECES



e x p e c t e d l o s s =0.4285714



P( node )



=0.09859155 3 4



c l a s s counts :



4



3



p r o b a b i l i t i e s : 0.571 0.429



5 6 7



Node number 7 : 37 o b s e r v a t i o n s p r e d i c t e d c l a s s=SURVIE



e x p e c t e d l o s s =0.02702703



P( node )



=0.5211268 8 9



c l a s s counts :



1



36



p r o b a b i l i t i e s : 0.027 0.973
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INSYS< 18.85 |



Vizualize a Trees (CART) A basic viz’ of the tree 1



> c a r t plot ( cart )



3



> text ( cart )



, data=myocarde ) REPUL>=1094 DECES DECES



Each leaf contains, at least, 20 observations. But we can ask for less 4



> c a r t plot ( cart ) > text ( cart )



PVENT>=17.25 DECES REPUL>=1094 DECES



INSYS< 21.65 DECES



@freakonometrics
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INSYS < 19



yes



PVENT >= 17



DECES



Vizualize a Trees (CART)



no



REPUL >= 1094



DECES



INSYS < 22



DECES



A basic viz’ of the tree 1



> library ( rpart . plot )



2



> prp ( c a r t )



SURVIE



SURVIE 29 42 yes



or



SURVIE



INSYS < 19



DECES 24 3



no



SURVIE 5 39 PVENT >= 17



3



> prp ( c a r t , t y p e =2 , e x t r a =1) DECES 3 0



SURVIE 2 39 REPUL >= 1094



SURVIE 2 3



SURVIE 0 36



INSYS < 22



DECES 2 1



@freakonometrics
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1



SURVIE .41 .59 100%



Vizualize a Trees (CART)



yes



INSYS < 19



no 3



SURVIE .11 .89 62% PVENT >= 17 7



A basic viz’ of the tree



SURVIE .05 .95 58% REPUL >= 1094 14



1



> library ( rattle )



2



> f a n c y R p a r t P l o t ( c a r t , sub=" " )



@freakonometrics



SURVIE .40 .60 7% INSYS < 22



2



6



28



29



15



DECES .89 .11 38%



DECES 1.00 .00 4%



DECES .67 .33 4%



SURVIE .00 1.00 3%



SURVIE .00 1.00 51%
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●



3000



Vizualize a Trees (CART)



● ●



2500



●



1



2000



REPUL



c a r t 2 =17.25 DECES REPUL>=1094



7



3 0.01724138



2 0.1724138 0.4827586 0.1156044



8



4 0.01000000



4 0.1379310 0.4482759 0.1123721



9



> p l o t ( c a r t_g i n i )



10



> t e x t ( c a r t_g i n i )



@freakonometrics



DECES



INSYS< 21.65 DECES



SURVIE



SURVIE
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Trees (CART), Gini vs. Entropy Tree based in the entropy impurity index 1



> c a r t_e n t r o p y summary ( c a r t_e n t r o p y )



INSYS< 18.85 |



3



CP n s p l i t



4



rel error



xerror



xstd



5



1 0.72413793



0 1.00000000 1.0000000 0.1428224



6



2 0.10344828



1 0.27586207 0.5862069 0.1239921



7



3 0.03448276



2 0.17241379 0.4827586 0.1156044



REPUL>=1585



REPUL>=1094



DECES DECES SURVIE



8



4 0.01724138



4 0.10344828 0.4482759 0.1123721



9



5 0.01000000



6 0.06896552 0.4482759 0.1123721



10



> p l o t ( c a r t_e n t r o p y )



11



> t e x t ( c a r t_e n t r o p y )



@freakonometrics



PVENT>=17.25



INSYS>=15 DECES



INSYS< 21.65 DECES SURVIE



SURVIE
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Trees (CART), Gini vs. Entropy Minority class min –p, 1 − p˝ is the error rate: it measures the proportion of misclassified examples if the leaf was labelled with the majority class Gini index 2p(1 − p) – this is the expected error if we label examples in the leaf randomly: positive with probability p and negative with probability 1-p. entropy −p log p − (1 − p) log(1 − p) – this is the expected information Observe that Gini index is related to the variance of a Bernoulli distribution. With two leaves n1 n2 p1 (1 − p1 ) + p2 (1 − p2 ) n | {z } n | {z } var1



var2



is a weigthed average variance. Regression tree will be obtained by replacing the impurity measure by the variance.



@freakonometrics
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Trees (CART), Gini vs. Entropy √



Dietterich, Kearns and Mansour (1996) suggested to use Gini as a measure of impurity. Entropy and Gini index are sensitive to fluctuations in the class √ distribution, Gini isn’t. See Drummond & Holte (cs.alberta.ca, 2000) for a discussion on (in)sensitivity of decision tree splitting criteria. But standard criteria yield (usually) similar trees (rapidi.com or quora.com) • misclassification rate 1 − max –p, 1 − p˝ • entropy −[p log p + (1 − p) log(1 − p)] • Gini index 1 − [p2 + (1 − p)2 ] = 2p(1 − p)



@freakonometrics
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Prunning a Tree Drop in impurity at node N is defined as ∆i(N ) = i(N ) − P(left)i(Nleft ) − P(right)i(Nright ) If we continue to grow the tree fully until each leaf node corresponds to the lowest impurity, we will overfit. If splitting is stopped too early, error on training data is not sufficiently low and performance will suffer. Thus, stop splitting when the best candidate split at a node reduces the impurity by less than the preset amount, or when a node has a small number of observations



@freakonometrics
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1



> c a r t printcp ( cart )



3



size of tree



[ 1 ] FRCAR INCAR INSYS PVENT REPUL



X−val Relative Error



Root node e r r o r : 29 / 71 = 0 . 4 0 8 4 5



8 9



n= 71



7



9



●



●



0.024



0



●



●



0.4



10 11



3



0.8



1.0



6 7



2



1.2



1



0.6



5



V a r i a b l e s a c t u a l l y used i n t r e e c o n s t r u c t i o n :



CP n s p l i t r e l e r r o r



xerror



xstd



12



1 0.724138



0



1.000000 1.00000 0.14282



13



2 0.103448



1



0.275862 0.51724 0.11861



14



3 0.034483



2



0.172414 0.41379 0.10889



15



4 0.017241



6



0.034483 0.51724 0.11861



16



5 0.000000



8



0.000000 0.51724 0.11861



17



> plotcp ( cart ) @freakonometrics



●



0.2



4



Inf



0.27



0.06 cp
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Classification Pronostic For pronostics, consider the confusion matrix 1



> c a r t p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



4 5



p r e d i c t i o n s DECES SURVIE



6



DECES



7



SURVIE



@freakonometrics



28



6



1



36
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Classification with Categorical Variables Consider a spam classifier, based on two keywords, viagra and lottery. 1



> l o a d ( " spam . RData " )



2



> head ( db , 4 ) Y viagra lottery



3 4



27 spam



0



1



5



37



ham



0



1



6



57 spam



0



0



7



89



0



0



ham



@freakonometrics
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Classification with Categorical Variables Consider e.g. a tree classifier 1



library ( rpart )



2



library ( rattle )



3



c t r l C45 summary ( C45 )



, data=myocarde )



4 5



=== Summary ===



6 7



Correctly Classified Instances



66



92.9577 %



8



Incorrectly Classified Instances



5



7.0423 %



9



Kappa s t a t i s t i c



0.855



10



Mean a b s o l u t e e r r o r



0.1287



11



Root mean s q u a r e d e r r o r



0.2537



12



Relative absolute error



26.6091 %



13



Root r e l a t i v e s q u a r e d e r r o r



51.6078 %



14



Coverage o f c a s e s ( 0 . 9 5 l e v e l )



97.1831 %



@freakonometrics



140



Arthur CHARPENTIER - Data Science an Overview - May, 2015



15



Mean r e l . r e g i o n s i z e ( 0 . 9 5 l e v e l )



69.0141 %



16



T o t a l Number o f I n s t a n c e s



71



17 18



=== C o n f u s i o n Matrix ===



19 20



a



21



27



22



b 2 |



3 39 |



p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



3 4



p r e d i c t i o n s DECES SURVIE



5



DECES



6



SURVIE



@freakonometrics



27



3



2



39
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1



Classification with C4.5 algorithm



INSYS



≤ 18.7



> 18.7 3 PVENT



To visualise this tree, use



≤ 16.5



r e t u r n ( p r e d i c t ( C452 , newdata=



SURVIE



3



data . frame (PVENT=p ,REPUL=r ) ,



4



0.8



DECES



0.8



1



> 16.5 Node 5 (n = 3)



0.6



0.6



0.6



0.4



0.4



0.4



0.2 0



0.2 0



0.2 0



t y p e=" p r o b a b i l i t y " ) [ , 1 ] ) } c o l=C L 2 p a l e t t e ,



2500



x l a b="PVENT" , y l a b="REPUL" )



2 3



> p l o t ( C45 ) > plotcp ( cart )



●



2000



● ●



●



●



● ●



● ● ●



●



●



1500



> library ( partykit )



●



●



REPUL



1



●



●



●



● ●



●



●



●



● ● ●



1000



6



●



3000



image ( vpvent , v r e p u l , o u t e r ( vpvent , v r e p u l , pred_C45 ) ,



●



●



● ●



● ●



● ●



0



●



● ● ●



●



5



●



●



●



● ● ●



●



● ● ●



●



●



●● ● ●



●



●



●



● ● ● ● ●



●



● ● ●



500



5



●



●



10



15



20



PVENT



@freakonometrics



1 0.8



SURVIE



pred_C45 = f u n c t i o n ( p , r ) {



1



DECES



2



Node 4 (n = 41)



SURVIE



C452 l i b r a r y (RWeka)



2



> f i t _PART summary ( f i t _PART)



, data=myocarde )



4 5



=== Summary ===



6 7



Correctly Classified Instances



69



97.1831 %



8



Incorrectly Classified Instances



2



2.8169 %



9



Kappa s t a t i s t i c



0.9423



10



Mean a b s o l u t e e r r o r



0.0488



11



Root mean s q u a r e d e r r o r



0.1562



12



Relative absolute error



@freakonometrics



10.0944 %
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13



Root r e l a t i v e s q u a r e d e r r o r



31.7864 %



14



Coverage o f c a s e s ( 0 . 9 5 l e v e l )



15



Mean r e l . r e g i o n s i z e ( 0 . 9 5 l e v e l )



60.5634 %



16



T o t a l Number o f I n s t a n c e s



71



100



%



17 18



=== C o n f u s i o n Matrix ===



19 20



a



21



29



22



b 0 |



2 40 |



@freakonometrics



d f Y RF summary (RF) Length C l a s s



4



, data=myocarde ) Mode



5



call



3



−none− c a l l



6



type



1



−none− c h a r a c t e r



7



predicted



8



err . rate



9



confusion



71



f a c t o r numeric



1500



−none− numeric



6



−none− numeric



142



m a t r i x numeric



71



−none− numeric



10



votes



11



oob . t i m e s



12



classes



2



−none− c h a r a c t e r



13



importance



7



−none− numeric



14



importanceSD



0



−none− NULL



15



localImportance



0



−none− NULL



16



proximity



0



−none− NULL



@freakonometrics



153



Arthur CHARPENTIER - Data Science an Overview - May, 2015



17



ntree



1



−none− numeric



18



mtry



1



−none− numeric



19



forest



14



−none− l i s t



20



y



71



f a c t o r numeric



21



test



0



−none− NULL



22



inbag



0



−none− NULL



23



terms



3



terms



call



24



> p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



26 27



p r e d i c t i o n s DECES SURVIE



28



DECES



29



SURVIE



@freakonometrics
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0
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Random Forests for Classification RF2 l i b r a r y (gbm)



2



> f i t _gbm p r i n t ( f i t _gbm)



4



gbm( f o r m u l a = PRONO ~ . , d i s t r i b u t i o n = " m u l t i n o m i a l " , data =



, data=myocarde , d i s t r i b u t i o n=" m u l t i n o m i a l " )



myocarde ) 5



A g r a d i e n t b o o s t e d model with m u l t i n o m i a l l o s s f u n c t i o n .



6



100 i t e r a t i o n s were p e r f o r m e d .



7



There were 7 p r e d i c t o r s o f which 3 had non−z e r o i n f l u e n c e .



This technique will be explained in slides #4.



@freakonometrics
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Gradient Boosting for Classification gbm2 l i b r a r y ( C50 )



2



> C50 p r i n t ( C50 )



, data=myocarde ,



t r i a l s =10)



4 5



Call :



6



C5 . 0 . f o r m u l a ( f o r m u l a = PRONO ~ . , data = myocarde ,



t r i a l s = 10)



7 8



C l a s s i f i c a t i o n Tree



9



Number o f s a m p l e s : 71



10



Number o f p r e d i c t o r s : 7



11 12



Number o f b o o s t i n g i t e r a t i o n s : 10



13



Average t r e e s i z e : 4 . 3



14 15



Non−s t a n d a r d o p t i o n s : attempt t o group a t t r i b u t e s



16 17



> p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



19



p r e d i c t i o n s DECES SURVIE



21



DECES



22



SURVIE



0



0



42



C502 0 −1 if ω T x + b < 0



Problem: infinite number of solutions, need a good one, that separate the data, (somehow) far from the data. Concept : VC dimension. Let H : –h : Rd 7→ – − 1, +1˝˝. Then H is said to shatter a set of points X is all dichotomies can be achieved. E.g. with those three points, all configurations can be achieved



@freakonometrics
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Support Vector Machine and Vapnik



● ●



● ●



●



● ●



● ●



●



●



● ●



●



● ●



● ●



●



●



● ●



●



●



E.g. with those four points, several configurations cannot be achieved (with some linear separator, but they can with some quadratic one)



@freakonometrics
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Support Vector Machine and Vapnik Vapnik’s (VC) dimension is the size of the largest shattered subset of X. This dimension is intersting to get an upper bound of the probability of miss-classification (with some complexity penalty, function of VC(H)). Now, in practice, where is the optimal hyperplane ? The distance from x0 to the hyperplane ω T x + b is ω T x0 + b d(x0 , Hω,b ) = kωk and the optimal hyperplane (in the separable case) is argmin – min d(xi , Hω,b ) ˝ i=1,··· ,n



@freakonometrics
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Support Vector Machine and Vapnik Define support vectors as observations such that |ω T xi + b| = 1 The margin is the distance between hyperplanes defined by support vectors. The distance from support vectors to Hω,b is kωk−1 , and the margin is then 2kωk−1 . the algorithm is to minimize the inverse of the margins s.t. Hω,b separates ±1 points, i.e. 1 min – ω T ω ˝ s.t. Yi (ω T xi + b) ≥ 1, ∀i. 2



@freakonometrics
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Support Vector Machine and Vapnik Problem difficult to solve: many inequality constraints (n) solve the dual problem... In the primal space, the solution was X X ω= αi Yi xi with αi Yi = 0. i=1



In the dual space, the problem becomes (hint: consider the Lagrangian) X X 1X T max – αi − αi αj Yi Yj xi xj ˝ s.t. αi Yi = 0. 2 i=1 i=1 i=1 which is usually written 0 ≤ αi ∀i 1 min – αT Qα − 1T α ˝ s.t. – α 2 yT α = 0 where Q = [Qi,j ] and Qi,j = yi yj xT i xj . @freakonometrics
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Support Vector Machine and Vapnik Now, what about the non-separable case? Here, we cannot have yi (ω T xi + b) ≥ 1 ∀i. introduce slack variables, –



ω T xi + b ≥ +1 − ξi when yi = +1 ω T xi + b ≤ −1 + ξi when yi = −1



where ξi ≥ 0 ∀i. There is a classification error when ξi > 1.



The idea is then to solve 1 T 1 T T min – ω ω + C1 1ξ>1 ˝, instead of min – ω ω ˝ 2 2



@freakonometrics
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Support Vector Machine and Vapnik Here C is related to some - standard - tradeoff • large C will penalize errors, • small C will penalize complexity. Note that the dual problem here is the same as the one before, with additional constraint, 0 ≤ αi ≤ C. 0 ≤ αi ≤ C ∀i 1 T T min – α Qα − 1 α ˝ s.t. – α 2 yT α = 0 with C ≥ 0 and Q = [Qi,j ] where Qi,j = yi yj xT i xj . it is possible to consider some more general function here, instead of xT i xj @freakonometrics
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Support Vector Machine and C-classification 0 ≤ αi ≤ C ∀i 1 T T min – α Qα − 1 α ˝ s.t. – α 2 yT α = 0 where C ≥ 0 is the upper bound, K is a Kernel, e.g. • linear K(u, v) = uT v • polynomial K(u, v) = γ[uT v + c0 ]d • radial basis K(u, v) = exp(−γku − vk2 and Q = [Qi,j ] where Qi,j = yi yj K(xi , xj )



@freakonometrics
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• Support Vector Machine and ν-classification



1 0 ≤ αi ≤ ∀i d 1 T min – α Qα ˝ s.t. – y T α = 0 α 2 1T α ≥ ν with ν ∈ (0, 1] • Support Vector Machine and one class-classification



0 ≤ αi ≤



1 min – αT Qα ˝ s.t. – α 2 1T α = 1



@freakonometrics



1 ∀i νd
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• Support Vector Machine and -regression 1 min? – [α − α? ]T Q[α − α? ] + 1T [α + α? ] + 1T [y · (α − α? )] ˝ α,α 2 subject to –



0 ≤ αi , αi? ≤ C ∀i 1T [α − α? ] = 0



• Support Vector Machine and ν-regression



0 ≤ αi , αi? ≤ C ∀i



1 min? – [α − α? ]T Q[α − α? ] + z T [(α − α? )] ˝ s.t. – 1T [α − α? ] = 0 α,α 2 1T [α + α? ] = Cν



@freakonometrics
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From Support Vector Machine to Perceptron SVM’s belong to the class of linear classifiers. A linear classifier is define as ?



Y (x) = –



+1 if B(x) = β 0 + xT β > 0 −1 otherwise



Data as linearly separable if there is a hyperplane that separate (perfectly) the two classes. • observations such that yi B(xi ) ≥ 0 are correctly classified. • observations such that yi B(xi ) ≤ 0 are misclassified. Consider the separating hyperplane such that X ? B = argmin – − yi B(xi ) ˝ misclassified



@freakonometrics
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From Support Vector Machine to Perceptron The perceptron algorithm, introduced by Rosenblatt starts with some initial values, and then, we update –



β 0 ← β 0 + Yi β ← β + Yi · X i



The convergence of this algorithm depends on starting values In case of convergence, the resulting hyperplane is the maximum margin hyperplane, and points on the boundary of the margins are called support vector.
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From Support Vector Machine to Perceptron 1



x=c ( . 4 , . 5 5 , . 6 5 , . 9 , . 1 , . 3 5 , . 5 , . 1 5 , . 2 , . 8 5 )



2



y=c ( . 8 5 , . 9 5 , . 8 , . 8 7 , . 5 , . 5 5 , . 5 , . 2 , . 1 , . 3 )



3



z=c ( 1 , 1 , 1 , 1 , 1 , 0 , 0 , 1 , 0 , 0 )



4



z_s i g n=z ∗2−1



5



b e t a=c ( 0 , − 1 , 1 )



6



for ( i in 1: k){



7



b e t a=b e t a+c ( z_s i g n [ i ] , z_s i g n [ i ] ∗x [ i ] , z_s i g n [ i ] ∗y [ i ])}
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Support Vector Machines (SVM) are a method that uses points in a transformed problem space that best separate classes into two groups. Classification for multiple classes is supported by a one-vs-all method. SVM also supports regression by modeling the function with a minimum amount of allowable error. 1



> l i b r a r y ( kernlab )



2



> SVM SVM Support V e c t o r Machine o b j e c t o f c l a s s " ksvm "



6 7 8



SV t y p e : C−s v c



( classification )



parameter : c o s t C = 1



9 10 11



Gaussian R a d i a l B a s i s k e r n e l f u n c t i o n . Hyperparameter : sigma =



0.146414435486797



12 13



Number o f Support V e c t o r s : 41



14
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15



O b j e c t i v e F u n c t i o n Value : −23.9802



16



Training e r r o r : 0.070423



17



> p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



19 20



p r e d i c t i o n s DECES SURVIE



21



DECES



22



SURVIE
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4



41
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Visualising a SVM Consider a SVM with 2 covariates SVM2 l i b r a r y ( nnet )



2



> NN p r e d i c t i o n s t a b l e ( p r e d i c t i o n s , myocarde $PRONO)



3 4



p r e d i c t i o n s DECES SURVIE



5



DECES



6



SURVIE
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Visualising a Neural Network Consider a NN with 2 covariates NN2 r o c . c u r v e = 0.51



yes



Comparing ROC Curves



no



3



0.7 n=102 51%



2



Y < 0.31



0.21 n=98 49% Y < 0.64



5



X >= 0.78



0.93 n=59 30%



6



Y < 0.83



0.03 n=66 33%



On that dataset, consider two trees



7



0.59 n=32 16%



4



Y < 0.53



0.37 n=43 22% X >= 0.39



9



13



0.061 n=33 16%



0.5 n=30 15%



Y >= 0.15



Y < 0.22



14



0.83 n=24 12% X >= 0.26



1



> library ( rpart )



2



> model1 = 0.12



36



19



0 n=19 10%



8



0 n=33 16%



37



0.14 n=7 4%



52



11



0.14 n=7 4%



10



0.79 n=14 7%



0.44 n=18 9%



0.077 n=13 6%



29



27



0.25 n=12 6%



12



53



0.8 n=10 5%



0.5 n=8 4%



1 n=10 5%



28



0.71 n=14 7%



15



1 n=35 18%



> model2 library ( rattle )



5



> f a n c y R p a r t P l o t ( model1 )



6



> f a n c y R p a r t P l o t ( model2 )



X >= 0.51



no



2



3



0.21 n=98 49%



0.7 n=102 51%



Y < 0.64



Y < 0.31



6



0.37 n=43 22% X >= 0.39



7 8



> d f $ s 1 d f $ s 2 = 0.51



yes



Comparing ROC Curves



no



3



0.7 n=102 51%



2



Y < 0.31



0.21 n=98 49% Y < 0.64



5



X >= 0.78



0.93 n=59 30%



6



Y < 0.83



0.03 n=66 33%



On that dataset, consider two trees



7



0.59 n=32 16%



4



Y < 0.53



0.37 n=43 22% X >= 0.39



9



13



0.061 n=33 16%



0.5 n=30 15%



Y >= 0.15



Y < 0.22



14



0.83 n=24 12% X >= 0.26



1



> library ( rpart )



2



> model1 = 0.12



36



19



0 n=19 10%



8



0 n=33 16%



37



0.14 n=7 4%



52



11



0.14 n=7 4%



10



0.79 n=14 7%



0.44 n=18 9%



0.077 n=13 6%



29



27



0.25 n=12 6%



12



53



0.8 n=10 5%



0.5 n=8 4%



1 n=10 5%



28



0.71 n=14 7%



15



1 n=35 18%



> model2 library ( rattle )



5



> f a n c y R p a r t P l o t ( model1 )



6



> f a n c y R p a r t P l o t ( model2 )



X >= 0.51



no



2



3



0.21 n=98 49%



0.7 n=102 51%



Y < 0.64



Y < 0.31



6



0.37 n=43 22% X >= 0.39



7 8



> d f $ s 1 d f $ s 2 s 1 s 2 Ps1 s ) ∗ 1



2



> Ps2 s ) ∗ 1



3



> Y Y FP=sum ( ( Ps1==1)∗ (Y==0) ) /



4



> FP=sum ( ( Ps2==1)∗ (Y==0) ) /



5



sum (Y==0)



5



sum (Y==0)



6



> TP=sum ( ( Ps1==1)∗ (Y==1) ) /



6



> TP=sum ( ( Ps2==1)∗ (Y==1) ) /



7



sum (Y==1)



7



sum (Y==1)



8



> t a b l e ( Observed=Y, P r e d i c t e d=P1 ) ) 8 > t a b l e ( Observed=Y, P r e d i c t e d=Ps2 ) Predicted



9



0



1



10



11



FALSE 99



9



11



FALSE 89 19



12



TRUE



18 74



12



TRUE



10



Observed



Predicted



9



Observed



0



1



10 82



We have a (standard) tradeoff between type I and type II errors.
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2



> p l o t ( r o c ( Z , s2 , data=d f ) , c o l=" b l u e " )



0.1



0.2



0.3



0.4



0.5



0.0



0.1



0.2



0.3



0.4



0.5



0.0



0.2



0.4



0.6



In the case of trees, this comparison is artificial, since only (lower) corners of the curves can be reached.



0.0



1.0



> p l o t ( r o c ( Z , s1 , data=d f ) , c o l=" r e d " )



0.8



1



0.0



0.2



0.4



0.6



0.8



1.0



Comparing ROC Curves
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1.0



Comparing ROC Curves ●



> s 1 s 1 s 2 s 2 t a b l e ( Observed=Y,



3



> t a b l e ( Observed=Y,



0.8



1



0.4



0.6



●



5



Observed



0



1



Predicted



4 5



Observed



0



1



0.2



Predicted



4



P r e d i c t e d=Ps1 ) 0.0



P r e d i c t e d=Ps1 )



0.0



6



FALSE 95 13



18 74



7



TRUE



P r e d i c t e d=Ps2 ) Predicted



9



0



P r e d i c t e d=Ps2 ) Predicted



9



1



10



11



FALSE 89 19



11



FALSE 89 19



12



TRUE



12



TRUE



10



Observed



> t a b l e ( Observed=Y,



10 82



Observed



0



1



10 82



●



0.0
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0.2



0.3



0.4



0.5



1.0



8



14 78 0.8



> t a b l e ( Observed=Y,



0.5



●



0.6



TRUE



0.4



0.4



7 8



9



0.3



0.2



FALSE 99



0.2



0.0



6



0.1



0.1
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R packages for ROC curves Consider our previous logistic regression (on heart attacks) > myocarde Y S l o g i s t i c l i b r a r y (ROCR)



2



> pred p e r f plot ( perf )
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False positive rate
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R packages for ROC curves



=TRUE) 3



> r o c . s e r o c l i b r a r y (pROC)



20



1



100



On can get confidence bands (obtained using bootstrap procedures)



4



> p l o t ( r o c . se , t y p e=" shape " , c o l=" l i g h t b l u e " )



0



5) ) 100



80



60



40



20



0



Specificity (%)



see also for Gains and Lift curves 1



> library ( gains )
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Standard Quantities Derived from a ROC curve A standard quantity derived from the ROC surve is the AUC, Area Under the Curve, but many other quantities can be computed, see 1



> l i b r a r y ( hmeasures )



2



> HMeasure (Y, S ) $ m e t r i c s [ , 1 : 5 ]



3



C l a s s l a b e l s have been s w i t c h e d from (DECES, SURVIE) t o ( 0 , 1 ) H



4 5



Gini



AUC



AUCH



KS



s c o r e s 0.7323154 0.8834154 0.9417077 0.9568966 0.8144499



with the H-measure (see hmeasure.net), Gini and AUC, as well as the area under the convex hull (AUCH).
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Standard Quantities Derived from a ROC curve 1.0



One can compute Kolmogorov-Smirnov statistics on the two conditional distributions of the score function (given either Y = 1 or Y = 0)



●



●



● ● ●



●



●



● ● ●



●



●



●



0.8



● ● ● ●



●



●



● ● ●



●



●



●



> p l o t ( e c d f ( S [Y=="SURVIE" ] ) , main=" " , x l a b=" " ,



●



0.6



●



●



● ●



●



●



● ● ● ● ●



●



●



●



0.4



pch =19 , c e x = . 2 , c o l=" r e d " )



●



●



Fn(x)



1



● ●



●



●



●



2



> p l o t ( e c d f ( S [Y=="DECES" ] ) , , pch =19 , c e x =. 2 , c o l



● ●



●



●



● ● ●



0.2



●



=" b l u e " , add=TRUE)



●



● ● ● ● ●



●



●



● ● ●



●



●



●



●



4



1 2



> max( p e r f y.values[[1]]-perfx . v a l u e s [ [ 1 ] ] )



●



0.0



[ 1 ] 0.8144499



●



0.2



0.4



0.6



0.8



Survival Death 1.0



> HMeasure (Y, S ) $ m e t r i c s [ , 6 : 1 0 ] C l a s s l a b e l s have been s w i t c h e d from (DECES, SURVIE) t o ( 0 , 1 ) MER



3 4



0.0



3



●



MWL Spec . Sens95 Sens . Spec95



s c o r e s 0.08450704 0.08966475



0.862069



ER



0.6904762 0.09859155



with the minimum error rate (MER), the minimum cost-weighted error rate, etc. @freakonometrics
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