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Using an integrated end-to-end site as an example, this unique guide leads the reader through the development of a site with news and events, newsletters, e-commerce, theming, personalization, registration, localization, and much more.
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Back Cover ASP.NET 2.0 Programming: Problem - Design – Solution is aimed at describing, designing, and implementing a site much like the ones you’re probably working on or will be soon, while taking the opportunity to introduce and explain many of the new features that the new great ASP.NET 2.0 framework offers. Difficult problems are addressed head-on so you'll be ready for most of the problems you’ll typically face when writing a modern website, and have one or more solutions ready for them. Unlike many other ASP.NET books that show examples for individual pages or features, the example in this book is an integrated end-to-end site (written in C#). The entire book and site has been written specifically for ASP.NET 2.0, to use the ASP.NET 2.0 features wherever they make sense. The end-result is a website which features a layout with user-selectable themes, a membership system, a content management system for publishing and syndicating articles and photos, polls, mailing lists, forums, an e-commerce store with support for real-time credit card processing, homepage personalization, and localization. The book leads the reader through development of a site with: Account registration, personalization and theming News and events, organized into categories Opinion polls Newsletter Forums E-commerce store with shopping cart and order management Localization Administration of a site will be covered including: Full online back-end administrative section, to manage practically all data from an intuitive user interface Site deployment In building these site features, you'll learn these new ASP.NET 2.0 features: Master pages Theming Personalization & Web parts Membership & Profile modules Personalization The new server-side UI controls such as GridView, DetailsView, FormView, Wizard, MultiView, the new xxxDataSource and navigation controls, among others. The new compilation mode and deployment modes The new framework for instrumenting the site, as well as handling & logging exceptions The new ADO.NET 2.0 features (e.g. caching with database dependency) The new classes for easy distributed transactions Management About the Author Marco Bellinaso is a partner of Code Architects Srl, an Italian company that specializes in consulting, mentoring, development, and training for the Microsoft platform. He works as a senior consultant and developer, and has a particular interest in all "web-things." He focuses on designing and implementing large web sites with a variety of Microsoft products and technologies, including SharePoint 2003, MCMS, and, of course, ASP.NET 2.0 and SQL Server 2005. He's been working with the .NET Framework since the Beta 1 on applications of all types, including Web



Services, Windows Forms, and Windows Services. He is also author or co-author of a number of commercial tools for developers, such as the award-winning VBMaximizer add-in, CodeBox for .NET, and FormMaximizer for .NET. Before the .NET era, Marco was a hardcode VB developer who specialized in Windows programming with advanced, low-level API techniques, as well as a COM and ASP developer. Prior to this book, Marco co-authored a number of other Wrox Press books, including Fast Track ASP.NET, Visual C# .NET: A Guide for VB6 Developers, Beginning C#, and the previous edition of this book for ASP.NET 1.1. He also frequently writes for programming magazines such as MSDN Magazine, MSDN Online, Visual Studio Magazine, and other Italian magazines such as Computer Programming and Visual Basic & .NET Journal. He is one of the principal developers and editors behind dotnet2themax.com, a popular web site for .NET developers that was sired by the even more famous vb2themax.com site for VB6. Besides writing, he also does a lot of public speaking (both in English and Italian) at some of the most important Italian conferences organized by Microsoft Italy and other big companies.
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Foreword The opportunity to write a foreword is always a great honor, and when the author is someone you have worked elbow-to-elbow with, it's more than an honor; it's a great pleasure! As readers, you are probably eager to get into the following chapters, and aren't particularly interested in when and how I met Marco, but I believe this story is worth telling. In late 1990s I started www.vb2themax.com, a web site that quickly became popular among VB6 aficionados. After a few months, Marco began to e-mail me his articles, and it was soon clear to me that he was a smart developer who also had the rare gift of being able to put his experience down in words. After a couple of years, I decided to write a commercial VB6 add-in and asked Marco to give me a hand. Marco accepted, and in a few months we would launch VBMaximizer, a product that was later voted among the best productivity tools by the readers of Visual Basic Programmer's Journal (now Visual Studio Magazine). The noteworthy detail of this story is that Marco and I worked on this project exclusively via e-mail, without even talking to each other on the phone. I never needed to explain to him what I needed, and, unbelievably, the code I got from him was virtually defect-free at the first attempt! At the time I didn't know that Marco was only about 20 years old; otherwise, I would have been far more impressed! I physically met Marco a few years later, and since then we have worked together on many other software projects. I continue to be pleasantly surprised by the professionalism he exhibits in everything he does, be it a program, a conference session, an article, or an entire book. Marco is among the few people I know who doesn't really care how long it takes to complete a task, provided that the result is something he can be proud of. Well, the book you're reading is surely something he can be proud of! As the author explains in his own introduction, this book is different from most others you can find in bookstores. Most are reference books that dissect every little detail of version 2.0 of ASP.NET or the .NET Framework and—in the best cases—provide a short listing to illustrate each feature. (I am well acquainted with these books, having written many reference guides myself.) Marco's book has a radically different approach: He explains how you can assemble all ASP.NET 2.0's features and leverage its power to design, develop, and deploy a full-featured web site. Don't be fooled by the TheBeerHouse being a fictitious site for a fictitious customer: If the main differences between a sample application and a real-world web site are the performance, security, robustness, scalability, and care for details that you expect from a commercial site, then Marco's TheBeerHouse is more real-world than most real-world sites I have seen recently. In fact, unlike most real site authors, Marco was able to take all the time he needed to implement an impressive list of features and fix all the bugs he encountered. And unlike most sample application authors, he never took a shortcut and never ignored the problems that developers have to solve every day in the real world. Chapters 5 and 9, on articles/news management and the e-commerce module, took him longer than any other portion of the book. As a result of his scrupulous efforts, the overall quality exceeds what you might expect from a mere "book sample," and it's currently the best demonstration of ASP.NET 2.0's new features, including Microsoft's own starter kits. From a teaching perspective, the great value of this book is the rationale underlying all the design and implementation decisions taken in the development phase. Marco does more than just describe what he did; he lists the pros and cons of all the alternatives he tried out and explains how he found the perfect solution (or the best compromise) to each problem. It's like having an expert sitting beside you, able to read your mind, and ready to fix your mistakes before you have a chance to make them. Can you ask for more? Francesco Balena Code Architects Srl, co-founder Blog: www.dotnet2themax.com/blogs/fbalena



Introduction Overview Dear reader, thanks for picking up this book, and welcome to the new edition of ASP.NET Website Programming Problem - Design - Solution, fully updated to ASP.NET version 2.0! The idea for this book was born in 2001, with ASP.NET 1.0, from the desire to have a book that teaches how to create real-world web sites. The first edition was published in 2002, and fortunately it was a success. I believe that this was due to the fact that most ASP.NET books on the market were (and still are) reference-type books, which describe every single control of the framework, and all their methods and properties, but the examples they provide are singlepage demos showing how to use a control of a feature. However, typically these references don't show how to integrate all ASP.NET features and controls into a single site with rich functionality, which is what readers have to do at work. Designing and implementing a real-world site is very different from creating simple examples, and that's why I think a book like this is helpful for developers facing real problems in their everyday work. This new edition of the book was rewritten completely from scratch, to use all the new features of ASP.NET 2.0 as much as possible, and it is hoped that it is better in a number of ways: The project developed is much more complete (there's an e-commerce module, for example) and professional, and each chapter provides enough background information on ASP.NET 2.0 to comfortably read the chapter even if you haven't already had experience with ASP.NET 2.0 (this is something the first edition didn't provide). First of all, this book is aimed at describing, designing, and implementing a site much like the ones you're probably working on or will be soon, while taking the opportunity to introduce and explain many of the new features that the new great ASP.NET 2.0 Framework offers. I don't hide difficult problems so that the solution can be simpler and shorter to develop; rather, I try to explain most of the problems you'll typically face when writing a modern web site, and provide one or more solutions for them. The result is a web site that features a layout with user-selectable themes, a membership system, a content management system for publishing and syndicating articles and photos, polls, mailing lists, forums, an e-commerce store with support for real-time credit card processing, home page personalization, and localization (refer to Chapter 1 for a more detailed list of features to be implemented). I hope you enjoy reading this book, and that it offers guidance that speeds up the development of your next project and makes it more solid, extensible, and well organized. Important



You can browse the web site online at www.dotnet2themax.com/thebeerhouse. The author's blog is available at http://www.dotnet2themax.com/blogs/mbellinaso. Please keep an eye on it to read about further development and expansion of the sample project.



What This Book Covers This book is basically a large case study that starts from the foundation and works its way through to completion with a series of designs and solutions for each incremental step along the way. What sets the Problem-Design-Solution series apart from other Wrox series is the structure of the book and the start-to-finish approach to one completed project. Specifically, this book leads the reader through the development of a complete ASP.NET 2.0 web site that has most of the features users expect to find in a modern content-related and e-commerce site: Account registration, personalization, and themes News and events, organized into categories Opinion polls Newsletter Forums E-commerce store with shopping cart and order management Localization From an administrative point of view, the following features and problems are also covered: Full online back-end administrative section, to manage practically all data from an intuitive user interface Site deployment The implementation of each of these features provides the opportunity to teach various new features introduced by ASP.NET 2.0, such as the following: Master pages Themes Personalization and Web Parts Membership and profile modules Personalization The new server-side UI controls such as GridView, DetailsView, FormView, Wizard, MultiView, the new xxxDataSource and navigation controls, among others The new compilation and deployment modes The new framework for instrumenting the site, as well as handling and logging exceptions The new ADO.NET 2.0 features (e.g., caching with database dependency) The new classes for easy distributed transactions management Not only does this book cover the new features of ASP.NET 2.0, it also demonstrates how to integrate all of them together, for the development of a single full-featured site. All the design options are explained and discussed (including the database design, the data access and business logic components design, and the overall site architecture); at the end of the book you will have learned many of the best practices for web development, based on a solid, scalable, and extensible architecture.



How This Book Is Structured The book builds a complete project from start to finish. All the chapters (other than the first one) are selfcontained modules within the larger project, and are structured in three sections: Problem: This defines the problem or problems to be addressed in the chapter: What do you want to do in this chapter? What features do you want to add to the site and why are they important? What restrictions or other factors need to be taken into account? Design: After the problem is defined adequately, this section describes what features are needed to solve the problem. This will give you a broad idea of how the solution will work or what will be entailed in solving the problem. Solution: After setting up what you are going to accomplish and why (and how that solves the problem defined earlier), we will produce and discuss the code and any other material that will realize the design and solve the problem laid out at the beginning of the chapter. Just as the coverage of the book as a whole is weighted toward solution, so is each chapter. This is where you will get hands-on practice and create the code. The book is intended to be read from cover to cover, so that you start with nothing and finish with a complete and deployed web site ready to be launched. However, the book follows a modular structure, so every chapter is quite self-contained and implements a module that, if necessary, can be taken out of the proposed sample project and re-used in some other web site.



Who This Book Is For Let me state up front that this isn't a book for completely novice programmers, or for experienced developers that have never touched ASP.NET and the .NET Framework in general. This book teaches how to write a realworld web site from scratch to deployment, and as such it can't explain every single detail of the technology, but must concentrate on designing and writing actual solutions. To comfortably read this book, you should already have had some experience with ASP.NET 1.x, even if not advanced solutions. You're not required to know ASP.NET 2.0, as each chapter will introduce the new controls and features that you'll use in that chapter, providing enough background information to implement the solution. If you then want to go deeper and learn everything you can about a control, you can refer to the MSDN official documentation or to another referencetype book such as Wrox's Professional ASP.NET 2.0.



What You Need to Use This Book To follow the book by building the project on your own computer, or to run the downloadable and ready-to-use project, you'll need the following: Windows XP Professional, Windows Server 2003, or Windows 2000 Professional or Server Any edition of Visual Studio 2005 for the C# language, including the freely available Visual Web Developer 2005 Expression Edition. However, Visual Studio 2005 Standard is suggested. You'll be able to follow the book, and run the sample project, even if you don't use a Microsoft editor at all (if, for example, you prefer using Macromedia Dreamweaver MX or some other text editor), because Visual Studio's designers are described and demonstrated in the "Design" section of some chapters, but are not used to write the code in the "Solution" section. The freely available SQL Server 2005 Express Edition, and possibly SQL Server 2005 Standard Edition (in addition to the Express Edition, which is used until the last chapter)



Conventions To help you get the most from the text and keep track of what's happening, we've used a number of conventions throughout the book. Important



Boxes like this one hold important, not-to-be-forgotten information that is directly relevant to the surrounding text.



Note Tips, hints, tricks, and asides to the current discussion are offset and placed in italics like this. As for styles in the text: We highlight new terms and important words when we introduce them. We show keyboard strokes like this: Ctrl+A. We show filenames, URLs, and code within the text like so: persistence.properties. We present code in two different ways: In code examples we highlight new and important code with a gray background. The gray highlighting is not used for code that's less important in the present context, or has been shown before.



Source Code As you work through the examples in this book, you may choose either to type in all the code manually or to use the source code files that accompany the book. All of the source code used in this book is available for download at www.wrox.com. Once at the site, simply locate the book's title (either by using the Search box or by using one of the title lists) and click the Download Code link on the book's details page to obtain all the source code for the book. Note Because many books have similar titles, you may find it easiest to search by ISBN; this book's ISBN is 0-7645-8464-2 (changing to 978-0-7645-8464-0 as the new industrywide 13-digit ISBN numbering system is phased in by January 2007). Once you download the code, just decompress it with your favorite compression tool. Alternately, you can go to the main Wrox code download page at www.wrox.com/dynamic/books/download.aspx to see the code available for this book and all other Wrox books.



Errata We make every effort to ensure that there are no errors in the text or in the code. However, no one is perfect, and mistakes do occur. If you find an error in one of our books, such as a spelling mistake or faulty piece of code, we would be very grateful for your feedback. By sending in errata you may save another reader hours of frustration, and at the same time you will be helping us provide even higher quality information. To find the errata page for this book, go to www.wrox.com and locate the title using the Search box or one of the title lists. Then, on the book details page, click the Book Errata link. On this page you can view all errata that has been submitted for this book and posted by Wrox editors. A complete book list including links to each book's errata is also available at www.wrox.com/misc-pages/booklist.shtml. If you don't spot "your" error on the Book Errata page, go to www.wrox.com/contact/techsupport.shtml and complete the form there to send us the error you have found. We'll check the information and, if appropriate, post a message to the book's errata page and fix the problem in subsequent editions of the book.



p2p.wrox.com For author and peer discussion, join the P2P forums at p2p.wrox.com. The forums are a web-based system for you to post messages relating to Wrox books and related technologies and to interact with other readers and technology users. The forums offer a subscription feature to e-mail you topics of interest of your choosing when new posts are made to the forums. Wrox authors, editors, other industry experts, and your fellow readers are present on these forums. At http//p2p.wrox.com you will find a number of different forums that will help you not only as you read this book, but also as you develop your own applications. To join the forums, just follow these steps: 1. Go to p2p.wrox.com and click the Register link. 2. Read the terms of use and click Agree. 3. Complete the required information to join as well as any optional information you wish to provide and click Submit. 4. You will receive an e-mail with information describing how to verify your account and complete the joining process. Note You can read messages in the forums without joining P2P but in order to post your own messages, you must join. Once you join, you can post new messages and respond to messages other users post. You can read messages at any time on the Web. If you would like to have new messages from a particular forum e-mailed to you, click the Subscribe to this Forum icon by the forum name in the forum listing. For more information about how to use the Wrox P2P, be sure to read the P2P FAQs for answers to questions about how the forum software works as well as many common questions specific to P2P and Wrox books. To read the FAQs, click the FAQ link on any P2P page.



Chapter 1: Introducing the Project: TheBeerHouse Overview This chapter introduces the project that we're going to develop in this book. I'll explain the concept behind the sample web site that is the subject of this book, but as you read along you should keep in mind that this is a general-purpose, data-driven, content-based style of web site that can easily be modified to meet the needs of a myriad of real-world web site requirements. Although we'll use many of the older features of ASP.NET, the clear focus of this book is directed at showing you how to leverage the powerful new features of ASP.NET 2.0 in a real-world, non-trivial web site. This book follows a "Problem-Design-Solution" approach in each chapter: The Problem section explains the business requirements for the module designed in that chapter, the Design section is used to develop our roadmap for meeting those requirements, and the Solution section is where we write the code to implement our design. This is unlike traditional computer books because the focus is not on teaching basic concepts, but rather showing you how to apply your knowledge to solve real-world business requirements. If you are new to ASP.NET, then this is perhaps not the best book to start with, but if you're generally familiar with the basic concepts of web development and ASP.NET (any version of ASP.NET), you're ready to put that knowledge to use, and perhaps you want to learn about the new features in ASP.NET 2.0, then fasten your seat belt!



Problem In Bologna (the city where I live in Italy) almost half the population consists of students, including many foreigners. With all these young people around here, it goes without saying that there are a lot of pubs and places to spend the evenings and weekends with friends. Concerts, parties, shows, and other special events are commonplace. However, with all this competition, every pub must find something that the others don't have, something that's somehow appealing to their potential customers. Marketing plays a significant role, and our pub owner wants to be stronger in that area. She has always used traditional, printed marketing ads for her pub TheBeerHouse (a fictitious name), but she wants to expand into new media possibilities, starting with having her own exciting web site. She thinks that this would be useful, because once customers become familiar with the site they can go there to read about new specials and events, and possibly receive a newsletter right in their e-mail inbox, as well as browse photos of past events, rate them, and share messages with other web site visitors, creating virtual relationships that they can later continue face-to-face right in the pub! The general idea is appealing, especially considering that the target audience is well accustomed to using computers and browsing the web to find out information about news and events. A pub is typically a fun place full of life, and it's perhaps more appropriate for this type of project, rather than, say, a classic restaurant. However, even classic restaurants may like to consider this type of web site, also.



Design The Design section of each chapter is devoted to discussing the problem and designing a solution. This usually means writing down a list of business requirements and desired features to implement, as well as the design of the necessary database objects for the data storage, and the structure of the classes to retrieve, manipulate, and present the data to the user. At the beginning of a project you start out by thinking about your client's needs, and how you might meet those needs, and possibly even expand on them to give your client more functionality than the minimum needed, while still staying within your time limits and budgetary guidelines. As stated in the problem section, your client in this scenario is a pub owner who wants to have a web site to promote her pub, providing online information about upcoming events, reports about past events, and more. This initial idea can be expanded in many ways, to create a site that has a lot more interesting things, good for its users (who are also potential customers for the physical pub) and for the store owner. We can begin by writing down a list of features that a modern content-based site should have, and a few reasons why they are useful: An appealing user interface. Appearance is important, since it's the first thing users will notice — well before appreciating the site's functionality and services. But the graphics are not all that matters regarding the UI. The information on the site must be well organized and easily reachable. The site must be usable and provide a good (and possibly great) user experience, which means that users must find it easy to browse and interact with. Some attention should also be given to cross-browser compatibility, i.e., ensuring that the site looks and behaves fine from different platforms and browsers. This is especially true for sites like this one, where you can't know in advance which browser your customers will use, as you might know in the case of an intranet site for a corporation, for example. A successful content-based site owes its popularity to its users. Loyal users who regularly visit the site, help write content, and participate in polls and special events are those who guarantee that the site will keep growing. To build a vibrant community of active members, users must have some sort of identity, something that describes and distinguishes them among other members. Because of this, the site needs a registration feature, as part of a larger authentication/authorization infrastructure. This will also be used to grant and restrict access to some areas of the site. The site needs a constant supply of fresh content to stay alive and vibrant. If the content becomes stale, visitors will lose interest in the site and won't visit it anymore. A pub's site can't be very good unless it has regular updates about upcoming events, parties, and concerts. What's the point in visiting the site if it doesn't display photos that were shot at the last party? To facilitate a constant stream of new content, the site needs some mechanism that enables the editor to easily update it with dynamic content. Furthermore, the editor who will be in charge of the content updates will probably not be a technical person, so you must build some simple administration pages that make updates easy, even for nontechnical people. Once the site has new content ready to be read, the site's manager must have some way to inform its users about this. Not all users visit the site every day, so the site manager must be proactive and notify the customers about recent updates. If customers have registered on the site, providing their e-mail address, they might also have requested to receive a newsletter notifying them about recent changes and additions to the site. Of course, there are also other ways to syndicate news, such as exposing Really Simple Syndication (RSS) feeds to which a user can register and then control from their favorite RSS reader, and get automatic notifications about news without having to visit the site daily to get the information. A site like this can also be a good opportunity to get feedback from customers about a variety of issues: What do they like most in a pub? What brand of beer do they prefer? Do they want to listen to live music while drinking with friends, or perhaps they don't like all that noise? Establishing some kind of user-to-site communication is important, and if you get a good number of responses it can even lead to strategic decisions and changes that may improve the business. If the presence of some sort of user-to-site communication is important, user-to-user communication may be even more so, because that's the central point of creating a community of loyal users, who come to the



site frequently to chat, discuss the news posted on the site, ask suggestions to the others about upcoming events, and more. This translates into more traffic on the site, and a feeling of membership that will pay off in both the short and long run. Once the store has a discreet user base, the store's owner may decide to expand it so that it supports an online store. In fact, the pub already offers a catalog of products for beer enthusiasts, such as glasses, Tshirts, key chains, and more. If the site has a lot of traffic, it may be a good way to promote these products so people can place orders without even visiting the pub in person. And once users see a product and like it, they can rate that product to tell other people how much they like it. The online store must be easy to manage by nontechnical people, because it might possibly be the pub's owner who adds and edits products, and manages the orders, so there must be a module with a simple and intuitive UI that automates as many operations as possible, and guides the user through the tasks. With the site offering news and articles, lists of products, user-to-user discussions, and other dynamic content, it's easy to imagine that the home page could easily become crowded, and possibly more difficult to read and understand because of too much information. It would be good if the user herself could build her own home page, according to what she is interested in. Maybe she wants to read about upcoming events, but doesn't care about shopping online for gadgets? Great, we want to give her the capability to do that, by adding and deleting content to and from the home page, or maybe just moving around the existing content so that it's placed and organized in a way that she finds more comfortable and useful for her. This type of customization is done on some large sites such as Windows Live and My MSN, for example, and is a great example of personalization, which helps encourage users to decide to register on the site. As mentioned previously, the pub is typically visited by a lot of customers coming from many different countries, and the pub's owner expects the same to happen for the web site. Because of this, the site must be partially or fully translated into multiple languages, making it easy for most users to understand it. Not only text must be translated; information such as dates and numbers should also be displayed according to the user's preferred locale settings, so that nobody will misunderstand an announcement about an upcoming party or event. To recap everything in a few words, the TheBeerHouse site will have everything a modern content-based site will have, including dynamic articles and news, polls for user-to-site communication, forums for user-to-user communication, newsletters and RSS feeds to notify members about new content on the site, an e-commerce store for selling products online, home page personalization, and content localization. Although the sample project is built around a fictitious pub, you'll recognize in this list of requirements the common features of the majority of content- and commerce-based sites you find online now, and sites that you're likely to develop in the near future, or maybe even sites you're developing right now.



Solution The Solution section of each chapter will contain the instructions and actual code for implementing all the features and requirements outlined and designed in the previous sections. For this first chapter, however, I'll give you a more detailed description of exactly what the following chapters will cover, so that you can get a good idea of what the final result will be like. In Chapter 2 you'll build the site's design, the graphics, and the layout that's shared among all pages of the site, through the use of master pages, new in ASP.NET 2.0. You will also use themes — another new feature introduced by ASP.NET 2.0 — to create a couple of different visual appearances for the same master page, and create a mechanism to enable users to select their own favorite theme from a dropdown list, so that they can change the colors and overall appearance of the site according to their taste and possible visual impediments. Finally, a flexible and easy to maintain navigation system will be built by means of the new Web.sitemap file and the Menu and SiteMapPath controls. In Chapter 3 you'll lay down the foundations for building a flexible, easily configurable, and instrumented site. First of all, there will be a pluggable data access layer (DAL) that can support any type of data store, and scalable to offer the best performance even under high usage. Then a business logic layer will be built on the top of the DAL to expose the data in an object-oriented way, with the required validation logic, transaction management, event logging, and caching. Finally, you'll look at the UI and presentation layer, which takes advantage of the new GridView, DetailsView, and FormView controls and the companion ObjectDataSource to quickly generate complex and feature-rich, data-driven pages. In Chapter 4 you'll integrate ASP.NET 2.0's new membership infrastructure into the site, to create user registration forms and supporting logic to authenticate/authorize users. You'll also discover the new Profile module, which allows you to declaratively define user-level properties that are automatically persisted to a durable medium, quite different from the well-known traditional Session state variables that only last as long as the user browses the site on one occasion. A complete management console will be built to enable administrators to see the list of members, disable members that behave badly on the site, and view and edit each user's profile. In Chapter 5 you'll build a sort of Content Management System, a module that enables administrators to completely manage the site's articles from an intuitive UI, accessible also by nontechnical users. The module will integrate with the built-in membership system to secure the module and track the authors of the articles, and will have a syndication service that publishes an RSS feed of recent content for a specific category, or for every category, and will support ratings and comments, among many other features. The result will be quite powerful, enabling the editor to prepare richly formatted content in advance, and schedule it for automatic publication and retirement, so that the site's content updates are as simple as possible, and require the least effort and time. At the end of the chapter, you will have experienced almost everything you can do with the new GridView, DetailsView, and ObjectDataSource controls, which are used to bind the UI to data coming from real object-oriented business classes, which themselves obtain data from a data access layer. In Chapter 6 you'll implement a solution for creating and managing multiple dynamic polls on the web site. It will feature an administration console for managing the polls through a web browser, a user control that enables you to plug different polls into any page you want with just a couple of lines of code, as well as a history page for viewing archived polls. In Chapter 7 the site will be enriched with a complete module for sending out newsletters to members who registered for them in their profile page. The module will enable you to send out the e-mail newsletters from a background thread, instead of the main thread that processes the page request, so that the page won't risk timeouts, and more important, so that the editor will not be left with a blank page for minutes at a time. AJAX (Asynchronous JavaScript and XML Programming) will be used to implement partial-page updates that provide real-time feedback about the newsletter being sent in the background. Finally, end users will be able to look at past newsletters listed on an archive page. To implement all this, you'll use advanced features such as multithreaded programming, the new script callback feature, and new classes for sending e-mails.



In Chapter 8 you'll create a forums system from scratch, which supports multiple subforums with optional moderation, lists threads and replies through custom pagination and with different sorting options, has wide support for standard RSS feeds, configurable user rating, signatures and quoting, and other features typical of most recent forum software. Complete administration features (deleting, editing, approving, moving, and closing threads and posts) will also be provided. In Chapter 9 you'll add a working e-commerce store with most of the essential features, including a complete catalog and order management system, a persistent shopping cart, integrated online payment via credit cards, product ratings, product stock availability, rich formatting of a product's descriptions, including text and images, configurable shipping methods and order statuses, and much more. All this will be implemented in relatively few pages, since it will leverage the good foundations built in previous chapters, and of course the ASP.NET 2.0 built-in membership and profile systems, and other new features and controls, such as the ubiquitous GridView, DetailsView, and ObjectDataSource, plus the Wizard and MultiView controls. In Chapter 10 you'll explore the Web Part Framework, one of the coolest and most striking new features of ASP.NET 2.0, and use it to easily add support for home page personalization. You'll promote some user controls developed earlier in the book into Web Parts, which are boxes of content that can be dragged around the page by the user, and whose properties can be customized at runtime by means of a simple and dynamically built UI, and which can be added and removed to/from pages according to the user's interests and preferences. You'll be impressed by the small amount of code needed to achieve a result that only advanced sites and portal framework (such as Windows SharePoint Services) have typically offered in the past. In Chapter 11 you'll make the site's home page fully localizable to an additional language and will support the user's preferred locale settings when displaying dates and numbers. All this can now be done easily with ASP.NET 2.0, thanks to its automatic resource generation, implicit and explicit localization expressions, strongly typed and dynamically compiled global resources, and good Visual Studio designer support. Finally, in Chapter 12 you'll look the different ways to deploy an ASP.NET 2.0 site, either on a local IIS server or to a remote production site, or to an inexpensive shared hosting server. The new ASP.NET compilation model enables you do use a simple XCOPY deployment that includes everything, but lacks protection of source code, and takes a little time to compile on first requests. If that's a problem for you, you will see how you can use the new command-line tools and Visual Studio's wizards to pre-compile the site and generate one or more compiled assemblies to deploy. You'll also learn how to deploy the local SQL Server Express database to a remote full-featured SQL Server 2005 instance, and how you can create installer packages for distributing the application to automate as many installation tasks as possible.



Summary In this first chapter you were given an overview of an aggressive plan to develop a highly functional contentbased web site that shows you how to use ASP.NET to its full capacity. I gave you a broad idea about what we're going to discuss, design, and implement throughout the rest of the book. In each chapter, you'll learn something new about ASP.NET 2.0, and at the end of the book you will also have created a real-world site with most of the features required by modern content-centric sites and e-commerce stores. Furthermore, the site you develop in this book may provide a good deal more functionality than any site you've designed in the past, and the relatively small development effort will enable you to do more than you thought possible in a small amount of time. Microsoft has stated that one of their key goals in the 2.0 release is to make a developer's job easier: to reduce the amount of effort required to implement common functionality, thereby giving them more time to focus on business needs, and enabling them to offer more advanced functionality to empower users and site administrators, while keeping the site maintainable and scalable. This book will help you judge whether Microsoft has met this goal. Let this adventure begin!



Chapter 2: Developing the Site Design Overview The first step in developing a new site is to develop the visual site design consisting of the site's overall layout and use of graphics. This visual architecture defines the "look and feel" from the user's perspective. You start by establishing the user experience you want people to have, and then you design the plumbing behind the scenes that will provide that user experience. Some basic considerations that affect the user's experience are the menu and navigation, use of images, and the organization of elements on the page. The menu must be intuitive and should be augmented by navigation hints such as a site map or breadcrumbs that can remind users where they are, relative to the site as a whole. Breadcrumbs in this context refer to a set of small links on the page that form a trail that enables users to back up to a previous page by clicking on the link segment for a page higher in the page hierarchy. You should consider the specific features included in ASP.NET 2.0 before writing any code, so you can take advantage of the work that's already been done by Microsoft. By laying a good foundation for the technical architecture, you can improve code reusability and enhance maintainability. This chapter looks at the overall visual layout of the site and explains how you can take advantage of powerful features such as master pages and themes. Master pages are used to group functionality into templates that provide the common elements shared by many pages, and themes enable users to customize certain aspects of the site to give them a unique look and feel that appeals to them (also called skinning).



Problem Many developers start out writing source code without paying attention to the primary goal of the site: to provide a simple but highly functional graphical application for users to interact with. Developing the user interface seems like a very basic task, but if not done properly, you may have to revisit it several times during development. Every time you go back and change fundamental features it will require a certain amount of rework, not to mention a whole new round of unit and integration testing. Even worse, if you take the user interface too lightly, you will likely end up regretting it because users may choose not to visit your site. There are various elements to consider when creating the site design. First, you must convince yourself of one simple fact: appearance is important! You should repeat this out loud a couple of times. If your site doesn't look good, people may regret being there. It's easy for a developer to get caught up with the difficult tasks of organizing source code into classes and coding the business logic — the cosmetics of the site just don't seem so important, right? Wrong! The user interface is the first thing presented to the end user: If it is ugly, unclear, and basically unusable, chances are good the user will be left with a bad impression of the site and the company behind it. And, sadly, this will happen regardless of how fast and scalable the site is. In addition, you need to consider that not all users have the same opinion about a site template. Some users may find it difficult to read text in a site with a specific color scheme and prefer a different color scheme that might be unclear to many others. It's very difficult to make everybody happy with a single template and color scheme. That's why some sites have multiple color schemes and possible layouts available from which users can choose, enabling them to customize their own user experience according to their personal taste — and possibly physical impediments such as color blindness. Studies have shown that a surprising number of people suffer from partial color blindness that makes it hard for them to distinguish certain colors, so they must be able to select colors they can distinguish, but that still appear somewhat pleasant. After you choose the layout and colors to use, you need to ensure that the site will look the same on different browsers. A couple of years ago, Internet Explorer (IE) was the absolute dominant browser among Windows users, and if you were developing a technical site targeted to Windows developers, you could assume that the majority of your user base would use IE to browse the site, and thus develop and test it only against IE. However, Mozilla Firefox is now gaining popularity among the Internetians and it is available to other operating systems, such as Linux and Mac OS. You are not targeting just a small niche of users (i.e., not just Windows developers, but all people that go to your client's pub), and because there are other popular browsers besides Windows, it is absolutely necessary to ensure that your site works well for the most popular browsers. If you ignore this and just target IE, Firefox users may come to the site and find a layout much different from what they would expect, with wrong alignments, sizes, and colors, with panels and text over others — in other words, a complete mess. As you can guess, a user who is presented such an ugly page would typically leave it, which means losing a potential client or customer for the online store. At the very least, this person's visit would have generated page views and thus banner impressions. Since you don't want to lose visitors, we'll consider both Internet Explorer and Firefox. Designing the user interface layer doesn't mean just writing the HTML for a page; it also involves the navigation system, and the ability of the webmaster or site administrator (if not the end user) to easily change the appearance of the site without requiring them to edit the actual content pages (which are numerous). It is helpful to develop a system that enables people to easily change the menus of the site, and modify the site appearance (the fonts, the colors, and the size of the various parts that compose the page) because this minimizes the work of administrators and makes users happy. Once you're done with the site's home page, developing all the other pages will take much less time because the home page establishes layout and navigation elements that will apply throughout the site. And if you need to modify something in the site's layout (for example, adding a new poll box to be displayed on the right-hand side of any page) you will be able to do this easily if you've developed a common user interface shared among many pages. This is why it's definitely worth spending some additional time thinking about a well-designed UI foundation layer instead of firing up Visual Studio .NET and starting to code right away. This is really a strategic decision that can save you hours or even days of work later. Remember that fundamental changes applied later in the development phase will require more time and effort to implement.



Design In this section I'll take the problems described in the first section and discuss how to solve them by devising a technical system design. In practice, you will design and implement the following: A good-looking graphical template (layout) that appears the same with Internet Explorer and Firefox, and a mechanism to dynamically apply different color schemes and other appearance attributes to it. A way to easily share the created template to all pages of the site, without physically copying and pasting the entire code to each page. A navigation system that enables you to easily edit the links shown in the site's menu, and clearly tells users where they currently are in the site map, enabling them to navigate backward. A way to apply not only a common design to all pages of the site, but also a common behavior, such as counting page views or applying the user's favorite style to the page. I'll describe how you can utilize some of the new features in ASP.NET 2.0 when implementing your reusability, menu, navigation, and customization requirements. Later, in the "Solution ," section, you'll put these powerful new features into action!



Designing the Site Layout When you develop a site design you typically create a mock-up with a graphics application such as Adobe Photoshop or Jasc Paint Shop Pro to show you what the final site may look like before you do any specific layout or coding in HTML. Once you have a mock-up, you can show this around to the various model users, testers, and managers, who can then make a decision to proceed with coding. You might create a simple picture like the one shown in Figure 2-1 , in which you show how the content will be laid out in the various areas of the page.



Figure 2-1 This is a typical three-column layout, with a header and footer. When the layout gets approved, you must recreate it with real graphics and HTML. Do this in the graphics program because, on average, it takes much less time for a web designer to produce these mock-ups as images, rather than real HTML pages. Once the client approves the



final mock-up, the web designer can cut the mock-up image into small pieces and use them in an HTML page. Creating a mock-up is not always easy for those of us who aren't very artistic by nature. I must admit that I'm one of the worst graphic artists I know. For a medium or large-size company, this is not a problem because there is usually someone else, a professional web designer, to create the graphical design, and then the developers (people like you and me) will build the application around it. Sometimes it can be helpful to enlist the assistance of a third-party company if you're faced with creating the graphical design by yourself - you can, in effect, subcontract that one aspect of the site to someone more artistically talented, and they can make you a site template. For the purpose of creating the web site discussed in this book, I used TemplateMonster (www.templatemonster.com ) to create a good-looking site design that I could use as a starting point. They provided the design as PSD files (to be opened with Photoshop or Paint Shop Pro), JPEG files, and some HTML pages with the images already cut in slices and positioned using HTML tables. I found that it was not possible to use their pre-built HTML pages verbatim because I wanted to create my own styles and customize my HTML markup, but it was very helpful to have a visual template to start with. This can give your site a professional feel early in the game, which can help you sell your design to the appropriate people.



Technologies Used to Implement the Design ASP.NET 2.0 is the overriding technology that makes the site work. This runs on the web server and takes advantage of the functionality provided by the .NET Framework. However, ASP.NET does not run on the user's computer; instead, it dynamically generates the elements a browser uses to render a page. These elements that are sent down to the browser consist of HTML, images, and Cascading Style Sheets (CSS), which provide colors, sizes, and alignments for various items in the HTML. ASP.NET also generates some JavaScript procedural code that is also sent down to the browser to handle data validation and to tell the browser how to interact with the web server. HTML is defined in several ways. You can use the visual form designer in Visual Studio to drop controls onto the form, and this automatically creates HTML code. Or, you can hand-edit or author your own HTML code in the .aspx files to give it features that aren't easily specified in the form designer. Lastly, HTML can be dynamically generated by your C# code, or by classes in the .NET Framework. ASP.NET 1.x used a "code behind" model: HTML (and some presentation-oriented C# code) was put in an .aspx file, and implementation C# code would go into a separate file that would be inherited by the .aspx file. We call the .aspx file "the page" because that's where the visual web page is defined. This provided some separation between presentation code and the related implementation code. One problem with this model is that the auto-generated code created by the form designer would be placed in the same files that the developer uses for his code. ASP.NET 2.0 modifies the code-behind model and uses a new 2.0 feature of the .NET Framework called partial classes . The idea is simple: Allow one class to span more than one file. Visual Studio will auto-generate at runtime the code for declaring the controls and registering events, and then it will combine that with the user-written code; the result is a single class that is inherited by the .aspx page. The @Page directive declared in the .aspx page uses the CodeFile attribute to reference the .cs code-behind file with the user-written code. Another change in .ASP.NET 2.0 is the elimination of project files. Projects are now determined based on folders on your hard disk. Also, code for all pages of a project was generated into one .dll by ASP.NET 1.x, but now ASP.NET 2.0 generates code separately for each page. Why does this matter? You don't have to re-deploy large amounts of code when changes are made to one page only. You only need to re-deploy the code for the individual page(s) that changed, which gives you more granular control over change management.



Using CSS to Define Styles in Stylesheet Files It is not possible to give an exhaustive explanation of CSS in this book, but I'll cover some of the general concepts. You should consult other sources for complete details about CSS. The purpose of CSS is to specify how visual HTML tags are to be rendered by specifying various stylistic elements such as font size, color, alignment, and so on. These styles can be included as attributes of HTML tags, or they can be stored separately and referred to by name or ID. Sometimes HTML files have the styles hard-coded into the HTML tags themselves, such as the following example:



some text




This is bad because it is difficult to modify these stylistic elements without going into all the HTML files and hunting for the CSS attributes. Instead, you should always put the style definitions in a separate stylesheet file with an extension of .css ; or if you insist on including styles inside an HTML file, you should at least define them in a section at the top of the HTML file. When you group CSS styles together, you can create small classes, which syntactically resemble classes or functions in C#. You can assign them a class name, or ID, to allow them to be referenced in the class= attribute of HTML tags. If you use stylesheet classes and you want to change the font size of all HTML tags that use that class, you only need to find that class's declaration and change that single occurrence in order to change many visual HTML elements of that given type. If the stylesheet is defined in a separate file you will benefit even more from this approach, because you will change a single file and n pages will change their appearance accordingly. The primary benefits of using CSS are to minimize the administrative effort required to maintain styles and to enforce a common look and feel among many pages. Beyond this, however, CSS also ensures safety for your HTML code and overall site. Let's assume that the client wants to change some styles of a site that's already in production. If you've hard-coded styles into the HTML elements of the page, then you'd have to look in many files to locate the styles to change, and you might not find them all, or you might change something else by mistake - this could break something! However, if you've used style classes stored separately in CSS files, then it's easier to locate the classes that need to be changed, and your HTML code will be untouched and safe. Furthermore, CSS files can make a site more efficient. The browser will download it once and then cache it. The pages will just link to that cached instance of the .css file and not contain all the styles again, so they will be much smaller, and therefore faster to download. In some cases this can dramatically speed up the loading of web pages in a user's browser. Here is an example of how you can redefine the style of the DIV object shown above by storing it in a separate file named styles.css : .mystyle { align: justify; color: red; background-color: yellow; font-size: 12px; }



Then, in the . aspx or .htm page, you will link the CSS file to the HTML as follows: 



Finally, you write the HTML division tag and specify which CSS class you want it to use: some text




Note that when the style was declared, I used the dot (.) prefix for the class name. You have to do this for all of your



custom style classes. If you want to define a style to be applied to all HTML objects of a certain kind (for example, to all  paragraphs, or even the page's tag) that don't have another explicit class associated with them, you can write the following specification in the stylesheet file: body { margin: 0px; font-family: Verdana; font-size: 12px; } p { align: justify; text-size: 10px; }



This sets the default style of all body tags and all 
 (paragraph) tags in one place. However, you could specify a different style for some paragraphs by stating an explicit class name in those tags. Yet another way to associate a style class to a HTML object is by ID. You define the class name with a # prefix, as follows: #header { padding: 0px; margin: 0px; width: 100%; height: 184px; background-image: url(images/HeaderSlice.gif); }



Then you could use the id attribute of the HTML tag to link the CSS to the HTML. For example, this is how you could define an HTML division tag and specify that you want it to use the #header style: some text





You typically use this approach for single objects, such as the header, the footer, the container for the left, right, center column, and so on. Finally, you can mix the various approaches. Suppose that you want to give a certain style to all links into a container with the sectiontitle class, and some other styles to links into a container with the sectionbody class. You could do it this way: In the .css file .sectiontitle a { color: yellow; }



.sectionbody a { color: red; }



In the .aspx/.htm file  some text Wrox some text 
  some other text Wiley some other text 




Avoid Using HTML Tables to Control Layout Sometimes developers will use HTML tables to control the positioning of other items on a web page. This was considered the standard practice before CSS was developed, but many developers still use this methodology today. Although this is a very common practice, the W3C officially discourages it (www.w3c.org/tr/waiwebcontent ), saying "Tables should be used to mark up truly tabular information ("data tables"). Content developers should avoid using them to lay out pages ("layout tables"). Tables for any use also present special problems to users of screen readers." In other words, HTML tables should be used for displaying tabular data on the page, not to build the entire layout of the page. For that, you should use container controls (such as DIVs) and their style attribute, possibly through the use of a separate section or a separate file. This is ideal for a number of reasons: If you use DIVs and a separate stylesheet file to define appearance and position, you won't need to repeat this definition again and again, for each and every page of your site. This leads to a site that is both faster to develop and easier to maintain. The site will load much faster for end users! Remember that the stylesheet file will be downloaded by the client only once, and then loaded from the cache for subsequent requests of pages until it changes on the server. If you define the layout inside the HTML file using tables, the client instead will download the table's layout for every page, and thus it will download more bytes, with the result that downloading the whole page will require a longer time. Typically, a CSS-driven layout can trim the downloaded bytes by up to 50%, and the advantage of this approach becomes immediately evident. Furthermore, this savings has a greater impact on a heavily loaded web server - sending fewer bytes to each user can be multiplied by the number of simultaneous users to determine the total savings on the web server side of the communications. Screen readers, software that can read the text and other content of the page for blind and visually impaired users, have a much more difficult job when tables are used for layout on the page. Therefore, by using a tablefree layout, you can increase the accessibility of the site. This is a very important requisite for certain categories of sites, such as those for public administration and government agencies. Few companies are willing to write off entire groups of users over simple matters like this. CSS styles and DIVs provide greater flexibility than tables. You can, for example, have different stylesheet files that define different appearances and positions for the various objects on the page. By switching the linked stylesheet, you can completely change the appearance of the page, without changing anything in the content pages themselves. With dynamic ASP.NET pages, you can even change the stylesheet at runtime, and thus easily implement a mechanism that enables end users to choose the styles they prefer. And it's not just a



matter of colors and fonts - you can also specify positions for objects in CSS files, and thus have a file that places the menu box on the upper-left corner of the page, and another one that puts it on the bottom-right corner. Because we want to allow users to pick their favorite styles from a list of available themes, this is a particularly important point. CSS enables you to target different classes of devices in some cases without requiring new HTML markup, such as mobile devices like PDAs or smartphones. Due to their constrained screen size, it is necessary to adapt the output for them, so that the content fits the small screen well and is easily readable. You can do this with a specific stylesheet that changes the size and position of some containers (placing them one under the other, rather than in vertical columns), or hide them completely. For example, you might hide the container for the banners, polls, and the header with a big logo. Try to do this if you use tables - it will be much more difficult. You'll have to think about a custom skinning mechanism, and you'll need to write separate pages that define the different layouts available. This is much more work than just writing a new CSS file. Note Note that the discussion above referred to the use of tables for the site's overall layout. However, using tables is acceptable to create input forms with a tabular structure, because otherwise too much CSS code would be required in that case to be easy writeable and maintainable. It's also not very likely that you'll need to dynamically change the layout of the input form, so you don't need all the flexibility of CSS for that, and using HTML tables is more immediate.



Sharing the Common Design Among Multiple Pages Once you finish creating your beautiful site design, you need to find a way to quickly apply it to n pages, where n could be dozens or even hundreds of pages. In the previous edition of this book for ASP.NET 1.x, we followed the classic approach of isolating common parts of the design into user controls files, to be imported into all pages that needed them. Specifically, we had a user control for the header, and another for the footer. Although this is immensely better than actually replicating all code in all pages, and much better than including files of classic ASP (because of their object-oriented nature), that still wasn't ideal. The problem with this approach was that for each and every page, you would still need to write some lines in .aspx files to import the controls, and other lines to place the controls where you wanted them to appear on the page. Thus, if you place them somewhere on the first page, and somewhere else on the second page, the two pages would appear differently at runtime. You don't want to pay attention to these details every time you create a new content page; instead, you want to focus on the content for that particular page, and have the common layout be applied to all pages consistently and automatically. What you really want is some sort of visual inheritance in practice, where you define a "base" page and have other pages inherit its layout. With ASP.NET 1.x, however, you could apply inheritance just at the codebehind level, and thus affect the behavior of the page (e.g., what to do when the page loads, unloads, or renders), not its appearance. There were partial workarounds for this issue, but I personally didn't find any that really satisfied me with regard to functionally and design-time support. At last, the problem is solved in ASP.NET 2.0.



Enter the Master Page Model ASP.NET 2.0 introduces a new "master page" feature that enables you to define common areas that every page will share, such as headers, footers, menus, and so on. A master page enables you to put the common layout code in a single file and have it visually inherited in all the content pages. A master page contains the overall layout for your site. Content pages can inherit the appearance of a master page, and place their own content where the master page has defined a ContentPlaceHolder control. Although this has the effect of providing a form of visual inheritance, it's not really implemented with inheritance in an OOP sense - instead, the underlying implementation of master pages is based on a template model. An example is worth a thousand words, so let's see how this concept turns into practice. A master page has a .master extension and is similar to a user control under the covers. Following is some code for a master page that contains some text, a header, a footer, and defines a ContentPlaceHolder control between the two: 



TheBeerHouse The Beer House
 Copyright 2005 Marco Bellinaso
 



As you see, it is extremely similar to a standard page, except that it has a @Master directive at the top of the page instead of a @Page directive, and it declares one or more ContentPlaceHolder controls where the .aspx pages will add their own content. The master page and the content page will merge together at runtime - therefore, because the master page defines the ,, and tags, you can easily guess that the content pages must not define them again. Content pages will only define the content for the master's ContentPlaceHolder controls, and nothing else. The following extract shows an example of a content page: My page content goes here... 



The first key point is that the @Page directive sets the MasterPageFile attribute to the virtual path of the master page to use. The content is placed into Content controls whose ContentPlaceHolderID must match the ID of one of the ContentPlaceHolder controls of the master page. In a content page, you can't place anything but Content controls, and other ASP controls that actually define the visual features must be grouped under the outermost Content controls. Another point to note is that the @Page directive has a new attribute, Title , that allows you to override the value specified in the master page's metatag. If you fail to specify a Title attribute for a given content page, then the title specified on the master page will be used instead. Figure 2-2 provides a graphical representation of the master page feature.



Figure 2-2 When you edit a content page in Visual Studio, it properly renders both the master page and the content page in the form designer, but the master page content appears to be "grayed out." This is done on purpose as a reminder



to you that you can't modify the content provided by the master page when you're editing a content page. I'd like to point out that your master page also has a code-beside file that could be used to write some C# properties and functions that could be accessed in the .aspx or code-beside files of content pages. When you define the ContentPlaceHolder in a master page, you can also specify the default content for it, which will be used in the event that a particular content page doesn't have a Content control for that ContentPlaceHolder . Here is a snippet that shows how to provide some default content: The default content goes here... 



Default content is helpful to handle situations in which you want to add a new section to a number of content pages, but you can't change them all at once. You can set up a new ContentPlaceHolder in the master page, give it some default content, and then take your time in adding the new information to the content pages - the content pages that haven't been modified yet will simply show the default content provided by the master. The MasterPageFile attribute at the page level may be useful if you want to use different master pages for different sets of content pages. If, however, all pages of the site use the same master page, it's easier to set it once for all pages from the web.config file, by means of the element, as shown here: 



If you still specify the MasterPageFile attribute at the page level however, that attribute will override the value in web.config for that single page. Nested Master Pages You can take this a step forward and have a master page be the content for another master page. In other words, you can have nested master pages, whereby a master page inherits the visual appearance of another master page, and the .aspx content pages inherit from this second master page. The second level master page can look something like the following: Some other content... 
 



Because you can use the same ID for a ContentPlaceHolder control in the base master page and for another ContentPlaceHolder in the inherited master page, you wouldn't need to change anything in the content page but its MasterPageFile attribute, so that it uses the second-level master page. This possibility has great promise because you can have an outer master page that defines the very common layout (often the companywide layout), and then other master pages that specify the layout for specific areas of the site, such as the online store section, the administration section, and so on. The only problem with nested master pages is that you don't have design-time support from within the Visual Studio IDE (as you do for the first-level master page). When editing content pages, you must code everything from the Source View in the editor, and you can only see the result from the browser when you view the page. This is not much of a problem for developers, like me, who prefer to write most of the code themselves in the Source View, but having the option of using nested



master pages is a good thing! Accessing the Master Page from the Content Page You also have the capability to access the master page from a content page, through the Page's Master property. The returned object is of type MasterPage , which inherits directly from UserControl (remember that I said master pages are similar to user controls) and adds a couple of properties. It exposes a Controls collection, which allows you to access the master page's controls from the content page. This may be necessary if, for example, in a specific page you want to programmatically hide some controls of the master page, such as the login or banner boxes. Accessing the Controls collection directly would work, but would require you to do a manual cast from the generic Control object returned to the right control type, and you would be using the weakly typed approach. A much better and objected-oriented approach is to add custom properties to the master page's code-beside class in our example, wrap the Visible property of some control. This is what you could write: public bool LoginBoxIsVisible { get { return LoginBox.Visible; } set { LoginBox.Visible = value; } }



Now in the content page you can add the following line after the @Page directive: 



With this line you specify the path of the master page used by the ASP.NET runtime to dynamically create a strongly typed MasterPage class that exposes the custom properties added to its code-beside class. I know that it seems a duplicate for the MasterPageFile attribute of the @Page directive, but that's how you make the master page properties visible in the content page. You can specify the master type not just by virtual path (as in the example above), but also by name of the master page's class, by means of the TypeName attribute. Once you've added this directive, in the content page's code-beside file (or in a <script runat="server"> section of the .aspx file itself), you can easily access the master page's LoginBoxIsVisible property in a strongly typed fashion, as shown below: protected void Test_OnClick(object sender, EventArgs e) { this.Master.LoginBoxIsVisible = false; }



When I say "strongly typed" I am implying that you'll have Visual Studio Intellisense on this property, and that's true: Type "this.Master. " and when you press that second period, you'll see your new property in the Intellisense list! This methodology of accessing master objects from content pages is also particularly useful when you want to put common methods in the master page, to be used by all the pages that use it. If we didn't have access to a strongly typed MasterPage object built at runtime by ASP.NET, you'd need to use reflection to access those methods, which is slower and certainly much less immediate to use (in this case, it would have been easier to put the shared methods in a separate class that every page can access). For those of you who read the first edition of this book, I'd like to point out a difference between using an OOP base page and using a Master Page. In the first edition, we defined a base class called ThePhile that was inherited by all of the "content" pages. This was true OOP inheritance at work, but it was of limited usefulness because we couldn't inherit any kind of visual appearance from it. We still had to create user controls to achieve common visual elements. However, in ASP.NET 2.0, when we define a master page, we are able to get full visual inheritance (but not OOP code inheritance). The lack of code inheritance is not a serious limitation because we can access the code in the master page through a MasterType reference, as explained above.



Switching Master Pages at Runtime The last thing I want to describe in this introduction to master pages is the capability to dynamically change the master page used by a content page at runtime! That's right, you can have multiple master pages and pick which one to use after the site is already running. You do this by setting the page's MasterPageFile property from within the page's PreInit event handler, as follows: protected void Page_PreInit(object sender, EventArgs e) { this.MasterPageFile = "~/OtherMasterPage.master"; }



The PreInit event is new in ASP.NET 2.0, and you can only set the MasterPageFile property in this event handler because the merging of the two pages must happen very early in the page's life cycle (the Load or Init event would be too late). When changing the master page dynamically, you must make sure that all master pages have the same ID for the ContentPlaceHolder controls, so that the content page's Content controls will always match them, regardless of which master page is being used. This exciting possibility enables you to build multiple master pages that specify completely different layouts, allowing users to pick their favorite one. The downside of this approach is that if you write custom code in the master page's code-beside file, then you will need to replicate it in the code-beside class of any page; otherwise, the content page will not always find it. In addition, you won't be able to use the strongly typed Master property, because you can't dynamically change the master page's type at runtime; you can only set it with the @MasterType directive. For these reasons we will not use different master pages to provide different layouts to the user. We will instead have just one of them, to which we can apply different stylesheet files. Because we've decided to use a table-free layout, we can completely change the appearance of the page (fonts, colors, images, and positions) by applying different styles to it.



Creating a Set of User-selectable Themes Themes are a new feature in ASP.NET 2.0 that enable users to have more control over the look and feel of a web page. A theme can be used to define color schemes, font names, sizes and styles, and even images (square corners vs. round corners, or images with different colors or shades). The new "skin" support in ASP.NET 2.0 is an extension of the idea behind CSS. Individual users can select a theme from various options available to them, and the specific theme they choose determines a "skin" that specifies which visual stylistic settings will be used for their user session. Skins are a server-side relative of a CSS stylesheet. A skin file is similar to a CSS file but, unlike CSS, a skin can override various visual properties that were explicitly set on server controls within a page (a global CSS specification can never override a style set on a particular control). You can store special versions of images with themes, which might be useful if you want several sets of images that use a different color scheme based on the current skin. However, themes do not displace the need to use CSS; you can use both CSS files and skin files to achieve a great deal of flexibility and control. Speaking of stylesheet files, there's nothing new with them in ASP.NET 2.0 other than a few more controls that allow you to specify a CssClass property; and a few more controls have visual designer support to enable you to select a "canned" CSS specification. A theme is a group of related files stored in a subfolder under the site's /App_Themes folder, which can contain the following items: Stylesheet .css files that define the appearance of HTML objects. Skin files - These are files that define the appearance of server-side ASP.NET controls. You can think of them as server-side stylesheet files. Other resources, such as images. One cool thing about the way ASP.NET 2.0 implements themes is that when you apply a theme to the page (you'll learn how to do this shortly), ASP.NET automatically creates a metatag in each page for every .css file



located in the theme's folder at runtime! This is good because you can rename an existing CSS file or add a new one, and all your pages will still automatically link to all of them. This is especially important because, as you will see, you can dynamically change the theme at runtime (as you can do with the master page) and ASP.NET will link the files in the new theme's folder, thus changing the site's appearance to suit the preferences of individual users. Without this mechanism you would need to manually create all the metatags at runtime according to the theme selected by the user, which would be a pain. The best new feature in the category of themes is the new server-side stylesheets, called skin files. These are files with a .skin extension that contain a declaration of ASP.NET controls, such as the following one: 



Everything is the same as a normal declaration you would put into an .aspx page, except that in the skin file you don't specify the controls' ID. Once you apply the theme to your page(s), their controls will take the appearance of the definitions written in the skin file(s). For a TextBox control it may not seem such a great thing, because you could do the same by writing a style class for the HTML element in a .css stylesheet file. However, as soon as you realize that you can do the same for more complex controls such as the Calendar or the DataGrid (or the new GridView control), you will see that it makes much more sense, because those controls don't have a one-to-one relationship with an HTML element, and thus you could not easily define their style with a single class in the classic stylesheet file. Note You can have a single .skin file in which you place the definition for controls of any type, or you can create a separate .skin file for every control type, such as TextBox.skin, DataGrid.skin, Calendar.skin, etc. At runtime, these files will be merged together in memory, so it's just a matter of organizing things the way you prefer. To apply a theme to a single page, you use the Theme attribute in the @Page directive: 



To apply it to all pages, you can set the theme attribute of the element in web.config , as follows: 



As for master pages, you can also change the theme programmatically, from inside the PreInit event of the Page class. For example, this is how you apply the theme whose name is stored in a Session variable: protected void Page_PreInit(object sender, EventArgs e) { if (this.Session["CurrentTheme"] != null) this.Theme = this.Session["CurrentTheme"]; }



Note In Chapter 4 , we will improve this mechanism by replacing the use of Session variables with the new Profile properties. Important When you use the Theme attribute of the @Page directive (or the theme attribute in web.config ), the appearance



attributes you specify in the skin file(s) override the same attributes that you may have specified in the .aspx files. If you want themes to work like .css stylesheets - whereby you define the styles in the .skin files but you can override them in the .aspx pages for specific controls - you can do that by linking to a theme with the StylesheetTheme attribute of the @Page directive, or the styleSheetTheme attribute of the < pages > element in web.config . Try not to confuse the Theme attribute with the StylesheetTheme attribute. So far, I've described unnamed skins - namely, skins that define the appearance of all the controls of a specific type. However, in some cases you will need to have a control with an appearance that differs from what you've defined in the skin file. You can do this in three different ways: 1. As described above, you can apply a theme with the StylesheetTheme property (instead of the Theme property), so that the visual properties you write in the .aspx files override what you write in the skin file. However, the default behavior of the theming mechanism ensures that all controls of some type have the same appearance, which was intended for situations in which you have many page developers and you can't ensure that everyone uses attributes in the .aspx pages only when strictly required. 2. Disable theming for that control only, and apply the appearance attributes as normal, such as in the following code: 



3. Use a named skin for a control, which is a skin definition with the addition of the SkinID attribute, as shown below: 



When you declare the control, you'll need to use a matching value for its SkinID property, such as the following: 



In my opinion, this is the best way to go, because it enables you to define multiple appearances for the same control type, all in a single file, and then apply them in any page. Additionally, if you keep all style definitions in the skin files instead of in the pages themselves, you'll be able to completely change the look and feel of the site by switching the current theme (which is the intended purpose behind themes). Otherwise, with hard-coded styles, this is only partially possible. In the "Solution " section of this chapter, you'll use themes to create a few different visual representations for the same master page.



Creating a Navigation System As I said in the "Problem " section, you need to find some way to create a menu system that's easy to maintain and easy for users to understand. You might think that you can just hard-code the menu as HTML, but that's not a great



choice because you'd need to copy and paste the code if you want to have the menu in more than one place (in this case, in the header and in the footer), or when you want to add or modify some link. In the first edition of this book, we developed a custom control that took an XML file containing the site map (i.e., the name and URL of the links to display on the menu) and built the HTML to render on the page by applying a XSL file to it. ASP.NET 2.0 introduces some new built-in controls and features that enable you to do more or less the same, but with more functionality that makes things easier for the developer.



Defining a Site Map File The menu options are specified in an XML site map file. The main site map for the whole site is named web.sitemap , with a hierarchical structure of nodes that have the title and url attributes. The following extract provides an example: 



In our case we'll have first-level nodes, such as Home, Contacts and About , and also second and maybe thirdlevel nodes such as Store/Shopping Cart . Here is a more complex example showing some second-level entries; it also refers to another child sitemap file that provides the menu entries for the Store : 



The child siteMap (StoreMenu.sitemap ) has the same format as the web.sitemap , and it has an outer siteMap node.



Binding the SiteMap to Menu Controls Once you've defined the sitemap file, you can use it as a data source for new ASP.NET 2.0 controls such as Menu and TreeView . ASP.NET 2.0 also introduces new nonvisual controls called DataSource controls that can link to a database, XML file, or component class. These controls will be used by graphical controls to retrieve the data to be bound and displayed onscreen. In practice, they serve as a bridge between the actual data store and the visual control. The SiteMapDataSource is one of these DataSource controls, specifically designed for the site's web.sitemap file, and defined like this: 



Note that you don't define the path for the web.sitemap file, as there can be only one site map for the whole site



and it is named ~/web.sitemap . When creating child site maps for limited subfolders within your site, the binding is handled transparently because they are linked from the web.sitemap . Note If you don't like the way the default SiteMapDataSource control works (because you may want to support multiple sitemap files, or you may want to store the site map in the database rather than in XML files), you need to either write a new DataSource control or create a new provider class that transparently provides content for SiteMapDataSource. The menu control creates popular DHTML fly-out menus, with vertical or horizontal orientation. In ASP.NET 1.1 there were no decent standard Menu controls and it seemed like every web component developer company offered their own component to create these menus. However, with ASP.NET 2.0 we have a standard menu control built in for free and it has the capacity to integrate with the various data source controls. To create a Menu control bound to the SiteMapDataSource defined above, you simply need the following line: 



Of course, the Menu control exposes many properties that allow you to specify its orientation (the Orientation property), the CSS class to use (CssClass ) or the appearance of its various parts, the number of inner map levels that will be displayed in the fly-outs (StaticDisplayLevels ), and much more. However, complete coverage of these properties is beyond the scope of this book; you should refer to the official MSDN documentation for details. Displaying the sitemap with a tree view representation instead of the fly-out menus involves a replacement of the Menu declaration with the new TreeView control, as shown below: 



Breadcrumbs Besides showing the menu, you also want to provide users with a visual clue as to where they are, and some way to allow them to navigate backward from their current location to the home page. This is usually done through the use of breadcrumbs, i.e., a navigation bar that shows links to all pages or sections, starting from the home page, that the user visited to arrive on the current page, such as the following: Home > Store



>



Shopping cart



With this navigation system, the user can go back two pages without pressing the browser's Back button (which may not be visible for a number of reasons) and without starting over from the home page and trying to remember the path previously followed. With ASP.NET 2.0, you can add a breadcrumb bar with a single line of code by declaring an instance of the new SiteMapPath control on the page: 



As usual, this control has a number of properties that enable you to fully customize its look and feel, as you'll see in practice in the section "Solution ."



Creating Accessible Sites All ASP.NET 2.0 built-in standard controls render well-formatted XHTML 1.0 Transitional code by default. XHTML code is basically HTML written as XML, and as such it must comply with much stricter syntax rules. For example, all attribute values must be enclosed within double quotes, all tags must have a closing tag or must be explicitly



self-closing (e.g., no more 
 and  , but 
 and  ), and nested tags must be closed in the right order (e.g., no more  hello Marco
 but Hello Marco
 ). In addition, many HTML tags meant to format the text, such as , , , etc., are now deprecated and should be replaced by CSS styles (such as font-family: Verdana; text-align: center ). The same is true for some attributes of other tags, such as width and align , among others. The reasoning behind this new standard is to attain a greater separation of presentation and content (something I've already explained earlier), and to create cleaner code - code that can be read by programs that work with XML data. The fact that ASP.NET 2.0 automatically renders XHTML code, as long as you use its controls, is a great time saver for the developer, and makes the process of getting used to XHTML smoother. The official W3C documentation about XHTML 1.0 can be found at http://www.w3.org/TR/xhtml1/ . As for accessibility, the W3C defines a set of rules meant to ease the use of the site by users with disabilities. The official page of the Web Content Accessibility Guidelines 1.0 (commonly referred as WCAG) can be found at www.w3.org/TR/WCAG10/ . Section 508 guidelines were born from WCAG, and must be followed by U.S. federal agencies' sites. You can read more at www.section508.gov/ . For example, you must use the alt attribute in  tags to provide an alternate text for visually impaired users, so that screen readers can describe the image, and you must use the tag to associate a label to an input field. Other guidelines are more difficult to implement and are not specifically related to ASP.NET, so you can check out the official documentation for more information. ASP.NET 2.0 makes it easier to follow some of the simpler rules, such as those mentioned above. For example, the Image control has a new GenerateEmptyAlternateText that, when set to true, generates alt="" (setting AlternateText="" would generate nothing instead), and the Label control has the new AssociatedControlID property that is set to the name of an input control, and at runtime generates the control for it (this should be used together with the AccessKey property, to create shortcuts to the input field). If you want to read more about XHTML, accessibility, and the new ASP.NET 2.0 features that pertain to this subject, you can refer to the following free online articles: Alex Homer's "Accessibility Improvements in ASP.NET 2.0 - Part 1" (www.15seconds.com/issue/040727.htm ) and "Accessibility Improvements in ASP.NET 2.0 Part 2" (www.15seconds.com/issue/040804.htm ), or Stephen Walther's "Building ASP.NET 2.0 Web Sites Using Web Standards" (http://msdn.microsoft.com/asp.net/default.aspx?pull=/library/enus/dnaspp/html/aspnetusstan.asp ).



Sharing a Common Behavior Among All Pages Master pages and themes do a great job of sharing the same design and look and feel among all pages of the site. However, you may also want the pages to share some common behavior, i.e., code to run at a certain point of their life cycle. For example, if you want to log access to all pages so that you can build and show statistics for your site, you have to execute some code when the page loads. Another case where you need to run some code for every page is when you need to set the page's Theme property in the PreInit event handler. It's true that you can isolate the common code in an external function and just add a line of code to execute it from within each page, but this approach has two drawbacks: You must never forget to insert that line to call the external function when you design a new page. If multiple developers are creating .aspx pages - which is often the case - you will need to make sure that nobody forgets it. You may want to run some initialization from inside the PreInit event and some other code from the Load event. In this case, you have to write two separate xxxInitialize methods, and add more lines to each page to call the proper method from inside the proper event handler. Therefore, don't rely on the fact that adding a single line to each page is easy, because later you may need to add more and more. When you have hundreds of pages, I'm sure you'll agree that going back and modifying all the pages to add these lines is not a workable solution. These two disadvantages are enough to make me discard that option. Another option is to write the common code in the master page's code-behind. This may be a very good choice in many situations. Not in our case, however, because we must handle the PreInit event, and the MasterPage class (and its base classes) do not have such an event. You can handle the Init or Load events, for example, but not PreInit , so we must think about something else.



In the previous edition of this book there was a BasePage class from which all the content pages would inherit, instead of inheriting directly from the standard System.Web.UI.Page class. I believe this is still the best option, because you can handle any page event from inside this class by overriding the OnXXX methods, where XXX is the event name. The snippet that follows is a basic skeleton for such a custom base class that inherits from Page and overrides the OnPreInit and OnLoad methods: public class BasePage : System.Web.UI.Page { protected override void OnPreInit(EventArgs e) { // add custom code here... base.OnPreInit(e); } protected override void OnLoad(EventArgs e) { // add custom code here... base.OnLoad(e); } }



The classes in the pages' code-beside files will then inherit from your custom BasePage , rather than the standard Page , as shown below: public partial class Contact : BasePage { // normal page code here... }



You still need to change some code in the code-beside class of every page, but once that's done you can later go back to BasePage , add code to the exiting methods or overload new methods, and you will not need to modify any additional lines in the code-beside classes. If you take this approach initially, you'll modify the code-beside classes one by one as you create them, so this will be easy and it gives you a future-proof design.



Solution At this point you should have a clear idea of what you have to build and how to do it, so let's start developing the solution! Earlier in this chapter I explained how you can create a mock-up of your site using a graphics application such as Photoshop or Paint Shop Pro, and this mock-up could be saved in a PSD file. Once you have been given the go ahead to start coding, you need to break out the individual images from the PSD file into .gif and .jpg files that can be referenced directly in a web page. Regardless of the method you used to create your images, you can now take those images and use them to create the web site. The first step is to create a new web site project, and then create a master page, home page, and default theme. Later you can develop a second theme for the site, and implement the mechanism to switch themes at runtime. First, create a new web site project in Visual Studio .NET 2005 (File ð New ð Web Site ð ASP.NET Web Site). Here's another new feature in Visual Studio 2005: You can create a project by specifying a folder on the file system (instead of specify a web location) if you select File System in the Location drop-down list, as shown in Figure 2-3 .



Figure 2-3 This enables you to create an ASP.NET project without creating a related virtual application or virtual directory in the IIS metabase (the metabase is where IIS stores its configuration data), and the project is loaded from a real hard disk folder, and executed by an integrated lightweight web server (called ASP.NET Development Server) that handles requests on a TCP/IP port other than the one used by IIS (IIS uses port 80). The actual port number used is determined randomly every time you press F5 to run the web site in debug mode. For example, it handles requests such as http://localhost:1168/ProjName/Default.aspx . This makes it much easier to move and back up projects, because you can just copy the project's folder and you're done — there's no need to set up anything from the IIS Management console. In fact, Visual Studio 2005 does not even require IIS unless you choose to deploy to an IIS web server, or you specify a web URL instead of a local path when you create the web site project. If you've developed with any previous version of ASP.NET or VS2005, I'm sure you will welcome this new option. I say this is an option because you can still create the project by using a URL as project path — creating and running the site under IIS — by selecting HTTP in the Location drop-down list. I suggest you create and develop the site by using the File System location, with the integrated web server, and then switch to the full-featured IIS web server for the test phase. VS2005 includes a new deployment wizard that makes it easier to deploy a complete solution to a local or remote IIS web server. For now, however, just create a new ASP.NET web site in a folder you want, and call it TheBeerHouse. Important The integrated web server was developed for making development and quick testing easier. However, you should never use it for final Quality Assurance or Integration testing. You should use IIS for that. IIS has more features, such as caching, HTTP compression, and many security options that can make your site run very



differently from what you see in the new integrated ASP.NET Development Server. After creating the new web site, right-click on Default.aspx and delete it. We'll make our own default page soon.



Creating the Site Design Creating the master page with the shared site design is not that difficult once you have a mock-up image (or a set of images if you made them separately). Basically, you cut the logo and the other graphics and put them in the HTML page. The other parts of the layout, such as the menu bar, the columns, and the footer, can easily be reproduced with HTML elements such as DIVs. The template provided by TemplateMonster (and just slightly modified and expanded by me) is shown in Figure 2-4 .



Figure 2-4 From this picture you can cut out the header bar altogether and place some DIV containers over it, one for the menu links, one for the login box, and another one for the theme selector (a drop-down list containing the names of the available themes). These DIVs will use the absolute positioning so that you can place them right where you want them. It's easy to determine the correct top-left or top-right coordinates for them — you just hover the mouse cursor on the image opened in the graphics editor and then use the same x and y values you read from there. The footer is created with a DIV that uses a slice of image with a width of 1 pixel, repeated horizontally as a background. It also contains a couple of sub-DIVs: one for the menu's links (the same shown in the header's menu) and a second for some copyright notices. Finally, there is the content area of the page, divided into three columns. The center column has the right and left margins set to 200 pixels, and the margins are filled by two other DIVs docked on the page borders with an absolute positioning. Figure 2-5 provides a visual representation of this work, applied on the previous image



Figure 2-5



Creating the Master Page Important In this book I am assuming a certain amount of familiarity with ASP.NET and Visual Studio .NET. More specifically, I assume you have a working knowledge of the basic operation of any previous version of Visual Studio .NET. Therefore, the steps I explain here focus on the new changes in version 2.0, but do not otherwise cover every small detail. If you are not comfortable following the steps presented here, you should consult a beginner's book on ASP.NET before following the steps in this book. After creating the web site as explained above, create a new master page file (select Website ð Add New Item ð Master Page, and name it Template.master ), and then use the visual designer to add the ASP.NET server-side controls and static HTML elements to its surface. However, when working with DIV containers and separate stylesheet files, I've found that the visual designer is not able to give me the flexibility I desire. I find it easier to work directly in the Source view, and write the code by hand. As I said earlier, creating the master page is not much different than creating a normal page; the most notable differences are just the @Master directive at the top of the file and the presence of ContentPlaceHolder controls where the .aspx pages will plug in their own content. What follows is the code that defines the standard HTML metatags, and the site's header for the file Template.master : <meta http-equiv="Content-Type" content="text/html; charset=windows-1252"> TheBeerHouse 



   
 
 Login box here...
 Theme selector here...
 




As you can see, there is nothing in this first snippet of code that relates to the actual appearance of the header. That's because the appearance of the containers, text, and other objects will be specified in the stylesheet and skin files. The "loginbox" container will be left empty for now; we'll fill it in when we get to Chapter 4 , which covers security and membership. The "themeselector" box will be filled in later in this chapter, as soon as we develop a control that displays the available styles from which users can select. The "headermenu" DIV contains a SiteMapPathDataSource , which loads the content of the Web.sitemap file that you'll create shortly. It also contains a Menu control, which uses the SiteMapPathDataSource as data source for the items to create. Proceed by writing the DIVs for the central part of the page, with the three columns:    Some text...
 
   
   
 
 
 
  
 
 
 
 
 
 
   Site News 
 20 Aug 2005 :: News Header
 News text...




 20 Aug 2005 :: News Header
 Other news text... 
   Website Template supplied by Template Monster, a top global provider of website design templates

  
 
 




Note that three ContentPlaceHolder controls are defined in the preceding code, one for each column. This way, a content page will be able to add text in different positions. Also remember that filling a ContentPlaceHolder with some content is optional, and in some cases we'll have pages that just add content to the central column, using the default content defined in the master page for the other two columns. The central column also contains a sub-DIV with a SiteMapPath control for the breadcrumb navigation system. The remaining part of the master page defines the container for the footer, with its subcontainers for the footer's menu (which exactly replicates the header's menu, except for the style applied to it) and the copyright notices:   
  Copyright © 2005 Marco Bellinaso & Wrox Press
 Website Template kindly offered by  Template Monster 
 
 



Note A note on cross-browser portability: The footertext DIV declared in the preceding code will have the text aligned in the center. However, the Menu control declared inside it is rendered as an HTML table at runtime, and tables are not considered as text by browsers such as Firefox, and therefore are not aligned as text. Because we're targeting both browsers, we must ensure that the table is aligned on the center on both of them, and so I've



added the style attribute to the Menu declaration to put an equal margin on the left and on the right of the menu table, as large as possible. The result will be a table centered horizontally. The style attribute does not map to a server-side property exposed by the control; it appears that there is no such property or a similar one that is transformed to "align" at runtime, so I used the HTML attribute. Since it is not mapped to a control's property, it will be attached "as is" to the HTML table generated when the control is rendered.



Creating the Site Map File Given how easy it is to add, remove, and modify links in the site's menus when employing the sitemap file and the SiteMapPath control, at this point you don't have to worry about what links you'll need. You can fill in the link information later. You can add a few preliminary links to use as a sample for now, and then come back and modify the file when you need it. Therefore, add a Web.sitemap file to the project (select Website ð Add New Item… ð Site Map) and add the following XML nodes inside it: 



You may be wondering why the Home node serves as root node for the others, and is not at the same level as the others. That would actually be an option, but I want the SiteMapPath control to always show the Home link, before the rest of the path that leads to the current page, so it must be the root node. In fact, the SiteMapPath does not work by remembering the previous pages — it just looks in the site map for an XML node that describes the current page, and displays the links of all parent nodes. Important If you deploy the project to the root folder of an IIS site, you could identify the root folder with "/". However, if you deploy the site on a sub virtual folder, that will not work anymore. In the sitemap above, you see that "~/" is used to identify the root folder. These URLs will be resolved at runtime, according to where the pages are located, and it works fine if you deploy the pages to either the site's root folder or to a sub virtual folder. When you use the integrated web server, it always runs the website as if it were deployed on a virtual folder, and in fact the URL includes the project name. This forces you to use "~/" in your URLs, to minimize problems during deployment.



Creating the First Theme It's time to create the first theme for the master page: TemplateMonster . There are two ways to do this that are functionally equivalent. You could add a new folder to the project named App_Themes , and then a new subfolder under it called TemplateMonster . Alternately, you could let VS2005 assist you: Select Website ð Add Folder ð Theme Folder, and name it TemplateMonster (the App_Themes folder is created for you in this case). The App_Themes folder is special because it uses a reserved name, and appears in gray in the Solution Explorer. Select the App_Themes \ TemplateMonster folder, and add a stylesheet file to this folder (select Website ð Add New Item ð Stylesheet, and name it Default.css ). The name you give to the CSS file is not important, as all CSS files found in the current theme's folder will automatically be linked by the .aspx page at



runtime. For your reference, the code that follows includes part of the style classes defined in this file (refer to the downloadable code for the entire stylesheet): body { margin: 0px; font-family: Verdana; font-size: 12px; } #container { background-color: #818689; } #container2 { background-color: #bcbfc0; margin-right: 200px; } #header { padding: 0px; margin: 0px; width: 100%; height: 184px; background-image: url(images/HeaderSlice.gif); } #header2 { padding: 0px; margin: 0px; width: 780px; height: 184px; background-image: url(images/Header.gif); } #headermenu { position: relative; top: 153px; left: 250px; width: 500px; padding: 2px 2px 2px 2px; } #breadcrumb { background-color: #202020; color: White; padding: 3px; font-size: 10px; } #footermenu { text-align: center; padding-top: 10px; } #loginbox { position: absolute; top: 16px; right: 10px; width: 180px; height: 80px; padding: 2px 2px 2px 2px; font-size: 9px; } #themeselector



{ position: absolute; text-align: right; top: 153px; right: 10px; width: 180px; height: 80px; padding: 2px 2px 2px 2px; font-size: 9px; } #footer { padding: 0px; margin: 0px; width: 100%; height: 62px; background-image: url(images/FooterSlice.gif); } #leftcol { position: absolute; top: 184px; left: 0px; width: 200px; background-color: #bcbfc0; font-size: 10px; } #centercol { position: relative inherit; margin-left: 200px; padding: 0px; background-color: white; height: 500px; } #centercolcontent { padding: 15px 6px 15px 6px; } #rightcol { position: absolute; top: 184px; right: 0px; width: 198px; font-size: 10px; color: White; background-color: #818689; } .footermenulink { font-family: Arial; font-size: 10px; font-weight: bold; text-transform: uppercase; } .headermenulink { font-family: Arial Black; font-size: 12px; font-weight: bold; text-transform: uppercase; } /* other styles omitted for brevity's sake */



Note how certain elements (such as "loginbox", "themeselector" , "leftcol" , and "rightcol" ) use absolute positioning. Also note that there are two containers with two different styles for the header. The former, header , is as large as the page (if you don't specify an explicit width and don't use absolute positioning, a DIV will always have an implicit width of 100%), has a background image that is 1 pixel large, and is (implicitly, by default) repeated horizontally. The latter, header2 , is as large as the Header.gif image it uses as a background, and is placed over the first container. The result is that the first container serves to continue the



background for the second container, which has a fixed width. This is required only because we want to have a dynamic layout that fills the whole width of the page. If we had used a fixed-width layout, we could have used just a single container. Note All images pointed to in this stylesheet file are located in an Images folder under App_Themes/TemplateMonster. This way, you keep together all related objects that make up the theme. Now add a skin file named Controls.skin (Select the TemplateMonster folder and then select Website ð Add New Item ð Skin File). You will place all the server-side styles into this file to apply to controls of all types. Alternatively, you could create a different file for every control, but I find it easier to manage styles in a single file. The code that follows contains two unnamed skins for the TextBox and SiteMapPath controls, and two named (SkinID ) skins for the Label control: 



The first three skins are mainly for demonstrative purposes, because you can get the same results by defining normal CSS styles. The skin for the SiteMapPath control is something that you can't easily replicate with CSS styles, because this control does not map to a single HTML element. In the preceding code, this skin declares what to use as a separator for the links that lead to the current page — namely, an image representing an arrow.



Creating a Sample Default.aspx Page Now that you have a complete master page and a theme, you can test it by creating a sample content page. To begin, add a new web page named Default.aspx to the project (select the project in Solution Explorer and choose Website ð Add New Item ð Web Form), select the checkbox called Select Master Page in the Add New Item dialog box, and you'll be presented with a second dialog window from which you can choose the master page to use — namely, Template.master . When you select this option the page will just contain Content controls that match the master page's ContentPlaceHolder controls, and not the , , , and tags that would be present otherwise. You can put some content in the central ContentPlaceHolder , as shown here: Lorem ipsum dolor sit amet, consectetuer adipiscing elit... 







You could have also added the Theme attribute to the @Page directive, setting it equal to "Template Monster" . However, instead of doing this here, you can do it in the web.config file, once, and have it apply to all pages. Select the project ð Website ð Add New Item ð Web Configuration File. Remove the MasterPageFile attribute from the code of the Default.aspx page, because you'll also put that in web.config , as follows: 



Note Why select a master page from the New Item dialog box when creating Default.aspx, just to remove the master page attribute immediately afterwards? Because this way, VS2005 will create the proper Content controls, and not the HTML code of a normal page.



Creating the Second Theme To test the user-selectable theming feature described earlier in the chapter, we must have more than one theme. Thus, under the App_Themes folder, create another folder named PlainHtmlYellow (select the project, rightclick Add Folder ð Theme Folder, and name it PlainHtmlYellow ), and then copy and paste the whole Default.css file from the TemplateMonster folder, modifying it to make it look different. In the provided example I've changed most of the containers so that no background image is used, and the header and footer are filled with simple solid colors, like the left-and right-hand columns. Not only is the size for some elements different, but also the position. For the left-and right-hand columns in particular (which use absolute positioning), their position is completely switched, so that the container named leftcol gets docked on the right border, and the rightcol container gets docked on the left. This is done by changing just a couple of style classes, as shown below: #leftcol { position: absolute; top: 150px; right: 0px; width: 200px; background-color: #ffb487; font-size: 10px; } #rightcol { position: absolute; top: 150px; left: 0px; width: 198px;



color: White; background-color: #8d2d23; font-size: 10px; }



This is the power of DIVs and stylesheets: Change a few styles, and content that used to be on the left of the page will be moved to the right. This was a pretty simple example, but you can push this much further and create completely different layouts, with some parts hidden and others made bigger, and so on. As for the skin file, just copy and paste the whole controls.skin file defined under TemplateMonster and remove the definition for the TextBox and SiteMapPath controls so that they will have the default appearance. You'll see a difference when we change the theme at runtime. If you later want to apply a non-default appearance to them, just go back and add a new style definition to this file, without modifying anything else.



Creating the ThemeSelector User Control You now have a master page, with a couple of themes for it, so now you can develop a user control that will display the list of available themes and allow the user to pick one. Once you have this control, you will plug it into the master page, in the "themeselector " DIV container. Before creating the user control, create a new folder named "Controls" , inside of which you'll put all your user controls so that they are separate from pages, for better organization (select the project, right-click Add Folder ð Regular folder, and name it Controls ). To create a new user control, right-click on the Controls folder, select Add New Item ð Web User Control, and name it ThemeSelector.ascx . The content of this .ascx file is very simple and includes just a string and a DropDownList : Theme: 



Note that the drop-down list has the AutoPostBack property set to true , so that the page is automatically submitted to the server as soon as the user changes the selected value. The real work of filling the drop-down list with the names of the available themes, and loading the selected theme, will be done in this control's codebeside file, and in a base page class that you'll see shortly. In the code-beside file, you need to fill the drop-down list with an array of strings returned by a helper method, and then select the item that has the same value of the current page Theme: public partial class ThemeSelector : System.Web.UI.UserControl { protected void Page_Load(object sender, EventArgs e) { ddlThemes.DataSource = Helpers.GetThemes(); ddlThemes.DataBind(); ddlThemes.SelectedValue = this.Page.Theme; } }



The GetThemes method is defined in a Helpers.cs file that is located under another special folder named App_Code . Files in this folder are automatically compiled at runtime by the ASP.NET engine, so you don't need to compile them before running the project. You can even modify the C# source code files while the application is running, hit refresh, and the new request will recompile the modified file in a new temporary assembly, and load it. You'll read more about the new compilation model later in the book, and especially in Chapter 12 about deployment.



The GetThemes method uses the GetDirectories method of the System.IO.Directory class to retrieve an array with the paths of all folders contained in the ~/App_Themes folder (this method expects a physical path and not a URL — you can, however, get the physical path pointed to by a URL through the Server.MapPath method). The returned array of strings contains the entire path, not just the folder name, so you must loop through this array and overwrite each item with that item's folder name part (returned by the System.IO.Path.GetFileName static method). Once the array is filled for the first time it is stored in the ASP.NET cache, so that subsequent requests will retrieve it from there, more quickly. The following code shows the entire content of the Helpers class (App_Code\Helpers.cs ): namespace MB.TheBeerHouse.UI { public static class Helpers { /// /// Returns an array with the names of all local Themes /// public static string[] GetThemes() { if (HttpContext.Current.Cache["SiteThemes"] != null) { return (string[])HttpContext.Current.Cache["SiteThemes"]; } else { string themesDirPath = HttpContext.Current.Server.MapPath("~/App_Themes"); // get the array of themes folders under /app_themes string[] themes = Directory.GetDirectories(themesDirPath); for (int i = 0; i 



Notice that the connection string does not specify the typical Initial Catalog attribute, which would have been set to the



database name. Instead, there is an AttachDBFilename parameter, which points to the path of the SQL Server 2005 MDF file that contains the database. This database will be dynamically attached to a SQL Server instance at runtime. This is what permits the database XCopy deployment mentioned earlier. To further simplify deployment, we're using a |DataDirectory| placeholder in front of the filename that will be replaced at runtime with the path of the site's App_Data folder in which the database files reside. These connection strings settings are referenced by many other configuration elements — for example, the element that configures the SqlWebEventProvider of the health monitoring system, or the SQL-dependency caching settings. By default, all these elements have a connectionStringName attribute set to LocalSqlServer , which refers to a connection string pointing to a local SQL Server 2005 database called ASPNETDB.MDF — for convenience we'll use that same filename for our database. If you choose to rename the file, you can create a new connection string element under , and change all elements' connectionStringName attribute to your new connection string name. A more drastic option would be to remove the LocalSqlServer entry from machine.config , and then register it again with the new connection string. Here is what you would need to write (in machine.config ): 



By doing this, all modules pointing to the LocalSqlServer setting will take the new connection string, and you won't have to change their individual connectionStringName attribute. However, I generally don't recommend changing machine.config because it creates deployment issues, and any syntax error in that file can render the whole web server (not just that site) inoperable. And, of course, a web hosting provider company is not going to let you make this change. I mention it only for completeness, and because it might be the right solution on a tightly controlled corporate intranet web server, for example. To retrieve the connection strings from code, there's a new class called System.Web.Configuration.WebConfigurationManager , which has a ConnectionStrings dictionary property to retrieve the connection string by name, as follows (note the square brackets used to index into the dictionary): string connString = WebConfigurationManager.ConnectionStrings[ "LocalSqlServer"].ConnectionString;



This class also has an AppSettings dictionary property that lets you read the values stored in the section, like ASP.NET 1.x's ConfigurationSettings class does. In ASP.NET 1.x, it was common to store all site settings in that section because it was easy to read. However, if you had pages or sub-applications developed by other developers, and you had to share the section with them, there was always a chance for a conflict whereby two different settings may have the same name. A better option would be to create a class that reads from a custom section in web.config , so each sub-application would have its settings isolated from one another. Now with ASP.NET 2.0, it's much easier to use custom configuration sections, and this is now the preferred method. You just write a class that inherits from the System.Configuration.ConfigurationSection class, and decorate its public properties with the ConfigurationProperty attribute to indicate that they need to be filled with settings read from the web.config file, and the actual reading will be done for you when your getter reads that setting from your base class! For elements nested under a parent custom section, you need to create a new class that inherits from ConfigurationElement (instead of ConfigurationProperty ), and again define your properties with the ConfigurationProperty attribute. Here's an example: public class SiteSection : ConfigurationSection



{ [ConfigurationProperty("title", DefaultValue="Sample Title")] public string Title { get { return (string)base["title"]; } set { base["title"] = value; } } [ConfigurationProperty("homePage", IsRequired=true)] public HomePageElement HomePage { get { return (HomePageElement)base["homePage"]; } } } public class HomePageElement : ConfigurationElement { [ConfigurationProperty("showAdBanners", DefaultValue="true")] public bool ShowAdBanners { get { return (bool)base["showAdBanners "]; } set { base["showAdBanners "] = value; } } }



This SiteSection class will be mapped to a custom configuration section. It has a property named Title that maps a "title" attribute, which has a default value of "Sample Title" . It also has the HomePage property of type HomePageElement , which maps to a sub-element named homePage with the showAdBanners Boolean attribute. Note that the ConfigurationProperty attribute of the HomePage property has the IsRequired option set to true, meaning the element is required to be present in the web.config file. The other properties do not have this constraint because they have a default value. Once the class is ready you must register it in the web.config file and define the mapping to a section named "site" , as follows:  



To read the settings from code, you use the WebConfigurationManager 's GetSection to get a reference to the "site" section, and cast it to the SiteSection type. Then, you can use its properties and subproperties: SiteSection site = (SiteSection)WebConfigurationManager.GetSection("site"); string title = site.Title;



bool showAdBanners = site.HomePage.ShowAdBanners;



This book's sample site requires a number of settings for each module, so there will be a single custom configuration section with one sub-element for each module. Each module will have its own connection string, caching, and provider settings. However, it's useful to provide some default values for these settings at the section level, so that if you want to use the same connection string for all modules, you don't have to specify it separately for each module, but just once for the entire site. In the "Solution " section of this chapter you'll see the custom section class, while the modulespecific elements will be added in their specific chapters later in the book. Also in this chapter, we'll develop a class to map a sub-element named contactForm with settings for sending the e-mails from the Contact Us page (the subject line's prefix, and the To and CC fields).



User Interface With the data access and the business logic layers covered, it's now time to examine the user interface layer. ASP.NET 1.x already had some highly functional server-side controls, such as the DataGrid,DataList and Repeater , and it could databind almost any visual control to a back-end data source such as a DataSet,DataReader,DataTable,DataView , custom collection classes, and any object implementing the IList interface. However, if you've used those controls a lot, you probably ended up writing some dozens of lines to load the data and bind it to the control, handle the UpdateCommand event to update the data in the database with the new value entered in the grid, handle the DeleteCommand event to delete a record, handle SortCommand to change the sorting, handle PageIndexChanged to move forward or backward between the pages of results, and more. The structure of this code is almost always the same, with the changes mostly pertaining to SQL statements or the BLL methods you call, and the field names you work with.



New Binding Features and Data-Bound Controls All the controls from ASP.NET 1.x are still there, sometimes with a few changes and improvements, but ASP.NET 2.0 adds some new and powerful bindable controls that can make all this much easier, and enables you to create the same pages you had before, but with a lot less code! These controls are as follows: GridView: This greatly extends the DataGrid control, with new types of columns that can automatically display and handle images and checkboxes, in addition to displaying simple textual data, command buttons, hyperlinks, and template-based data that was already available. It also supports pagination, two-way sorting, editing, and deletion by writing very little code, or no code at all! DetailsView: This shows the details of a single record in a tabular layout (a list, as opposed to a grid) using two columns: a name and a value. The control also supports editing and the addition of new records (in these cases the data of the second column is replaced by some input controls). It also supports paging, by means of links that enable users to move forward or backward to other records. FormView: This is similar to the DetailsView , but it is completely template-based, which gives it a lot more formatting flexibility. It supports editing, insertion, and paging as well. Of all the new controls introduced in ASP.NET 2.0, the GridView is the single best one, but in order to use it effectively you sometimes have to also use DetailsView or FormView — these controls can work together to provide the type of UI functionality often needed in a typical site. The nonvisual DataSource controls provide the necessary back-end plumbing to make these controls work. These new controls don't really do any magic. Instead they incorporate a lot of the same code you had to write yourself in ASP.NET 1.x, and they leverage the new DataSource controls to assist them in working with the underlying data store. The DataSource controls act as a bridge between the data and the data-bound controls, providing all the information necessary to access and work with the data directly in the UI mark-up code. There are various kinds of DataSource controls that are named with a different prefix: a SqlDataSource,ObjectDataSource,XmlDataSource , and a SiteMapDataSource . As their name suggests,



the SqlDataSource control specifies a SELECT statement used to retrieve the data to be shown, and the INSERT, UPDATE and DELETE statements to insert or modify it; it can also reference stored procedures instead of using SQL text in command objects (in this case, the Sql prefix does not refer specifically to SQL Server; this control also works with other RDBMSs such as Oracle). The ObjectDataSource calls methods in a business class to retrieve data and manipulate it. The XmlDataSource refers to a XML file and allows you to specify XPath queries to retrieve the data; and the SiteMapDataSource was already used in the previous chapter to retrieve the content of the Web.sitemap file and bind it to the SiteMapPath and Menu controls on the site's master page. Instead of providing a detailed reference to all the properties and methods of these controls, in this section I'll provide a quick example-driven overview of these controls, as they will be used heavily in most of the upcoming chapters.



The SqlDataSource and the GridView Controls The Data tab of Visual Studio's Toolbox panel contains all data-bound controls and the data source nonvisual components. Create a simple test ASP.NET application by selecting File New Website ASP.NET Template and C# language. Click OK and then make sure you have the Design button pressed under the editor for default.aspx . Go to the Toolbox, find the Data tab, select the GridView control, and drag it over to the form for default.aspx . As soon as you drop it, a Smart Tasks pop-up window appears, listing the common actions and customizations you can make. This is a new feature of Visual Studio .NET 2005, and it makes it easier to work with controls by helping you configure the control quickly and easily. The IDE should appear as represented in Figure 3-4 .



Figure 3-4 If the Smart Tasks pop-up closes and you want to re-open it, just select the control and click the arrow that usually appears near the upper-right corner of the control's area. The first step in configuring the control is to set up data binding. In the list of options for Choose Data Source, select New Data Source, and you will be presented with a dialog (see Figure 3-5 ) that asks you which type of data source control you want to create.



Figure 3-5 In this example, we'll use a SqlDataSource (the Database option in Figure 3-5 ), but later in this chapter and in the rest of the book we'll normally use an object data source. After selecting Database, give it the ID of sqlCustomers and press OK. Once you've created the SqlDataSource , its configuration wizard starts automatically (but you can start it manually again later from its Smart Tasks window). You are then asked whether you want to select an existing database or connection string to use, or create a new one, as shown in Figure 3-6 .



Figure 3-6 The first time you use this database, you'll have to click the New Connection button and set up a connection for your database — after this has been done once you can just select that connection in the dialog in Figure 3-6 . After creating the connection (if necessary) and selecting it, click Next twice. Now you can specify a query or stored procedure, or you can select columns from a table to let it build a SQL statement for you. From this step's Advanced Options window, you can also decide to have the wizard automatically generate the INSERT,UPDATE and DELETE statements according to the table and fields you selected. In this example I'm selecting the Customers table and checking all the columns, and using the Advanced dialog to have it make INSERT,UPDATE and DELETE statements for me. Figure 3-7 shows a screenshot of this step.



Figure 3-7 Once the wizard is completed, the SqlDataSource control is visible on the form, below the grid. The grid already shows the structure it will have at runtime, with the ID,FirstName,LastName , and BirthDate columns that were selected from the previous wizard (it does not show actual data from the table at this time). Now re-open the GridView's Smart Tasks editor, and select the options to enable sorting, editing, deletion, and selection. While you do this, the new command links are added in a column, as shown in Figure 3-8 .



Figure 3-8 To make the GridView look better, select the Auto Format command from the Smart Tasks panel, and then select one of the color schemes from the dialog that pops up, as shown in Figure 3-9 .



Figure 3-9 Finally, to customize the order and type of the grid's columns, click the Edit Columns link from the Smart Tasks. From the dialog shown in Figure 3-10 , you need to click on each field in the Available Fields section and press Add. Then



you can move columns up and down in the Selected Fields section, add or remove commands (and thus enable or disable the automatic editing, deletion, and selection), add or remove columns to show links, images, or checkboxes, convert a simple BoundField column to a TemplatedColumn , and, of course, change the column's properties. For example, the grid has a column bound to a field named BirthDate or type DateTime . By default it shows the date/time, but if you want to show just the date, select the column and set its HtmlEncode to False and DataFormatString to {0:d} .



Figure 3-10 After setting up the fields, press OK. Then go to the Properties for the GridView , and set the DataKeyNames to ID . You can finally run the page by pressing F5 , and you'll see your fully functional, editable, sortable, and selectable grid on the browser, without a single line of code written in the C# file. The result is visible in Figure 3-11 .



Figure 3-11 Even for this simple example, a few dozen lines of code would have been required to do the same things with the old DataGrid and no SqlDataSource control. If you now go back to the IDE and switch the editor to the Source View, this is the markup code you will find in default.aspx to define the SqlDataSource control: 







Note that the ConnectionString property is set to a special binding expression (often called a dollar expression, because of the $ char in place of the # char used in the other binding expressions) that will return the connection string pointed to by the SiteDB entry registered under the section of the web.config file. The SelectCommand,InsertCommand,UpdateCommand , and Delete Command are set to the SQL statements required to retrieve the data and modify it. Note that the DELETE statements are parameterized, and will dynamically set the value for the @ID parameter to the key of the GridView 's row where the Delete link was clicked. The Update statement is similar and defines parameters for the new values of the record. The and sections list the parameters expected by the statement, and their type. They don't, however, include the value for the parameter, as it will be automatically retrieved from the row's key or the row's input controls if the grid is not in display mode. Here's the markup code for the GridView control: 



The first part defines the visual appearance of the control. Recall from the previous chapter : Style definition should not be on the pages themselves, but in the external CSS files or the server-side skin files. Here we used the AutoFormat option for demo purposes, but in a real project you should remove the column declarations, the ID , and the DataKeyNames and DataSourceID properties, and copy and paste them into a .skin file under a theme folder, so that it is applied on all grids and is easier to modify and maintain. The rest of the markup declares a number of BoundField columns that can display and edit the data of the specified data source's field, and a CommandField column that creates the link commands to edit, delete, or select a row.



Master-Detail Forms with the DetailsView Control Grids are usually not well suited for showing all the information of a record. Think, for example, of a grid listing products or articles: You certainly can't show the product's description or the article's content in the grid because you don't have room. What you need is a secondary control that shows the details of the first control's selected record. When you do this, you're creating a Master-Detail form . ASP.NET 2.0's new DetailsView control can be used as this second control to display or edit an existing record, to delete it, or to create new records. To demonstrate this I'll modify the current page by adding a DetailsView control to show the biography of the selected customer, which will also support editing. Drag and drop a DetailsView control from the Data tab in the Toolbox to the form, and run the Smart Tasks editor (upper-right corner) to create a new SqlDataSource named sqlCustomerDetails . Select the same DB and table you chose before for the GridView 's Data Source, and make sure that the Advanced option of creating the INSERT, DELETE and UPDATE statements is selected. Then, in the same step where you define the SELECT statement, click the WHERE button and fill the dialog as shown in Figure 3-12 .



Figure 3-12 After you've selected all the options for Column, Operator, and Source, go over to Parameter Properties and select GridView1 , click the Add button, and press OK. This adds a filter on the ID field, and specifies that the source for its value is a control on the same form — namely, the GridView control, which acts as the Master control. The value will actually be retrieved from the GridView 's SelectedValue property. As you may guess from the screenshot, you could also have selected QueryString or some other source for the parameter value — which would have been useful if the DetailsView were on a separate page that's called with the ID of the customer record to show what passed on the querystring. Once this second SqlDataSource is created and fully configured, you can set the DetailsView control's visual appearance, and enable editing, pagination, and the insertion of new records. All this can be done from the control's Smart Tasks editor, as shown in Figure 3-13 .



Figure 3-13 Again without writing any C# code, you can run the page, with the output and behavior shown in Figure 3-14 . Once you select a row in the grid, you see all customer details in the DetailsView .



Figure 3-14 When the user clicks the Edit button, the DetailsView 's UI will display the input controls that enable you to edit the values, as shown in Figure 3-15 .



Figure 3-15 Note that because the ID field was recognized as the key field, it was set as a value for the control's DataKeyNames property, and is read-only at runtime. When the control switches to Insert mode, the ID field is completely hidden, as shown in Figure 3-16 .



Figure 3-16 The markup code for the DetailsView 's SqlDataSource is very similar to the code of the first Data Source listed above, with an important difference: ...parameters for inserting, deleting and updating a record like before... 



The difference is in the collection, where instead of a general Parameter element a ControlParameter is used instead. This specifies that the ID parameter will be filled with the value of the GridView control's SelectedValue property, as stated above. There could have been other parameter configurations if you had selected one of the other options, such as QueryStringParameter , for the other parameter sources. The declaration of the DetailsView control is similar to the declaration of the GridView . In fact, the most significant difference is that there is a section instead of , but their content is quite similar: 







Using the FormsView Control The FormsView control is meant to do exactly what the DetailsView control does, but it has no built-in tabular layout, and you're completely in charge of defining it yourself. Although it takes more work to use this control, it gives you much more control over the appearance, which can be a big advantage. As a demonstration, I'll show you how to use it in place of the DetailsView control already on the page. Drag and drop a FormDetails control onto your page, and choose the SqlDataSource created earlier for the DetailsView as its Data Source (sqlCustomerDetails ). Its Smart Tasks editor is less powerful than those shown earlier because it doesn't have options to apply a style, or to change the order and position of the fields — these must be done manually by editing one of the available templates. There are templates to control the appearance for when the control is in display, insert or edit mode, for the header, the footer, and the pagination bar, and for when the control is in display mode but is not bound to any item (which happens when the Master control has no record selected, for example). Figure 3-17 is a screenshot of the control's Smart Tasks pop-up, showing the drop-down list from which you choose the template to edit.



Figure 3-17 I'll edit the ItemTemplate , to show the FirstName, LastName , and BirthDate all on a single line, with the customer's bio a line below. Figure 3-18 shows the template after I make my changes.



Figure 3-18 Figure 3-19 shows the result at runtime.



Figure 3-19 When the control is in edit or insert mode it will be similar to the DetailsView , with one label and input control per line, but without all those colors and the alignment created with the table. You can, however, edit the



EditItemTemplate and InsertItemTemplate to control how the input controls are displayed. The control's markup is similar to what you would write when you define a Repeater's ItemTemplate , only this template won't be repeated a number of times, but rather processed and rendered for a single record: ID: 
 FirstName: 
 LastName: 
 BirthDate: 
 Bio: 
 FirstName: 
 LastName: 
 BirthDate: 
 Bio: 
 ()
 
 
 
 



Note another new feature of ASP.NET 2.0 in the preceding code snippet: the Eval and Bind methods use a new



shorter notation in the data-binding expressions. Instead of writing something like DataBinder.Eval (Container.DataItem,"FieldName") , now you can just write Bind("FieldName") or Eval("Field Name") . The difference between the two is that Eval should be used for a read-only ASP.NET control, or for one-way binding. Bind is used instead of Eval when you use input controls and want two-way binding. If you want the control to support the Data Source control's insert and update statement, you must use Bind to make it read the new values from the controls. Important In this section I've shown how to use template fields only in the FormView control. However, you can also use them in the GridView and DetailsView controls, which is very handy because you will typically want to add validation controls for the input fields, and you must use templates to do this. In the upcoming chapters you'll see many example of template usage in such controls.



The ObjectDataSource Control You've seen how easy it is to work with the SqlDataSource . It's easy to use it to connect controls with a database, and it makes sense for use in very small applications, but for anything of medium complexity, or more, you shouldn't even consider it because it means you would be mixing UI and data access together, and there would be no business logic at all — this flies in the face of the best practices for multitier designs, and in fact it would not be a multi-tier design. It's not acceptable in most modern applications to make SQL calls directly from the UI, and cut out both the DAL and BLL. The ASP.NET team knows this very well, but they had to consider the needs of small companies with very limited staffs and budgets. It does make sense in that scenario in that they can crank out small applications quickly using the SqlDataSource , but even then there may be a time in the future when they may regret using this control extensively, especially if their small systems scale up into medium or large systems someday. The ObjectDataSource is the new DataSource control that fits properly into the multi-tier methodology. This can bind the GridView and other visual controls to your BLL domain objects. Let's first create a sample class that wraps the Customer table's data, and provides methods for retrieving and deleting records. The class will be later used as data source by the GridView defined above. The test class we'll use here is something between a DAL and a BLL class, as it exposes the data in an object-oriented way, but is directly bound to the database. This is only being done here to keep this test fairly simple — the code in the following chapters will have a strong separation between the DAL and the BLL. Here's the code of the Customer class we'll test with (which will be hooked to the ObjectDataSource ): public class Customer { private int _id = 0; public int ID { get { return _id; } private set { _id = value; } } private string _firstName = ""; public string FirstName { get { return _firstName; } set { _firstName = value; } } private string _lastName = ""; public string LastName { get { return _lastName; } set { _lastName = value; }



} private DateTime _birthDate = DateTime.MinValue; public DateTime BirthDate { get { return _birthDate; } set { _birthDate = value; } } private string _bio = ""; public string Bio { get { return _bio; } set { _bio = value; } } public Customer(int id, string firstName, string lastName, DateTime birthDate, string bio) { this.ID = id; this.FirstName = firstName; this.LastName = lastName; this.BirthDate = birthDate; this.Bio = bio; } public static List GetCustomers() { using (SqlConnection cn = new SqlConnection( WebConfigurationManager.ConnectionStrings["SiteDB"].ConnectionString)) { SqlCommand cmd = new SqlCommand( "SELECT ID, FirstName, LastName, BirthDate, Bio FROM Customers", cn); cn.Open(); SqlDataReader reader = cmd.ExecuteReader(); List customers = new List(); while (reader.Read()) { Customer cust = new Customer( (int)reader["ID"], reader["FirstName"].ToString(), reader["LastName"].ToString(), (DateTime)reader["BirthDate"], reader["Bio"].ToString()); customers.Add(cust); } return customers; } } public static bool DeleteCustomer(int id) { // delete the customer record with the specified ID ...



} }



The GetCustomers method takes no parameters, and returns all customers as a .NET 2.0 generic list collection (generic collections will be covered in more detail in the following chapters). If you enable pagination using the ObjectDataSource.EnablePaging property, the ObjectDataSource will expect to find two parameters named startRowIndex and maximumRows (the names are configurable). You'll see a concrete example of this in Chapter 5 . The BLL object's methods may be either static or instance-based. If they are instance methods, the class must have a parameterless constructor (it can have overloaded constructors, but one of them must be a "default" style constructor with no parameters). Once you have this class, drag and drop an ObjectDataSource control over the form, and follow its configuration wizard. In the first step, shown in Figure 3-20 , you select the Customer business object to use as a Data Source.



Figure 3-20 In the second step, shown in Figure 3-21 , you choose the methods for retrieving, editing, inserting, and deleting data. In this particular case only the SelectMethod and the DeleteMethod are required.



Figure 3-21 Finish the wizard and set your GridView control's DataSourceID property to the ObjectDataSource just created, and you're done; you don't need to modify anything else, and the grid's output and behavior will be absolutely identical to when it used a SqlDataSource . This is the beauty of the DataSource design model! The markup code is as follows: 



If you wanted to define methods for inserting or updating data, you could write them in one of the following ways: public int InsertCustomer( int id, string firstName, string lastName, DateTime birthDate, string bio) {...} public int InsertCustomer(Customer cust) {...}



In the first case the method would be similar to the DeleteCustomer method implemented above. In the second case you use a Customer instance to pass all values with a single parameter. To support this approach, the Customer class must also be referenced in the ObjectDataSource's DataObjectTypeName property. This section provided you with just enough information for a quick start with these controls, and to understand the code in the upcoming chapter with no problems. However, the new data-bound and Data Source controls are much more complex and feature rich than what you've seen here. In the following chapters you will learn more details while working with them, as a sort of on-the-job training. However, if you want a complete reference on these new controls, you should refer to books such as Wrox's Professional ASP.NET 2.0 . There's also a good article by Scott Mitchell about GridViews on MSDN entitled "GridView Examples for ASP.NET 2.0," completely devoted to this topic and spanning 122 pages! Find it on the MSDN web site at http://msdn.microsoft.com/asp.net/community/authors/scottmitchell/default.aspx? pull=/library/en-us/dnaspp/html/gridviewex.asp .



Solution The "Solution " section of this chapter is thinner than those found in most of the other chapters. In fact, in this chapter you've been presented with some new controls and features that won't be part of a common custom framework, but will be used in most of the upcoming chapters as parts of other classes to be developed. Other features, such as exception handling and logging, and the transaction management, are already built in and are so easy to use that they don't need to be encapsulated within custom business classes. The discussion about the DAL and BLL design will be extremely useful for the next chapters, because they follow the design outlined here. Understand that ASP.NET 2.0 already has a number of built-in common services to handle many of your general framework-level needs, which allows you to focus more of your time and efforts on your specific business problems. The rest of the chapter shows the code for the small base classes for the DAL and the BLL, the custom configuration section, and the code for raising and handling web events.



TheBeerHouse Configuration Section Following is the code (located in the /App_Code/ConfigSection.cs file) for the classes that map the custom configuration section, and the inner element, whose meaning and properties were already described earlier: namespace MB.TheBeerHouse { public class TheBeerHouseSection : ConfigurationSection { [ConfigurationProperty("defaultConnectionStringName", DefaultValue = "LocalSqlServer")] public string DefaultConnectionStringName { get { return (string)base["defaultConnectionStringName"]; } set { base["connectionStdefaultConnectionStringNameringName"] = value; } } [ConfigurationProperty("defaultCacheDuration", DefaultValue = "600")] public int DefaultCacheDuration { get { return (int)base["defaultCacheDuration"]; } set { base["defaultCacheDuration"] = value; } } [ConfigurationProperty("contactForm", IsRequired=true)] public ContactFormElement ContactForm { get { return (ContactFormElement) base["contactForm"]; } } } public class ContactFormElement : ConfigurationElement { [ConfigurationProperty("mailSubject", DefaultValue="Mail from TheBeerHouse: {0}")] public string MailSubject



{ get { return (string)base["mailSubject"]; } set { base["mailSubject"] = value; } } [ConfigurationProperty("mailTo", IsRequired=true)] public string MailTo { get { return (string)base["mailTo"]; } set { base["mailTo"] = value; } } [ConfigurationProperty("mailCC")] public string MailCC { get { return (string)base["mailCC"]; } set { base["mailCC"] = value; } } } }



The TheBeerHouseSection class must be mapped to the section through a new element under the web.config file's section. Once you've defined the mapping you can write the custom settings, as follows:  



To make the settings easily readable from any part of the site, we will add a public field of type TheBeerHouseSection in the Globals class that was added to the project in the previous chapter , and set it as follows: namespace MB.TheBeerHouse { public static class Globals { public readonly static TheBeerHouseSection Settings = (TheBeerHouseSection)WebConfigurationManager.GetSection("theBeerHouse"); public static string ThemesSelectorID = ""; } }



To see how these settings are actually used, let's create the Contact.aspx page, which enables users to send mail to the site administrator by filling in a form online. Figure 3-22 is a screenshot of the page at runtime.



Figure 3-22 The following code is the markup for the page, with the layout structure removed to make it easier to follow: Your name: * Your e-mail: * * Subject: * Body: * 







When the Send button is clicked, a new System.Net.Mail.MailMessage is created, with its To, CC and Subject properties set from the values read from the site's configuration; the From and Body are set with the user input values, and then the mail is sent: protected void txtSubmit_Click(object sender, EventArgs e) { try { // send the mail MailMessage msg = new MailMessage(); msg.IsBodyHtml = false; msg.From = new MailAddress(txtEmail.Text, txtName.Text); msg.To.Add(new MailAddress(Globals.Settings.ContactForm.MailTo)); if (!string.IsNullOrEmpty(Globals.Settings.ContactForm.MailCC)) msg.CC.Add(new MailAddress(Globals.Settings.ContactForm.MailCC)); msg.Subject = string.Format( Globals.Settings.ContactForm.MailSubject, txtSubject.Text); msg.Body = txtBody.Text; new SmtpClient().Send(msg); // show a confirmation message, and reset the fields lblFeedbackOK.Visible = true; lblFeedbackKO.Visible = false; txtName.Text = ""; txtEmail.Text = ""; txtSubject.Text = ""; txtBody.Text = ""; } catch (Exception) { lblFeedbackOK.Visible = false; lblFeedbackKO.Visible = true; } }



The SMTP settings used to send the message must be defined in the web.config file, in the section, as shown here: 



The DataAccess Base DAL Class The DataAccess class (located in /App_Code/DAL/DataAccess.cs ) contains just a few properties, such as ConnectionString,EnableCaching,CachingDuration and Cache , and the ExecuteReader, ExecuteScalar and ExecuteNonQuery wrapper methods discussed in this chapter. Note that, except for the Cache property that just returns a reference to the current context's Cache object, the properties are not set directly in the class itself because they may have different values for different DAL classes. I don't plan to use the cache from the DAL because, as I said earlier, I prefer to implement caching in the BLL so it works regardless of which DAL provider is being used. However, I've put the caching-related properties in the DAL's base class also, in case there may be a need for some very provider-specific caching someday. Here's the complete code: namespace MB.TheBeerHouse.DAL { public abstract class DataAccess { private string _connectionString = ""; protected string ConnectionString { get { return _connectionString; } set { _connectionString = value; } } private bool _enableCaching = true; protected bool EnableCaching { get { return _enableCaching; } set { _enableCaching = value; } } private int _cacheDuration = 0; protected int CacheDuration { get { return _cacheDuration; } set { _cacheDuration = value; } } protected Cache Cache { get { return HttpContext.Current.Cache; } } protected int ExecuteNonQuery(DbCommand cmd) { if (HttpContext.Current.User.Identity.Name.ToLower() == "sampleeditor") { foreach (DbParameter param in cmd.Parameters) { if (param.Direction == ParameterDirection.Output || param.Direction == ParameterDirection.ReturnValue) { switch (param.DbType) { case DbType.AnsiString: case DbType.AnsiStringFixedLength: case DbType.String:



case DbType.StringFixedLength: case DbType.Xml: param.Value = ""; break; case DbType.Boolean: param.Value = false; break; case DbType.Byte: param.Value = byte.MinValue; break; case DbType.Date: case DbType.DateTime: param.Value = DateTime.MinValue; break; case DbType.Currency: case DbType.Decimal: param.Value = decimal.MinValue; break; case DbType.Guid: param.Value = Guid.Empty; break; case DbType.Double: case DbType.Int16: case DbType.Int32: case DbType.Int64: param.Value = 0; break; default: param.Value = null; break; } } } return 1; } else return cmd.ExecuteNonQuery(); } protected IDataReader ExecuteReader(DbCommand cmd) { return ExecuteReader(cmd, CommandBehavior.Default); } protected IDataReader ExecuteReader(DbCommand cmd, CommandBehavior behavior) { return cmd.ExecuteReader(behavior); } protected object ExecuteScalar(DbCommand cmd) { return cmd.ExecuteScalar(); } } }



The only unusual aspect of this code is the ExecuteNonQuery method, which actually calls the ExecuteNonQuery method of the command object passed to it as an input, but only if the current context's user name is not "sampleeditor" . If the user's name is "sampleeditor" , then none of their inserts/updates/deletes will actually be processed; the method always returns 1 , and sets all output parameters to a default value, according to their type. SampleEditor is a special account name for test purposes — this user can go into almost all protected areas, but cannot actually persist changes to the database, which is just what we want for demo purposes, as discussed earlier in this chapter.



The BizObject BLL Base Class This class (found in /App_Data/BLL/BizObject.cs ) defines a number of properties that can be useful for many of the module-specific BLL classes. For example, it returns the name and IP of the current user, the current context's Cache reference, and more. It also contains some methods to encode HTML strings, convert a null string to an empty string, and purge items from the cache: namespace MB.TheBeerHouse.BLL { public abstract class BizObject { protected const int MAXROWS = int.MaxValue; protected static Cache Cache { get { return HttpContext.Current.Cache; } } protected static IPrincipal CurrentUser { get { return HttpContext.Current.User; } } protected static string CurrentUserName { get { string userName = ""; if (HttpContext.Current.User.Identity.IsAuthenticated) userName = HttpContext.Current.User.Identity.Name; return userName; } } protected static string CurrentUserIP { get { return HttpContext.Current.Request.UserHostAddress; } } protected static int GetPageIndex(int startRowIndex, int maximumRows) { if (maximumRows 







The Login Control The Login control does exactly what its name suggests: It allows the user to log in. It provides the user interface for typing the username and password, and choosing whether the login will be persistent (saved across different sessions) or not. For the default simple appearance, you just need to declare the control as follows: 



However, if you apply the Elegant pre-built style to it, it will look as represented in Figure 4-7 .



Figure 4-7 Under the covers, this control calls the Membership.ValidateUser method to check whether the provided credentials are found in the data store, and if so, it calls FormsAuthentication .RedirectFormLoginPage to create the encrypted authentication ticket, saves it into a client cookie, and redirects to the page that the user originally tried to access before being redirected to the login page. The control exposes a lot of properties: Many are for changing its appearance (colors, fonts, etc.), and others enable you to specify whether you want to show a link to the registration page (CreateUserText and CreateUserUrl properties), a link to the page to recover a forgotten password (PasswordRecoveryText and PasswordRecoveryUrl properties), and whether the control should be hidden when the user is already logged in (the VisibleWhenLoggedIn property). Of course, as for the CreateUserWizard control, you can completely customize the way the control looks, by defining a template. Here's an example: Username: * Password: * 



Remember that the only important thing is that you give textboxes, buttons, labels, and other controls the specific



IDs that the parent control expects to find. If you start defining the template from the default template created by VS2005, this will be very easy. The ChangePassword Control The ChangePassword control allows users to change their current password, through the user interface shown in Figure 4-8 .



Figure 4-8 This control is completely customizable in appearance, by means of either properties or a new template. As with the CreateUserWizard control, its declaration can contain a section where you can configure the control to send a confirmation e-mail to the user with her new credentials. The PasswordRecovery Control The ChangePassword control enables users to recover or reset their password, in case they forgot it. The first step, represented in Figure 4-9 , is to provide the username.



Figure 4-9 For the next step, the user will be asked the question he or she chose at registration time. If the answer is correct, the control sends the user an e-mail message. As expected, there must be the usual MailDefinition , along with the current password, or a newly generated one if the membership provider's enable PasswordRetrieval attribute is set to false , or if the provider's passwordFormat is hashed. The LoginStatus, LoginName, and LoginView Controls These last three controls are the simplest ones, and are often used together. The LoginName control shows the name of the current user. It has a FormatString property that can be used to show the username as part of a longer string, such as "Welcome {0}!" , where the username will replace the {0} placeholder. If the current user is not authenticated, the control shows nothing, regardless of the FormatString value. The LoginStatus control shows a link to log out or log in, according to whether the current user is or is not authenticated. The text of the links can be changed by means of the LoginText and LogoutText properties, or you can use graphical images instead of plain text, by means of the LoginImageUrl and LogoutImageUrl properties. When the Login link is clicked, it redirects to the login page specified in the web.config file's element, or to the Login.aspx page if the setting is not present. When the Logout link is clicked, the control calls FormsAuthentication.SignOut to remove the client's authentication ticket, and then can either refresh the current page or redirect to a different one according to the values of the LogoutAction and LogoutPageUrl properties.



The LoginView allows you to show different output according to whether the current user is authenticated. Its declaration contains two subsections, and , where you place the HTML or ASP.NET controls that you want to display when the user is anonymous (not logged in) or logged in, respectively. The code that follows shows how to display the login control if the user is not authenticated yet, or a welcome message and a link to log out otherwise: 
 



Setting Up and Using Roles An authentication/authorization system is not complete without support for roles. Roles are used to group users together for the purpose of assigning a set of permissions, or authorizations. You could decide to control authorizations separately for each user, but that would be an administrative nightmare! Instead, it's helpful to assign a user to a predetermined role and give him the permissions that accompany the role. For example, you can define an Administrator's role to control access to the restricted pages used to add, edit, and delete the site's content, and only users who belong to the Administrators role will be able to post new articles and news. It is also possible to assign more than one role to a given user. In ASP.NET 1.x, there wasn't any built-in support for roles in forms authentication — roles were only supported with Windows security. You could have added role support manually (as shown in the first edition of this book), but that required you to create your own database tables and write code to retrieve the roles when the user logged in. You could have written the code so that the roles were retrieved at runtime — and then encrypted together by the authentication ticket on a client's cookie — so that they were not retrieved separately from the database with each request. Besides taking a considerable amount of development time that you could have spent adding value to your site, it was also a crucial task: Any design or implementation bugs could impact performance, or even worse, introduce serious security holes. The good news is that ASP.NET 2.0 has built-in support for roles, and it does it the right way with regard to performance, security, and flexibility. In fact, as is true in many other pieces of ASP.NET 2.0 (membership, sessions, profiles, personalization), it is built on the provider model design pattern: A provider for SQL Server is provided, but if you don't like some aspect of how it works, or you want to use a different data store, you can write your own custom provider or acquire one from a third party. The role management is disabled by default to improve performance for sites that don't need roles — role support requires the execution of database queries, and consequent network traffic between the database server and the web server. You can enable it by means of the element in the web.config file, as shown here: 



This element allows you to enable roles and configure some options. For example, the preceding code enables role caching in the client's cookie (instead of retrieving them from the database on each web request), which is a suggested best practice. Unless specified otherwise, the default provider will be used, with a connection string to the default local SQL Server Express database (the ASPNETDB file under the App_Data folder). If you want to use a different database, just register a new provider within the element, and choose it by setting the roleManager 's defaultProvider attribute. System.Web.Security.Roles is the class that allows you to access and manage role information programmatically. It exposes several static methods, the most important of which are listed in the following table.



AddUserToRole, AddUserToRoles, AddUsersToRole, AddUsersToRoles Adds one or more users to one or more roles CreateRole Creates a new role with the specified name DeleteRole Deletes an existing role FindUsersInRole Finds all users who belong to the specified role, and who have a username that matches the input string. If the default provider for SQL server is used, the username can contain any wildcard characters supported by SQL Server in LIKE clauses, such as % for any string of zero or more characters, or _ for a single character. GetAllRoles Returns an array with all the roles GetRolesForUser Returns an array with all the roles to which the specified user belongs GetUsersInRole Returns the array of usernames (not MembershipUser instances) of users who belong to the specified role IsUserInRole Indicates whether the specified user is a member of the specified role RemoveUserFromRole, RemoveUserFromRoles, RemoveUsersFromRole, RemoveUsersFromRoles Removes one or more users from one or more roles RoleExists Indicates whether a role with the specified name already exists



Method



Description



Using these methods is straightforward, and you will see some practical examples in the "Solution " section of this chapter, where we implement the administration console to add/remove users to and from roles. Important The roles system integrates perfectly with the standard IPrincipal security interface, which is implemented by the object returned by the page's User property. Therefore, you can use the User object's IsInRole method to check whether the current user belongs to the specified role. The SQL Server provider retrieves and stores the data from/to tables aspnet_Roles and aspnet_UsersInRoles . The latter links a user of the aspnet_Users table (or another user table, if you're using a custom membership provider for a custom database) to a role of the aspnet_Roles table. Figure 4-10 shows the database diagram again, updated with the addition of these two tables.



Figure 4-10



Using Roles to Protect Pages and Functions Against Unauthorized Access Basically, you have two ways to control and protect access to sensitive pages: You can do it either imperatively (programmatically) or declaratively (using a config file). If you want to do it by code, in the page's Load event you would write something like the following snippet: if (!Roles.IsUserInRole("Administrators")) { throw new System.Security.SecurityException( "Sorry, this is a restricted function you are not authorized to perform"); }



When you don't pass the username to the Roles.IsUserInRole method, it takes the name of the current user, and then "forwards" the call to the IsInRole method of the current user's IPrincipal interface. Therefore, you can call it directly and save some overhead using the following code: if (!this.User.IsInRole("Administrators")) { throw new System.Security.SecurityException( "Sorry, this is a restricted function you are not authorized to perform"); }



Note When Roles.IsUserInRole is called with the overload that takes in the username (which is not necessarily equal to the current user's username), the check is done by the selected role's provider. In the case of the built-in SqlRoleProvider, a call to the aspnet_UsersInRoles_IsUserInRole stored procedure is made. The biggest disadvantage of imperative (programmatic) security is that in order to secure an entire folder, you have to copy and paste this code in multiple pages (or use a common base class for them). Even worse, when you want to change the ACL (access control list) for a page or folder (because, for example, you want to allow access to a newly created role), you will need to change the code in all those files! Declarative security makes this job much easier: you define an section in a web.config (either for the overall site or for a subfolder), which specifies the users and roles who are allowed to access a certain folder or page. The following snippet of web.config gives access to members of the Administrators role, while everyone else (*) is denied access to the current folder's pages: 



Authorization conditions are evaluated from top to bottom, and the first one that matches the user or role stops the validation process. This means that if you switched the two conditions above, the condition would match for any user, and the second condition would never be considered; as a result, nobody could access the pages. This next example allows everybody except anonymous users (those who have not logged in and who are identified by the ? character):







If you want to have different ACLs for different folders, you can have a different section in each folder's web.config file. As an alternative, you can place all ACLs in the root web.config , within different sections, such as in this code: 



The path attribute of the section can be the name of a subfolder (as shown above) or the virtual path of a single page. Using the section is the only way to declaratively assign a different ACL to specific individual pages, since you can't have page-level web.config files. Although it's possible to restrict individual pages, it's more common to restrict entire subfolders. Programmatic security checks are still useful and necessary in some cases, though, such as when you want to allow everybody to load a page, but control the visibility of some visual controls (e.g., buttons to delete a record, or a link to the administration section) of that page to specific users. In these cases you can use the code presented earlier to show, or hide, some server-side controls or containers (such as Panel ) according to the result of a call to User.IsInRole . Alternatively, you can use a LoginView control that, in addition to its sections for anonymous and logged-in users, can also define template sections visible only to users who belong to specific roles. The next snippet produces different output according to whether the current user is anonymous, is logged in as a regular member, or is logged in and belongs to the Administrators role: 



anonymous user member administrator 



Note that in cases where the currently logged-in user is also in the Administrators role, the LoginView control only outputs the content of the section, not that of the more general section. Finally, roles are also integrated with the site map, which lets you specify which roles will be able to see a particular link in the Menu or TreeView control that consumes the site map. This is a very powerful feature that makes it easy to show a user only the menu options he is actually allowed to access! For example, if you want the Admin link to be visible only to Administrators, here's how you define the map's node: 



However, to enable this to work you must also register a new provider for the SiteMap system (in the section of the web.config file), and set its securityTrimmingEnabled attribute to true . Registering the provider for the site map is very similar to registering a provider for the membership or roles system; in the "Solution " section you will see code examples to illustrate this.



Setting Up and Using User Profiles In the ASP.NET 1.x days, if you wanted to associate a profile to a registered user, you typically added a custom table to your database, or stored them together with the user credentials, in the same table. You also had to write quite a lot of code for the business and data access layers, to store, retrieve, and update that data from your web pages. ASP.NET 2.0 provides a built-in mechanism to manage user profiles, in an easy, yet very complete and flexible, way. This new feature can save you hours or even days of work! The Profile module takes care of everything — you just need to configure what the profile will contain, i.e., define the property name, type, and default value. This configuration is done in the root web .config file, within the section. The following snippet shows how to declare two properties, FavoriteTheme of type String , and BirthDate of type DateTime : 



Amazingly, this is all you need to do to set up a profile structure! When the application is run, the ASP.NET runtime dynamically adds a Profile property to the Page class, which means you will not find such a property in the Object Browser at design time. The object returned is of type ProfileCommon (inherited from



System.Web.Profile.ProfileBase ); you will not find this class in the Object Browser either, or on the documentation, because this class is generated and compiled on-the-fly, according to the properties defined in the web.config file. The result is that you can just access the page's Profile property and read/write its subproperties. The following code demonstrates how to read the values of the current user's profile to show them on the page when it loads, and then updates them when a Submit button is clicked: protected void Page_Load(object sender, EventArgs e) { if (!this.IsPostBack) { ddlThemes.SelectedValue = this.Profile.FavoriteTheme; txtBirthDate.Text = this.Profile.BirthDate.ToShortDateString(); } } protected void btnSubmit_Click(object sender, EventArgs e) { this.Profile.FavoriteTheme = ddlThemes.SelectedValue; this.Profile.BirthDate = DateTime.Parse(txtBirthDate.Text); }



Even though you can't see these properties in the Object Browser, Visual Studio .NET is smart enough to compile this class in the background when the web.config file is modified, so you get full IntelliSense in the IDE, just as if the Profile properties were built-in properties of the Page class, like all the others. Figure 4-11 is a screenshot of the IDE with the IntelliSense in action.



Figure 4-11 Important Having a class dynamically generated by Visual Studio 2005 with all the custom profile properties (and the IntelliSense for them) doesn't just speed up development, but also helps developers reduce inadvertent coding errors. In fact, this class provides strongly typed access to the user's profile, so if you try to assign a string or an integer to a property that expects a date, you'll get a compile-time error so you can correct the problem immediately! When you define a profile property, you can also assign a default value to it, by means of the defaultValue



attribute: 



Note The default value for strings is an empty string, not null, as you may have thought. This makes it easier to read string properties, because you don't have to check whether they are null before using the value somewhere. The other data types have the same default values that a variable of the same type would have (e.g., zero for integers). When you declare profile properties, you can also group them into subsections, as shown below: 



The Street property will be accessible as Profile.Address.Street . Note, however, that you can't define nested groups under each other, but can only have a single level of groups. If this limitation is not acceptable to you, you can define your own custom class with subcollections and properties, and reference it in the type attribute of a new property. In fact, you are not limited to base types for profile properties; you can also reference more complex classes (such as ArrayList or Color ), and your own enumerations, structures, and classes, as long as they are serializable into a binary or XML format (the format is dictated by the property's serializeAs attribute). Note The Profile system is built upon the provider model design pattern. ASP.NET 2.0 comes with a single built-in profile provider that uses a SQL Server database as a backing store. However, as usual, you can build your own providers or find them from third parties.



Accessing Profiles from Business Classes Sometimes you may need to access the user's profile from a business class, or from a page base class. The Profile property is dynamically added only to the aspx pages' code-behind classes, so you can't use it in those situations. However, you can still access it through the Profile property exposed by the current HttpContext . The HttpContext class is the container for the current web request — it's used to pass around objects that are part of the request: forms, properties, ViewState , etc. Anytime you process a page, you will have this HttpContext information, so you can always pull a Profile class instance out of the HttpContext class. The returned type is ProfileBase , though, not the ProfileCommon object generated on-the-fly that enabled you to use IntelliSense and access properties in a strongly typed manner. Therefore, the resulting Profile class instance read from the HttpContext.Current .Profile will not be strongly typed. No problem — just do the cast and you are ready to use the profile as usual. Individual properties of the profile will be strongly typed, as expected. The following snippet shows a practical example: ProfileCommon profile = HttpContext.Current.Profile as ProfileCommon; profile.BirthDate = new DateTime(1980, 09, 28);



Accessing the Profile for Users Other Than the Current User So far, all the examples have shown how to read and write the profile for the current user. However, you can also access other users' profiles — very useful if you want to implement an administration page to read and modify the profiles of your registered members. Your administrator must be able to read and edit the profile properties for any user. The ProfileCommon class exposes a GetProfile method that returns the profile for any specified user, and once you obtain this profile instance you can read and edit the profile properties just as you can do for the current user's profile. The only difference is that after changing some values of the retrieved profile, you must explicitly call its Save method, which is not required when you modify the profile for the current user (in the case of the current user, Save is called automatically by the runtime when the page unloads). Here's an example of getting a profile for a specified user, and then modifying a property value in that profile: ProfileCommon profile = Profile.GetProfile("Marco"); profile.BirthDate = new DateTime(1980, 09, 28); profile.Save();



Adding Support for Anonymous Users The code shown above works only for registered users who are logged in. Sometimes, however, you want to be able to store profile values for users who are not logged in. You can explicitly enable the anonymous identification support by adding the following line to web.config : 



After that, you must indicate what properties are available to anonymous users. By default, a property is only accessible for logged-in users, but you can change this by setting the property's allowAnonymous attribute to true , as follows: 



This is useful to allow an anonymous user to select a theme for his current session. This would not be saved after his session terminates because we don't have an actual user identity to allow us to persist the settings. Another important concern regarding profiles for anonymous users is the migration from anonymous to authenticated status. Consider the following situation: A registered user comes to the site and browses it without logging in. He or she then changes some profile properties available to anonymous users, such as the name of the favorite theme. At some point he or she wants to access a restricted page and needs to log in. Now, because the favorite theme was selected while the user was anonymous, it was stored into a profile linked to an anonymous user ID. After the user logs in, he or she then becomes an authenticated user with a different user ID. Therefore, that user's previous profile settings are loaded, and the user will get a site with the theme selected during a previous session, or the default one. What you wanted to do, however, was to migrate the anonymous user's profile to the authenticated user's profile at the time he logged in. This can be done by means of the Profile_MigrateAnonymous global event, which you can handle in the Global.asax file. Once this event is raised, the HttpContext.Profile property will already have returned the authenticated user's profile, so it's too late for us to save the anonymous profile values. You can, however, get a reference to the anonymous profile previously used by the user, and then copy values from it to the new profile. In the "Solution " section you will see how to implement this event to avoid losing the user's preferences.



The Web Administration Tool As you've seen thus far, the preferred method of setting up and configuring all the membership and profiling



services introduced by ASP.NET 2.0 is to configure XML tags in the web.config file, which is the declarative coding method. To make your job even easier, you now have IntelliSense when you edit web.config in Visual Studio 2005, which wasn't supported in earlier versions, as you can see in Figure 4-12 .



Figure 4-12 However, the ASP.NET and VS2005 teams made things even simpler still by providing a web-based administration tool that you can launch by clicking the ASP.NET Configuration item from Visual Studio's Web Site Tool. This application provides help in the following areas: Security: It enables you to set up the authentication mode (you can choose between the Intranet/Windows and the Internet/form-based model), create and manage users, create and manage roles, and create access rules for folders (you select a subfolder and declare which roles are granted or denied access to it). Figure 413 shows a couple of screenshots of these pages. Application: It enables you to create and manage application settings (those inside the section), and configure the SMTP e-mail settings, debugging and tracing sections, and the default error page. Provider: It enables you to select a provider for the Membership and the Roles systems. However, the providers must already be registered in web.config .



Figure 4-13 These pages use the new configuration API to read and write sections and elements to and from the web.config file. This tool, however, is only intended to be used on the local server, not a remote site. If you want to administer these kinds of settings for a remote site (as we want to do for our site), you will need to modify the web pages for this tool, or design your own pages. Fortunately, the complete source code for the ASP.NET Administration Tool is available under C:\\ Microsoft.NET\Framework\v2.0.xxxxx\ASP.NETWebAdminFiles . You can go look at these pages to see how Microsoft implemented the features, and then you can do something similar for your own custom administration console.



Designing Our Solution So far we have described the general features of the new membership and profile services introduced in ASP.NET 2.0, but we can now build upon this knowledge and design exactly how we can implement these features in our particular web site. Here's the summary of our design objectives regarding membership and profile features, and a description of the corresponding web pages: A login box will be visible in the top-right corner of each page whenever the user is anonymous. After the user logs in, the login box will be hidden. Instead, we'll show a greeting message and links for Logout and Edit Profile. A Register.aspx page will allow new users to register (create their own account), and we'll populate some profile settings upon registration. The profile will have the following first-level properties: FirstName (String), LastName (String), Gender (String), BirthDate (DateTime), Occupation (String ), and Website (String ). A profile group named Address will have the following subproperties: Street, PostCode, City, State , and Country , all of type String . Another group named Contacts will have the following string sub-properties: Phone and Fax . A final group named Preferences will have the Theme, Culture , and Newsletter properties. The Theme property is the only one that will



be made available to anonymous users. Our PasswordRecovery.aspx page will allow users to recover forgotten passwords; it can e-mail the password to the user's e-mail address that we have on file. This is possible because we'll configure the membership module to encrypt the password, instead of storing it as a hash (a hashed password is a oneway encryption that is not reversible). We had to decide whether we wanted the best possible security (hashing) or a more user-friendly encryption method that enables us to recover the user's password. In our scenario we've determined that the userfriendly option is the best choice. Our EditProfile.aspx page will only be accessible to registered members, and it will allow them to change their account's password and the profile information they set up at registration time. We'll create some administration pages to allow the administrator to read and edit all the information about registered users (members). A ManageUsers.aspx page will help the administrator look up records for members either by their username or e-mail address (searches by partial text will also be supported). Among the data returned will be their username, e-mail address, when they registered or last accessed the site, and whether they are active or not. A second page, EditUser.aspx , will show additional details about a single user, and will allow the administrator to enable or disable the account, assign new roles to the user, remove roles from the user, and edit the user's personal profile.



Solution We'll get right into the implementation because we've already covered the basic material and our objectives in the "Design " section of this chapter. Now we'll put all the pieces together to create the pages and the supporting code to make them work. These are the steps used to tackle our solution: 1. Define all the settings required for membership, roles, and profiles in web.config . 2. Create the login box on the master page, and the "access denied" page. To test the login process before creating the registration page, we can easily create a user account from the ASP.NET Web Administration Tool. 3. Create the registration and profiling page. 4. Create the password recovery page. 5. Create the page to change the current password and all the profile information. 6. Design profiles to save the user's favorite theme, and handle the migration from an anonymous user to an authenticated user so we won't lose his theme preference. 7. Create the administration pages to display all users, as well as edit and delete them.



The Configuration File Following is a partial snippet of the web.config file (located in the site's root folder) used to configure the authentication type, membership, role manager, profile, and sitemap provider (in this order): 







As you can see, a provider is defined and configured for all modules that support this pattern. I specified the provider settings even though they are often the same as the default providers found in machine.config.default , because I can't be sure whether the defaults will always be the same in future ASP.NET releases, and I like to have this information handy in case I might want to make further changes someday. To create these settings I copied them from machine.config.default , and then I made a few tweaks as needed. I defined a Newsletter profile property as type MB.TheBeerHouse.BLL.Newsletters.Subscription Type , which is an enumeration defined in the Enum.cs file located under App_Code/BLL/ Newsletter : namespace MB.TheBeerHouse.BLL.Newsletters { public enum SubscriptionType : int { None = 0, PlainText = 1, Html } }



In order to configure the cryptographic keys, we need to set the validationKey and decryptionKey attributes of the machineKey element. Because we are configuring the membership module to encrypt passwords, we can't leave them set at AutoGenerate , which is the default. You can find some handy utilities on the Internet that will help you set these values. You can check the following Microsoft Knowledge Base article for more information: http://support.microsoft.com/kb/313091/ . This article shows how to implement a class that makes use of the cryptographic classes and services to create values for these keys. Alternately, if you want an easier way to create these keys, check out this online tool: www.aspnetresources.com/tools/keycreator.aspx . I want to reiterate a point I made earlier in this chapter: If you'll be deploying your application to a web farm (more than one web server configured to distribute the load between the servers), then you need to specify the same machine keys for each server. In addition to password encryption, these keys are also used for session state. By synchronizing these keys with all your servers, you ensure that the same encryption will be used on each server. This is essential if there's a chance that a different server might be used to process the next posting of a page.



Creating the Login Box In Chapter 2 , when we created the master page (the template.master file), we defined a  container on the top-right corner that we left blank for future use. A < div > declares an area on a web page called a division — it's typically used as a container for other content. Now it's time to fill that  with the code for the login box. ASP.NET typically uses customizable templates to control the visual rendering of standard controls, and this template concept has been expanded in version 2.0 to include most of the new controls. In this section we will customize the default user interface of the login controls by providing our own template. Using custom templates offers the following advantages: 1. You have full control over the appearance of the produced output, and you can change many aspects of the behavior. For example, our custom template can be used with validator controls, and you can set their SetFocusOnError property to true (this defaults to false in the default template). This property is new to ASP.NET 2.0 and specifies whether the validator will give the focus to the control it validates if the clientside validation fails. This is desirable in our case because we want the focus to go to the first invalid control after the user clicks the Submit button if some controls have invalid input values. 2. If you don't redefine the TextBox controls, the SetInputControlsHighlight method we developed in Chapter 2 will not find them, and thus the textboxes will not get the special highlight behavior that gives users a visual cue as to which TextBox currently has the focus. Here's the complete code that uses a LoginView to display a login box. This login box contains links to register a new account or to recover a forgotten password when the user is anonymous, or it will contain a welcome message, a logout link, and a link to the EditProfile page if the user is currently logged in:  	Username:		 





	Password:		 

 		 	 

  Create new account 
 I forgot my password 
  
  4 3
 4 3  
 




Absolutely no code is needed in the master page's code-behind files. In fact, because we used the right IDs for the textboxes and other controls in the template sections of the Login control, it will continue working autonomously as



if it were using the default UI. To test the control, first create a new user through the ASP.NET Web Site Configuration Tool described earlier, and then try to log in. In Figure 4-14 you can see what the home page looks like from an anonymous user's and an authenticated user's point of view.



Figure 4-14 Observe the login box in the first window (only displayed for anonymous users), and the new greeting message and links in the second window that are displayed after the user logs in. Also, note that an Admin link is visible on the second browser's menu bar. That Admin link only appears for users who have been assigned the Administrators role. The web.sitemap file is used to generate the menu, and the item representing the Admin link was modified by adding the roles attribute, which was set to Administrators : 



Of course, you can test the sitemap-controlled menu by assigning the Administrators role to your sample user. You can even do this role assignment from the online configuration application!



The AccessDenied.aspx Page If you look a few pages back, you'll see that the loginUrl attribute of the web.config 's is set to AccessDenied.aspx . As its name clearly suggests, this is the URL of the page we want to redirect control to when the user tries to access a protected page to which he doesn't have permission. In many cases you would place the login box in this page, hence the attribute name (loginUrl ). In our case, however, we have a site that lets anonymous users access many different pages, and we only require the user to log in to gain access to a small number of pages, so we want to make sure the login box is visible from any page when the user is anonymous. The login box invites the user to log in if they already have an account, or to register if they don't have one. This AccessDenied page is also loaded when a user tries to log in but gives invalid credentials, or when they are already logged in but they don't have a role required by the page they requested. Therefore, the page has three possible messages, and the following code uses three labels for them:



You must be a registered user to access this page. If you already have an account, please login with your credentials in the box on the upper-right corner. Otherwise click here to register now for free. Sorry, the account you are logged with does not have the permissions required to access this page. The submitted credentials are not valid. Please check they are correct and try again. If you forgot your password, click here to recover it. 



The Page_Load event handler in the code-behind file contains the logic for showing the proper label and hiding the other two. You need to do some tests to determine which of the three cases applies: If the querystring contains a loginfailure parameter set to 1 , it means that the user tried to log in but the submitted credentials were not recognized. If the user is not authenticated and there is no loginfailure parameter on the querystring, it means that the user tried to access a page that is not available to anonymous users. If the current user is already authenticated and this page is loaded anyway, it means the user does not have sufficient permission (read "does not belong to a required role") to access the requested page. Here is how to translate this description to code: public partial class AccessDenied : BasePage { protected void Page_Load(object sender, EventArgs e) { lblInsufficientPermissions.Visible = this.User.Identity.IsAuthenticated; lblLoginRequired.Visible = (!this.User.Identity.IsAuthenticated && string.IsNullOrEmpty(this.Request.QueryString["loginfailure"])); lblInvalidCredentials.Visible = ( this.Request.QueryString["loginfailure"] != null && this.Request.QueryString["loginfailure"] == "1"); } }



Figure 4-15 is a screenshot of the first situation — note the message by the image of the padlock.



Figure 4-15



The UserProfile Control The user interface and the logic required to show and update a user's profile is contained in a user control named UserProfile.ascx and placed under the Controls folder. Profile properties can be edited in both the registration page and in the page users access to change their profile, so it makes sense to put this code in a user control that can easily be reused in multiple places. The user interface part consists of simple HTML code to layout a number of server-side controls (textboxes and drop-down lists) that will show users their profile properties and let them edit those properties: Site preferences
 
 	Newsletter:	 
	Language:	 

 
 Personal details
 
 	First name:





	 
	Last name:	 
	Gender:	 
	Birth date:	 
The format of the birth date is not valid. 
	Occupation:	 
	Website:	 





 
 Address
 
 	Street:	 
	City:	
	Zip / Postal code:	
	State / Region:	
	Country:	 

 
 Other contacts
 
 	Phone:	
	Fax:	





As you see, there is a DropDownList control that enables users to select their country. The Select an Option item is selected by default and it serves to give users instructions about what they need to do. You may need that country list in other places, and also inside business components, so instead of hardcoding it into this control, the countries are passed as a string array by a helper method. This way, it can easily bind the country list to the dropdown lists, but it can also be used in other ways. Here's the code for the helper method: public static class Helpers



{ private static string[] _countries = new string[] { "Afghanistan", "Albania", "Algeria", "American Samoa", "Andorra", "Angola", "Anguilla", "Antarctica", "Antigua And Barbuda", "Argentina", "Armenia", "Aruba", "Australia", "Austria", "Azerbaijan", "Bahamas", "Bahrain", "Bangladesh", "Barbados", "Belarus", "Belgium", "Belize", "Benin", "Bermuda", "Bhutan", /* add here all the other countries */ }; /// /// Returns an array with all countries /// public static StringCollection GetCountries() { StringCollection countries = new StringCollection(); countries.AddRange(_countries); return countries; } // other methods... }



The DropDownList control has the AppendDataBoundItems property set to true . This is a new property of ASP.NET 2.0 that allows you to specify whether the values added to the control via data-binding will be added to those defined at design time, or will overwrite them as is done with ASP.NET 1.x. Also note that the user control has no Submit button, as this will be provided by the hosting page.



Persisting Properties Through the New Control State Because this control will be used in the administration area to read and edit the profile for any user, it needs a public property that stores the name of the user for whom you are querying. In ASP.NET 1.x, the typical way to make a property value persistent across postbacks is to save it into the control's ViewState collection, so that it is serialized into a blob of base-64 encoded text, together with all the other property values, and saved into the __VIEWSTATE HTML hidden field. This is better than session state because it doesn't use server resources to save temporary values because the values are saved as part of the overall page. The user won't see the hidden values, but they are there in the user's browser and he'll post them back to the server along with the other form data each time he does a postback. The problem with view state is that it can be disabled, by setting the page's or control's EnableViewState property to False . Disabling this feature is a common way to minimize the volume of data passed back and forth across the network. Unfortunately, controls that use view state to store values will not work correctly if view state is disabled on any particular host page. To solve this issue, ASP.NET 2.0 introduces a new type of state called control state, which is a similar to view state, except that it's only related to a particular control and it can't be disabled. Values that a control wants to save across postbacks can be saved in the control state, while values that are not strictly necessary can go into the view state. In reality, both categories of values will be serialized and saved into the same single __VIEWSTATE field, but the internal structure makes a difference between them. With the view state, you would just read and write the property value from and to the control's ViewState object from inside the property's accessor functions. In order to use control state you need to do the following things: 1. Define the property so that it uses a private field to store the value. 2. Call the parent page's RegisterRequiresControlState method, from the control's Init event handler. This notifies the page that the control needs to store some control state information. 3. Override the control's SaveControlState method to create and return an array of objects you want to save in the control state. The array values consist of the property values you need to be persisted, plus the 4.



3. base class' control state (this always goes into the array's first slot). 4. Override the LoadControlState method to unpack the input array of objects and initialize your properties' private fields with the values read from the array. Following is the complete code needed to define and persist a control's UserName property: public partial class UserProfile : System.Web.UI.UserControl { private string _userName = ""; public string UserName { get { return _userName; } set { _userName = value; } } protected void Page_Init(object sender, EventArgs e) { this.Page.RegisterRequiresControlState(this); } protected override void LoadControlState(object savedState) { object[] ctlState = (object[])savedState; base.LoadControlState(ctlState[0]); _userName = (string)ctlState[1]; } protected override object SaveControlState() { object[] ctlState = new object[2]; ctlState[0] = base.SaveControlState(); ctlState[1] = _userName; return ctlState; } }



This is somewhat more complicated than the older method of using the host page's view state, but you gain the advantage of independence from that page's configuration. You have to weigh the added complexity against the needs of your application. If you'll have a large application with many pages, it is probably wise to use control state because you can't be sure if one of the host pages might have view state disabled (in a large system it's almost guaranteed that some pages will have it disabled). Also, if your controls might be used by other applications within your company, or even other companies, you should definitely use control state to give you the added peace of mind to know that your controls will always work.



Loading and Editing a Profile Now you can write some code for handling user profiles within a control. In the control's code-behind, you should handle the Load event to first bind the countries array to the proper DropDownList control, and then load the specified user's profile so you can populate the various input controls with profile values. If no username is specified, the current user's profile will be loaded: protected void Page_Load(object sender, EventArgs e) {



if (!this.IsPostBack) { ddlCountries.DataSource = Helpers.GetCountries(); ddlCountries.DataBind(); // if the UserName property contains an emtpy string, retrieve the profile // for the current user, otherwise for the specified user ProfileCommon profile = this.Profile; if (this.UserName.Length > 0) profile = this.Profile.GetProfile(this.UserName); ddlSubscriptions.SelectedValue = profile.Preferences.Newsletter.ToString(); ddlLanguages.SelectedValue = profile.Preferences.Culture; txtFirstName.Text = profile.FirstName; txtLastName.Text = profile.LastName; ddlGenders.SelectedValue = profile.Gender; if (profile.BirthDate != DateTime.MinValue) txtBirthDate.Text = profile.BirthDate.ToShortDateString(); ddlOccupations.SelectedValue = profile.Occupation; txtWebsite.Text = profile.Website; txtStreet.Text = profile.Address.Street; txtCity.Text = profile.Address.City; txtPostalCode.Text = profile.Address.PostalCode; txtState.Text = profile.Address.State; ddlCountries.SelectedValue = profile.Address.Country; txtPhone.Text = profile.Contacts.Phone; txtFax.Text = profile.Contacts.Fax; } }



This control doesn't have a Submit button to initiate saving profile values, so create a public method named SaveProfile that the host page will call when needed: public void SaveProfile() { // if the UserName property contains an emtpy string, save the current user's // profile, othwerwise save the profile for the specified user ProfileCommon profile = this.Profile; if (this.UserName.Length > 0) profile = this.Profile.GetProfile(this.UserName); profile.Preferences.Newsletter = (SubscriptionType)Enum.Parse( typeof(SubscriptionType), ddlSubscriptions.SelectedValue); profile.Preferences.Culture = ddlLanguages.SelectedValue; profile.FirstName = txtFirstName.Text; profile.LastName = txtLastName.Text; profile.Gender = ddlGenders.SelectedValue; if (txtBirthDate.Text.Trim().Length > 0) profile.BirthDate = DateTime.Parse(txtBirthDate.Text); profile.Occupation = ddlOccupations.SelectedValue; profile.Website = txtWebsite.Text; profile.Address.Street = txtStreet.Text; profile.Address.City = txtCity.Text; profile.Address.PostalCode = txtPostalCode.Text;



profile.Address.State = txtState.Text; profile.Address.Country = ddlCountries.SelectedValue; profile.Contacts.Phone = txtPhone.Text; profile.Contacts.Fax = txtFax.Text; profile.Save(); }



The Register Page Users can create an account for themselves through the Register.aspx page that is linked just below the login box. This page uses the CreateUserWizard control described earlier. The first step is to create the account; the user interface for this is implemented by our custom template. The second step allows the user to fill in some profile settings, and uses the UserProfile control just developed above. The registration code that follows is pretty long, but it should be easy to follow without further comments: Create your new account
 
 	Username:	 	 * 
	Password:	 	



* * 
	Confirm password:	 	 * * 
	E-mail:		 * * 
	Security question:





		 * 

++ 	Security answer:		 * 
	 

 Set-up your profile
 
All settings in this section are required only if you want to order products from our e-store. However, we ask you to fill in these details in all cases, because they help us know our target audience, and improve the site and its contents accordingly. Thank you for your cooperation! 
 



The CreateUserWizard 's section contains all the settings needed for sending the



confirmation mail. The most interesting property is BodyFileName , which references a disk file containing the mail's body text. In this file you will typically write a welcome message, and maybe the credentials used to register, so that users will be reminded of the username and password that they selected for your site Following is the content of RegistrationMail.txt that specifies the body text: Thank you for registering to The Beer House web site! Following are your credentials you selected for logging-in: UserName: Password: See you online! - The Beer House Team



Note This example is e-mailing the username and password because this is a low-risk site and we chose userfriendliness over the tightest possible security. Besides, I wanted to demonstrate how to use placeholders in the body text file ( and ). For serious e-commerce sites or in situations where your company (or your client) doesn't approve of e-mailing usernames and passwords, you should not follow this example! The page's code-behind file is impressively short: You only need to handle the wizard's FinishButton Click event and have it call the UserProfile 's SaveProfile method. The code that implements the registration it not placed here because it's handled by the user control: protected void CreateUserWizard1_FinishButtonClick( object sender, WizardNavigationEventArgs e) { UserProfile1.SaveProfile(); }



Figure 4-16 is a screenshot of the registration page on the first step of the wizard.



Figure 4-16 Figure 4-17 shows the second step, enabling users to set up their profile.



Figure 4-17



The PasswordRecovery Page Under the login box is a link to PasswordRecover.aspx , which allows a user to recover a forgotten password, by sending an e-mail with the credentials. The page uses a PasswordRecovery control with a custom template for the two steps (entering the username and answering the secret question). The code follows: Recover your password
 
If you forgot your password, you can use this page to have it sent to you by e-mail. 
 Step 1: enter your username
 
 	Username:	 	 * 
	





 Step 2: answer the following question
 
 	Username:	 	
	Question:		
	Answer:	 	 * 
	 

 







The body of the mail sent with the credentials is almost the same as the previous one, so we won't show it again here. Figure 4-18 shows a couple of screenshots for the two-step password recovery process.



Figure 4-18



The EditProfile Page Once users log in, they can go to the EditProfile.aspx page, linked in the top-right corner of any page, and change their password or other profile settings. The password-changing functionality is implemented by way of a custom ChangePassword control, and the profile settings functionality is handled by the UserProfile control we already developed. Following is the code for the EditProfile.aspx file (with some layout code removed for clarity and brevity): Change your password

 Current password: ...validators here...



New password: ...validators here... Confirm password: ...validators here... 
 
 Change your profile
 
 Some settings in this section are only required if you want to order products from our e-store. However, we ask you to fill in these details in all cases, because they help us know our target audience, and improve the site and its contents accordingly. Thank you for your cooperation! 
 



In the code-behind you don't have to do anything except handle the Update Profile Submit button's Click event, where you call the UserProfile control's SaveProfile method, and then show a confirmation message: protected void btnUpdate_Click(object sender, EventArgs e) { UserProfile1.SaveProfile(); lblFeedbackOK.Visible = true; }



Figure 4-19 shows part of this page at runtime.



Figure 4-19 The last thing to do on this page is to ensure that anonymous users — who, of course, don't have a password or profile to change — cannot access this page. To do this you can create a section for this page in the root web.config , and then write an subsection that denies access to the anonymous user (identified by "?" ) and grant access to everyone else. This is the code you should add to the web.config file: 



Persisting the Favorite Theme Between Sessions In Chapter 2 we created a base page class from which all other pages inherit. One of the tasks of this class is to set the page's Theme property according to what is stored in a Session variable, which tells us what theme the user selected from the Themes drop-down list near the top-right corner. The problem with Session variables is that they only exist as long as the user's session is active, so we'll have to store this value in a persistent location. Thankfully, it turns out that we have a great place to store this — in the user profile. The following code highlights the changes done to the base page to allow us to save the Profile.Preferences.Theme property in the user's profile, and because we're putting it in the base page class we will not have to do this in all the other pages: public class BasePage : System.Web.UI.Page { protected override void OnPreInit(EventArgs e) { string id = Globals.ThemesSelectorID; if (id.Length > 0) { if (this.Request.Form["__EVENTTARGET"] == id &&



!string.IsNullOrEmpty(this.Request.Form[id])) { this.Theme = this.Request.Form[id]; (HttpContext.Current.Profile as ProfileCommon).Preferences.Theme = this.Theme; } else { if (!string.IsNullOrEmpty( (HttpContext.Current.Profile as ProfileCommon).Preferences.Theme)) { this.Theme = (HttpContext.Current.Profile as ProfileCommon).Preferences.Theme; } } } base.OnPreInit(e); } protected override void OnLoad(EventArgs e) { ... } }



As mentioned before, we must also handle the Profile_MigrateAnonymous global event, so that when an anonymous user selects a theme and then logs in, his or her favorite theme will be migrated from the anonymous profile to the authenticated one. After this, the old profile can be deleted from the data store, and the anonymous ID can be deleted as well. Following is the complete code: void Profile_MigrateAnonymous(object sender, ProfileMigrateEventArgs e) { // get a reference to the previously anonymous user's profile ProfileCommon anonProfile = this.Profile.GetProfile(e.AnonymousID); // if set, copy its Theme to the current user's profile if (!string.IsNullOrEmpty(anonProfile.Preferences.Theme)) this.Profile.Preferences.Theme = anonProfile.Preferences.Theme; // delete the anonymous profile ProfileManager.DeleteProfile(e.AnonymousID); AnonymousIdentificationModule.ClearAnonymousIdentifier(); }



The Administration Section Now that the end-user part of the work is done, we only have the administration section to complete. The ~/Admin/Default.aspx page linked by the Admin menu item is the administrator's home page, which contains links to all the administrative functions. First we will develop the page used to manage users and their profiles. To protect all the pages placed under the Admin folder against unauthorized access, you should add a web.config file under this ~/Admin folder, and write an section that grants access to the Administrators role and denies access to everyone else. In the "Design " section is a sample snippet to demonstrate this.



The ManageUsers Administrative Page This page's user interface can be divided into three parts: 1. The first part tells the administrator the number of registered users, and how many of them are currently online. 2.



1. 2. The second part provides controls for finding and listing the users. There is an "alphabet bar" with all the letters of the alphabet; when one is clicked, a grid is filled with all the users having names starting with that letter. Additionally, an All link is present to show all users with a single click. The search functionality allows administrators to search for users by providing a partial username or e-mail address. 3. The third part of the page contains a grid that lists users and some of their properties. The following code provides the user interface for the first two parts: Account Management
 
 - Total registered users: 
 - Users online now: 
 Click one of the following link to display all users whose name begins with that letter: 
    
 Otherwise use the controls below to search users by partial username or e-mail: 
 contains 



As you see, the alphabet bar is built by a Repeater control, not a fixed list of links. The Repeater will be bound to an array of characters, displayed as links. I used a Repeater instead of static links for a couple of reasons. First, this will make it much easier to change the bar's layout, if you want to do so later, because you need to change the template, not a series of links. Second, if you decide to add localization to this page later, the Repeater 's template could remain exactly the same, and it would be sufficient to bind it to a different array containing the selected language's alphabet. The third part of the page that lists users and some of their properties contains a GridView , which is a powerful new grid added to ASP.NET 2.0 that has been already introduced in Chapter 3 . GridView can automatically take care of sorting, paging, and editing, without requiring us to write a lot of code. In this particular instance, however, I am only using the basic functionality; we'll use other advanced features of the GridView in subsequent chapters. You need to define the number and types of columns for the grid within the control's section. Following is a list of columns for the grid: Use BoundField columns (the GridView 's version of the old DataGrid 's BoundColumn ) for the



username, the creation date, and last access date. These values will be displayed as normal strings. Use a CheckBoxField column to show the user's IsApproved property by means of a read-only checkbox (this would have required a TemplateColumn in the old DataGrid , which would have been much harder to implement). Use a HyperLinkField to show the user's e-mail as an active link that uses the "mailto:" protocol to open the user's default mail client when the link is clicked. Use another HyperLinkField column to show an edit image that will redirect to a page called EditUser.aspx when clicked. This link will include the username on the querystring and will allow an administrator to edit a user's profile. Finally, use a ButtonField column to produce a graphical Delete button. If you set the column's ButtonType property to "Image" , you can also use its ImageUrl property to specify the URL of the image to display. Following is the complete code used to define the grid: No users found for the specified criteria 



Before looking at the code-behind file, I want to point out another small, but handy, new feature: The grid has a section that contains the HTML markup to show when the grid is bound to an empty data source. This is a very cool feature because you can use this template to show a message when a search produces no results. Under ASP.NET 1.x, you had to write some code to check for this situation, and then hide the grid and show a Literal or a Label instead. The 2.0 solution is much simpler and more elegant. In the page's code-behind file there is a class-level MemershipUserCollection object that is initialized with all the user information returned by Membership.GetAllUsers . The Count property of this collection is used in the page's Load event to show the total number of registered users, together with the number of online users. In the same event, we also create the array of letters for the alphabet bar, and bind it to the Repeater control. The code is shown below: public partial class ManageUsers : BasePage {



private MembershipUserCollection allUsers = Membership.GetAllUsers(); protected void Page_Load(object sender, EventArgs e) { if (!this.IsPostBack) { lblTotUsers.Text = allUsers.Count.ToString(); lblOnlineUsers.Text = Membership.GetNumberOfUsersOnline().ToString(); string[] alphabet = "A;B;C;D;E;F;G;J;K;L;M;N;O;P;Q;R;S;T;U;V;W;X;Y;Z;All".Split(';'); rptAlphabet.DataSource = alphabet; rptAlphabet.DataBind(); } } // other methods and event handlers go here... }



The grid is not populated when the page first loads, but rather after the user clicks a link on the alphabet bar or runs a search. This is done in order to avoid unnecessary processing and thus have a fast-loading page. When a letter link is clicked, the Repeater 's ItemCommand event is raised. You handle this event to retrieve the clicked letter, and then run a search for all users whose name starts with that letter. If the All link is clicked, you'll simply show all users. Because this page also supports e-mail searches, a "SearchByEmail" attribute is added to the control and set to false , to indicate that the search is by username by default. This attribute is stored in the grid's Attributes collection so that it is persisted in the view state, and doesn't get lost during a postback. Here's the code: protected void rptAlphabet_ItemCommand(object source, RepeaterCommandEventArgs e) { gvwUsers.Attributes.Add("SearchByEmail", false.ToString()); if (e.CommandArgument.ToString().Length == 1) { gvwUsers.Attributes.Add("SearchText", e.CommandArgument.ToString() + "%"); BindUsers(false); } else { gvwUsers.Attributes.Add("SearchText", ""); BindUsers(false); } }



The code that actually runs the query and performs the binding is in the BindUsers method. It takes a Boolean value as an input parameter that indicates whether the allUsers collection must be repopulated (necessary just after a user is deleted). The text to search for and the search mode (e-mail or username) are not passed as parameters, but rather are stored in the grid's Attributes . Below is the code: private void BindUsers(bool reloadAllUsers) { if (reloadAllUsers) allUsers = Membership.GetAllUsers();



MembershipUserCollection users = null; string searchText = ""; if (!string.IsNullOrEmpty(gvwUsers.Attributes["SearchText"])) searchText = gvwUsers.Attributes["SearchText"]; bool searchByEmail = false; if (!string.IsNullOrEmpty(gvwUsers.Attributes["SearchByEmail"])) searchByEmail = bool.Parse(gvwUsers.Attributes["SearchByEmail"]); if (searchText.Length > 0) { if (searchByEmail) users = Membership.FindUsersByEmail(searchText); else users = Membership.FindUsersByName(searchText); } else { users = allUsers; } gvwUsers.DataSource = users; gvwUsers.DataBind(); }



The BindUsers method is also called when the Search button is clicked. In this case, the SeachByEmail attribute will be set according to the value selected in the ddlSearchTypes drop-down list, and the SearchText will be equal to the entered search string with the addition of a leading and a trailing "%" character, so that a full LIKE query is performed: protected void btnSearch_Click(object sender, EventArgs e) { bool searchByEmail = (ddlSearchTypes.SelectedValue == "E-mail"); gvwUsers.Attributes.Add("SearchText", "%" + txtSearchText.Text + "%"); gvwUsers.Attributes.Add("SearchByEmail", searchByEmail.ToString()); BindUsers(false); }



When the trashcan icon is clicked, the GridView raises the RowDeleting event because the column's CommandName property is set to Delete . From inside this event handler you can use the static methods of the Membership and ProfileManager classes to delete the user account and its accompanying profile. After that, BindUser is called again with true as a parameter, so that the collection of all users is refreshed, and the label displaying the total number of users is also refreshed: protected void gvwUsers_RowDeleting(object sender, GridViewDeleteEventArgs e) { string userName = gvwUsers.DataKeys[e.RowIndex].Value.ToString(); ProfileManager.DeleteProfile(userName); Membership.DeleteUser(userName); BindUsers(true); lblTotUsers.Text = allUsers.Count.ToString(); }



Deleting a user account is a serious action that can't be undone, so you should have the administrator confirm this action before proceeding! This can be done by adding a JavaScript "confirm" in the link's onclick client-side event, through the button's new OnClientClick property. Since the link is created dynamically, you must handle the grid's RowCreated event to get a reference to each link as soon as its parent row and all its contents are created. Here's the code: protected void gvwUsers_RowCreated(object sender, GridViewRowEventArgs e) { if (e.Row.RowType == DataControlRowType.DataRow) { ImageButton btn = e.Row.Cells[6].Controls[0] as ImageButton; btn.OnClientClick = "if (confirm(‘Are you sure you want to delete this user account?') == false) return false;"; } }



Note that the script is added only for rows of type DataRow . This requires an explicit check before the RowCreated event is raised, and for the header, footer, and pagination bars (when present). Figure 4-20 is a screenshot of this page, listing all current users.



Figure 4-20



The EditUser Administrative Page The EditUser.aspx page is linked from a row of the ManagedUsers.aspx grid. It takes a username parameter on the querystring, and allows an administrator to see all the membership details about that user (i.e., the properties of the MembershipUser object representing that user), and supports editing the user's personal profile. The user interface of the page is simple and is divided in three sections: 1. The first section shows the data read from MembershipUser . All controls are read-only, except for those that are bound to the IsApproved and IsLockedOut properties. For IsLockedOut , you can set it to false to unlock a user account, but you can't set it to true to lock a user account, as only the membership provider can lock out a user. 2. The second section contains a CheckBoxList that displays all the roles defined for the application, and allows the administrator to add or remove users to and from roles. There is also a TextBox control and a button to create a new role. 3.



2.



3. The third and last section displays a user's profile and allows edits to the profile, through the UserProfile user control developed earlier. Following is the code for EditUser.aspx : General user information
 
 	UserName:	
	E-mail:	
	Registered:	
	Last Login:	
	Last Activity:	
	Online Now:	
	Approved:	
	Locked Out:	

 
 Edit user's roles
 
 




	 
	 Create new role:  * 

 
 Edit user's profile
 
 	 

 



When the page loads, the username parameter is read from the querystring, a MembershipUser instance is retrieved for that user, and the values of its properties are shown by the first section's controls: public partial class EditUser : BasePage { string userName = ""; protected void Page_Load(object sender, EventArgs e) { // retrieve the username from the querystring userName = this.Request.QueryString["UserName"]; lblRolesFeedbackOK.Visible = false; lblProfileFeedbackOK.Visible = false; if (!this.IsPostBack) { UserProfile1.UserName = userName; // show the user's details MembershipUser user = Membership.GetUser(userName); lblUserName.Text = user.UserName; lnkEmail.Text = user.Email;



lnkEmail.NavigateUrl = "mailto:" + user.Email; lblRegistered.Text = user.CreationDate.ToString("f"); lblLastLogin.Text = user.LastLoginDate.ToString("f"); lblLastActivity.Text = user.LastActivityDate.ToString("f"); chkOnlineNow.Checked = user.IsOnline; chkApproved.Checked = user.IsApproved; chkLockedOut.Checked = user.IsLockedOut; chkLockedOut.Enabled = user.IsLockedOut; BindRoles(); } } // other methods and event handlers go here... }



In the Page_Load event handler you also call the BindRoles method, shown below, which fills a CheckBoxList with all the available roles and then retrieves the roles the user belongs to, and finally selects them in the CheckBoxList : private void BindRoles() { // fill the CheckBoxList with all the available roles, and then select // those that the user belongs to chklRoles.DataSource = Roles.GetAllRoles(); chklRoles.DataBind(); foreach (string role in Roles.GetRolesForUser(userName)) chklRoles.Items.FindByText(role).Selected = true; }



When the Update Roles button is pressed, the user is first removed from all her roles, and then is added to the selected ones. The first remove is necessary because a call to Roles.AddUserToRole will fail if the user is already a member of that role. As part of the following code, you use a new feature in C# 2.0 called a generic list . This is a list collection that enables you to specify the datatype you wish to support for objects stored in the list. When you declare an instance of this collection, you have to indicate which datatype you want to store in it by enclosing it in angle brackets. Therefore, if you say "List" you are asking for a list collection that is strongly typed to accept strings. You could have also asked for a collection of any other datatype, including any custom class you might create to hold related data. Here's the code for the UpdateRoles button-click event handler: protected void btnUpdateRoles_Click(object sender, EventArgs e) { // first remove the user from all roles... string[] currRoles = Roles.GetRolesForUser(userName); if (currRoles.Length > 0) Roles.RemoveUserFromRoles(userName, currRoles); // and then add the user to the selected roles List newRoles = new List(); foreach (ListItem item in chklRoles.Items) { if (item.Selected) newRoles.Add(item.Text);



} Roles.AddUserToRoles(userName, newRoles.ToArray()); lblRolesFeedbackOK.Visible = true; }



As you see, you don't make individual calls to Roles.AddUserToRole for each selected role. Instead, you first fill a list of strings with the names of the selected roles, and then make a single call to Roles.AddUserToRoles . When the Create Role button is pressed, you first check to see if a role with the same is already present, and if not you create it. Then, the BindRoles method is called to refresh the list of available roles: protected void btnCreateRole_Click(object sender, EventArgs e) { if (!Roles.RoleExists(txtNewRole.Text.Trim())) { Roles.CreateRole(txtNewRole.Text.Trim()); BindRoles(); } }



When the Approved checkbox is clicked, an auto-postback is made, and in its event handler you update the MembershipUser object's IsApproved property according to the checkbox's value, and then save the change: protected void chkApproved_CheckedChanged(object sender, EventArgs e) { MembershipUser user = Membership.GetUser(userName); user.IsApproved = chkApproved.Checked; Membership.UpdateUser(user); }



It works in a similar way for the Locked Out checkbox, except that the corresponding MembershipUser property is read-only, and the user is unlocked by calling the UnlockUser method. After this is done, the checkbox is made read-only because you can't lock out a user here (as mentioned previously). Take a look at the code: protected void chkLockedOut_CheckedChanged(object sender, EventArgs e) { if (!chkLockedOut.Checked) { MembershipUser user = Membership.GetUser(userName); user.UnlockUser(); chkLockedOut.Enabled = false; } }



Finally, when the profile box's Update button is clicked, a call to the UserProfile 's SaveProfile is made, as you've done in other pages: protected void btnUpdateProfile_Click(object sender, EventArgs e) { UserProfile1.SaveProfile(); lblProfileFeedbackOK.Visible = true;



}



Figure 4-21 shows a screenshot of this page in action.



Figure 4-21



Summary This chapter covered a great deal of information regarding the new membership and profiling features introduced in ASP.NET 2.0. The "Solution" section contains surprisingly little code yet produces a complete membership system! We even managed to re-implement and extend the Security area of the ASP.NET Web Administration Tool. In addition, much of the code we've written is for HTML layout, which gives the pages a good appearance, but the code-behind code we've written is just over a hundred lines. I don't know about you, but I find this fact truly impressive! This was one of the primary goals of ASP.NET 2.0 — to dramatically reduce the amount of code developers need to write, and to add more functionality "out of the box." One thing that can be improved upon is the fact that the membership module only supports users and roles, and not individual permissions as well. It might be useful in some cases to define a list of permissions, associate them to a role, add users to the role, and then check for the presence of a permission from code, instead of just checking whether the user belongs to a role. This would give a much finer granularity to the security settings and is something that we did in the custom security module developed in the first edition of this book. However, while that level of security control is almost always required in large browser-based applications, it is overkill for many small-to-medium size web sites and unnecessarily complicates the code. By sticking with simple built-in role security we are able to completely meet our requirements, and we can do so with simpler code that is easier to test and deploy. If you decide that your particular application requires a fine amount of control that can be enumerated in a list of permissions, you can extend the membership support by writing your own permissions module that links to the current users and roles.



Chapter 5: News and Article Management The example site is basically a container for content targeted to beer, food, and pub enthusiasts. Content can be in the form of news, articles, reports of special events, reviews, photo galleries, etc. This chapter describes the typical content-related problems that should be considered for a site of this type. You'll then design and develop an online article manager that allows the complete management of our site's content, in terms of acquiring articles; adding, activating, and removing articles; sharing articles with other parties, and so on.



Problem Different sites use different methods of gathering news and information: Some site administrators hunt for news events and write their own articles, while others get news and articles directly from their users (a great example of this is the Add Your News link at www.aspwire.com) or they rely upon a company whose business is to gather and organize news to be sold to third-party sites. In the old days, some sites did screen-scraping, retrieving data from an external site's page and showing it on their pages with a custom appearance (of course, you must have the authorization from the external company and you must know the format they use to show the news on their pages). During the last few years we've seen an explosion in the use of RSS (Really Simple Syndication), a simple XML format for syndicating content, making it available to other clients. Atom is another XML-based syndication standard that was created to solve some problems of RSS — it is relatively new but already very popular. The basic idea with RSS and ATOM is for sites to provide an index of news items in the form of an XML document. A client program can fetch that XML document and provide users with a list of news items and hyperlinks that can direct them to the individual stories they are interested in. One site's XML index document is called a newsfeed. The client program is called a news aggregator (or feed reader) because it can extract newsfeeds from many sites and present them in one list, possibly arranged by categories. Users can subscribe to the XML feed and their aggregator program can periodically poll for new stories by fetching new XML documents automatically in the background. Because RSS and Atom are open standards, there are many web-based and fat-client desktop applications that can subscribe to any site that provides such feeds. Some popular open-source feed readers written in C# are RSS Bandit (www.rssbandit.org) and SharpReader (www.sharpreader.com). RSS and Atom are very convenient for users who want to keep up on the latest news and articles. You can advertise your new content via RSS and ATOM feeds, or you can even display a list of content from other sites by showing RSS links on one of your web pages. Your page can have an aggregator user control that makes it simple to display the content of specified RSS and ATOM feeds. This adds to any unique content you provide, and users will find value in returning to your site frequently to see your own updated content as well as a list of interesting links to updated news items on other sites. It doesn't matter which methods you decide to use, but you must have fresh and updated content as often as possible for your site to be successful and entice users to return. Users will not return regularly to a site if they rarely find new content. You should use a variety of methods to acquire new content. You can't rely entirely on external content (retrieved as an RSS feed, by screen-scraping, or by inserting some JavaScript) because these methods often imply that you just publish a small extract of the external content on your site, and publish a link to the full article, thus driving traffic away from your site. It can be a solution for daily news about weather, stock exchanges, and the like, but not for providing real original content, which is why users surf the web. You must create and publish some content on your own, and possibly syndicate that content as RSS feeds, so that other sites can consume it, and bring new visitors to your site. Once you have a source of articles, a second problem arises: how to add them to your site. You can immediately rule out manual updating of pages or adding new static HTML pages — if you have to add news several times a day, or even just every week, creating and uploading pages and editing all the links becomes an administrative nightmare. Additionally, the people who administer the site on a daily basis may not have the skills required to edit or create new HTML pages. You need a much more flexible system, one that allows the site administrators to easily publish fresh content without requiring special HTML code generator tools or knowledge of HTML. You want it to have many features, such as the capability to organize articles in categories and show abstracts, and even to allow some site users to post their own news items. You'll see the



complete list of features you're going to implement in the "Design" section of this chapter. For now, suffice it to say that you must be able to manage the content of your site remotely over the web, without requiring any other tools. Think about what this implies: You can add or edit news as soon as it is available, in a few minutes, even if you're not in your office and even if you don't have access to your own computer; all you need is a connection to the Internet and a browser. And this can work the same way for your news contributors and partners. They won't have to e-mail the news to you and then wait for you to publish it. They can submit and publish content without your intervention (although in our case we will give administrators and editors the option to approve or edit the content before publication). The last problem is the implementation of security. We want to give full control to one or more administrators and editors, allow a specific group of users (contributors) to submit news, and allow normal users to just read the news. You could even prevent them from reading the content if they have not registered with the site. To summarize the problem, you need the following: An online tool for managing news content that allows specific users to add, update, and delete articles without knowing HTML or other publishing software A method of allowing other sites to use your content so that they publish an extract and link to your site for the entire articles, thus bringing more traffic A system that allows various users different levels of access to the site's content



Design This section introduces the design of the solution and an online tool for acquiring, managing, and sharing the content of our site. Specifically we will do the following: Provide a full list of the features we want to implement Design the database tables for this module Create a list and a description of the stored procedures needed to provide access to the database Design the object models of the data and business layers Describe the user interface services needed for content management, such as the site pages and reusable user controls Explain how we will ensure security for the administration section and for other accessrestricted pages



Features to Implement Let's start our discussion by writing down a partial list of the features that the article manager module should provide in order to be flexible and powerful, but still easy to use: An article can be added to the database at any time, with an option to delay publication until a specified release date. Additionally, the person submitting the article must be able to specify an expiration date, after which the article will be automatically retired. If these dates are not specified, then the article should be immediately published and remain active indefinitely. Articles can have an approved status. If an administrator or editor submits the article, it should be approved immediately. If you allow other people, such as staff or users of the site (we will call them contributors), to post their own news and articles, then this content should be added to the database in a "pending" state. The site administrators or editors will then be able to control this content, apply any required modifications, and finally approve the articles for publishing once they are ready. The system must also track who originally submitted an article or news item. This is important because it provides information regarding whether a contributor is active, who is responsible for incorrect content, who to contact for further details if the article is particularly interesting, and so on. The administrator/editor must be able to decide whether an article can be read by all readers or only by registered users. There can be multiple categories, enabling articles to be organized in different virtual folders. Each category should have a description and an image that graphically represents it. There should be a page with the available categories as a menu. Each category should be linked to a page that shows a short abstract for each published article. By clicking on the article's title the user can read the whole text. Articles can be targeted to users from a specified location, e.g., country, state/province, or city. Consider the case where you might have stories about concerts, parties, and special events that will happen in a particular location. In Chapter 4, you implemented a registration and profiling system that includes the user's address. That will be used here to highlight events that are going to happen close to the user's location. This is a feature that can entice readers to provide that personal information, which you could use later for marketing purposes (ads can be geographically targeted also). Users can leave comments or ask questions about articles, and this feedback should be published at the end of the article itself, so that other readers can read it and create discussions around it (this greatly helps



to increase traffic). You might recognize this approach as being common with blogs, which are web logs in which an individual publishes personal thoughts and opinions and other people add comments. As another form of feedback, users can rate articles to express how much they liked them. The module must count how many times an article is read. This information will also be shown to the reader, together with the abstract, the author name, the publication date, and other information. But it will be most important for the editors/administrators because it greatly helps them understand which topics the readers find most interesting, enabling administrators to direct energy, money, and time to adding new content on those topics. The new content must be available as an RSS feed to which a reader can subscribe, and read through his or her favorite RSS aggregator. Above all, the article manager and the viewer must be integrated with the existing site. In our case this means that the pages must tie in with the current layout, and that we must take advantage of the current authentication/authorization system to protect each section and to identify the author of the submitted content. It's essential to have this list of features when designing the database tables, as we now know what information we need to store, and the information that we should retrieve from existing tables and modules (such as the user account data).



Designing the Database Tables As described in Chapter 3 (where we looked at building the foundations for our site), we're going to use the tbh_ prefix for all our tables, so that we avoid the risk of naming a table such that it clashes with another table used by another part of the site (this may well be the case when you have multiple applications on the site that store their data on the same shared DB). We need three tables for this module: one for the categories, another one for the articles, and the last one for the user feedback. The diagram shown in Figure 5-1 illustrates how they are linked to each other.



Figure 5-1 Let's start by looking at these tables and their relationship in more detail.



The tbh_Categories Table Unsurprisingly, the tbh_Categories table stores some information about the article categories.



Column Name



Type



Size



Allow Null



Description



CategoryID



int - PK



4



No



Unique ID for the category



AddedDate



datetime



8



No



Category creation date/time



AddedBy



nvarchar



256



No



Name of the user who created the category



Title



nvarchar



256



No



Category's title



Importance



int



4



No



Category's importance. Used to sort the categories with a custom order, other than by name or by date.



Description



nvarchar



4000



Yes



Category's description



ImageUrl



nvarchar



256



Yes



URL of an image that represents the category graphically



This system supports a single-level category, meaning that we cannot have subcategories. This is plenty for small to mid-size sites that don't have huge numbers of new articles on a wide variety of topics. Having too many categories in sites of this size can even hinder the user's experience, because it makes it more difficult to locate desired content. Enhancing the system to support subcategories is left as an exercise if you really need it, but as a suggestion, the DB would only require an additional ParentCategoryID column containing the ID of the parent category. AddedDate and AddedBy are two columns that you will find in all our tables — they record when a category/article/comment/product/message/newsletter was created, and by whom, to provide an audit trail. You may have thought that instead of having an nvarchar column for storing the username we could use an integer column that would contain a foreign key pointing to records of the aspnet_Users table introduced in Chapter 4. However, that would be a bad choice for a couple of reasons: 1. The membership data may be stored in a separate database, and possibly on a different server. 2. The membership module might use a provider other than the default one that targets SQL Server. In some cases the user account data will be stored in Active Directory or maybe an Oracle database, and thus there would be no SQL Server table to link to.



The tbh_Articles Table This table contains the content and all further information for all the articles in all categories. It is structured as follows. Column Name



Type



Size



Allow Null



Description



ArticleID



int - PK



4



No



Unique ID for the article



AddedDate



Datetime



8



No



Date/time the article was added



AddedBy



Nvarchar



256



No



Name of the user who created the article



CategoryID belongs



int — FK



4



No



ID of the category to which the news item



Title



Nvarchar



256



No



Article's title



Abstract



Nvarchar



4000



Yes



Article's abstract (short summary) to be shown in the page that lists the article, and in the RSS feed



Body



Ntext



No



Article's content (full version)



Column Name



Type



Size



Allow Null



Description



Country



Nvarchar



256



Yes



Country to which the article (concert/event) refers



State



nvarchar



256



Yes



State/province to which the article refers



City



nvarchar



256



Yes



City to which the article refers



ReleaseDate



datetime



8



Yes



Date/time the article will be publicly readable



ExpireDate



datetime



8



Yes



Date/time the article will be retired and no longer readable by the public



Approved



bit



1



No



Approved status of the article. If false, an administrator/editor has to approve the article before it is actually published and available to readers.



Listed



bit



1



No



Whether the article is listed in the articles page (indexed). If false, the article will not be listed, but will be still accessible if the user types the right URL, or if there is a direct link to it.



Comments Enabled



bit



1



No



Whether the user can leave public comments on the article



OnlyFor Members



bit



1



No



Whether the article is available to registered and authenticated users only, or to everyone



ViewCount



int



4



No



Number of times the article has been viewed



Votes



int



4



No



Number of votes the article has received



TotalRating



int



4



No



Total rating score the article has received. This is the sum of all the ratings posted by users.



The ReleaseDate and ExpireDate columns are useful because the site's staff can prepare content in advance and postpone its publication, and then let the site update itself at the specified date/time. In addition to the obvious benefit of spreading out the workload, this is also great during vacation periods, when the staff would not be in the office to write new articles but you still want the site to publish fresh content regularly. The Listed column is also very important, because it enables you to add articles that will be hidden from the main article list page, and from the RSS feeds. Why would you want to do this? Suppose that you have a category called Photo Galleries (we'll actually create it later in the chapter) in which you publish the photos of a past event or meeting. In such photo gallery articles you would insert thumbnails of the photos with links to their full-size version. It would be nice if the reader could comment and rate each and every photo, not just the article listing them all, right? You can do that if instead of linking the big photo directly you link a secondary article that includes the photo. However, if you have many photos, and thus many short articles that contain each of them, you certainly don't want to fill the category's article listing with a myriad of links to the single photos. Instead, you will want to list only the parent gallery. To do this, you set the Listed property of all the photo articles to false, and leave it true only on the article with the thumbnails. The Country, State, and City fields enable you to specify an accurate location for those articles that refer to an event (such as parties, concerts, beer contests, etc.). You may recall that we created the same properties in Chapter 2 for the user's profile. If the location for the article matches a specific user's location, even partially, then you could highlight the article with a particular color when it's listed on the web page. You may be wondering why it was necessary to define the Country and State fields as varchar fields, instead of an int foreign key pointing to corresponding records of the tbh_Countries and tbh_States lookup tables. The answer is that I want to use the City field to support not only U.S. states, but states and provinces for any other country, so I defined this as free text field. It's also good for performance if we de-normalize these fields. Using a lookup table is particularly useful when there is the possibility that some values may change; storing



the information in one location minimizes the effort to update the data and makes it easier to ensure that we don't get out-of-sync. However, the list of countries will not realistically change, so this isn't much of a problem. In the remote case that this might happen, you will simply execute a manual update for all those records that have Country="USA" instead of "United States", for example. This design decision can greatly improve the performance of the application. You may be wondering why I decided to put the Votes and TotalRating columns into this table, instead of using a separate table to store all the single votes for all articles. That alternative has its advantages, surely: You could track the name and IP address of the user who submits the vote, and produce interesting statistics such as the number of votes for every level of rating (from one to 5 stars). However, retrieving the total number of votes, the total rating, and the number of votes for each rating level would require several SUM operations, in addition to the SELECT to the tbh_Articles table. I don't think the additional features are worth the additional processing time and traffic over the network, and thus I opted for this much lighter solution instead.



The tbh_Comments Table This table contains the feedback (comments, questions, answers, etc.) for the published articles. The structure is very simple. Column Name



Type



Size



Allow Null



Description



CommentID



int - PK



4



No



Unique ID for the comment



AddedDate



datetime



8



No



Date/time the comment was added



AddedBy



nvarchar



256



No



Name of the user who wrote the comment



AddedByEmail



nvarchar



256



No



User's e-mail address



AddedByIP



nchar



15



No



User's IP address



ArticleID



int



4



No



Article to which this comment refers



Body



ntext



No



Text of the comment



We will track the name of the user posting the comment, but she could even be an anonymous user, so this value will not necessarily be one of the registered usernames. We also store the user's e-mail address, so that the reader can be contacted with a private answer to her questions. Storing the IP address might be legally necessary in some cases, especially when you allow anonymous users to post content on a public site. In case of offensive or illegal content, it may be possible to geographically locate the user if you know her IP address and the time when the content was posted. In simpler cases, you may just block posts from that IP (not a useful option if it were a dynamically assigned IP, though).



Stored Procedures That Manage the Database To manage the database, you will build a set of stored procedures that you'll use later in the data layer classes to do everything from the addition of categories, articles, and comments to the updating of single fields (such as the Approved status, or the ViewCount number). Procedures related to article management have the tbh_Articles_ prefix, so that their name won't clash with procedures of other modules of this site. Important



A common practice (and error) is to prefix stored procedure names with "sp". You should not do that, however, because "sp" is the prefix for system procedures, and if you use it for your custom user procedures, then SQL Server will first try to find them among the system procedures, it will fail, and then it will fall back and find it among custom procedures. This will slow down performance a bit.



The stored procedures you need, and their parameters, are listed in the following table (you'll be writing the code later in the chapter in the "Solution" section):



Procedure



Description



tbh_Articles_ApproveArticle



Sets the Approved field of the specified article to true



tbh_Articles_DeleteArticle



Deletes the article identified by the specified ID



tbh_Articles_DeleteCategory



Deletes the category identified by the specified ID



tbh_Articles_DeleteComment



Deletes the comment identified by the specified ID



tbh_Articles_GetArticleByID



Retrieves all details (the complete row) of the article identified by the specified ID



tbh_Articles_GetArticleCount



Returns the total number of articles in any categories



tbh_Articles_GetArticleCountByCategory



Returns the total number of articles in the specified category



tbh_Articles_GetArticles



Retrieves a partial list of articles located in any category. The list is partial because there are two parameters: to specify the index of the page of articles to retrieve, and the number of articles per page. This is used to implement a custom pagination system (because we can't fit all the articles on one page).



tbh_Articles_GetArticlesByCategory



Returns all details for a specified category



tbh_Articles_GetCategories



Returns all details about all categories



tbh_Articles_GetCategoryByID



Retrieves all details of the category identified by the specified ID



tbh_Articles_GetCommentByID



Retrieves all details of the comment identified by the specified ID



tbh_Articles_GetCommentCount



Returns the total number of comments for any article



tbh_Articles_GetCommentCountByArticle



Returns the total number of comments for the specified article



tbh_Articles_GetComments



Retrieves a partial list of comments for any article. The list is partial because there are two parameters: to specify the index of the page of comments to retrieve, and the number of comments per page. This is used to implement a custom pagination system.



tbh_Articles_GetCommentsByArticle



Retrieves comments for the specified article



tbh_Articles_GetPublishedArticleCount



Returns the total number of published articles in any category. A published article is an article that is approved, listed, and whose ReleaseDateExpireDate interval includes the specified current date.



tbh_Articles_GetPublishedArticleCountByCategory



Returns the total number of published articles for the specified category



tbh_Articles_GetPublishedArticles



Retrieves a partial list of published articles located



Procedure tbh_Articles_GetPublishedArticles



Description Retrieves a partial list of published articles located in any category. Similar to tbh_GetArticles, but gets only published articles, i.e., articles that are approved, listed, and are not expired (whose ReleaseDate-ExpireDate interval includes the specified current date).



tbh_Articles_GetPublishedArticlesByCategory



Retrieves a partial list of published articles located in the specified category, and only the ones that did not expire



tbh_Articles_IncrementViewCount



Increments the ViewCount field of the specified article by one



tbh_Articles_InsertArticle



Creates a new article record, and returns its ID as an output parameter



tbh_Articles_InsertCategory



Creates a new category record, and returns its ID as an output parameter



tbh_Articles_InsertComment



Creates a new comment record, and returns its ID as an output parameter



tbh_Articles_InsertVote



Increases for the specified article the Votes field by one, and the TotalRating field by the specified value



tbh_Articles_UpdateArticle



Updates some fields of the specified article



tbh_Articles_UpdateCategory



Updates some fields of the specified category



tbh_Articles_UpdateComment



Updates some fields of the specified comment



Many of these stored procedures are pretty standard — procedures to insert, update, return, and delete rows. However, it's worth noting some design decisions that could have an impact on the performance of the site: All stored procedures that retrieve the list of articles and comments accept two input parameters: one that indicate the index of the page of records to retrieve, and one that indicates how many records there are per page. This is done to support a custom pagination mechanism in the administration and user pages where you will show the list of items. Potentially, there can be thousands of articles and comments, so implementing pagination is necessary both for performance and aesthetic reasons. On those occasions when you really want to retrieve all items (for example, when you want to show all comments for a specific article, below the article itself), you can just pass zero as the page index, and a large integer value as the page size. The tbh_Articles_GetArticleByID procedure returns all the details (fields) of the specified article. This includes the whole Body text, so the procedure is used when you need to display the entire article's content in its own dynamically filled page. If you only want summary data for use on an administration page, you can use the tbh_Articles_GetArticles, tbh_Articles_GetArticlesByCategory, tbh_Articles_GetPublishedArticles, and tbh_Articles_GetPublishedArticlesByCategory procedures. You should not return the Body field if it's not needed in order to keep performance high and network traffic low. The procedures that retrieve articles will be joined with the tbh_Categories table to retrieve the parent category's title, in addition to the ID stored in the tbh_Articles table. Similarly, the procedures that retrieve comments will be joined with the tbh_Comments table to retrieve the parent article's title. Returning this information together with the other data avoids running many separate queries when you have to list articles or comments on the page (an additional query would be needed for each article/comment otherwise).



The tbh_Articles_UpdateXXX stored procedures do not update all the fields. Fields such as AddedDate, AddedBy, AddedByEmail, and AddedByIP cannot be changed, as they are there to track who originally created the record and when it was created. If it were possible to change that historical data, the tracking would be useless. Other fields such as ViewCount, Votes and TotalRating are also not directly updateable, as there are specific stored procedures to update them in the proper way.



Designing the Configuration Module Chapter 3 introduced a custom configuration section named that you must define in the root folder's web.config file, to specify some settings required in order for the site's modules to work. In that chapter we also developed a configuration class that would handle the subelement of , with settings for the Contact form in the Contact.aspx page. For the articles module of this chapter you'll need some new settings that will be grouped into a new configuration sub-element under , called . This will be read by a class called ArticlesElement that will inherit from System.Configuration.ConfigurationElement, and that will have the public properties shown in the following table. Property



Description



ProviderType



Full name (namespace plus class name) of the concrete provider class that implements the data access code for a specific data store



ConnectionStringName



Name of the entry in web.config's new section that contains the connection string to the module's database



PageSize



Default number of articles listed per page. The user will be able to change the page size from the user interface.



RssItems



Number of items returned by the module's RSS feeds



EnableCaching



Boolean value indicating whether the caching of data is enabled



CacheDuration



Number of seconds for which the data is cached



The settings in the web.config file will have the same name, but will follow the camelCase naming convention; therefore, you will use providerType, connectionStringName, pageSize, and so on, as shown in the following example: 



An instance of ArticlesElement is returned by the Articles property of the TheBeerHouseSection class, described in Chapter 3, that represents the parent section. This class will also have a couple of other new properties, DefaultConnectionStringName and DefaultCacheDuration, to provide default values for the module-specific ConnectionStringName and CacheDuration settings. These settings will be available for each module, but you want to be able to set them differently for each module. For example, you may want to use one database for storing articles data, and a second database to store forums data, so that you can easily back them up independently and with a different frequency according to how critical the data is and how often it changes. The same goes for the cache duration. However, in case you want to assign the same settings to all modules (which is probably what you will do for small to mid-size sites), you can just assign the default values at the root section level, instead of copying and pasting them for every configuration sub-element. In addition to the properties listed above, the ArticlesElement will have another property,



ConnectionString. This is a calculated property, though, not one that is read from web.config. It uses the 's connectionStringName or the 's defaultConnectionStringName and then looks up the corresponding connection string in the web.config file's section, so the caller will get the final connection string and not just the name of its entry.



Designing the Data Access Layer Now that you have a clear picture in mind of the database tables and how to retrieve data through the stored procedures, you can now design the data services. As explained in Chapter 3, we'll be using a simplified version of the provider model design pattern for each module's data access layer (DAL). In practice, you will have an abstract class that implements some of the utility functions, and then a list of abstract methods having a signature, but no implementation. Then, you will have one or more provider classes that inherit from the abstract class and provide the concrete implementation of its abstract methods. The base class has also an Instance static property that uses reflection to create, and return, an instance of the provider class whose name is indicated in the web.config file. There is also a DataAccess class implemented in Chapter 3, which is the root of the inheritance tree and provides properties and methods useful to all data access classes, and a series of entity classes that encapsulate the data retrieved from the database. Generally, there is a one-to-one correspondence between the database tables and the DAL's entity classes. Figure 5-2 provides a graphical representation of these classes, with their inheritance relationships.



Figure 5-2 Chapter 3 showed how to implement the provider for SQL Server (having the name MB.TheBeer House.DAL.SqlClient.SqlArtcilesProvider), which wraps the calls to the stored procedures listed above. Some methods have a number of overloaded versions: for example, the GetArticles method has a version that takes the parent category's ID, the page index, and the page size, and another method that takes only the page index and size, and returns articles from any category. It's the same for



GetPublishedArticles, and it's similar for GetArticleCount and GetPublishedArticleCount (two versions for each: one with the category ID and the other without it). You won't use these classes directly from the presentation layer. Instead, we'll build a business layer that exposes a better object-oriented representation of the data, and the relationships between different entities (categories and articles, articles and comments). As I mentioned in Chapter 3, having a complete three-tier design improves maintainability and readability of code. These classes will be located under the App_Code folder of the main web project, and will be compiled together for use in the rest of the site. This is done for simplicity — not only does it enable us to avoid separately compiling and deploying multiple projects, but it also lets us take advantage of the new "edit and continue" compilation model that enables us to edit a class while the application is running, and have our changes be automatically compiled and utilized simply by refreshing the page in the browser! Alternatively, you could instead put it in a separate assembly if you prefer to have a physical separation between the layers to mirror the logical separation.



Designing the Business Layer The data layer has a provider class with methods that call the stored procedures, but it doesn't represent an entity (or domain object) in a real object-oriented way. The entities are represented by the classes in the business layer, which use the data layer classes to access the database, representing the relationships between data elements. All the business classes indirectly descend from the BizObject class designed and implemented in Chapter 3, which provides information such as the name and IP of the current user and a reference to the current HttpContext's cache; it also exposes utility functions to encode HTML text, calculate the index of the page for a record with the given index, and clear from the cache items that start with a given prefix. The business classes of the articles module directly descend from a BaseArticle class, which has some instance properties that wrap the common DB fields that all entities (category, article, and comment) have: ID, AddedDate, and AddedBy. This class also has a method for caching data: It is put here instead of in the BizObject class because it actually caches the data only if the articles module is configured to do so by a custom setting in the web.config file. Each module (articles, forums, newsletters, etc.) will have a separate configuration, and thus a separate CacheData method. The configuration is read by the ArticlesElement class described earlier and is used as the return type for the BaseArticle's static and protected Settings property. Figure 5-3 is the UML diagram that describes the classes and their relationships.



Figure 5-3



The Article, Category, and Comment classes have a series of instance public properties that fully describe a single element. They also have some instance methods, such as Delete and Update, which work with the instance properties representing the current object. Additionally, there are a number of static methods to retrieve a list of instances, create new records, update or delete existing records, etc. Since these are static methods, they cannot access any instance properties, and therefore all their data must be passed to them as parameters. One important aspect of the Getxxx methods is that they use List as the return type, where T is article, category, or comment. This list type belongs to the System.Collections.Generic.List class, which is a new generic collection provided in C# 2.0. This provides a strongly typed and specialized version of a collection class. Therefore, when you declare List articles = new List();



you're creating a collection that can only return and accept objects of the Article type — no casting, boxing, and unboxing are required because the internal type is being set as Article by this code, which instantiates the collection. The built-in collections in previous versions of C# had to store everything as type System.Object, which required casting because they didn't hold objects of a known type. Generics are one of the best new features in version 2.0 and I strongly recommend that you study this subject by reading articles on the MSDN web site or Wrox's Professional C# 2005 (ISBN 0-7645-7534-1). The structure of the three main classes — Article, Category, and Comment — is very similar. Therefore, I'll only present the Article class in detail here, and just highlight the unique aspects of the others.



The Article Class Some of the public properties of the Article class are just wrappers for the underlying DB fields, but others return calculated values. The following table lists all the properties. Properties



Description



ID



Article's ID



AddedDate



Date/time the article was created



AddedBy



Name of the author



CategoryID



Parent category ID



CategoryTitle



Parent category title



Category



Reference to the article's parent Category object



Title



Title



Abstract



Abstract (short description)



Body



Body



Country



Country where the event described in the article will take place



State



State, region, or province where the event will take place



City



City where the event will take place



Location



Calculated read-only property that returns the full location of the event in the form: country, state, city



ReleaseDate



Date/time the article will be publicly readable by users



ExpireDate



Date/time the article will be retired and no longer readable by users



Approved



Whether the article is approved, or is waiting for approval



Properties



Description



Listed



Whether the article is listed in the pages that list public articles



CommentsEnabled



Whether users can comment on this article



OnlyForMembers



Whether the article can only be read by registered and authenticated users, or by everyone



ViewCount



Number of times the article has been read



Votes



Number of votes received by the article



TotalRating



Total rating received by the article, i.e., the sum of all votes



AverageRating



Average rating (as a double value), calculated as TotalRating/Votes



Published



Calculated value indicating whether the article is published (meaning the article is approved, and the current date is between the ReleaseDate and the ExpireDate)



Comments



List of comments submitted by users



The methods listed in the following table are instance methods, and use the object's instance property values to update, delete, or approve an article, and other operations with it. Instance Method



Description



Update



Updates the current article



Delete



Deletes the current article



Approve



Approves the current article



IncrementViewCount



Increment the ViewCount of the current article by one



Rate



Rate the current article; the rating value is passed as a parameter



Besides these instance members, there are several static methods that allow the caller to retrieve a list of articles or a single article, create a new article, delete, approve, update, or rate an existing article, and more. As they are static, they don't use any instance properties, and they get all the data they need as input parameters. Static Method



Description



GetArticles



Returns a list of Article instances, and has eight overloads to wrap all stored procedures that retrieve the list of articles described above (to retrieve all articles, only published articles, articles from a specific category, etc.) Note: the Article instances returned by these methods do not have the Body property filled with the real value, because it was not retrieved by the stored procedures called by the DAL class. As soon as the Body parameter is read, the missing value for the specific Article is retrieved and stored into the instance.



GetArticleCount



There are four overloads of this method that return the number of articles given no constraints (all articles), the parent category, the published status (but not the category), or the parent category plus the published status



GetArticleByID



Returns an Article instance that fully describes the article identified by the input ID



Static Method



Description



InsertArticle



Takes all the data for creating a new article, and returns its ID



UpdateArticle



Updates data for an existing article, and returns a Boolean value indicating whether the operation was successful



DeleteArticle



Deletes the article identified by an ID and returns a Boolean value indicating whether the operation was successful



ApproveArticle



Approves the article identified by an ID



IncrementArticleViewCount



Increments the view count of the article identified by an ID



RateArticle



Rates the article identified by the ID, with a value from 1 to 5



GetArticleFromArticleDetails



Private method that takes an ArticleDetails object (from the DAL) and returns a new Article instance



GetArticleListFromArticleDetailsList



Private method that takes a list of ArticleDetails objects and returns a list of Article instances



This class uses the lazy load pattern, which means data is loaded only when requested and not when the object instance is created. There are quite a few variations on this pattern, and you should refer to a patterns book for complete coverage of the subject. For the Article class, you don't need the list of comments or the article's body unless you're inside the specific article page that shows all details of the article. In the page that lists the available articles, you don't need those details, so we won't waste time retrieving them from the DB. The Article class has the CategoryID and CategoryTitle instance properties, which are often all you need to know about the parent category. However, it also has a Category property that returns a full Category object with all the parent category's details. That object isn't retrieved when the Article object is created, but rather when that property is actually read. Also, once requested, we'll fetch the data and store it locally in case it is requested again from the same object instance. The implementation presented later in this chapter is very simple, but it can dramatically improve the performance of the application. The GetArticles overloads that take parameters to specify the page of results do not expect the index of the page to retrieve. Rather, they take the number of the first row to retrieve, and the page size. I don't care for this personally, but it's a requirement of the ObjectDataSource (which will be used later in the user interface) to work with pagination. Because the DAL's Select methods expect the page index instead of the number of the first row to retrieve, we'll have to calculate the page index.



The Category Class This class has instance properties that fully describe a category of articles, instance methods to delete and update an existing category, and static methods to create, update, or delete one category. I won't describe all of them here as they are pretty similar to the corresponding methods of the Article class. They're actually a little simpler because you don't need multiple overloads to support pagination and other filters. There are two properties, Articles and PublishedArticles, that use a couple of overloads of the Article.GetArticles static methods to return a list of Article objects. Like the Article.Comments property, these two properties also use the lazy load pattern, so articles are retrieved only once when the property is read for the first time.



The Comment Class The Comment class has various overloads for the GetComments static method that, like Article.Get Articles, can take in input different parameters for the parent article ID and the pagination support. In addition to the data returned by the DAL it also exposes an Article property that uses the lazy load pattern to load all details of a comment's parent article as needed. Another property it exposes is EncodedBody, which returns the same text returned by the Body property, but first performs HTML encoding on it. This protects us against the so-called script-injection and cross-site scripting attacks. As a very simple example, consider a page on which you allow users to anonymously post a comment. If you don't validate the input, they may write



something like the following: <script>document.location = 'http://www.usersite.com';



This text is sent to the server and you save it into the DB. Later, when you have to show the comments, you would retrieve the original comment text and send to the browser as is. However, when you output the preceding text, it won't be considered as text by the browser, but rather as a JavaScript routine that redirects the user to another web site, hijacking the user away from your web site! And this was just a basic attack — more complex scripts could be used to steal users' cookies, which could include authentication tickets and personal data, with potentially grave consequences. For our protection, ASP.NET automatically validates the user input sent to the server during a postback, and checks whether it matches a pattern of suspicious text. However, in that case it raises an exception and shows an error page. You should consider the case where a legitimate user tries to insert some simple HTML just to format the text, or maybe hasn't really typed HTML but only a < character. In that case, you don't want to show an error page, you only need to ensure that the HTML code isn't displayed in a browser (because you don't want users to put links or images on your site, or text with a font so big that it creates a mess with your layout). To do so you can disable ASP.NET's input validation (only for those pages on which the user is actually expected to insert text, not for all pages!), and save the text into the DB, but only show it on the page after HTML encoding, as follows: <script> document.location = 'http://www.usersite.com'; 



This way, text inserted by the user is actually shown on the page, instead of being considered HTML. The link will show as a link but it will not be a clickable link, and no JavaScript can be run this way. The EncodedBody property returns the HTML encoded text, but it can't completely replace the Body property, because the original comment text is still required in certain situations — for example, in the administration pages where you show the text into a textbox, and allow the administrator to edit it. Note Scripting-based attacks must not be taken lightly, and you should ensure that your site is not vulnerable. One good reference on the web is www.technicalinfo.net/gunter/index.html, but you can easily find many others. Try searching for XSS using your favorite search engine. Sorting Comments We will not implement sorting features for the categories and the articles. This is because categories will always be sorted by importance (the Importance field) and then by name, whereas articles will always be sorted by release date, from the newest to the oldest, which is the right kind of sorting for these features. However, comments should be sorted in two different ways according to the situation: From the oldest to the newest when they are listed on the user page, under the article itself, so that users will read them in chronological order so they can follow a discussion made up of questions and answers between the readers and the article's author, or between different readers. From the newest to the oldest in the administration page, so that the administration finds the new comments at the top of the list, and in the first page (remember that comments support pagination) so they can be immediately read, edited, and, if necessary, deleted if found offensive. If you were to make a stored procedure that supports pagination of comments, it would become more complex than it needs to be. The alternative is to dynamically build the SQL SELECT statements, but you lose the advantages of stored procedures. I came to the following compromise: We can use the stored procedure to retrieve all the article's comments (instead of a stored procedure that uses pagination), and it can be sorted from the newest to the oldest; and we can invert the order on the client by reordering the collection programmatically. I came to this conclusion by considering that the pagination would only be used on the administration pages, a single article will not have more than a few dozen short comments, and it's acceptable to retrieve all of them together when the article must be displayed. You'll be using caching quite aggressively to minimize the overhead in collecting all the comments at once. You could have sorted the comments from the



oldest to the newest directly from the stored procedure, but I prefer to do it from the client to make it consistent with the other stored procedure that uses pagination. The List generic collection class has a Sort instance method that takes an object implementing System.Collections.Generic.IComparer as an input, and returns its collection of items with a different sort order. The logic to compare two objects (two Comment objects in this case) is put into the object that implements IComparer, and that, as you might expect, has to implement a method named Compare. This method takes as input two objects and returns -1, 0 or 1 according to whether the first parameter is less than the second, the two are equal, or the first is greater than the second. You can use any logic you want to compare the two objects, but in a simple case like ours it is sufficient to delegate the logic to the Compare method of the DataTime class, with the AddedDate value of the two comments as parameters. In the "Solution" section you will see how simple it is to implement this technique to obtain a flexible and dynamic sorting mechanism. You should always take advantage of functionality built into the Framework!



Designing the User Interface The design of the ASP.NET pages in this module is not particularly special, so there's not much to discuss. We have a set of pages, some for the administrators and some for the end users, which allow us to manage articles, and navigate through categories and read articles, respectively. In the first edition of this book, the most important consideration for the UI section of the first chapters was the approach used to integrate the module-specific pages into the rest of the site. However, you're already seen from previous chapters that this is very straightforward in ASP.NET 2.0, thanks to master pages. Following is a list of pages we will code later: ~/Admin/ManageCategories.aspx: This lists the current categories, and allows administrators to create new ones and delete and update existing ones. ~/Admin/ManageArticles.aspx: This lists the current articles (with pagination support) and allows administrators to delete them. The creation of new articles and the editing of existing articles will be delegated to a secondary page. ~/Admin/AddEditArticle.aspx: This allows administrators to create new articles and update existing articles. ~/Admin/ManageComments.aspx: This lists the current comments for any article, has pagination support, and supports deletion and updates of existing comments. ~/ShowCategories.aspx: This is an end-user page that lists all categories, with their title, description, and image. ~/BrowseArticles.aspx: This end-user page allows users to browse published articles for a specific category, or for all categories. The page shows the title, abstract, author, release date, average rating, and location of the articles. ~/ShowArticle.aspx: This end-user page shows the complete article, along with the current comments at the bottom, and a box to let users post new comments and rate the article. ~/GetArticlesRss.aspx: This page does not return HTML, but rather the XML of the RSS feed for the "n" most recent articles of a specific category, or for any category. The "n" number is configurable with a setting in the web.config file. You don't want "n" to be too big because that would overwhelm users and could slow down your site because a lot of news aggregators download this feed list at regular intervals to determine whether you've published any new articles.



Writing Articles with a WYSIWYG Text Editor The first and most important challenge you face is that the site must be easily updateable by the client herself, without requiring help from any technical support people. Some regular employees working in the pub must be able to write and publish new articles, and make them look good by applying various formatting, colors, pictures, tables, etc. All this must be possible without knowing any HTML, of course! This problem can be solved by using a WYSIWYG (the acronym for "what you see is what you get") text editor: These editors enable users to write and format text, and to insert graphical elements, much like a typical word processor (which most people are familiar with), and the content is saved in HTML format that can be later shown on the end-user page "as is." There are various editors available, some commercial and some free. Among the different options I picked up FCK Editor (www.fckeditor.net), mainly because it is open source and because it is compatible with most Internet browsers, including IE 5.5+, Firefox 1.0+, Mozilla 1.3+, and Netscape 7+. Figure 5-4 shows a screenshot of an online demo from the editor's web site.



Figure 5-4 The editor is even localizable (language packs for many languages are already provided), and its user interface can be greatly customized, so you can easily decide what toolbars and what command buttons (and thus formatting and functions) you want to make available to users.



Uploading Files The editor must be able to upload files, typically images for an article, or publish in a photo gallery, and maybe upload documents, screen savers, or other goodies that they want to distribute to their end users. An administrator of a site would be able to use an FTP program to upload files, but an editor typically does not have the expertise, or the credentials, needed to access the remote server and its file system. An online file manager might be very helpful in this situation. In the first edition of this book, an entire chapter was devoted to showing you how to build a full-featured online file manager that would enable users to browse and remove folders and files, upload new files, download, rename, copy and delete existing files, and even edit the content of text files. However, this would be overkill in most situations, as the administrator is the only one who needs to have full control over the files and folders and structure of the site, and the administrator will presumably use an FTP client for this purpose. Editors and contributors only need the capability to upload new files. To implement this functionality, we will develop a small user control that allows users to upload one file at a time, and when done, displays the full URL of the file saved on the server, so the user can easily link to it using the WYSIWYG editor. The control will be used in various pages: in the page to add and edit an article, and in the page to manage categories (as each category can have an image representing it); and later in book we'll use this in the pages that send newsletters and submit forum posts. This user control, named FileUploader.ascx, will utilize the new ASP.NET 2.0 FileUpload control to select the file, submit it, and save it on the server. This control simply translates to an control, with server-side methods to save the image. Under ASP.NET 1.x there was no such control; you had to add the runat="server" attribute to a plain HTML control declaration. One important design decision we need to consider is how to avoid the possibility that different editors might



upload files with the same name, overwriting previous files uploaded by someone else. A simple, but effective, solution is to save the file under ~/Uploads/{UserName}, where the {UserName} placeholder is replaced by the actual user's name. This works because only registered and authenticated users will have access to pages where they can upload files. We do want to let users overwrite a file that they uploaded themselves, as they might want to change the file. Important



Remember that you will need to add NTFS write permission to the remote Uploads folder at deployment time, for the ASP.NET (Windows 2000 and XP) or Network Service user account (Windows Server 2003). It's easy to overlook this kind of thing, and you don't want to leave a bad impression with users when you set up a new site for them.



Article List User Control You will need a way to quickly add the list of articles (with title, author, abstract, and a few more details) to any page. It's not enough to have entirely new articles; you also need to show them on existing pages so users will know about them! You'll need to show the list on the BrowseArticles.aspx page for end users and on the ManageArticles.aspx page for administrators. You may also want to show the article list on the home page. If you've got a good understanding of user controls, you may have already guessed that a user control is the best solution for this list because it enables us to encapsulate this functionality into a single code unit (the .ascx file plus the cs code-behind file), which enables us to write the code once and then place that user control on any page using one line of code. This user control will be named ArticleListing.ascx. It produces different output according to whether the user is a regular user, an administrator, or an editor. If they belong to one of the special roles, each article item will have buttons to delete, edit, or approve them. This way, we can have a single control that will behave differently according to its context. Besides this, when the control is placed into an administration page, it must show all articles, including those that are not yet published (approved), or those that have already been retired (based on the date). When the control is on an end-user page, it must show only the active and published articles. The control will expose the following public properties (all Boolean), so that it's content and its behavior can be changed in different pages: Property



Description



EnableHighlighter



Indicates whether articles referring to events in the user's country, state/province, or city are highlighted with different colors



PublishedOnly



Indicates whether the control lists only articles that are approved, and whose ReleaseDate-ExpireDate interval includes the current date



RatingLockInterval



The number of days that must pass before a user can again rate the same article



ShowCategoryPicker



Indicates whether the control shows a drop-down list filled with all article categories, which lets the user filter articles by category. If the property is false the drop-down list will be hidden, and the control will filter the articles by category according to the CategoryID parameter passed on the querystring.



ShowPageSizePicker



Indicates whether the control shows a drop-down list representing the number of articles to be listed per page. If the property is true, the user will be able to change the page size to a value that best meets his desires and his connection speed (users with a slow connection may prefer to have fewer items per page so that it loads faster).



EnablePaging



Indicates whether the control will paginate the collection of articles resulting from the current filters (category and published status). When false, the control will have no paging bar and will only show the first "n" articles, where "n" is the page size. This allows us to use the control on the home page, for example, to list the "n" most recent additions. When true, it will show only the first "n"



Property



Description list the "n" most recent additions. When true, it will show only the first "n" articles but will also show an indication of which page is displayed, and the user can switch between Pages of articles.



Producing and Consuming RSS Feeds You've already learned from the Introduction that we're going to implement a mechanism to provide the headlines of the site's new content as an RSS feed, so that external (online or desktop-based) aggregator programs can easily consume them, adding new content to their own site, but also driving new traffic to our site. This process of providing a list of articles via RSS is called syndication. The XML format used to contain RSS content is simple in nature (it's not an accident that the RSS acronym stands for "Really Simple Syndication"), and here's an example of one RSS feed that contains an entry for two different articles: My RSS feed http://www.contoso.com A sample site with a sample RSS Copyright 2005 by myself First article Marco Some abstract text here... http://www.contoso.com/article1.aspx Sat, 03 Sep 2005 12:00:34 GMT Second article Mary Some other abstract text here... http://www.contoso.com/article2.aspx Mon, 05 Sep 2005 10:30:22 GMT 



As you see, the root node indicates the version of RSS used in this file, and just below that is a section, which represents the feed. It contains several required sub-elements, , , and , whose names are self-descriptive. There can also be a number of optional sub-elements, including , , , , and others. After all thosefeed-level elements is the list of actual posts/articles/stories, represented by subsections. An item can have a number of optional elements, a few of which (title, author, description, link, pubDate) are shown in the preceding example. For details on the full list of elements supported by RSS you can check this link, http://blogs.law.harvard.edu/tech/rss, or just search for "RSS 2.0 Specification. One important thing to remember is that this must be a valid XML format, and therefore you cannot insert HTML into the element to provide a visual "look and feel" unless you ensure that it meets XML standards (XHTML is the name for tighter HTML that meets XML requirement). You must ensure that the HTML is well formed, so that all tags have their closing part ( has its 
) or are self-closing (as in ), among other rules. If you don't want the hassle of making sure the HTML is XML-compliant, you can just wrap the text into a CDATA section, which can include any kind of data. Another small detail to observe is that the value for the pubDate elements must be in the exact format "ddd, dd MMM yyyy HH:mm:ss GMT", as in "Thu, 03 Jan 2002 10:20:30 GMT". If you aren't careful to meet these RSS requirements, your users may



get errors when they try to view your RSS feed. Some feed readers are more tolerant than others so it's not sufficient to make sure it works in your own feed reader — you need to meet the RSS specifications. The RSS feed will be returned by the GetArticlesRss.aspx page, and according to the querystring settings, it will return the "n" most recent entries for a specific category, or for any category ("n" is a value specified in web.config, as explained in the configuration module design). Per standard convention, we'll use the orange "RSS" image icon as a link to the GetArticlesRss.aspx page. Once you have an RSS feed for your site, you can also consume the feed on this site itself, on the home page, to provide a list of articles! The ArticleListing.ascx user control we already discussed is good for a page whose only purpose is to list articles, but it's too heavy for the home page. On the home page you don't need details such as the location, the rating, and other information. The new article's title and the abstract is enough — when users click on the title, they will be redirected to the page with the whole article, according to the link entry for that article in the RSS feed. We'll build our own RSS reader user control to consume our own RSS feed. The control will be generic, so that it will be able to consume RSS feeds from other sources as well, such as the site forum's RSS, the products RSS, or some other external RSS feeds. Its public properties are listed in the following table: Property



Description



RssUrl



Full URL of the RSS feed



Title



Title to be displayed



MoreUrl



URL of a page with the full listing of items (versus the last "n" items returned by the RSS items). In the case of the articles module, this will be the URL for the BrowseArticles.aspx page.



MoreText



Text used for the link pointing to MoreUrl



The only question left is how you can take the XML of the RSS feed and transform it into HTML to be shown on the page. Here are two possible solutions: Use an XSL stylesheet to apply to the XML content, and use an XSLT transform to write the templates that define how to extract the content from the XML and represent it with HTML. Dynamically build a DataTable with columns for the title, author, description, and the other 's elements. Then fill the DataTable with the data read from the RSS feed, and use it as the data source for a Repeater, DataList, or other template-based control. Personally, I strongly prefer the latter option, mostly because I find it much faster to change the template of a Repeater rather than to change the template in an XSL file. Additionally, with a DataTable I can easily add calculated columns, apply filters and sorting, and merge feeds coming from different sources (consider the case where you have multiple blogs or sources of articles and want to show their RSS feeds in a single box, with all items merged together and sorted by date). The DataTable approach is more flexible and easier to work with.



The Need for Security The articles manager module is basically divided into two parts: The administration section allows the webmaster, or another designated individual, to add, delete, or edit the categories, publish articles, and moderate comments. The end-user section has pages to navigate through the categories, read the articles, rate an article or post feedback, and display the headlines on the home page. Obviously, different pages may have different security constraints: An administration page should not be accessible by end users, and an article with the OnlyForMembers flag set should not be accessible by the



anonymous users (users who aren't logged in). In the previous chapter, we developed a very flexible module that allows us to administer the registered users, read or edit their profile, and dynamically assign them to certain roles. For the articles manager module we will need the following roles: Administrators and Editors: These users have full control over the articles system. They can add, edit, or delete categories, approve and publish articles, and moderate comments. Only a very few people should belong to this role. (Note that Administrators also have full rights over the user management system, and all the other modules of the site, so it might be wise if only a single individual has this role.) Contributors: These users can submit their own articles, but they won't be published until an administrator or editor approves them. You could give this permission to many users if you want to gather as much content as possible, or just to a selected group of people otherwise. Enforcing these security rules is a simple task, as you've learned in the previous chapter. In many cases it suffices to protect an entire page against unauthorized users by writing some settings in that page's folder's web.config file. Settings done in a configuration file are called declarative coding, and settings made with C# source code are called imperative coding. I favor declarative coding because it's easier to modify without recompiling source code, but in some more complex cases you have to perform some security checks directly from C# code. An example is the AddEditArticle.aspx page, which is used to post a new article or edit an existing one. The first action (post) is available to Contributors and upper roles, while the second (edit) is available only to Editors and Administrators. When the page loads you must understand in which mode the page is being loaded, according to some querystring settings, and check the user's roles accordingly.



Solution In coding the solution, we'll follow the same path we used in the "Design " section: from database tables and stored procedure creation, to the implementation of security, passing through the DAL, BLL, and lastly the user interface.



The Database Solution Creating the database tables is straightforward with Visual Studio's integrated Server Explorer and database manager, so we won't cover it here. You can refer to the tables in the "Design " section to see all the settings for each field. In the downloadable code file for this book, you will find the complete DB ready to go. Instead, here you'll create relationships between the tables and write some stored procedures.



Relationships between the Tables You create a new diagram from the Server Explorer: Drill down from Data Connections to your database (if you don't see your database you can add it as a new Data Connection), and then Database Diagrams. Right-click on Database Diagrams and select Add New Diagram. By following the wizard, you can add the tbh_Categories, tbh_Articles , and tbh_Comments tables to your diagram. As soon as the three tables are added to the underlying window, Server Explorer should recognize a relationship between tbh_Categories and tbh_Articles , and between tbh_Articles and tbh_Comments , and automatically create a parent-child relationship between them over the correct fields. However, if it does not, click on the tbh_Articles ' CategoryID field and drag and drop the icons that appear over the tbh_Categories table. Once you release the button, a dialog with the relationship's properties appears, and you can ensure that the foreign key is the tbh_Articles' CategoryID field, while the primary key is tbh_Categories' CategoryID . Once the connection is set up, you also have to ensure that when a category record is deleted or updated, the action is cascaded to the child table too. To do this, select the connection, go to the Properties window (just press F4 ), and set the Delete Rule and Update Rule settings to Cascade, as shown in Figure 5-5 .



Figure 5-5 The Update Rule = Cascade option ensures that if you change the CategoryID primary key in the tbh_Categories table, this change is propagated to the foreign keys in the tbh_Articles table. The primary key should never be changed, as it is an identity and the administration pages won't allow you to change it. The Delete Rule = Cascade option ensures that if you delete a category, all the related articles are deleted as well. This means



you won't have to delete the child articles from the stored procedure that deletes a category because they will be deleted automatically. This option is very important and must be checked, because if you forget it you'll end up with a database filled with unreachable articles because the parent category no longer exists! Now you have to create a relationship between tbh_Comments and tbh_Articles , based on the ArticleID field of both tables. As before, click the tbh_Comments' ArticleID field, drag and drop the icon over the tbh_Articles table and complete the Properties dialog as before. When you're done with the diagram, go up to the tab, right-click on it, and save the diagram. Make sure you let it change your tables as specified in the diagram.



Creating the Dtored Procedures This section presents the code for some stored procedures. It covers a representative sample of the procedures, instead of every one, because the code is very similar whether you add, edit, or delete a category or article. The stored procedures that work with the articles are more complex than the respective procedures that manage the categories, because they have to join two tables, they have more parameters, and they support pagination, so these are the ones covered here. tbh_Articles_InsertArticle The following code inserts a new row in the tbh_Articles table and returns the ID of the added row through the output parameter: CREATE PROCEDURE dbo.tbh_Articles_InsertArticle ( @AddedDate datetime, @AddedBy nvarchar(256), @CategoryID int, @Title nvarchar(256), @Abstract nvarchar(4000), @Body ntext, @Country nvarchar(256), @State nvarchar(256), @City nvarchar(256), @ReleaseDate datetime, @ExpireDate datetime, @Approved bit, @Listed bit, @CommentsEnabled bit, @OnlyForMembers bit, @ArticleID int OUTPUT ) AS SET NOCOUNT ON INSERT INTO tbh_Articles (AddedDate, AddedBy, CategoryID, Title, Abstract, Body, Country, State, City, ReleaseDate, ExpireDate, Approved, Listed, CommentsEnabled, OnlyForMembers) VALUES (@AddedDate, @AddedBy, @CategoryID, @Title, @Abstract, @Body, @Country, @State, @City, @ReleaseDate, @ExpireDate, @Approved, @Listed, @CommentsEnabled, @OnlyForMembers) SET @ArticleID = scope_identity()



The procedure is pretty simple, but a couple of details are worth underlining. The first is that I'm using the scope_identity() function to retrieve the last ID inserted into the table, instead of the IDENTITY system function. IDENTITY is probably more popular but it has a problem: It returns the last ID generated in the current connection, but



not necessarily in the current scope (where the scope is the stored procedure in this case). That is, it could return the ID of a record generated by a trigger that runs on the same connection, and this is not what we want! If we use scope_identity , we get the ID of the last record created in the current scope, which is what we want. The other detail is the use of the SET NOCOUNT ON statement, to stop SQL Server from indicating the number of rows affected by the T-SQL statements as part of the result. When running INSERTs or SELECTs this value is typically not needed, so if you avoid retrieving it you'll improve performance a bit. However, the row count is useful when running UPDATE statements, because the code on the client computer (typically your C# program on the web server) can examine the number of rows affected to determine whether the stored procedure actually updated the proper number of rows you expected it to update. tbh_Articles_UpdateArticle This procedure updates many fields of a row, except for the ID, of course, and the count-related fields such as ViewCount, Votes and TotalRating , because they are not supposed to be updated directly by the editor from the Edit Article page: CREATE PROCEDURE dbo.tbh_Articles_UpdateArticle ( @ArticleID int, @CategoryID int, @Title nvarchar(256), @Abstract nvarchar(4000), @Body ntext, @Country nvarchar(256), @State nvarchar(256), @City nvarchar(256), @ReleaseDate datetime, @ExpireDate datetime, @Approved bit, @Listed bit, @CommentsEnabled bit, @OnlyForMembers bit ) AS UPDATE tbh_Articles SET CategoryID = @CategoryID, Title = @Title, Abstract = @abstract, Body = @Body, Country = @Country, State = @State, City = @City, ReleaseDate = @ReleaseDate, ExpireDate = @ExpireDate, Approved = @Approved, Listed = @Listed, CommentsEnabled = @CommentsEnabled, OnlyForMembers = @OnlyForMembers WHERE ArticleID = @ArticleID



tbh_Articles_ApproveArticle This procedure works exactly the same way as the last procedure, but the only field updated is the Approved field.



This is useful when the administrator or editor only needs to approve an article, without having to supply the current values for all the other fields to the preceding procedure: CREATE PROCEDURE dbo.tbh_Articles_ApproveArticle ( @ArticleID int ) AS UPDATE tbh_Articles SET Approved = 1 WHERE ArticleID = @ArticleID



tbh_Articles_InsertVote This procedure rates an article by incrementing the Votes field for the specified article, and at the same time it tallies the article's TotalRating field by adding in the new rating value: CREATE PROCEDURE dbo.tbh_Articles_InsertVote ( @ArticleID int, @Rating smallint ) AS UPDATE tbh_Articles SET Votes = Votes + 1, TotalRating = TotalRating + @Rating WHERE ArticleID = @ArticleID



tbh_Articles_IncrementViewCount This procedure increments the ViewCount field for the specified article: CREATE PROCEDURE dbo.tbh_Articles_IncrementViewCount ( @ArticleID int ) AS UPDATE tbh_Articles SET ViewCount = ViewCount + 1 WHERE ArticleID = @ArticleID



tbh_Articles_DeleteArticle This is the easiest procedure: It just deletes the row with the specified ArticleID : CREATE PROCEDURE dbo.tbh_Articles_DeleteArticle ( @ArticleID int ) AS DELETE tbh_Articles WHERE ArticleID = @ArticleID



tbh_Articles_GetArticleByID This procedure returns all fields of the specified article. It joins the tbh_Articles and tbh_Categories tables so that it can also retrieve the title of the parent category: CREATE PROCEDURE dbo.tbh_Articles_GetArticleByID ( @ArticleID int ) AS SET NOCOUNT ON SELECT tbh_Articles.ArticleID, tbh_Articles.AddedDate, tbh_Articles.AddedBy, tbh_Articles.CategoryID, tbh_Articles.Title, tbh_Articles.Abstract, tbh_Articles.Body, tbh_Articles.Country, tbh_Articles.State, tbh_Articles.City, tbh_Articles.ReleaseDate, tbh_Articles.ExpireDate, tbh_Articles.Approved, tbh_Articles.Listed, tbh_Articles.CommentsEnabled, tbh_Articles.OnlyForMembers, tbh_Articles.ViewCount, tbh_Articles.Votes, tbh_Articles.TotalRating, tbh_Categories.Title AS CategoryTitle FROM tbh_Articles INNER JOIN tbh_Categories ON tbh_Articles.CategoryID = tbh_Categories.CategoryID WHERE ArticleID = @ArticleID



tbh_Articles_GetArticles The fun starts here! This procedure returns a "virtual page" of articles, from any category —the page index and page size values are input parameters. Before getting into the code for this procedure I want to explain the old way we implemented this type of functionality using SQL Server 2000. In the first edition of this book we used custom pagination for the forums module, and we implemented it by using one of the various techniques available at that time: temporary tables. You would first create a temporary table, with the ArticleID field from the tbh_Articles table, plus a new ID column that you would declare as IDENTITY , so that its value is automatically set with an autoincrement number for each record you add. Then you would insert into the temporary #TempArticles table the ArticleID values of all records from tbh_Articles . Finally, you would do a SELECT on the temporary table joined with the tbh_Articles table, making the filter on the temporary table's ID field. The #TempArticles table with the IDENTITY ID column was necessary because you needed a column whose IDs would go from 1 to the total number of records, without holes in the middle. You could not have used the ArticleID column directly to do this because you may have had some deleted records. Following is a sample implementation that we might have used following this approach: CREATE PROCEDURE dbo.tbh_Articles_GetArticles ( @PageIndex int, @PageSize int ) AS SET NOCOUNT ON -- create a temporary table CREATE TABLE #TempArticles ( ID int IDENTITY(1,1), ArticleID int )



-- populate the temporary table INSERT INTO #TempArticles (ArticleID) SELECT ArticleID FROM tbh_Articles ORDER BY ReleaseDate DESC -- get a page of records from the temporary table, -- and join them with the real table SELECT ID, tbh_Articles.* FROM #TempArticles INNER JOIN tbh_Articles ON tbh_Articles.ArticleID = #TempArticles.ArticleID WHERE ID BETWEEN (@PageIndex*@PageSize+1) AND ((@PageIndex+1)*@PageSize)



This technique is still my favorite choice when working with SQL Server 2000 databases, but in SQL Server 2005 (including the free Express Edition) there is a much simpler solution that leverages the new ROW_NUMBER() function. As its name suggests, it returns a consecutive number sequence, starting from 1, which provides a unique number returned by each row of an ordered query. You can use it to add a calculated RowNum field to a SELECT statement, and then select all rows whose calculated RowNum is between the lower and upper bound of the specified page. Following is the complete stored procedure using this new ROW_NUMBER() function: CREATE PROCEDURE dbo.tbh_Articles_GetArticles ( @PageIndex int, @PageSize int ) AS SET NOCOUNT ON SELECT * FROM ( SELECT tbh_Articles.ArticleID, tbh_Articles.AddedDate, tbh_Articles.AddedBy, tbh_Articles.CategoryID, tbh_Articles.Title, tbh_Articles.Abstract, tbh_Articles.Body, tbh_Articles.Country, tbh_Articles.State, tbh_Articles.City, tbh_Articles.ReleaseDate, tbh_Articles.ExpireDate, tbh_Articles.Approved, tbh_Articles.Listed, tbh_Articles.CommentsEnabled, tbh_Articles.OnlyForMembers, tbh_Articles.ViewCount, tbh_Articles.Votes, tbh_Articles.TotalRating, tbh_Categories.Title AS CategoryTitle, ROW_NUMBER() OVER (ORDER BY ReleaseDate DESC) AS RowNum FROM tbh_Articles INNER JOIN tbh_Categories ON tbh_Articles.CategoryID = tbh_Categories.CategoryID ) Articles WHERE Articles.RowNum BETWEEN (@PageIndex*@PageSize+1) AND ((@PageIndex+1)*@PageSize) ORDER BY ReleaseDate DESC



You might not be familiar with the usage of a SELECT statement within the FROM clause of an outer SELECT statement — this is called an in-line view and it's a special kind of subquery; it can be thought of as being an automatically created temporary table named Articles . The ROW_NUMBER() function is being used in this inner query, and it is assigned a column alias named RowNum . This RowNum alias is then referenced in the outer query's WHERE clause. The ORDER BY specification in the ROW_NUMBER() function's OVER clause specifies the sorting criteria for the inner query, and this must match the ORDER BY clause in the outer query. The rows in this case are always sorted by ReleaseDate in descending order (i.e., from the newest to the oldest). This syntax seems a little odd at first, but it's a very efficient way to handle paging, and it's much easier to implement than the older techniques. tbh_Articles_GetArticleCount



This procedure simply returns the total number of rows in the tbh_Articles table. This count is needed by our pagination code because the grid control, which will be used in the user interface, must know how many items there are so it can correctly show the links to navigate through the pages of the resultset: CREATE PROCEDURE dbo.tbh_Articles_GetArticleCount AS SET NOCOUNT ON SELECT COUNT(*) FROM tbh_Articles



tbh_Articles_GetPublishedArticlesByCategory This procedure returns a page of published articles from a specific category. The code for the pagination is the same as that just shown, but here we're adding filters to include only articles from a specific category: approved, listed, and those for which the current date is between the ReleaseDate and ExpireDate : CREATE PROCEDURE dbo.tbh_Articles_GetPublishedArticlesByCategory ( @CategoryID int, @CurrentDate datetime, @PageIndex int, @PageSize int ) AS SET NOCOUNT ON SELECT * FROM ( SELECT tbh_Articles.ArticleID, tbh_Articles.AddedDate, tbh_Articles.AddedBy, tbh_Articles.CategoryID, tbh_Articles.Title, tbh_Articles.Abstract, tbh_Articles.Body, tbh_Articles.Country, tbh_Articles.State, tbh_Articles.City, tbh_Articles.ReleaseDate, tbh_Articles.ExpireDate, tbh_Articles.Approved, tbh_Articles.Listed, tbh_Articles.CommentsEnabled, tbh_Articles.OnlyForMembers, tbh_Articles.ViewCount, tbh_Articles.Votes, tbh_Articles.TotalRating, tbh_Categories.Title AS CategoryTitle, ROW_NUMBER() OVER (ORDER BY ReleaseDate DESC) AS RowNum FROM tbh_Articles INNER JOIN tbh_Categories ON tbh_Articles.CategoryID = tbh_Categories.CategoryID WHERE Approved = 1 AND Listed = 1 AND ReleaseDate @CurrentDate AND tbh_Articles.CategoryID = @CategoryID ) Articles WHERE Articles.RowNum BETWEEN (@PageIndex*@PageSize+1) AND ((@PageIndex+1)*@PageSize) ORDER BY ReleaseDate DESC



This is the procedure with the most parameters, and thus is the most complex. We're passing the current date to the stored procedure as a parameter. You might think that this wouldn't be necessary, as you can easily get the current date using the T-SQL GETDATE() function. That's true, but the function would return the database server's current date, which may be different from the front-end's or the business logic server's date. We're interested in the current date of the server on which the application runs (typically the web server), and therefore it is safer to retrieve the date on that server and pass it as an input to the stored procedure. This is also handy in cases where an administrator or editor might want to use a future date as the current date to see how the site would look on that day (for example: Will



the articles be published correctly on a specific date? Will other articles be retired after a specific date?). This will not be implemented in the proposed solution, but it can be a useful enhancement you might want to consider. We also need the tbh_Articles_GetArticlesByCategory and tbh_Articles_GetPublished Articles procedures, but they are very similar to this procedure and tbh_Articles_GetArticles , so I won't show the code here. The full code is provided in the code download file for this book. tbh_Articles_GetPublishedArticleCountByCategory This procedure counts how many published articles exist in a specific category: CREATE PROCEDURE dbo.tbh_Articles_GetPublishedArticleCountByCategory ( @CategoryID int, @CurrentDate datetime ) AS SET NOCOUNT ON SELECT COUNT(*) FROM tbh_Articles WHERE CategoryID = @CategoryID AND Approved = 1 AND Listed = 1 AND ReleaseDate @CurrentDate



Implementing the Configuration Module The ArticlesElement class is implemented in the ~/App_Code/ConfigSection.cs file. It descends from System.Configuration.ConfigurationElement and implements the properties that map the attributes of the element under the custom section in the web.config file. The properties, listed and described in the "Design " section, are bound to the XML settings by means of the ConfigurationProperty attribute. Here's its code: public class ArticlesElement : ConfigurationElement { [ConfigurationProperty("connectionStringName")] public string ConnectionStringName { get { return (string)base["connectionStringName"]; } set { base["connectionStringName"] = value; } } public string ConnectionString { get { string connStringName = (string.IsNullOrEmpty(this.ConnectionStringName) ? Globals.Settings.DefaultConnectionStringName : this.ConnectionStringName); return WebConfigurationManager.ConnectionStrings[ connStringName].ConnectionString; } } [ConfigurationProperty("providerType", DefaultValue = "MB.TheBeerHouse.DAL.SqlClient.SqlArticlesProvider")] public string ProviderType



{ get { return (string)base["providerType"]; } set { base["providerType"] = value; } } [ConfigurationProperty("pageSize", DefaultValue = "10")] public int PageSize { get { return (int)base["pageSize"]; } set { base["pageSize"] = value; } } [ConfigurationProperty("rssItems", DefaultValue = "5")] public int RssItems { get { return (int)base["rssItems"]; } set { base["rssItems"] = value; } } [ConfigurationProperty("enableCaching", DefaultValue = "true")] public bool EnableCaching { get { return (bool)base["enableCaching"]; } set { base["enableCaching"] = value; } } [ConfigurationProperty("cacheDuration")] public int CacheDuration { get { int duration = (int)base["cacheDuration"]; return (duration > 0 ? duration : Globals.Settings.DefaultCacheDuration); } set { base["cacheDuration"] = value; } } }



The ConnectionString property does not directly read/write a setting from/to the configuration file, but rather returns the value of the entry in the web.config 's section identified by the name indicated in the 's connectionStringName attribute, or the 's defaultConnectionStringName if the first setting is not present. The CacheDuration property returns the 's cacheDuration setting if it is greater than zero, or the 's defaultCacheDuration setting otherwise. DefaultConnectionStringName and DefaultCacheDuration are two new properties of the TheBeerHouseSection created in Chapter 3 , now modified as shown here: public class TheBeerHouseSection : ConfigurationSection { [ConfigurationProperty("contactForm", IsRequired=true)] public ContactFormElement ContactForm { get { return (ContactFormElement) base["contactForm"]; } }



[ConfigurationProperty("defaultConnectionStringName", DefaultValue = "LocalSqlServer")] public string DefaultConnectionStringName { get { return (string)base["defaultConnectionStringName"]; } set { base["connectionStdefaultConnectionStringNameringName"] = value; } } [ConfigurationProperty("defaultCacheDuration", DefaultValue = "600")] public int DefaultCacheDuration { get { return (int)base["defaultCacheDuration"]; } set { base["defaultCacheDuration"] = value; } } [ConfigurationProperty("articles", IsRequired = true)] public ArticlesElement Articles { get { return (ArticlesElement)base["articles"]; } } }



The updated section in web.config looks like this: 



To read the settings from code you can do it this way: Globals.Settings.Articles.RssItems .



Implementing the Data Access Layer Now that the DB is complete, we'll start writing the C# code for the data access layer. As mentioned earlier, we won't be putting this code in a separate assembly, as we did for the previous edition of the book. Instead, we'll be putting the C# files under the special App_Code folder so they will be compiled automatically when the application is run, thereby simplifying deployment and allowing us to take advantage of the new "Edit and Continue" functionality in Visual Studio 2005. For small to medium-size sites, this approach is very handy and practical. However, for larger enterprise-level sites it might be better to organize and compile this code separately so the UI developer can easily reference the separate assembly. This section presents some classes of the DAL, but not all of them. The ArticleDetails, CategoryDetails , and CommentDetails classes have the same structure, so there's no reason to show each one. The same goes for the methods to retrieve, insert, update, and delete records in the tbh_Articles , tbh_Categories and tbh_Comments tables. Therefore, as I did before for the stored procedure, I'll only show the code for the articles; you can refer to the code download for the rest of the code that deals with categories and comments.



The ArticleDetails Class



This class is implemented in the ~/App_Code/DAL/ArticleDetails.cs file. It wraps the article's entire data read from tbh_Articles . The constructor takes values as inputs, and saves them in the object's properties (the code that defines many properties is omitted for brevity's sake): namespace MB.TheBeerHouse.DAL { public class ArticleDetails { public ArticleDetails() { } public ArticleDetails(int id, DateTime addedDate, string addedBy, int categoryID, string categoryTitle, string title, string artabstract, string body, string country, string state, string city, DateTime releaseDate, DateTime expireDate, bool approved, bool listed, bool commentsEnabled, bool onlyForMembers, int viewCount, int votes, int totalRating) { this.ID = id; this.AddedDate = addedDate; this.AddedBy = addedBy; this.CategoryID = categoryID; this.CategoryTitle = categoryTitle; this.Title = title; this.Abstract = artabstract; this.Body = body; this.Country = country; this.State = state; this.City = city; this.ReleaseDate = releaseDate; this.ExpireDate = expireDate; this.Approved = approved; this.Listed = listed; this.CommentsEnabled = commentsEnabled; this.OnlyForMembers = onlyForMembers; this.ViewCount = viewCount; this.Votes = votes; this.TotalRating = totalRating; } private int _id = 0; public int ID { get { return _id;} set { _id = value;} } private DateTime _addedDate = DateTime.Now; public DateTime AddedDate { get { return _addedDate; } set { _addedDate = value; } } private string _addedBy = ""; public string AddedBy



{ get { return _addedBy; } set { _addedBy = value; } } private int _categoryID = 0; public int CategoryID { get { return _categoryID; } set { _categoryID = value; } } private string _categoryTitle = ""; public string CategoryTitle { get { return _categoryTitle; } set { _categoryTitle = value; } } private string _title = ""; public string Title { get { return _title; } set { _title = value; } } /* The code for all other properties would go here... */Country, }



The ArticlesProvider Class ArticlesProvider is an abstract class that defines a set of abstract CRUD (create, retrieve, update, delete) methods that will be implemented by a concrete class for a specific data store. We'll be using SQL Server as the data store, of course, but this abstract class has no knowledge of that. This class will be stored in the ~/App_Code/DAL/ArticlesProvider.cs file. It descends from the DataAccess class, and thus has ConnectionString, EnableCaching , and CacheDuration , which are set from within the constructor with the values read from the settings. Here's how it starts: namespace MB.TheBeerHouse.DAL { public abstract class ArticlesProvider : DataAccess { public ArticlesProvider() { this.ConnectionString = Globals.Settings.Articles.ConnectionString; this.EnableCaching = Globals.Settings.Articles.EnableCaching; this.CacheDuration = Globals.Settings.Articles.CacheDuration; } // methods that public abstract public abstract public abstract public abstract



work with categories List GetCategories(); CategoryDetails GetCategoryByID(int categoryID); bool DeleteCategory(int categoryID); bool UpdateCategory(CategoryDetails category);



public abstract int InsertCategory(CategoryDetails category); // methods that work with articles public abstract List GetArticles( int pageIndex, int pageSize); public abstract List GetArticles( int categoryID, int pageIndex, int pageSize); public abstract int GetArticleCount(); public abstract int GetArticleCount(int categoryID); public abstract List GetPublishedArticles( DateTime currentDate, int pageIndex, int pageSize); public abstract List GetPublishedArticles( int categoryID, DateTime currentDate, int pageIndex, int pageSize); public abstract int GetPublishedArticleCount(DateTime currentDate); public abstract int GetPublishedArticleCount( int categoryID, DateTime currentDate); public abstract ArticleDetails GetArticleByID(int articleID); public abstract bool DeleteArticle(int articleID); public abstract bool UpdateArticle(ArticleDetails article); public abstract int InsertArticle(ArticleDetails article); public abstract bool ApproveArticle (int articleID); public abstract bool IncrementArticleViewCount(int articleID); public abstract bool RateArticle(int articleID, int rating); public abstract string GetArticleBody(int articleID); // methods that work with comments public abstract List GetComments( int pageIndex, int pageSize); public int public public public public public public



abstract List GetComments( articleID, int pageIndex, int pageSize); abstract int GetCommentCount(); abstract int GetCommentCount(int articleID); abstract CommentDetails GetCommentByID(int commentID); abstract bool DeleteComment(int commentID); abstract bool UpdateComment(CommentDetails article); abstract int InsertComment(CommentDetails article);



Besides the abstract methods, this ArticlesProvider class exposes some protected virtual methods that implement certain functionality that can be overridden in a subclass if the need arises. The GetArticleFromReader method reads the current record pointed to by the DataReader passed as an input, and uses its data to fill a new ArticleDetails object. An overloaded version allows us to specify whether the tbh_Articles ' field must be read — remember that this field is not retrieved by the stored procedures that return multiple records (GetArticles, GetArticlesByCategory , etc.), so in those cases the method will be called with false as the second parameter: /// Returns a new ArticleDetails instance filled with the /// DataReader's current record data protected virtual ArticleDetails GetArticleFromReader(IDataReader reader) { return GetArticleFromReader(reader, true); } protected virtual ArticleDetails GetArticleFromReader( IDataReader reader, bool readBody) { ArticleDetails article = new ArticleDetails(



(int)reader["ArticleID"], (DateTime)reader["AddedDate"], reader["AddedBy"].ToString(), (int)reader["CategoryID"], reader["CategoryTitle"].ToString(), reader["Title"].ToString(), reader["Abstract"].ToString(), null, reader["Country"].ToString(), reader["State"].ToString(), reader["City"].ToString(), (DateTime)reader["ReleaseDate"], (DateTime)reader["ExpireDate"], (bool)reader["Approved"], (bool)reader["Listed"], (bool)reader["CommentsEnabled"], (bool)reader["OnlyForMembers"], (int)reader["ViewCount"], (int)reader["Votes"], (int)reader["TotalRating"]); if (readBody) article.Body = reader["Body"].ToString(); return article; }



Note that the first input parameter is of type IDataReader , a generalized interface that is implemented by OleDbDataReader, SqlDataReader, OracleDataReader , etc. This allows the concrete classes to pass their DB-specific DataReader objects to this method, which will operate with any of them because it knows that the specific reader object passed in will implement the methods of IDataReader . This style of coding is called coding to an interface . The second protected method, GetArticleCollection FromReader , returns a generic list collection of ArticleDetails objects filled with the data of all records in a DataReader — it does this by calling GetArticleFromReader until the DataReader has no more records: /// Returns a collection of ArticleDetails objects with the /// data read from the input DataReader protected virtual List GetArticleCollectionFromReader( IDataReader reader) { return GetArticleCollectionFromReader(reader, true); } protected virtual List GetArticleCollectionFromReader( IDataReader reader, bool readBody) { List articles = new List(); while (reader.Read()) articles.Add(GetArticleFromReader(reader, readBody)); return articles; }



I won't show them here, but the code download has similar methods for filling CategoryDetails and CommentDetails objects from a DataReader . Finally, there is a static Instance property that uses reflection to



create an instance of the concrete provider class indicated in the configuration file: static private ArticlesProvider _instance = null; /// /// Returns an instance of the provider type specified in the config file /// static public ArticlesProvider Instance { get { if (_instance == null) _instance = (ArticlesProvider)Activator.CreateInstance( Type.GetType(Globals.Settings.Articles.ProviderType)); return _instance; } } } }



Once the provider is created for the first time, it is saved in a static private property and won't be recreated again until the web application is shut down and restarted (for example, when IIS is stopped and restarted, or when the web.config file is changed).



The SqlArticlesProvider Class This class, implemented in the file ~/App_Code/DAL/SqlClient/SqlArticlesProvider.cs , provides the DAL code specific to SQL Server. Some of the stored procedures that will be called here use SQL Server 2005—specific functions, such as the ROW_NUMBER() windowing function introduced earlier. However, you can change those procedures to use T-SQL code that is compatible with SQL Server 2000 if desired. One of the advantages of using stored procedures is that you can change their code later without touching the C#, which would require recompilation and redeployment of some DLLs. All the code of this provider is pretty simple, as there is basically one method for each of the stored procedures designed and implemented earlier. I'll show you a few of the methods related to articles; you can study the downloadable code for the rest. The GetArticles method presented below illustrates the general pattern: namespace MB.TheBeerHouse.DAL.SqlClient { public class SqlArticlesProvider : ArticlesProvider { /// /// Retrieves all articles for the specified category /// public override List GetArticles( int categoryID, int pageIndex, int pageSize) { using (SqlConnection cn = new SqlConnection(this.ConnectionString)) { SqlCommand cmd = new SqlCommand( "tbh_Articles_GetArticlesByCategory", cn); cmd.Parameters.Add("@CategoryID", SqlDbType.Int).Value = categoryID; cmd.Parameters.Add("@PageIndex", SqlDbType.Int).Value = pageIndex; cmd.Parameters.Add("@PageSize", SqlDbType.Int).Value = pageSize; cmd.CommandType = CommandType.StoredProcedure; cn.Open();



return GetArticleCollectionFromReader(ExecuteReader(cmd), false); } }



The SqlConnection class implements the IDisposable interface, which means that it provides the Dispose method that closes the connection if it is open. The connection object in this method is created within a using statement, so that it is automatically disposed when the block ends, avoiding the need to manually call Dispose . This ensures that Dispose will always be called, even when an exception is thrown, which prevents the possibility of leaving a connection open inadvertently. Inside the using block we create a SqlCommand object that references a stored procedure, fill its parameters, and execute it by using the DataAccess base class' ExecuteReader method. The resulting SqlDataReader is passed to the ArticlesProvider base class' GetArticleCollectionFromReader method implemented earlier, so that the records read by the DataReader are consumed to create a list of ArticleDetails to return to the caller; you pass false as second parameters, so that the article's body is not read. Important Remember to explicitly set the command's CommandType property to CommandType.StoredProcedure when you execute a stored procedure. If you don't, the code will work anyway, but the command text will first be interpreted as SQL text, that will fail, and then it will be re-executed as a stored procedure name. With the explicit setting, you avoid a wasted attempt to run it as a SQL statement, and therefore the execution speed will be a bit faster. The method that returns a single ArticleDetails object is similar to the method returning a collection. The difference is that the DataReader returned by executing the command is passed to the base class' GetArticleFromReader method, instead of to GetArticleCollectionFromReader . It also moves the cursor ahead one position and confirms that the reader actually has a record; otherwise, it just returns null: /// /// Retrieves the article with the specified ID /// public override ArticleDetails GetArticleByID(int articleID) { using (SqlConnection cn = new SqlConnection(this.ConnectionString)) { SqlCommand cmd = new SqlCommand("tbh_Articles_GetArticleByID", cn); cmd.CommandType = CommandType.StoredProcedure; cmd.Parameters.Add("@ArticleID", SqlDbType.Int).Value = articleID; cn.Open(); IDataReader reader = ExecuteReader(cmd, CommandBehavior.SingleRow); if (reader.Read()) return GetArticleFromReader(reader, true); else return null; } }



Methods that retrieve and return a single field have a similar structure, but use ExecuteScalar instead of ExecuteReader , and cast the returned object to the expected type. For example, here's how to execute the tbh_Articles_GetArticleCount stored procedure that returns an integer, and tbh_Articles_GetArticleBody that returns a string: /// /// Returns the total number of articles for the specified category /// public override int GetArticleCount(int categoryID)



{ using (SqlConnection cn = new SqlConnection(this.ConnectionString)) { SqlCommand cmd = new SqlCommand( "tbh_Articles_GetArticleCountByCategory", cn); cmd.CommandType = CommandType.StoredProcedure; cmd.Parameters.Add("@CategoryID", SqlDbType.Int).Value = categoryID; cn.Open(); return (int)ExecuteScalar(cmd); } }



/// /// Retrieves the body for the article with the specified ID /// public override string GetArticleBody(int articleID) { using (SqlConnection cn = new SqlConnection(this.ConnectionString)) { SqlCommand cmd = new SqlCommand("tbh_Articles_GetArticleBody", cn); cmd.CommandType = CommandType.StoredProcedure; cmd.Parameters.Add("@ArticleID", SqlDbType.Int).Value = articleID; cn.Open(); return (string)ExecuteScalar(cmd); } }



Methods that delete or update a record return a Boolean value indicating whether at least one record was actually affected by the operation. To do that, they check the value returned by the ExecuteNonQuery method. Here are a couple of examples, UpdateArticle and DeleteArticle , but similar code would be used for methods such as RateArticle, ApproveArticle, IncrementArticleViewCount , and others: /// /// Updates an article /// public override bool UpdateArticle(ArticleDetails article) { using (SqlConnection cn = new SqlConnection(this.ConnectionString)) { SqlCommand cmd = new SqlCommand("tbh_Articles_UpdateArticle", cn); cmd.CommandType = CommandType.StoredProcedure; cmd.Parameters.Add("@ArticleID", SqlDbType.Int).Value = article.ID; cmd.Parameters.Add("@CategoryID", SqlDbType.Int).Value = article.CategoryID; cmd.Parameters.Add("@Title", SqlDbType.NVarChar).Value = article.Title; cmd.Parameters.Add("@Abstract", SqlDbType.NVarChar).Value = article.Abstract; cmd.Parameters.Add("@Body", SqlDbType.NVarChar).Value = article.Body; cmd.Parameters.Add("@Country", SqlDbType.NVarChar).Value = article.Country; cmd.Parameters.Add("@State", SqlDbType.NVarChar).Value = article.State; cmd.Parameters.Add("@City", SqlDbType.NVarChar).Value = article.City; cmd.Parameters.Add("@ReleaseDate", SqlDbType.DateTime).Value =



article.ReleaseDate; cmd.Parameters.Add("@ExpireDate", SqlDbType.DateTime).Value = article.ExpireDate; cmd.Parameters.Add("@Approved", SqlDbType.Bit).Value = article.Approved; cmd.Parameters.Add("@Listed", SqlDbType.Bit).Value = article.Listed; cmd.Parameters.Add("@CommentsEnabled", SqlDbType.Bit).Value = article.CommentsEnabled; cmd.Parameters.Add("@OnlyForMembers", SqlDbType.Bit).Value = article.OnlyForMembers; cn.Open(); int ret = ExecuteNonQuery(cmd); return (ret == 1); } } /// /// Deletes an article /// public override bool DeleteArticle(int articleID) { using (SqlConnection cn = new SqlConnection(this.ConnectionString)) { SqlCommand cmd = new SqlCommand("tbh_Articles_DeleteArticle", cn); cmd.CommandType = CommandType.StoredProcedure; cmd.Parameters.Add("@ArticleID", SqlDbType.Int).Value = articleID; cn.Open(); int ret = ExecuteNonQuery(cmd); return (ret == 1); } }



Finally, methods that insert a new record into the DB return the ID that was automatically created on the database server and returned by the stored procedure as an output parameter: /// /// Inserts a new article /// public override int InsertArticle(ArticleDetails article) { using (SqlConnection cn = new SqlConnection(this.ConnectionString)) { SqlCommand cmd = new SqlCommand("tbh_Articles_InsertArticle", cn); cmd.CommandType = CommandType.StoredProcedure; cmd.Parameters.Add("@AddedDate", SqlDbType.DateTime).Value = article.AddedDate; cmd.Parameters.Add("@AddedBy", SqlDbType.NVarChar).Value = article.AddedBy; cmd.Parameters.Add("@CategoryID", SqlDbType.Int).Value = article.CategoryID; cmd.Parameters.Add("@Title", SqlDbType.NVarChar).Value = article.Title; cmd.Parameters.Add("@Abstract", SqlDbType.NVarChar).Value = article.Abstract; cmd.Parameters.Add("@Body", SqlDbType.NVarChar).Value = article.Body;



cmd.Parameters.Add("@Country", SqlDbType.NVarChar).Value = article.Country; cmd.Parameters.Add("@State", SqlDbType.NVarChar).Value = article.State; cmd.Parameters.Add("@City", SqlDbType.NVarChar).Value = article.City; cmd.Parameters.Add("@ReleaseDate", SqlDbType.DateTime).Value = article.ReleaseDate; cmd.Parameters.Add("@ExpireDate", SqlDbType.DateTime).Value = article.ExpireDate; cmd.Parameters.Add("@Approved", SqlDbType.Bit).Value = article.Approved; cmd.Parameters.Add("@Listed", SqlDbType.Bit).Value = article.Listed; cmd.Parameters.Add("@CommentsEnabled", SqlDbType.Bit).Value = article.CommentsEnabled; cmd.Parameters.Add("@OnlyForMembers", SqlDbType.Bit).Value = article.OnlyForMembers; cmd.Parameters.Add("@ArticleID", SqlDbType.Int).Direction = ParameterDirection.Output; cn.Open(); int ret = ExecuteNonQuery(cmd); return (int)cmd.Parameters["@ArticleID"].Value; } } // other methods here... } }



The SiteProvider Helper Class To get a reference to the Articles provider indicated in the web.config file, you should specify ArticlesProvider.Instance . This is fine for one provider, but when you have other providers it would be better to have all of them grouped under a single "entry point." For this reason I've added a simple static helper class, implemented in ~/App_Code/DAL/SiteProvider.cs and called SiteProvider , which exposes static methods to easily see and reference all current providers. Here's the code for this class: namespace MB.TheBeerHouse.DAL { public static class SiteProvider { public static ArticlesProvider Articles { get { return ArticlesProvider.Instance; } } } }



It will be extended in subsequent chapters to support other providers, so that you'll be able to write SiteProvider.Articles.{MethodName}, SiteProvider.Polls.{MethodName} , and so on.



Implementing the Business Logic Layer As we did for the data access classes, the business classes are created directly under the ~/App_Code folder, in a BLL subfolder, so that they are automatically compiled at runtime, just like the pages. Business classes use the DAL



classes to provide access to data and are mostly used to enforce validation rules, check constraints, and provide an object-oriented representation of the data and methods to work with it. Thus, the BLL serves as a mapping layer that makes the underlying relational database appear as objects to user interface code. Relational databases are inherently not object oriented, so this BLL provides a far more useful representation of data. Later you'll use the new ObjectDataSource to bind data from BLL classes to some template UI controls, such as the GridView and the DataList . This section presents the Article business class and describes some of the unique aspects of the other business classes.



The BaseArticle Class The first business class we'll implement is BaseArticle , which is used as the base class for the Article, Category , and Comment classes. It descends from the BizObject class developed in Chapter 3 , adding some article-specific properties. It starts by defining three properties, ID, AddedDate , and AddedBy , that are common to all business classes in the articles module: namespace MB.TheBeerHouse.BLL.Articles { public abstract class BaseArticle : BizObject { private int _id = 0; public int ID { get { return _id; } protected set { _id = value; } } private DateTime _addedDate = DateTime.Now; public DateTime AddedDate { get { return _addedDate; } protected set { _addedDate = value; } } private string _addedBy = ""; public string AddedBy { get { return _addedBy; } protected set { _addedBy = value; } }



It then defines a Settings property that returns an instance of the ArticlesElement configuration class: protected static ArticlesElement Settings { get { return Globals.Settings.Articles; } }



Finally, it has a CacheData method that takes a key and a value, and if the value is not null it creates a new entry in the Cache object returned by the base class: protected static void CacheData(string key, object data) { if (Settings.EnableCaching && data != null) { BizObject.Cache.Insert(key, data, null,



DateTime.Now.AddSeconds(Settings.CacheDuration), TimeSpan.Zero); } } } }



The CacheData method is located here instead of in the BizObject base class because it will cache the data only if caching is enabled, which is a module-specific setting (the forums module will have the EnableCaching setting as well, but it may have a different value).



The Article Class This class is implemented in the ~/App_Code/BLL/Articles/Article.cs file. It starts with the declaration of the instance properties that wrap all data read from a record of the tbh_Articles table. The code that follows shows some of these properties (not all because they are very similar, and in most cases they just wrap a private field) and the constructor that initializes them: namespace MB.TheBeerHouse.BLL.Articles { public class Article : BaseArticle { public Article(int id, DateTime addedDate, string addedBy, int categoryID, string categoryTitle, string title, string artabstract, string body, string country, string state, string city, DateTime releaseDate, DateTime expireDate, bool approved, bool listed, bool commentsEnabled, bool onlyForMembers, int viewCount, int votes, int totalRating) { this.ID = id; this.AddedDate = addedDate; this.AddedBy = addedBy; this.CategoryID = categoryID; this.CategoryTitle = categoryTitle; this.Title = title; this.Abstract = artabstract; this.Body = body; this.Country = country; this.State = state; this.City = city; this.ReleaseDate = releaseDate; this.ExpireDate = expireDate; this.Approved = approved; this.Listed = listed; this.CommentsEnabled = commentsEnabled; this.OnlyForMembers = onlyForMembers; this.ViewCount = viewCount; this.Votes = votes; this.TotalRating = totalRating; } private int _categoryID = 0; public int CategoryID { get { return _categoryID; } set { _categoryID = value; }



} private string _categoryTitle = ""; public string CategoryTitle { get { return _categoryTitle; } private set { _categoryTitle = value; } } private string _title = ""; public string Title { get { return _title; } set { _title = value; } } private string _abstract = ""; public string Abstract { get { return _abstract; } set { _abstract = value; } } private string _body = null; public string Body { get { if (_body == null) _body = SiteProvider.Articles.GetArticleBody(this.ID); return _body; } set { _body = value; } } private DateTime _releaseDate = DateTime.Now; public DateTime ReleaseDate { get { return _releaseDate; } set { _releaseDate = value; } } private int _votes = 0; public int Votes { get { return _votes; } private set { _votes = value; } } private int _totalRating = 0; public int TotalRating { get { return _totalRating; } private set { _totalRating = value; } }



The Body property is interesting because it implements the lazy load pattern discussed earlier in this chapter. The Body field is retrieved by the getter function when the value of the Body property is requested by another class. Therefore, if the Body property is not accessed, this data will not be read from the database. Once it is requested and fetched, it will be held in memory in case it's requested again. If the private _body field is null it means that it wasn't loaded yet, so it's fetched by means of the DAL's GetArticleBody method and saved for possible use later. Thus, this Body property is providing lazy load and caching functionality, each of which enhance performance. There are also a few calculated and read-only properties. The Location property returns a string with the full location of an event described in the article, consisting of the city, state/province, and country. Remember that the state and city fields could include more names separated by a semicolon (typically variations and abbreviations of the state name, such as "New York", "NY", "NewYork", and so on). For this reason the fields are split, and the first token is used. Here's the complete code: public string Location { get { string location = this.City.Split(‘;')[0]; if (this.State.Length > 0) { if (location.Length > 0) location += ", "; location += this.State.Split(‘;')[0]; } if (this.Country.Length > 0) { if (location.Length > 0) location += ", "; location += this.Country; } return location; } }



The AverageRating calculated read-only property checks whether the total number of votes is 0 ; and the division is not done in that case to avoid a DivideByZeroException , and 0 is returned instead: public double AverageRating { get { if (this.Votes >= 1) return ((double)this.TotalRating / (double)this.Votes); else return 0.0; } }



The other calculated read-only property is Published , which returns true if the article is approved and the current date is between the specified ReleaseDate and ExpireDate : public bool Published {



get { return (this.Approved && this.ReleaseDate DateTime.Now); } }



Other properties are Category and Comments , which also use the lazy load pattern to return, respectively, a full Category object representing the article's parent category, and the article's comments: private Category _category = null; public Category Category { get { if (_category == null) _category = Category.GetCategoryByID(this.CategoryID); return _category; } } private List _comments = null; public List Comments { get { if (_comments==null) _comments = Comment.GetComments(this.ID, 0, Article.MAXROWS); return _comments; } }



In addition to properties, the Article class also has a number of instance methods such as Delete, Rate, Approve , and so on, that delegate the work to the respective static methods (DeleteArticle, RateArticle, ApproveArticle , etc.) defined in the same class, which you'll see shortly. Here are a few examples: public bool Delete() { bool success = Article.DeleteArticle(this.ID); if (success) this.ID = 0; return success; } public bool Update() { return Article.UpdateArticle(this.ID, this.CategoryID, this.Title, this.Abstract, this.Body, this.Country, this.State, this.City, this.ReleaseDate, this.ExpireDate, this.Approved, this.Listed, this.CommentsEnabled, this.OnlyForMembers); } public bool Approve() { bool ret = Article.ApproveArticle(this.ID);



if (success) this.Approved = true; return ret; } public bool IncrementViewCount() { return Article.IncrementArticleViewCount(this.ID); } public bool Rate(int rating) { return Article.RateArticle(this.ID, rating); }



The rest of the code contains the static methods that use the DAL to retrieve, create, update, delete, rate, and approve an article. Let's first review a couple of overloads for the GetArticles method: one returns all articles for the specified category, and the other returns a page of articles for the specified category: public static List GetArticles(int categoryID) { return GetArticles(categoryID, 0, Article.MAXROWS); } public static List GetArticles(int categoryID, int startRowIndex, int maximumRows) { if (categoryID 
 
 



There's a second ObjectDataSource used to handle the data retrieval, inserts, and updates from the bottom



DetailsView . All parameters for the insert and update are automatically inferred from the DetailsView 's fields. The only specific parameter is the category ID for the GetCategoryByID select method, which is set to the GridView 's selected value (i.e., the key of the selected row): 



The DetailsView control defines template fields for the Title, Importance, ImageUrl , and Description information, which are the fields that are not read-only. TemplateFields are usually better than an editable BoundFields because you typically need to validate input, and you can do that directly on the client side with some validators put into the TemplateField , which is better than doing the validation in the code-behind or in a business class: 







The page ends with the declaration of a control used to upload files on the server. This is done with a custom user control (which will be used in other pages as well) that will be covered soon. The ManageCategories.aspx.cs Code-Behind File In the code-behind file there's absolutely no code to retrieve, update, insert, or delete data, because that's all done by the two ObjectDataSource controls on the page. There are, however, some event handlers for the GridView and the DetailsView controls. Let's see what they do, event by event. First, you handle the grid's SelectedIndexChanged event to switch the DetailsView to edit mode, so it lets the user edit the grid's selected category:



public partial class ManageCategories : BasePage { protected void gvwCategories_SelectedIndexChanged(object sender, EventArgs e) { dvwCategory.ChangeMode(DetailsViewMode.Edit); }



Next it handles the grid's RowDeleted event, to deselect any row that may have been selected, and it rebinds the grid so that the deleted row is removed from the displayed grid, and then it switches the DetailsView 's mode back to insert (its default mode): protected void gvwCategories_RowDeleted(object sender, GridViewDeletedEventArgs e) { gvwCategories.SelectedIndex = -1; gvwCategories.DataBind(); dvwCategory.ChangeMode(DetailsViewMode.Insert); }



Deleting a category is a critical operation because it will also delete the child articles (because of the cascaded delete we set up in the tables using the database diagram). Therefore, we must minimize the opportunities for a user to accidentally delete a category by clicking on a link by mistake. To ensure that the user really does want to delete an article, we'll ask for confirmation when the link is clicked. To do this we'll handle the GridView 's RowCreated event, and for each data row (i.e., rows that are not the header, footer, or pagination bar) we'll get a reference to the Delete ImageButton (the first and only control in the fifth column), and we'll insert a JavaScript Confirm dialog on its clientside onclick event. You've already done something similar for the User Management administration console developed in Chapter 2 . Here's the event handler's code: protected void gvwCategories_RowCreated(object sender, GridViewRowEventArgs e) { if (e.Row.RowType == DataControlRowType.DataRow) { ImageButton btn = e.Row.Cells[4].Controls[0] as ImageButton; btn.OnClientClick = " if (confirm(‘Are you sure you want to delete this category?') == false) return false; "; } }



As for the DetailsView 's events, we'll intercept the creation and update of a record, and the cancel command, so that we can deselect any GridView row that may be currently selected, and rebind it to its data source to display the updated data: protected void dvwCategory_ItemInserted(object sender, DetailsViewInsertedEventArgs e) { gvwCategories.SelectedIndex = -1; gvwCategories.DataBind(); } protected void dvwCategory_ItemUpdated(object sender, DetailsViewUpdatedEventArgs e)



{ gvwCategories.SelectedIndex = -1; gvwCategories.DataBind(); } protected void dvwCategory_ItemCommand(object sender, DetailsViewCommandEventArgs e) { if (e.CommandName == "Cancel") { gvwCategories.SelectedIndex = -1; gvwCategories.DataBind(); } }



Finally, we'll handle the control's ItemCreated event and, if the control is in insert mode, get a reference to the textbox for the Importance field, setting its default value to 0 . Unfortunately, this is something you can't do with declarative properties, even though it's often necessary. Here's the workaround: protected void dvwCategory_ItemCreated(object sender, EventArgs e) { if (dvwCategory.CurrentMode == DetailsViewMode.Insert) { TextBox txtImportance = (TextBox)dvwCategory.FindControl("txtImportance"); txtImportance.Text = "0"; } } }



The FileUploader.ascx User Control This control, located under the ~/Controls folder, allows administrators and editors to upload a file (normally an image file) to the server and save it into their own private user-specific folder. Once the file is saved, the control displays the URL so that the editor can easily copy and paste it into the ImageUrl field for a property, or reference the image file in the article's WYSIWYG editor. The markup code is simple — it just declares an instance of the FileUpload control, a Submit button, and a couple of Labels for the positive or negative feedback: Upload a file:   
 



The file is saved in the code-behind's btnUpload_Click event handler, into a user-specific folder under the ~/Uploads folder. The actual saving is done by calling the SaveAs method of the FileUpload 's PostedFile object property. If the folder doesn't already exist, it is created by means of the System.IO .Directory.CreateDirectory static method: protected void btnUpload_Click(object sender, EventArgs e) { if (filUpload.PostedFile != null && filUpload.PostedFile.ContentLength > 0) {



try { // if not already present, create a directory // named /Uploads/{CurrentUserName} string dirUrl = (this.Page as MB.TheBeerHouse.UI.BasePage).BaseUrl + "Uploads/" + this.Page.User.Identity.Name; string dirPath = Server.MapPath(dirUrl); if (!Directory.Exists(dirPath)) Directory.CreateDirectory(dirPath); // save the file under the user's personal folder string fileUrl = dirUrl + "/" + Path.GetFileName(filUpload.PostedFile.FileName); filUpload.PostedFile.SaveAs(Server.MapPath(fileUrl)); lblFeedbackOK.Visible = true; lblFeedbackOK.Text = "File successfully uploaded: "+ fileUrl; } catch (Exception ex) { lblFeedbackKO.Visible = true; lblFeedbackKO.Text = ex.Message; } } }



This control can only be used by editors and administrators, so when the control loads we need to determine which user is online and throw a SecurityException if the user isn't supposed to see this control: protected void Page_Load(object sender, EventArgs e) { // this control can only work for authenticated users if (!this.Page.User.Identity.IsAuthenticated) throw new SecurityException("Anonymous users cannot upload files."); lblFeedbackKO.Visible = false; lblFeedbackOK.Visible = false; }



To register this control on a page, you write the following directive at the top of the page (for example, the ManageCategories.aspx page): 



And use this tag to create an instance of the control: 



The ArticleListing.ascx User Control As mentioned before, the code that lists articles in the administrative ManageArticles.aspx page, and the end-user



BrowseArticles.aspx page, is located not in the pages themselves but in a separate user control called ~/Controls/ArticleListing.ascx . This control displays a paginable list of articles for all categories or for a selected category, allows the user to change the page size, and can highlight articles referring to events that happen in the user's country, state, or city (if that information is present in the user's profile). In Figure 5-7 , you can see what the control will look like once it's plugged into the ManageArticles.aspx page. Note that because the current user is an editor, each article row has buttons to edit or delete it (the pencil and trashcan icons). These won't be displayed if the control is put into an end-user page and the current user is not an editor or administrator.



Figure 5-7 The control starts with the declaration of an ObjectDataSource that uses the Category 's GetCategory method to retrieve the data, consumed by a DropDownList that serves as category picker to filter the articles: Filter by category: All categories 



Note that an "All categories" ListItem is appended to those categories that were populated via databinding, so that the user can choose to have the articles of all categories displayed. To make this work, you also need to set the DropDownList 's AppendDataBoundItems to true ; otherwise, the binding will first clear the DropDownList and then add the items. There's another DropDownList that lets the user select the page size from a preconfigured list of values:



Articles per page: 5 10 25 50 100 



As you may remember from the "Design " section, the configuration element has a pageSize attribute that will be used as default for this PageSize DropDownList . If the value saved in the config file is not already present in the list, it will be appended and selected dynamically. This is handled in the code-behind file. The remainder of the page contains a GridView for listing the articles. It needs an ObjectDataSource that uses the Article class as a business object, and its GetArticles and DeleteArticle methods are used to select and delete articles. Because it uses pagination, you must also specify the method that returns the total number of articles: GetArticleCount . The overload of GetArticles used in this situation is the one that takes a Boolean value indicating whether you want all the articles or only published ones, the ID of the parent category, the index of the first row to retrieve, and the page size. You don't have to specify the last two parameters explicitly — they are implicitly added and their value filled in when the control has the EnablePaging property set to true . The ID of the parent category is set to the selected value of the ddlCategories DropDownList . Finally, the publishedOnly parameter is set to true by default, but this can be changed from the code-behind according to a custom property added to the user control, which you'll see shortly. This is the code for the ObjectDataSource : 



Next we'll cover the GridView that displays articles. Generally, a GridView is used to display data with a tabular format. In this case, however, we're building a single-column grid of type TemplateField , which shows the article's title, abstract, location, author, release date, and view count each on a separate line. We couldn't fit all these items on separate columns of the same line because some of them are very wide (title and abstract), so why not just use a Repeater or a DataList in this case? Because the GridView has built-in support for pagination, whereas the other two databound controls do not. The template also includes a Panel with ImageButton controls to delete and approve the article, and a link to AddEditArticle.aspx to edit the article. The Panel 's Visible property is bound to an expression that returns true (and thus makes the panel and its content visible) only if the current user is an administrator or an editor:  	  
 	       

 Rating: 
 Posted by: , on , in category " "




 Views: 
  Abstract: 
 
 



The two ImageButton controls use the OnClientClick property to specify a JavaScript Confirm dialog that will execute the postback only after an explicit user confirmation. This isn't done from the grid's RowCreated event as it is in the ManageCategories.aspx page because here the ImageButton controls are defined explicitly (and thus you can set their OnClientClick property directly from the markup code), while in the previous page the ImageButton was created dynamically by the CommandField column. The code for the Article rating is defined here also, and it's in a RatingDisplay control, whose Value property is bound to the Article 's AverageRating property. Finally, on the right side of the article's title there is an Image representing a key indicating that the article requires the user to login before viewing it. This image is only displayed when the article's OnlyForMembers property is true and the current user is anonymous.



The ArticleListing.ascx.cs Code-Behind File The ArticleListing code-behind classes define the properties described earlier in the "Design " section. They are just wrappers for private fields that are made persistent across postbacks by means of the SaveControlState and LoadControlState protected methods, which save and load the properties to and from the ControlState part of the control's ViewState (this is new functionality in ASP.NET 2.0): public partial class ArticleListing : System.Web.UI.UserControl { private bool _enableHighlighter = true; public bool EnableHighlighter { get { return _enableHighlighter; } set { _enableHighlighter = value; } } private bool _publishedOnly = true; public bool PublishedOnly { get { return _publishedOnly; } set {



_publishedOnly = value; objArticles.SelectParameters[ "publishedOnly"].DefaultValue = value.ToString(); } } private bool _showCategoryPicker = true; public bool ShowCategoryPicker { get { return _showCategoryPicker; } set { _showCategoryPicker = value; ddlCategories.Visible = value; lblCategoryPicker.Visible = value; lblSeparator.Visible = value; } } private bool _showPageSizePicker = true; public bool ShowPageSizePicker { get { return _showPageSizePicker; } set { _showPageSizePicker = value; ddlArticlesPerPage.Visible = value; lblPageSizePicker.Visible = value; } } private bool _enablePaging = true; public bool EnablePaging { get { return _enablePaging; } set { _enablePaging = value; gvwArticles.PagerSettings.Visible = value; } } private bool _userCanEdit = false; protected bool UserCanEdit { get { return _userCanEdit; } set { _userCanEdit = value; } } private string _userCountry = ""; private string _userState = ""; private string _userCity = ""; protected override void LoadControlState(object savedState) {



object[] ctlState = (object[])savedState; base.LoadControlState(ctlState[0]); this.EnableHighlighter = (bool)ctlState[1]; this.PublishedOnly = (bool)ctlState[2]; this.ShowCategoryPicker = (bool)ctlState[3]; this.ShowPageSizePicker = (bool)ctlState[4]; this.EnablePaging = (bool)ctlState[5]; } protected override object SaveControlState() { object[] ctlState = new object[6]; ctlState[0] = base.SaveControlState(); ctlState[1] = this.EnableHighlighter; ctlState[2] = this.PublishedOnly; ctlState[3] = this.ShowCategoryPicker; ctlState[4] = this.ShowPageSizePicker; ctlState[5] = this.EnablePaging; return ctlState; } // other event handlers here... }



The PublishedOnly property in the preceding code has a setter that, in addition to setting the _publishedOnly private field, sets the default value of the publishedOnly parameter for the objArticles ObjectDataSource 's Select method. The developer can plug the control into an end-user page and show only the published content by setting this property to true , or set it to false on an administrative page to show all the articles (published or not). The class also has event handlers for a number of events of the GridView control and the two DropDown Lists . In the Page_ Load event handler, you can preselect the category for the category list, whose ID is passed on the querystring, if any. Then you do then same for the page size list, taking the value from the Articles configuration; if the specified value does not exist in the list you can add it to the list and then select it. Finally, you execute the DataBind with the current category filter and page size: protected void Page_Load(object sender, EventArgs e) { if (!this.IsPostBack) { // preselect the category whose ID is passed in the querystring if (!string.IsNullOrEmpty(this.Request.QueryString["CatID"])) { ddlCategories.DataBind(); ddlCategories.SelectedValue = this.Request.QueryString["CatID"]; } // Set the page size as indicated in the config file. If an option for that // size doesn't already exist, first create and then select it. int pageSize = Globals.Settings.Articles.PageSize; if (ddlArticlesPerPage.Items.FindByValue(pageSize.ToString()) == null) { ddlArticlesPerPage.Items.Add(new ListItem(pageSize.ToString(), pageSize.ToString())); } ddlArticlesPerPage.SelectedValue = pageSize.ToString();



gvwArticles.PageSize = pageSize; gvwArticles.DataBind(); } }



If the user manually changes the page size, you need to change the GridView 's PageSize property and set the PageIndex to 0 so that the grid displays the first page (because the current page becomes invalid when the user selects a different page size) and rebind the data from the DropDownList 's SelectedIndexChanged event: protected void ddlArticlesPerPage_SelectedIndexChanged(object sender, EventArgs e) { gvwArticles.PageSize = int.Parse(ddlArticlesPerPage.SelectedValue); gvwArticles.PageIndex = 0; gvwArticles.DataBind(); }



When a category is selected from the DropDownList you don't have to do anything to set the new filter, because that's automatically done by the GridView 's ObjectDataSource . However, you must explicitly set the grid's page index to 0 because the current page index might be invalid with the new data (if, for example, there are no articles for the newly selected category, and you're on page 2). After setting the grid's page index you need to rebind the data: protected void ddlCategories_SelectedIndexChanged(object sender, EventArgs e) { gvwArticles.PageIndex = 0; gvwArticles.DataBind(); }



When the editor clicks the Delete command you don't need to do anything, because it's the grid's companion ObjectDatasource that calls the Article.DeleteArticle static method with the ID of the row's article. This doesn't happen for the Approve command, of course, because that's not a CRUD method supported by the ObjectDataSource , so you need to handle it manually. More specifically, you handle the GridView 's generic RowCommand event (raised for all types of commands, including Delete ). First you verify that the event was raised because of a click on the Approve command, then you retrieve the ID of the article to approve from the event's CommandArgument parameter, execute the Article.ApproveArticle method, and lastly rebind the data to the control: protected void gvwArticles_RowCommand(object sender, GridViewCommandEventArgs e) { if (e.CommandName == "Approve") { int articleID = int.Parse(e.CommandArgument.ToString()); Article.ApproveArticle(articleID); gvwArticles.DataBind(); } }



It is interesting to see how the articles that refer to events are highlighted to indicate that the article's location is close to the user's location. This is done in the grid's RowDataBound event, but only if the user is authenticated (otherwise her profile will not have the Country, State , and City properties) and if the control's EnableHighlighter property is true . The row is highlighted by applying a different CSS style class to the row itself. Remember that the article's



State and City properties might contain multiple names separated by a semicolon — the value is therefore split on the semicolon character and the user's state and city are searched in the arrays resulting from the split: protected void gvwArticles_RowDataBound(object sender, GridViewRowEventArgs e) { if (e.Row.RowType == DataControlRowType.DataRow && this.Page.User.Identity.IsAuthenticated && this.EnableHighlighter) { // hightlight the article row according to whether the current user's // city, state or country is found in the article's city, state or country Article article = (e.Row.DataItem as Article); if (article.Country.ToLower() == _userCountry) { e.Row.CssClass = "highlightcountry"; if (Array.IndexOf( article.State.ToLower().Split(‘;'), _userState) > -1) { e.Row.CssClass = "highlightstate"; if (Array.IndexOf( article.City.ToLower().Split(‘;'), _userCity) > -1) { e.Row.CssClass = "highlightcity"; } } } } }



The user's location is not retrieved directly from her profile in the preceding code because that would cause a read for each and every row. Instead, the user's country, state, and city are read only once from the profile, and saved in local variables. Page_Load cannot be used for this because the automatic binding done by the ObjectDataSource happens earlier, so we have to use the Page_Init event handler: protected void Page_Init(object sender, EventArgs e) { this.Page.RegisterRequiresControlState(this); this.UserCanEdit = (this.Page.User.Identity.IsAuthenticated && (this.Page.User.IsInRole("Administrators") || this.Page.User.IsInRole("Editors"))); try { if (this.Page.User.Identity.IsAuthenticated) { _userCountry = this.Profile.Address.Country.ToLower(); _userState = this.Profile.Address.State.ToLower(); _userCity = this.Profile.Address.City.ToLower(); } } catch (Exception) { } }



The ArticleListing user control is now complete and ready to be plugged into the ASPX pages.



The RatingDisplay.ascx Control The ArticleListing control uses a secondary user control that you haven't seen yet. It's the RatingDisplay.ascx user control, which shows an image representing the average rating of an article. Many sites use star icons for this, but TheBeerHouse, in keeping with its theme, uses glasses of beer for this rating! There are nine different images, representing one glass, one glass and a half, two glasses, two glasses and a half, and so on until we get to five full glasses. The proper image will be chosen according to the average rating passed in to the Value property's setter function. The markup code only defines an Image and a Label : 



All the code is in the code-behind's setter function, which determines which image to display based on the value: private double _value = 0.0; public double Value { get {return _value; } set { _value = value; if (_value >= 1) { lblNotRated.Visible = false; imgRating.Visible = true; imgRating.AlternateText = "Average rating: " + _value.ToString("N1"); string url = "~/images/stars{0}.gif"; if (_value 
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Editorial - Didier Astruc website 

Aug 11, 2011 - This journal is c The Royal Society of Chemistry and the Centre National ... molecular nanostructures ... Catalysis.4 Didier has also co-edited a.
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Website of Finance's Ministry 

18 mai 2016 - Rapports accompagnant la Loi de Finances 2015. Rapports d'Ã©xÃ©cution du budget 2015. DOCUMENTS. ArretÃ© NÂ° 180/PR/PM/MFB.
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Our baby (to cry) all day long? .... Present and circle the clue. 1. What lessons he (to have) on Tuesday mornings? ... Today he (to wear) a cap. .... Make a list of the frequency adverbs with their translation and tell why they are special.
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VOCABULAIRE : liver = foie, transplant = transplantation, nationâ€¢wide = dans le pays entier, appeal = appel, relief = soulagement, surgery = chirurgie ou ...
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29 avr. 2016 - Une rencontre entre les juges d'affiche pourrait être nécessaire afin de comparer les notes et sélectionner quatre lauréats pour les Prix ...
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He is cynical and vicious in his demand to make the girls decide who is going to die. He likes tormenting people before killing. That's the way he can feel ...
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The UMD TP53 database and website - The TP53 Website 

Nov 8, 2005 - The most striking example is that of tandem mutations, specifically ... reports is associated with a large number of problems that were difficult to detect .... resonance (NMR) spectroscopy suggests that mutations in the L3 domain can .
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