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Foreword You are probably reading this foreword with one of several things in mind. First, is this the right book for me, is the material current, and does the text reflect the final API? Second, what should I expect to learn and where should I start reading a book of this length? Many of the forewords I have seen will lead you through an amusing anecdote or story and then mention a little about the author, but then fail to leave you any wiser about the answer to those questions. So, to get straight to the point and to answer the second question first, this is a book that you can start from page one and read right through to the end. If you haven’t read any of Ivor Horton’s books before, you are in for a pleasant surprise. Ivor’s style is very accessible, which makes the content easy to follow and understand. I know, because I have read this book from cover to cover. This edition of Ivor Horton’s Beginning Java 2, JDK 5 Edition is based on the J2SE 5.0 platform. The J2SE 5.0 release is one of the most significant updates to the Java platform in many years and has been three years in the making. The release involved 160 experts worldwide, all working through the Java Community Process and focused on making the platform better for all developers. I have been involved with the project since day one as the Specification Lead for JSR 176, which defines the contents of J2SE 5.0. As such, I had a great interest in making sure that this book is accurate and matches the final API set. I’ve even compiled and run every code example twice, and there are a lot of great examples, as you will find out. So what can you expect to learn from this new edition? First, Ivor covers the basic programming blocks and gets you started with your first Java program. Ivor then introduces the Java language changes step by step, including the new generic types, the enhanced for loop, enumerated types, and many others. You will also get to use the new language changes in later chapters and learn some of the other nonlanguage features, such as XML DOM3 updates. So whether you are a new developer or already have some Java programming experience, you will gain the skills needed to work with the latest Java release. In closing, I encourage you to read and enjoy what JDK 5.0 has to offer and find out how easy using J2SE 5.0 really is. Calvin Austin J2SE 5.0 Specification Lead Sun Microsystems
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1 Introducing Java This chapter will give you an appreciation of what the Java language is all about. Understanding the details of what I’ll discuss in this chapter is not important at this stage; you will see all of the topics again in greater depth in later chapters of the book. The intent of this chapter is to introduce you to the general ideas that underpin what I’ll be covering through the rest of the book, as well as the major contexts in which Java programs can be used and the kind of program that is applicable in each context. In this chapter you will learn: ❑



The basic characteristics of the Java language



❑



How Java programs work on your computer



❑



Why Java programs are portable between different computers



❑



The basic ideas behind object-oriented programming



❑



How a simple Java program looks and how you can run it using the Java Development Kit



❑



What HTML is and how it is used to include a Java program in a web page



What Is Java All About? Java is an innovative programming language that has become the language of choice for programs that need to run on a variety of different computer systems. First of all, Java enables you to write small programs called applets. These are programs that you can embed in web pages to provide some intelligence. Being able to embed executable code in a web page introduces a vast range of exciting possibilities. Instead of being a passive presentation of text and graphics, a web page can be interactive in any way that you want. You can include animations, games, interactive transaction processing — the possibilities are almost unlimited.



Chapter 1 Of course, embedding program code in a web page creates special security requirements. As an Internet user accessing a page with embedded Java code, you need to be confident that it won’t do anything that might interfere with the operation of your computer, or damage the data you have on your system. This implies that execution of the embedded code must be controlled in such a way that it will prevent accidental damage to your computer environment, as well as ensure that any Java code that was created with malicious intent is effectively inhibited. Java implicitly incorporates measures to minimize the possibility of such occurrences arising with a Java applet. Java’s support for the Internet and network-based applications generally doesn’t end with applets. For example, Java Server Pages (JSP) provides a powerful means of building a server application that can dynamically create and download HTML pages to a client that are precisely customized for the specific request that is received. Of course, the pages that are generated by JSP can themselves contain Java applets. Java also allows you to write large-scale application programs that you can run unchanged on any computer with an operating system environment in which Java is supported. This applies to the majority of computers in use today. You can even write programs that will work both as ordinary applications and as applets. Java has matured immensely in recent years, particularly since the introduction of Java 2. The breadth of function provided by the standard core Java has grown incredibly. Java provides you with comprehensive facilities for building applications with an interactive graphical user interface (GUI), extensive image processing and graphics programming facilities, as well as support for accessing relational databases and communicating with remote computers over a network. Just about any kind of application can now be programmed effectively in Java, with the implicit plus of complete portability. Of course, Java is still developing and growing. Amongst a myriad of other enhancements, release 1.4 of Java added a major additional capability, the ability to read and write XML. Java 5.0, which followed release 1.4, adds further new facilities, including important new language features as well as significant additions to the class libraries. You’ll be learning about all of these in this book.



Features of The Java Language The most important characteristic of Java is that it was designed from the outset to be machine independent. You can run Java programs unchanged on any machine and operating system combination that supports Java. Of course, there is still the slim possibility of the odd glitch, as you are ultimately dependent on the implementation of Java on any particular machine, but Java programs are intrinsically more portable than programs written in other languages. An application written in Java will only require a single set of source code statements, regardless of the number of different computer platforms on which it is run. In any other programming language, the application will frequently require the source code to be tailored to accommodate different computer environments, particularly if an extensive graphical user interface is involved. Java offers substantial savings in time and resources in developing, supporting, and maintaining major applications on several different hardware platforms and operating systems. Possibly the next most important characteristic of Java is that it is object-oriented. The object-oriented approach to programming is also an implicit feature of all Java programs, so we will be looking at what this implies later in this chapter. Object-oriented programs are easier to understand and less timeconsuming to maintain and extend than programs that have been written without the benefit of using objects.
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Introducing Java Not only is Java object-oriented, but it also manages to avoid many of the difficulties and complications that are inherent in some other object-oriented languages, making it easy to learn and very straightforward to use. By and large, it lacks the traps and “gotchas” that arise in some other programming languages. This makes the learning cycle shorter, and you need less real-world coding experience to gain competence and confidence. It also makes Java code easier to test. Java has a built-in ability to support national character sets. You can write Java programs as easily for use in Greece or Japan as you can for English-speaking countries, always assuming you are familiar with the national languages involved, of course. You can even build programs from the outset to support several different national languages with automatic adaptation to the environment in which the code executes.



Learning Java Java is not difficult to learn, but there is a great deal to it. Although the Java language is very powerful, it is fairly compact, so acquiring an understanding of it will take less time than you think. However, there’s more to Java than just the language. To be able to program effectively in Java, you also need to understand the libraries that go with the language, and these are very extensive. In this book, the sequence in which you learn how the language works and how you apply it has been carefully structured so that you’ll gain expertise and confidence with programming in Java through a relatively easy and painless process. As far as possible, each chapter avoids the use of things you haven’t learned about already. A consequence, though, is that you won’t be writing Java applications with a GUI right away. While it may be an appealing idea, this would be a bit like learning to swim by jumping in the pool at the deep end. Generally speaking, there is good evidence that by starting in the shallow end of the pool and learning how to float before you try to swim, you’ll minimize the chance of drowning, and there is a high expectation that you’ll end up being a competent swimmer.



Java Programs As I have already noted, there are two basic kinds of programs you can write in Java. Programs that are to be embedded in a web page are called Java applets, and normal standalone programs are called Java applications. You can further subdivide Java applications into console applications, which only support character output to your computer screen (to the command line on a PC under Windows, for example), and windowed applications, which can create and manage multiple windows. The latter use the typical GUI mechanisms of window-based programs — menus, toolbars, dialogs, and so on. While you are learning the Java language basics, you will be using console applications as examples to illustrate how things work. These are applications that use simple command-line input and output. With this approach you can concentrate on understanding the specifics of the language, without worrying about any of the complexity involved in creating and managing windows. Once you are comfortable with using all the features of the Java language, you’ll move on to windowed applications and applet examples.



Learning Java — The Road Ahead Before starting out on any journey, it is always helpful to have an idea of where you’re heading and what route you should take, so let’s take a look at a brief road map of where you’ll be going with Java. There are five broad stages you’ll progress through in learning Java using this book:
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Chapter 1 1.



The first stage is this chapter. It sets out some fundamental ideas about the structure of Java programs and how they work. This includes such things as what object-oriented programming is all about and how an executable program is created from a Java source file. Getting these concepts straight at the outset will make learning to write Java programs that much easier for you.



2.



Next, you’ll learn how statements are put together, what facilities you have for storing basic data in a program, how you perform calculations, and how you make decisions based on the results of them. These are the nuts and bolts you need for the next stages.



3.



In the third stage, you’ll learn about classes — how you define them and how you can use them. Classes are blueprints for objects, so this is where you’ll learn the object-oriented characteristics of Java. By the time you are through this stage, you will have learned all the basics of how the Java language works, so you’ll be ready to progress further into how you can use it.



4.



In the fourth stage, you’ll learn how you can segment the activities that your programs carry out into separate tasks that can execute concurrently. This is particularly important for when you want to include several applets in a web page, and you don’t want one applet to have to wait for another to finish executing before it can start. You may want a fancy animation to continue running while you play a game, for example, with both programs sitting in the same web page.



5.



In the fifth stage, you’ll learn in detail how you implement an application or an applet with a graphical user interface, and how you handle interactions with the user in this context. This amounts to applying the capabilities provided by the Java class libraries. When you finish this stage, you will be equipped to write your own fully fledged applications and applets in Java.



At the end of the book, you should be a knowledgeable Java programmer. The rest is down to experience. Throughout this book I’ll be using complete examples to explore how Java works. You should create and run all of the examples, even the simplest, preferably by typing them in yourself. Don’t be afraid to experiment with them. If there is anything you are not quite clear on, try changing an example around to see what happens, or better still — write an example of your own. If you’re uncertain how some aspect of Java that you have already covered works, don’t look it up right away — try it out. Making mistakes is a very effective way to learn.



The Java Environment You can run Java programs on a wide variety of computers using a range of operating systems. Your Java programs will run just as well on a PC running any supported version of Microsoft Windows as it will on Linux or a Sun Solaris workstation. This is possible because a Java program does not execute directly on your computer. It runs on a standardized environment called the Java 2 Platform that has been implemented as software on a wide variety of computers and operating systems. The Java Platform consists of two elements — a software implementation of a hypothetical computer called the Java Virtual Machine (JVM) and the Java Application Programming Interface (Java API), which is a set of software components that provides the facilities you need to write a fully fledged interactive application in Java. A Java compiler converts the Java source code that you write into a binary program consisting of bytecodes. Bytecodes are machine instructions for the Java Virtual Machine. When you execute a Java program, a program called the Java interpreter inspects and deciphers the bytecodes for it, checks it out to
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Introducing Java ensure that it has not been tampered with and is safe to execute, and then executes the actions that the bytecodes specify within the Java Virtual Machine. A Java interpreter can run standalone, or it can be part of a web browser such as Netscape Navigator, Mozilla, or Microsoft Internet Explorer where it can be invoked automatically to run applets in a web page. Because your Java program consists of bytecodes rather than native machine instructions, it is completely insulated from the particular hardware on which it is run. Any computer that has the Java environment implemented will handle your program as well as any other, and because the Java interpreter sits between your program and the physical machine, it can prevent unauthorized actions in the program from being executed. In the past, there has been a penalty for all this flexibility and protection in the speed of execution of your Java programs. An interpreted Java program would typically run at only one-tenth of the speed of an equivalent program using native machine instructions. With present Java machine implementations, much of the performance penalty has been eliminated, and in programs that are not computation intensive — which is usually the case with the sort of program you would want to include in a web page, for example — you really wouldn’t notice this anyway. With the JVM that is supplied with the current Java 2 Development Kit (JDK) available from the Sun web site, there are very few circumstances where you will notice any appreciable degradation in performance compared to a program compiled to native machine code.



Java Program Development For this book you need the Java 2 Platform, Standard Edition (J2SE) version 5.0 or later. You can download the JDK from Sun for a variety of hardware platforms and operating systems, either directly from the Sun Java web site at http://java.sun.com (for Windows, Solaris, and Linux operating systems) or from sites that you can link to from there. The JDK you’ll be using is available from http://java. sun.com/j2se. Versions of the Java Development Kit for Mac OS X are available from http:// devworld.apple.com/java/. Note that J2SE 5.0 succeeded J2SE 1.4. Normally, release 1.5 would have followed release 1.4, but it was decided to identify it as release 5.0 in recognition of the significance of the new features that are introduced by release 5.0 and the maturity of the product. Code module names in release 5.0 still use the denotation 1.5.0 so expect to see folder names incorporating 1.5.0 rather than 5.0, and you’ll see 1.5.0 popping up in a few other places too, so don’t let this confuse you. One aspect of terminology also causes confusion sometimes — the Java Development Kit has been referred to at various times as the JDK — the Java Development Kit — and as the SDK — the Software Development Kit. The current usage with release 5.0 is JDK but with release 1.4 it was SDK, so if you see SDK this generally means the same as JDK. Just for consistency, I’ll use JDK to refer to any Java Development Kit in the book. To create the Java program source files that you will use with the JDK, you’ll need a plaintext editor. Any editor will do as long as it does not introduce formatting codes into the contents of a file. Quite a number of shareware and freeware editors around are suitable, some of which are specific to Java, and you should have no trouble locating one. I find the JCreator editor is particularly good. There’s a free version and a fee version with more functionality, but the free version is perfectly adequate for learning. You can download a free copy from http://www.jcreator.com. A good place to start looking if you want to investigate what other program text editors are available is the http://www.download.com web site.
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Chapter 1 A number of excellent professional Java program development environments are available, including products from Sun, Borland, Metrowerks, and Symantec. These all provide very friendly environments for creating and editing your Java source code and compiling and debugging your programs. These are powerful tools for the experienced programmer, but for learning Java using this book, I recommend that you resist the temptation to use any of these, especially if you are relatively new to programming. Instead, stick to using the JDK from Sun together with a suitable simple program text editor for creating your source code. So why am I suggesting that you will be better off not using a tool that makes programming easier and faster? There are several reasons. Firstly, the professional development systems tend to hide a lot of things you need to get to grips with so that you have a full understanding of how Java works. Secondly, the pro development environments are geared to managing complex applications with a large amount of code, which introduces complexity that you really are better off without while you are learning. Virtually all commercial Java development systems provide prebuilt facilities of their own to speed development. While this is very helpful for production program development, it really does get in the way when you are trying to learn Java. A further consideration is that productivity features supported by a commercial Java development are sometimes tied to a specific version of the Java 2 Platform. This means that some features of the latest version of Java may not work. The professional Java development tools are intended primarily for knowledgeable and experienced programmers, so start with one when you get to the end of the book. Having said that, if you really do prefer to work with a commercial Java development system for whatever reason, and you have problems with running a particular example from the book, try it out with the JDK from the command line. The chances are good it will work okay.



Installing the JDK You can obtain detailed instructions on how to install the JDK for your particular operating system from the Sun web site, so I won’t go into all the variations for different systems here. However, you should watch out for a few things that may not leap out from the pages of the installation documentation. First of all, the JDK and the documentation are separate, and you install them separately. The JDK for Windows is available in two versions — as a web install where components are downloaded incrementally, and as a full download of an .exe file that you just execute to start installation. The documentation for the JDK consists of a large number of HTML files structured in a hierarchy that are distributed in a ZIP archive. You will find it easier to install the JDK first, followed by the documentation. If you install the JDK to drive C: under Windows, the directory structure shown in Figure 1-1 will be created. The jdk1.5.0 directory in Figure 1-1 is sometimes referred to as the root directory for Java. In some contexts it is also referred to as the Java home directory. The actual root directory name may have the release version number appended, in which case the actual directory name will be of the form jdk1.5.0_n where n is a release number, so in the first maintenance release, it will be jdk1.5.0_01, for example. The sample directory contains sample applications that use JNLP, which is the Java Network Launching Protocol that is used for executing applications or applets from a network server without the need for a browser or the need to download and install the code. You don’t need to worry about the contents of most of these directories, at least not when you get started, but you should add the path for the jdk1.5.0\bin directory to the paths defined in your PATH environment variable. That way you will be able to run the compiler and the interpreter from anywhere without having to specify the path to it. If you installed the JDK to C:, then you need to add the path C:\jdk1.5.0\bin.
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Introducing Java Root directory Contains a src.zip file that contains the source code files for the standard library classes



jdk1.5.0



bin



demo



include



sample



Compiler Interpreter + other executables



Subdirectories containing demo code



C header files for native code



JNLP samples



jre



lib



Java runtime



Files used by executables



bin



lib



Executables for runtime



Class libaries



Figure 1-1



A word of warning — if you have previously installed a commercial Java development product, check that it has not modified your PATH environment variable to include the path to its own Java executables. If it has, when you try to run the Java compiler or interpreter, you are likely to get the versions supplied with the commercial product rather that those that came with the JDK. One way to fix this is to remove the path or paths that cause the problem. If you don’t want to remove the paths that were inserted for the commercial product, you will have to use the full path specification when you want to run the compiler or interpreter from the JDK. The jre directory contains the Java Runtime facilities that are used when you execute a Java program. The classes in the Java libraries are stored in the jre\lib directory. They don’t appear individually though. They are all packaged up in the archive, rt.jar. Leave this alone. The Java Runtime takes care of retrieving what it needs from the archive when your program executes. The CLASSPATH environment variable is a frequent source of problems and confusion to newcomers to Java. The current JDK does NOT require CLASSPATH to be defined, and if it has been defined by some other Java version or system, it is likely to cause problems. Commercial Java development systems and versions of the Java Development Kit prior to 1.2 may well define the CLASSPATH environment variable, so check to see whether CLASSPATH has been defined on your system. If it has and you no longer have whatever defined it installed, you should delete it. If you have to keep the CLASSPATH environment variable — maybe because you want to keep the system that defined it or you share the machine with someone who needs it — you will have to use a command-line option to define CLASSPATH temporarily whenever you compile or execute your Java code. We will see how to do this a little later in this chapter. If you want the JDK documentation installed in the hierarchy shown in Figure 1-1, then you should now extract the documentation from the archive to the root directory. This corresponds to C:\jdk1.5.0 if you installed the JDK to your C: drive. This will create a new subdirectory, docs, to the root directory, and install the documentation files in that. To look at the documentation, you just open the index.html file that is in the docs subdirectory.



Extracting the Source Code for the Class Libraries The source code for the class libraries is included in the archive src.zip that you’ll find in the jdk1.5.0 root directory. Once you have learned the basics of the Java language, browsing this source is very educational, and it can also be helpful when you are more experienced with Java in giving a better
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Chapter 1 understanding of how things work — or when they don’t, why they don’t. You can extract the source files from the archive using the Winzip utility, the JAR utility that comes with the JDK, or any other utility that will unpack .zip archives — but be warned — there’s a lot of it, and it takes a while! Extracting the contents of src.zip to the root directory \jdk1.5.0 creates a new subdirectory, src, and installs the source code in subdirectories to this. To look at the source code for a particular class, just open the .java file that you are interested in using any plaintext editor.



Compiling a Java Program Java source code is always stored in files with the extension .java. Once you have created the source code for a program and saved it in a .java file, you need to process the source using a Java compiler. Using the compiler that comes with the JDK, you would make the directory that contains your Java source file the current directory, and then enter the following command: javac MyProgram.java



Here, javac is the name of the Java compiler, and MyProgram.java is the name of the program source file. This command assumes that the current directory contains your source file. If it doesn’t, the compiler won’t be able to find your source file. It also assumes that the source file corresponds to the Java language as defined in the current version of the JDK. There is a command-line option, -source, that you can use to specify the Java language version, so for JDK 5.0, the command above to execute the compiler is equivalent to: javac -source 5 MyProgram.java



Note that you can also use 1.5 as the value with the source command-line option, in which case you could write the command like this: javac -source 1.5 MyProgram.java



In practice you can ignore the -source command-line option unless you are compiling a Java program that was written using an older version of the JDK. For example, to compile code written for JDK 1.4 you would write: javac -source 1.4 oldSourceCode.java



Here’s a simple program you can try out the compiler on: public class MyProgram { public static void main(String[] args) { System.out.println(“Rome wasn’t burned in a day!”); } }



This just outputs a line of text to the command line. As this is just to try out the compiler, I won’t explain how the program works at this point. Of course, you must type the code in exactly as shown and save the source file as MyProgram.java. If you have made any mistakes the compiler will issue error messages.
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Introducing Java If you need to override an existing definition of the CLASSPATH environment variable — perhaps because it has been set by a Java development system you have installed — the command would be: javac -classpath . MyProgram.java



The value of CLASSPATH follows the -classpath specification and here it is just a period. This defines just the path to the current directory, whatever that happens to be. This means that the compiler looks for your source file or files in the current directory. If you forget to include the period, the compiler will not be able to find your source files in the current directory. If you include the -classpath . commandline option in any event, it will do no harm. Note that you should avoid storing your source files within the directory structure that was created for the JDK, as this can cause problems. Set up a separate directory of your own to hold the source code for a program and keep the code for each program in its own directory. Assuming your program contains no errors, the compiler generates a bytecode program that is the equivalent of your source code. The compiler stores the bytecode program in a file with the same name as the source file, but with the extension .class. Java executable modules are always stored in a file with the extension .class. By default, the .class file will be stored in the same directory as the source file. The command-line options we have introduced here are by no means all the options you have available for the compiler. You will be able to compile all of the examples in the book just knowing about the options we have discussed. There is a comprehensive description of all the options within the documentation for the JDK. You can also specify the -help command-line option to get a summary of the standard options you can use. If you are using some other product to develop your Java programs, you will probably be using a much more user-friendly, graphical interface for compiling your programs that won’t involve entering commands such as that shown above. However, the file name extensions for your source file and the object file that results from it will be just the same.



Executing a Java Application To execute the bytecode program in the .class file with the Java interpreter in the JDK, you make the directory containing the .class file current and enter the command: java -enableassertions MyProgram



Note that we use just the name MyProgram to identify the program, not the name of the file generated by the compiler, MyProgram.class. It is a common beginner’s mistake to use the latter by analogy with the compile operation. If you put a .class file extension on MyProgram, your program won’t execute, and you will get an error message: Exception in thread “main” java.lang.NoClassDefFoundError: MyProgram/class



While the compiler expects to find the name of your source file, the java interpreter expects the name of a class, which is MyProgram in this case, not the name of a file. The MyProgram.class file contains the MyProgram class. We will explain what a class is shortly.
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Chapter 1 The -enableassertions option is necessary for JDK 5.0 programs that use assertions, and since you will be using assertions once you have learned about them it’s a good idea to get into the habit of always using this option. You can abbreviate the -enableassertions option to -ea if you wish. If you want to override an existing CLASSPATH definition, the option is the same as with the compiler. You can also abbreviate -classpath to -cp with the compiler or the Java interpreter. Here’s how the command would look: java -ea -cp . MyProgram



To execute your program, the Java interpreter analyzes and then executes the bytecode instructions. The Java Virtual Machine is identical in all computer environments supporting Java, so you can be sure your program is completely portable. As we already said, your program will run just as well on a Unix Java implementation as it will on that for Microsoft Windows, Solaris, Linux, OS/2, or any other operating system that supports Java. (Beware of variations in the level of Java supported though. Some environments, such as the Macintosh, tend to lag a little, so implementations for Java 2 will typically be available later than under Windows or Solaris.)



Executing an Applet The Java compiler in the JDK will compile both applications and applets. However, an applet is not executed in the same way as an application. You must embed an applet in a web page before it can be run. You can then execute it either within a Java 2-enabled web browser, or by using the appletviewer, a bare-bones browser provided as part of the JDK. It is a good idea to use the appletviewer to run applets while you are learning. This ensures that if your applet doesn’t work, it is almost certainly your code that is the problem, rather than some problem in integration with the browser. If you have compiled an applet and included it in a web page stored as MyApplet.html in the current directory on your computer, you can execute it by entering the command: appletviewer MyApplet.html



So how do you put an applet in a web page?



The Hypertext Markup Language The Hypertext Markup Language, or HTML as it is commonly known, is used to define a web page. When you define a web page as an HTML document, it is stored in a file with the extension .html. An HTML document consists of a number of elements, and each element is identified by tags. The document will begin with and end with . These delimiters, and , are tags, and each element in an HTML document will be enclosed between a similar pair of tags between angle brackets. All element tags are case-insensitive, so you can use uppercase or lowercase, or even a mixture of the two, but by convention they are capitalized so they stand out from the text. Here is an example of an HTML document consisting of a title and some other text: This is the title of the document 
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Introducing Java You can put whatever text you like here. The body of a document can contain all kinds of other HTML elements, including Java applets. Note how each element always begins with a start tag identifying the element, and ends with an end tag that is the same as the start tag but with a slash added. The pair of tags around ‘Java applets’ in the previous sentence will display the text as bold. 



There are two elements that can appear directly within the element, a element and a element, as in the example above. The element provides information about the document, and is not strictly part of it. The text enclosed by the element tags that appears here within the element will be displayed as the window title when the page is viewed. Other element tags can appear within the element, and they include tags for headings, lists, tables, links to other pages, and Java applets. There are some elements that do not require an end tag because they are considered to be empty. An example of this kind of element tag is 
, which specifies a horizontal rule, a line across the full width of the page. You can use the 
 tag to divide up a page and separate one type of element from another.



Adding an Applet to an HTML Document For many element tag pairs, you can specify an element attribute in the starting tag that defines additional or qualifying data about the element. This is how a Java applet is identified in an tag. Here is an example of how you might include a Java applet in an HTML document: A Simple Program 
 



The two shaded lines between tags for horizontal lines specify that the bytecodes for the applet are contained in the file MyFirstApplet.class. The name of the file containing the bytecodes for the applet is specified as the value for the code attribute in the tag. The other two attributes, width and height, define the width and height of the region on the screen that will be used by the applet when it executes. These always have to be specified to run an applet. Here is the Java source code for a simple applet: import javax.swing.JApplet; import java.awt.Graphics; public class MyFirstApplet extends JApplet { public void paint(Graphics g) { g.drawString(“To climb a ladder, start at the bottom rung”, 20, 90); } }
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Chapter 1 Note that Java is case-sensitive. You can’t enter public with a capital P — if you do, the program won’t compile. This applet just displays a message when you run it. The mechanics of how the message gets displayed are irrelevant here — the example is just to illustrate how an applet goes into an HTML page. If you compile this code and save the previous HTML page specification in the file MyFirstApplet.html in the same directory as the Java applet code, you can run the applet using appletviewer from the JDK with the command: appletviewer MyFirstApplet.html



This will display a window something like that shown in Figure 1-2:



Figure 1-2



In this particular case, the window is produced by Internet Explorer under Windows XP. Under other operating systems and browsers it is likely to look a little different. Since the height and width of the window for the applet are specified in pixels, the physical dimensions of the window will depend on the resolution and size of your monitor. This example should work by default with Internet Explorer since the installation process for the JDK will install the Java plug-in for you. If it doesn’t work, check the Internet Options . . . on the Tools menu for Internet Explorer. On the Advanced tab you should find an option titled “Use JRE v1.5.0 for (requires restart)”; make sure this option is checked. If you use Mozilla 1.x or Netscape 7.x, follow the instruction given in the installation documentation for the JDK to enable the plug-in.



Object-Oriented Programming in Java As I said at the beginning of this chapter, Java is an object-oriented language. When you use a programming language that is not object-oriented, you must express the solution to every problem essentially in terms of numbers and characters — the basic kinds of data that you can manipulate in the language. In an object-oriented language like Java, things are different. Of course, you still have numbers and characters to work with — these are referred to as the primitive data types — but you can define other kinds of entities that are relevant to your particular problem. You solve your problem in terms of the entities or objects that occur in the context of the problem. This not only affects how a program is structured, but also the terms in which the solution to your problem is expressed. If your problem concerns baseball
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Introducing Java players, your Java program is likely to have BaseballPlayer objects in it; if you are producing a program dealing with fruit production in California, it may well have objects that are Oranges in it. Apart from seeming to be an inherently sensible approach to constructing programs, object-oriented programs are usually easier to understand. In Java almost everything is an object. If you haven’t delved into object-oriented programming before, or maybe because you have, you may feel this is a bit daunting. But fear not. Objects in Java are particularly easy. So easy, in fact, that you are going to start out by understanding some of the ideas behind Java objects right now. In that way you’ll be on the right track from the outset. This doesn’t mean you are going to jump in with all the precise nitty-gritty of Java that you need for describing and using objects. You are just going to get the concepts straight at this point. You’ll do this by taking a stroll through the basics using the odd bit of Java code where it helps the ideas along. All the code that you use here will be fully explained in later chapters. Concentrate on understanding the notion of objects first. Then you can ease into the specific practical details as you go along.



So What Are Objects? Anything can be thought of as an object. Objects are all around you. You can consider Tree to be a particular class of objects: trees in general. The notion of a Tree in general is a rather abstract concept — although any tree fits the description, it is more useful to think of more specific types of tree. Hence, the Oak tree in my yard which I call myOak, the Ash tree in your yard which you call thatDarnedTree, and a generalSherman, the well-known redwood, are actual instances of specific types of tree, subclasses of Tree that in this case happen to be Oak, Ash, and Redwood. Note how we drop into the jargon here — class is a term that describes a specification for a collection of objects with common properties. Figure 1-3 shows some classes of trees and how you might relate them. A class is a specification, or blueprint — expressed as a piece of program code — that defines what goes to make up a particular sort of object. A subclass is a class that inherits all the properties of the parent class, but that also includes extra specialization. Particular classes of Tree, such as Oak or Ash, have all the characteristics of the most general type, Tree; otherwise, they could not be considered to be such. However, each subclass of Tree, such as Oak, has its own characteristics that differentiate Oak objects from other types of Tree. Of course, you define a class specification to fit what you want to do in your application context. There are no absolutes here. For my trivial problem, the specification of a Tree class might just consist of its species name and its height. If you are an arboriculturalist, then your problem with trees may require a much more complex class, or more likely a set of classes, that involves a mass of arboreal characteristics. Every object that your program will use will have a corresponding class definition somewhere for objects of that type. This is true in Java as well as in other object-oriented languages. The basic idea of a class in programming parallels that of classifying things in the real world. It is a convenient and welldefined way to group things together. An instance of a class is a technical term for an existing object of that class. Ash is a specification for a type of object, and yourAsh is an object constructed to that specification. So, yourAsh would be an instance of the class Ash. Once you have a class defined, then you can come up with objects, or instances, of that class. This raises the question of what differentiates an object of a given class from an object of another class, an Ash class object, say, from a Redwood object. In other words, what sort of information defines a class?
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derived from



derived from derived from



Ash Create instance



Redwood



Create instance



Oak



Objects of a class Tree will have a given set of properties in common. Each object of the class will have its own values for these properties.



Objects of type Ash



myAsh



yourAsh



Figure 1-3



What Defines a Class of Objects? You may have already guessed the answer. A class definition identifies all the parameters that define an object of that particular class, at least, so far as your needs go. Someone else might define the class differently, with a larger or smaller set of parameters to define the same sort of object — it all depends on what you want to do with the class. You decide what aspects of the objects you include to define that particular class of object, and you choose them depending on the kinds of problems that you want to address using the objects of the class. Let’s think about a specific class of objects. If you were defining a class Hat, for example, you might use just two parameters in the definition. You could include the type of hat as a string of characters such as “Fedora” or “Baseball cap” and its size as a numeric value. The parameters that define an object of a class are referred to as instance variables
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Introducing Java or attributes of a class, or class fields. The instance variables can be basic types of data such as numbers, but they can also be other class objects. For example, the name of a Hat object could be of type String — the class String defines objects that are strings of characters. Of course there are lots of other things you could include to define a Hat if you wanted to, color, for example, which might be another string of characters such as “Blue”. To specify a class you just decide what set of attributes meet your requirements, and those are what you use. This is called data abstraction in the parlance of the object-oriented aficionado because you just abstract the attributes you want to use from the myriad possibilities for a typical object. In Java the definition of the class Hat would look something like this: class Hat { // Stuff defining the class in detail goes here. // This could specify the name of the hat, the size, // maybe the color, and whatever else you felt was necessary. }



The name of the class follows the word class, and the details of the definition appear between the curly braces.



Because the word class has this special role in Java it is called a keyword, and it is reserved for use only in this context. There are lots of other keywords in Java that you will pick up as we go along. You just need to remember that you must not use any of them for any other purposes.



I won’t go into the detail of how the class Hat is defined, since you don’t need it at this point. The lines appearing between the braces above are not code; they are actually program comments, because they begin with two successive forward slashes. The compiler will ignore anything on a line that follows two successive forward slashes in your Java programs, so you’ll use this to add explanations to your programs. Generally, the more useful comments you can add to your programs, the better. You will see in Chapter 2 that there are other ways you can write comments in Java. Each object of your class will have a particular set of values defined that characterize that particular object. You could have an object of type CowboyHat, which might be defined by values such as “Stetson” for the type of the hat, “White” for the color, and the size as 7. This is illustrated in Figure 1-4. Although Figure 1-4 shows CowboyHat objects defined by a set of three values that you would not normally expect to change for a given instance, in general the parameter values that define an object are not necessarily fixed. You would expect the type and size attributes for a particular CowboyHat object to stay fixed since hats don’t usually change their size — at least, not unless it’s raining — but you could have other attributes, as illustrated in Figure 1-5. You might have a parameter owner, which would record the owner’s name, so the value stored as the attribute owner could be changed when the hat was sold or otherwise transferred to someone else. You might also have a parameter hatOn, for example, which would indicate whether the hat was on or off the owner’s head; the value true would indicate that the owner was indeed wearing the hat, whereas the value false would mean that the hat had been removed and was just lying about somewhere.
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type: Stetson color: White size: 6 class CowboyHat { String type; String color; int size;



Class instances



{ type: Stetson color: Gray size: 7



Figure 1-4



owner: Jed type: Stetson color: White size: 6 hatOn: false class CowboyHat { String owner; String type; Class String color; instances int size; boolean hatOn; {



Figure 1-5
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owner: Slim type: Stetson color: Gray size: 7 hatOn: true



Introducing Java



Operating on Objects In spite of what you might think looking at Figure 1-5, a class object is not just a collection of various items of data. In addition to the parameters that characterize an object, a class specifies what you can do with an object of the class — that is, it defines the operations that are possible on objects of the class. Clearly, for objects to be of any use in a program, you need to decide what you can do with them. The operations that you specify for objects of a given type will depend on what sort of objects you are talking about, the attributes they contain, and how you intend to use them. For the CowboyHat class in Figure 1-5, you may want to have operations that you could refer to as putHatOn and takeHatOff, which would have meanings that are fairly obvious from their names, and do make sense for CowboyHat objects. These operations on a particular CowboyHat object would set the value of hatOn for the object. To determine whether your CowboyHat was on or off, you would just need to look at this value. Conceivably, you might also have an operation changeOwner by which you could set the instance variable recording the current owner’s name to a new value. Figure 1-6 shows two operations applied in succession to a CowboyHat object.



owner: TimB type: Stetson color: White size: 7 hatOn: false



owner: JonF type: Stetson color: White size: 7 hatOn: true
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ch owner: JonF type: Stetson color: White size: 7 hatOn: false



Figure 1-6
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Chapter 1 Of course, for each type of object you can have any operation that makes sense for you. If you want to have a shootHoleIn operation for Hat objects, that’s no problem. You just have to define what that operation does to an object. You are probably wondering at this point how an operation for a class is defined. As you’ll see in detail a bit later, it boils down to a self-contained block of program code called a method that is identified by the name you give to it. You can pass data items — which can be integers, floating-point numbers, character strings, or class objects — to a method, and these will be processed by the code in the method. A method may also return a data item as a result. Performing an operation on an object amounts to executing the method that defines that operation for the object.



Of course, the only operations you can perform on an instance of a particular class are those defined within the class, so the usefulness and flexibility of a class is going to depend on the thought that you give to its definition. We will be looking into these considerations more in Chapter 5.



Just so you’ll recognize one when you see it, let’s take a look at an example of a complete class definition. The code for the class CowboyHat we have been talking about might be as illustrated in Figure 1-7. class CowboyHat {



The braces enclose the class definition



// Name of current owner private String owner; // Stores the hat size private int size; private boolean hatOn=false; // Records whether a hat is on or off



These specify the attributes for the class



// Constructor to create a Hat object public Hat(String person, int theSize) { size = theSize; // Set the hat size owner = person; // Set the hat owner }



This is a special method that creates Hat objects



// Method to put the hat on public void putHatOn() { hatOn = true; // Record hat status as on }



These braces enclose the code for the method putHatOn()



// Method to put the hat on public void putHatOn() { hatOn = false; // Record hat status as off } // Method to change the owner public void changeOwner(String newOwner) { owner = newOwner; } // Method to get the hat size public int getSize() { return size; // Return the size of the hat } }



Figure 1-7
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These are the other class methods



Introducing Java This code would be saved in a file with the name CowboyHat.java. The name of a file that contains the definition of a class is always the same as the class name, and the extension will be .java to identify that the file contains Java source code. The code for the class definition appears between the braces that follow the identification for the class, as shown in Figure 1-7. The code for each of the methods in the class also appears between braces. The class has three instance variables, owner, size, and hatOn, and this last variable is always initialized as false. Each object that is created according to this class specification will have its own independent copy of each of these variables, so each object will have its own unique values for the owner, the hat size, and whether the hat is on or off. I omitted the type parameter in this version of the class to make the code a little bit shorter. The keyword private, which has been applied to each instance variable, ensures that only code within the methods of the class can access or change the values of these directly. Methods of a class can also be specified as private. Being able to prevent access to some members of a class from outside is an important facility. It protects the internals of the class from being changed or used incorrectly. Someone using your class in another program can get access only to the bits to which you want them to have access. This means that you can change how the class works internally without affecting other programs that may use it. You can change any of the things inside the class that you have designated as private, and you can even change the code inside any of the public methods, as long as the method name and the number and types of values passed to it or returned from it remain the same. Our CowboyHat class also has five methods, so you can do five different things with a CowboyHat object. One of these is a special method called a constructor, which creates a CowboyHat object — this is the method with the name, CowboyHat, that is the same as the class name. The items between the parentheses that follow the name of the constructor specify data that is to be passed to the method when it is executed — that is, when a CowboyHat object is created.



In practice you might need to define a few other methods for the class to be useful; you might want to compare CowboyHat objects for example, to see if one was larger than another. However, at the moment you just need to get an idea of how the code looks. The details are of no importance here, as you’ll return to all this in Chapter 5.



Java Program Statements As you saw in the CowboyHat class example, the code for each method in the class appears between braces, and it consists of program statements. A semicolon terminates each program statement. A statement in Java can spread over several lines if necessary, since the end of each statement is determined by the semicolon, not by the end of a line. Here is a Java program statement: hatOn = false;



If you wanted to, you could also write this as: hatOn = false;



19



Chapter 1 You can generally include spaces and tabs, and spread your statements over multiple lines to enhance readability if it is a particularly long statement, but sensible constraints apply. You can’t put a space in the middle of a name for instance. If you write hat On, for example, the compiler will read this as two words.



Encapsulation At this point we can introduce another bit of jargon you can use to impress or bore your friends — encapsulation. Encapsulation refers to the hiding of items of data and methods within an object. This is achieved by specifying them as private in the definition of the class. In the CowboyHat class, the instance variables owner, type, size, and hatOn were encapsulated. They were accessible only through the methods defined for the class. Therefore, the only way to alter the values they contain is to call a method that does that. Being able to encapsulate members of a class in this way is important for the security and integrity of class objects. You may have a class with data members that can take on only particular values. By hiding the data members and forcing the use of a method to set or change the values, you can ensure that only legal values are set. I mentioned earlier another major advantage of encapsulation — the ability to hide the implementation of a class. By allowing only limited access to the members of a class, you have the freedom to change the internals of the class without necessitating changes to programs that use the class. As long as the external characteristics of the methods that can be called from outside the class remain unchanged, the internal code can be changed in any way that you, the programmer, want. A particular object, an instance of CowboyHat, incorporates, or encapsulates, the owner, the size of the object, and the status of the hat in the instance variable hatOn. Only the constructor, and the putHatOn(), takeHatOff(), changeOwner(), and getSize() methods can be accessed externally.



Whenever I am referring to a method in the text, I will add a pair of parentheses after the method name to distinguish it from other things that have names. Some examples of this appear in the preceding paragraph. A method always has parentheses in its definition and in its use in a program, as you’ll see, so it makes sense to represent it in this way in the text.



Classes and Data Types Programming is concerned with specifying how data of various kinds is to be processed, massaged, manipulated, or transformed. Since classes define the types of objects that a program will work with, you can consider defining a class to be the same as defining a data type. Thus, Hat is a type of data, as is Tree, and any other class you care to define. Java also contains a library of standard classes that provide you with a whole range of programming tools and facilities. For the most part then, your Java program will process, massage, manipulate, or transform class objects. There are some basic types of data in Java that are not classes, and these are called primitive types. I will go into these in detail in the next chapter, but they are essentially data types for numeric values such as 99 or 3.75, for single characters such as A or ?, and for logical values that can be true or false. Java also has classes that correspond to each of the primitive data types for reasons that you will see later on, so
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Introducing Java there is an Integer class that defines objects that encapsulate integers, for example. Every entity in your Java program that is not of a primitive data type will be an object of a class — either a class that you define yourself, a class supplied as part of the Java environment, or a class that you obtain from somewhere else, such as from a specialized support package.



Classes and Subclasses Many sets of objects that you might define in a class can be subdivided into more specialized subsets that can also be represented by classes, and Java provides you with the capability to define one class as a more specialized version of another. This reflects the nature of reality. There are always lots of ways of dividing a cake — or a forest. Conifer, for example, could be a subclass of the class Tree. The Conifer class would have all the instance variables and methods of the Tree class, plus some additional instance variables and/or methods that make it a Conifer in particular. You refer to the Conifer class as a subclass of the class Tree, and the class Tree as a superclass of the class Conifer. When you define a class such as Conifer using another class such as Tree as a starting point, the class Conifer is said to be derived from the class Tree, and the class Conifer inherits all the attributes of the class Tree.



Advantages of Using Objects As I said at the outset, object-oriented programs are written using objects that are specific to the problem being solved. Your pinball machine simulator may well define and use objects of type Table, Ball, Flipper, and Bumper. This has tremendous advantages, not only in terms of easing the development process and making the program code easier to understand, but also in any future expansion of such a program. Java provides a whole range of standard classes to help you in the development of your program, and you can develop your own generic classes to provide a basis for developing programs that are of particular interest to you. Because an object includes the methods that can operate on it as well as the data that defines it, programming using objects is much less prone to error. Your object-oriented Java programs should be more robust than the equivalent in a procedural programming language. Object-oriented programs take a little longer to design than programs that do not use objects since you must take care in the design of the classes that you will need, but the time required to write and test the code is sometimes substantially less than that for procedural programs. Object-oriented programs are also much easier to maintain and extend.



Java Program Structure Let’s summarize how a Java program is structured: ❑



A Java program always consists of one or more classes.



❑



You typically put the program code for each class in a separate file, and you must give each file the same name as that of the class that is defined within it.



❑



A Java source file name must have the extension .java.
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Chapter 1 Thus your file containing the class Hat will be called Hat.java and your file containing the class BaseballPlayer must have the file name BaseballPlayer.java. A typical program consists of several files as illustrated in Figure 1-8.



class MyProgram {



class Coat {



//Class definition }



//Class definition }



MyProgram.Java



class Shoe { //Class definition }



Coat.java



class Sock { //Class definition }



Shoe.java



class Hat { //Class definition }



Sock.java



Hat.java



The complete program consists of 5 files



Figure 1-8



This program clearly majors on apparel, with four of the five classes representing clothing. Each source file contains a class definition, and all of the files that go to make up the program are stored in the same directory. The source files for your program contain all the code that you wrote, but this is not everything that is ultimately included in the program. There is also code from the Java standard class library, so let’s take a peek at what that can do.



Java’s Class Library A library in Java is a collection of classes — usually providing related facilities — that you can use in your programs. The Java class library provides you with a whole range of goodies, some of which are essential for your programs to work at all, and some of which make writing your Java programs easier. To say that the standard class library covers a lot of ground would be something of an understatement, so I won’t be going into it in detail here; however, you will be looking into how to apply many of the facilities it provides throughout the book. Since the class library is a set of classes, it is stored in sets of files where each file contains a class definition. The classes are grouped together into related sets that are called packages, and each package is stored in a separate directory. A class in a package can access any of the other classes in the package. A class in another package may or may not be accessible. We will learn more about this in Chapter 5. The package name is based on the path to the directory in which the classes belonging to the package are stored. Classes in the package java.lang for example are stored in the directory path java\lang (or java/lang under Unix). This path is relative to a particular directory that is automatically known by the Java run-time environment that executes your code. You can also create your own packages that will contain classes of your own that you want to reuse in different contexts, and that are related in some way. The JDK includes a growing number of standard packages — well over 100 the last time I counted. Some of the packages you will meet most frequently are:



22



Introducing Java Package Name



Description



java.lang



These classes support the basic language features and the handling of arrays and strings. Classes in this package are always available directly in your programs by default because this package is always automatically loaded with your program.



java.io



Classes for data input and output operations.



java.util



This package contains utility classes of various kinds, including classes for managing data within collections or groups of data items.



javax.swing



These classes provide easy-to-use and flexible components for building graphical user interfaces (GUIs). The components in this package are referred to as Swing components.



java.awt



Classes in this package provide the original GUI components (JDK 1.1) as well as some basic support necessary for Swing components.



java.awt.geom



These classes define two-dimensional geometric shapes.



java.awt.event



The classes in this package are used in the implementation of windowed applications to handle events in your program. Events are things like moving the mouse, pressing the left mouse button, or clicking on a menu item.



As noted previously, you can use any of the classes from the java.lang package in your programs by default. To use classes from the other packages, you typically use import statements to identify the names of the classes that you need from each package. This allows you to reference the classes by the simple class name. Without an import statement you would need to specify the fully qualified name of each class from a package each time you refer to it. As we will see in a moment, the fully qualified name for a class includes the package name as well as the basic class name. Using fully qualified class names would make your program code rather cumbersome, and certainly less readable. It would also make them a lot more tedious to type in. You can use an import statement to import the name of a single class from a package into your program, or all the class names. The two import statements at the beginning of the code for the applet you saw earlier in this chapter are examples of importing a single class name. The first was: import javax.swing.JApplet;



This statement imports the JApplet class name that is defined in the javax.swing package. Formally, the name of the JApplet class is not really JApplet — it is the fully qualified name javax.swing.JApplet. You can use the unqualified name only when you import the class or the complete package containing it into your program. You can still reference a class from a package even if you don’t import it though — you just need to use the full class name, javax.swing.JApplet. You could try this out with the applet you saw earlier if you like. Just delete the two import statements from the file and use the full class names in the program. Then recompile it. It should work the same as before. Thus, the fully qualified name for a class is the name of the package in which it is defined, followed by a period, followed by the name given to the class in its definition.
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Chapter 1 You could import the names of all the classes in the javax.swing package with the statement: import javax.swing.*;



The asterisk specifies that all the class names are to be imported. Importing just the class names that your source code uses makes compilation more efficient, but when you are using a lot of classes from a package you may find it more convenient to import all the names. This saves typing reams of import statements for one thing. We will do this with examples of Java code in the book to keep the number of lines to a minimum. However, there are risks associated with importing all the names in a package. There may be classes with names that are identical to names you have given to your own classes, which would obviously create some confusion when you compile your code.



You will see more on how to use import statements in Chapter 5, as well as more about how packages are created and used, and you will be exploring the use of classes from the standard packages in considerable depth throughout the book.



As I indicated earlier, the standard classes do not appear as files or directories on your hard disk. They are packaged up in a single compressed file, rt.jar, that is stored in the jre/lib directory. This directory is created when you install the JDK on your computer. A .jar file is a Java archive — a compressed archive of Java classes. The standard classes that your executable program requires are loaded automatically from rt.jar, so you don’t have to be concerned with it directly at all.



Java Applications Every Java application contains a class that defines a method called main(). The name of this class is the name that you use as the argument to the Java interpreter when you run the application. You can call the class whatever you want, but the method which is executed first in an application is always called main(). When you run your Java application, the method main() will typically cause methods belonging to other classes to be executed, but the simplest possible Java application program consists of one class containing just the method main(). As you will see below, the main() method has a particular fixed form, and if it is not of the required form, it will not be recognized by the Java interpreter as the method where execution starts. You can see how this works by taking a look at just such a Java program. You need to enter the program code using your favorite plaintext editor, or if you have a Java development system with an editor, you can enter the code for the example using that. When you have entered the code, save the file with the same name as that used for the class and with the extension .java. For this example the file name will be OurFirstProgram.java. The code for the program is shown in Figure 1-9 The program consists of a definition for a class I have called OurFirstProgram. The class definition contains only one method, the method main(). The first line of the definition for the method main() is always of the form: public static void main(String[] args)
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This is the definition of the class OurFirstProgram. The class definition only contains the method main(). public class OurFirstProgram { public static void main(String[] args) { System.out.print1n("Krakatoa, EAST of Java??"); } }



This is the definition of the method main(). The keyword public indicates it is globally accessible. The keyword static ensures it is accessible even though no objects of the class exist. The keyword void indicates it does not return a value. Figure 1-9



The code for the method appears between the pair of curly braces. This version of the method has only one executable statement: System.out.println(“Krakatoa, EAST of Java??”);



So what does this statement do? Let’s work through it from left to right: ❑



System is the name of a standard class that contains objects that encapsulate the standard I/O



devices for your system — the keyboard for command-line input and command-line output to the display. It is contained in the package java.lang, so it is always accessible just by using the simple class name System. ❑



The object out represents the standard output stream — the command line on your display screen — and is a data member of the class System. The member, out, is a special kind of member of the System class. Like the method main() in our OurFirstProgram class, it is static. This means that out exists even though there are no objects of type System (more on this in forthcoming chapters). Using the class name, System, separated from the member name out by a period — System.out — references the out member.



❑



The bit at the rightmost end of the statement, println(“Krakatoa, EAST of Java??”), calls the println() method that belongs to the object out, and that outputs the text string that appears between the parentheses to your display. This demonstrates one way in which you can call a class method — by using the object name followed by the method name, with a period
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Chapter 1 separating them. The stuff between the parentheses following the name of a method is information that is passed to the method when it is executed. As we said, for println() it is the text we want to output to the command line. For completeness, the keywords public, static, and void that appear in the method definition are explained briefly in the annotations to the program code, but you need not be concerned if these still seem a bit obscure at this point. I will be coming back to them in much more detail in Chapter 5. You can compile this program using the JDK compiler with the command javac OurFirstProgram.java



or with the -classpath option specified: javac –classpath . OurFirstProgram.java



If it didn’t compile, there’s something wrong somewhere. Here’s a checklist of possible sources of the problem: ❑



You forgot to include the path to the jdk1.5.0\bin directory in your PATH, or maybe you did not specify the path correctly. This will result in your operating system not being able to find the javac compiler that is in that directory.



❑



You made an error typing in the program code. Remember Java is case-sensitive, so OurfirstProgram is not the same as OurFirstProgram, and of course, there must be no spaces in the class name. If the compiler discovers an error, it will usually identify the line number in the code where the error was found. In general, watch out for confusing zero, 0, with a small letter o, or the digit one, 1, with the small letter l. All characters such as periods, commas, and semicolons in the code are essential and must be in the right place. Parentheses, (), curly braces, {}, and square brackets, [], always come in matching pairs and are not interchangeable.



❑



The source file name must match the class name exactly. The slightest difference will result in an error. It must have the extension .java.



Once you have compiled the program successfully, you can execute it with the command: java –ea OurFirstProgram



The -ea option is not strictly necessary since this program does not use assertions, but if you get used to putting it in, you won’t forget it when it is necessary. If you need the -classpath option specified: java –ea –classpath . OurFirstProgram



Assuming the source file compiled correctly, and the jdk1.5.0\bin directory is defined in your path, the most common reason for the program failing to execute is a typographical error in the class name, OurFirstProgram. The second most common reason is writing the file name, OurFirstProgram.class, in the command, whereas it should be just the class name, OurFirstProgram. When you run the program, it will display the text: Krakatoa, EAST of Java??
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Java and Unicode Programming to support languages that use anything other than the Latin character set has always been a major problem. There are a variety of 8-bit character sets defined for many national languages, but if you want to combine the Latin character set and Cyrillic in the same context, for example, things can get difficult. If you want to handle Japanese as well, it becomes impossible with an 8-bit character set because with 8 bits you have only 256 different codes so there just aren’t enough character codes to go round. Unicode is a standard character set that was developed to allow the characters necessary for almost all languages to be encoded. It uses a 16-bit code to represent a character (so each character occupies 2 bytes), and with 16 bits up to 65,535 non-zero character codes can be distinguished. With so many character codes available, there is enough to allocate each major national character set its own set of codes, including character sets such as Kanji, which is used for Japanese and which requires thousands of character codes. It doesn’t end there though. Unicode supports three encoding forms that allow up to a million additional characters to be represented. As you’ll see in Chapter 2, Java source code is in Unicode characters. Comments, identifiers (names in other words — see Chapter 2), and character and string literals can all use any characters in the Unicode set that represent letters. Java also supports Unicode internally to represent characters and strings, so the framework is there for a comprehensive international language capability in a program. The normal ASCII set that you are probably familiar with corresponds to the first 128 characters of the Unicode set. Apart from being aware that each character usually occupies 2 bytes, you can ignore the fact that you are handling Unicode characters in the main, unless of course you are building an application that supports multiple languages from the outset. I say each Unicode character usually occupies 2 bytes because Java supports Unicode 4.0, which allows 32-bit characters called surrogates. You might think that the set of 64K characters that you can represent with 16 bits would be sufficient, but it isn’t. Far-eastern languages such as Japanese, Korean, and Chinese alone involve more than 70,000 ideographs, and surrogates are used to represent characters that are not contained within the basic multilingual set that is defined by 16-bit characters.



Summar y In this chapter you’ve looked at the basic characteristics of Java, and how portability between different computers is achieved. I have also introduced you to the elements of object-oriented programming. There are bound to be some aspects of what I’ve discussed that you don’t feel are completely clear to you. Don’t worry about it. Everything I have discussed here I will be revisiting again in more detail later on in the book. The essential points I have covered in this chapter are: ❑



Java applets are programs that are designed to be embedded in an HTML document. Java applications are standalone programs. Java applications can be console programs that only support text output to the screen, or they can be windowed applications with a GUI.



❑



Java programs are intrinsically object-oriented.



❑



Java source code is stored in files with the extension .java.
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Chapter 1 ❑



Java programs are compiled to bytecodes, which are instructions for the Java Virtual Machine. The Java Virtual Machine is the same on all the computers on which it is implemented, thus ensuring the portability of Java programs.



❑



Java object code is stored in files with the extension .class.



❑



Java programs are executed by the Java interpreter, which analyses the bytecodes and carries out the operations they specify.



❑



The Java Development Kit (JDK) supports the compilation and execution of Java applications and applets.



Resources You can download the source code for the examples in this book from http://www.wrox.com. The source code download includes ancillary files, such as .gif files containing icons, for example, where they are used in the examples. I also include the solutions to the exercises that appear at the end of most chapters.
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2 Programs, Data, Variables, and Calculation In this chapter you’ll look at the entities in Java that are not objects — numbers and characters. This will give you all the elements of the language you need to perform numerical calculations, and you’ll apply these in a few working examples. In this chapter you’ll learn: ❑



How to declare and define variables of the basic integer and floating-point types



❑



How to write an assignment statement



❑



How integer and floating-point expressions are evaluated



❑



How to output data from a console program



❑



How mixed integer and floating-point expressions are evaluated



❑



What casting is and when you must use it



❑



What boolean variables are



❑



What determines the sequence in which operators in an expression are executed



❑



How to include comments in your programs



Data and Variables A variable is a named piece of memory that you use to store information in your Java program — a piece of data of some description. Each named piece of memory that you define in your program is able to store data only of one particular type. If you define a variable to store integers, for example, you can’t use it to store a value that is a decimal fraction, such as 0.75. If you’ve defined a



Chapter 2 variable that you use to refer to a Hat object, you can only use it to reference an object of type Hat (or any of its subclasses, as you’ll see in Chapter 6). Since the type of data that each variable can store is fixed, the compiler can verify that each variable you define in your program is not used in a manner or a context that is inappropriate to its type. If a method in your program is supposed to process integers, the compiler will be able to detect when you inadvertently try to use the method with some other kind of data — for example, a string or a numerical value that is not integral. Explicit data values that appear in your program are called literals. Each literal will also be of a particular type: 25, for example, is an integer literal of type int. I will go into the characteristics of the various types of literals that you can use as I discuss each variable type. Before you can use a variable you must specify its name and type in a declaration statement. Before I describe how you write a declaration for a variable, let’s consider what flexibility you have in choosing a name.



Naming Your Variables The name that you choose for a variable, or indeed the name that you choose for anything in Java, is called an identifier. An identifier can be any length, but it must start with a letter, an underscore (_), or a dollar sign ($). The rest of an identifier can include any characters except those used as operators in Java (such as +, –, or *), but you will be generally better off if you stick to letters, digits, and the underscore character. Java is case-sensitive, so the names republican and Republican are not the same. You must not include blanks or tabs in the middle of a name, so Betty May is out but you could have BettyMay or even Betty_May. Note that you can’t have 6Pack as a name since you cannot start a name with a numeric digit. Of course, you could use sixPack as an alternative. Subject to the restrictions I have mentioned, you can name a variable almost anything you like, except for two additional restraints — you can’t use keywords in Java as a name for something, and a name can’t be anything that could be interpreted as a constant value — as a literal, in other words. Keywords are words that are an essential part of the Java language. You saw some keywords in the previous chapter, and you will learn a few more in this chapter. If you’d like to know what they all are now, see the complete list in Appendix A. The restriction on constant values is there because, although it is obvious why a name can’t be 1234 or 37.5, constants can also be alphabetic, such as true and false, for example, which are literals of type boolean. Of course, the basic reason for these rules is that the compiler has to be able to distinguish between your variables and other things that can appear in a program. If you try to use a name for a variable that makes this impossible, then it’s not a legal name. Clearly, it makes sense to choose names for your variables that give a good indication of the sort of data they hold. If you want to record the size of a hat, for example, hatSize is not a bad choice for a variable name, whereas qqq would be a bad choice. It is a common convention in Java to start variable names with a lowercase letter and, where you have a name that combines several words, to capitalize the first letter of each word, as in hatSize or moneyWellSpent. You are in no way obliged to follow this convention but since almost all the Java world does, it helps to do so. If you feel you need more guidance in naming conventions (and coding conventions in general) take a look at http://www.javasoft.com/docs/codeconv/.
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Variable Names and Unicode Even though you may be entering your Java programs in an environment that stores ASCII characters, all Java source code is in Unicode. Although the original source code that you create may be ASCII, it is converted to Unicode characters internally, before it is compiled. While you can write any Java language statement using ASCII, the fact that Java supports Unicode provides you with immense flexibility. It means that the identifiers that you use in your source program can use any national language character set that is defined within the Unicode character set, so your programs can use French, Greek, or Russian variable names, for example, or even names in several different languages, as long as you have the means to enter them in the first place. The same applies to character data that your program defines.



Variables and Types As I mentioned earlier, each variable that you declare can store values only of a type consistent with the data type of that variable. You specify the type of a particular variable by using a type name in the variable declaration. For instance, here’s a statement that declares a variable that can store integers: int numberOfCats;



The data type in this case is int and the variable name is numberOfCats. The semicolon marks the end of the statement. The variable, numberOfCats, can only store values of type int. Of course, int is a keyword. Many of your variables will be used to reference objects, but let’s leave those on one side for the moment, as they have some special properties. The only things in Java that are not objects are variables that correspond to one of eight basic data types, defined within the language. These fundamental types are referred to as primitive types, and they allow you to define variables for storing data that fall into one of three categories: ❑



Numeric values, which can be either integer or floating point



❑



Variables that store the code for a single Unicode character



❑



Logical variables that can assume the values true or false



All of the type names for the basic variable types are keywords in Java so you must not use them for other purposes. Let’s take a closer look at each of the primitive data types and get a feel for how you can use them.



Integer Data Types There are four types of variables that you can use to store integer data. All of these are signed; that is, they can store both negative and positive values. The four integer types differ in the range of values they can store, so the choice of type for a variable depends on the range of data values you are likely to need.
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Chapter 2 The four integer types in Java are: Data Type



Description



byte



Variables of this type can have values from -128 to +127 and occupy 1 byte (8 bits) in memory



short



Variables of this type can have values from -32768 to 32767 and occupy 2 bytes (16 bits) in memory



int



Variables of this type can have values from -2147483648 to 2147483647 and occupy 4 bytes (32 bits) in memory



long



Variables of this type can have values from -9223372036854775808 to 9223372036854775807 and occupy 8 bytes (64 bits) in memory



Although I said the choice of type depends on the range of values that you want to be able to store, in practice you’ll be using variables of type int or type long to store integers most of the time, for reasons that I’ll explain a little later. Let’s take a look at declarations of variables of each of these types: byte smallerValue; short pageCount; int wordCount; long bigValue;



Each of these statements declares a variable of the type specified. The range of values that can be stored by each integer type in Java, as shown in the preceding table, is always the same, regardless of what kind of computer you are using. This is also true of the other primitive types that you will see later in this chapter and has the rather useful effect that your program will execute in the same way on computers that may be quite different. This is not necessarily the case with other programming languages. Of course, although I have expressed the range of possible values for each type as decimal values, integers are stored internally as binary numbers, and it is the number of bits available to store each type that determines the maximum and minimum values, as shown in Figure 2-1. For each of the binary numbers shown here, the leftmost bit is the sign bit, marked with an s. When the sign bit is 0 the number is positive, and when it is 1 the number is negative. Binary negative numbers are represented in what is called 2’s complement form. If you are not familiar with this, you will find an explanation of how it works in Appendix B.
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max 0 1 1 1 1 1 1 1 s



byte



min 1 0 0 0 0 0 0 0 s



max 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 s



short



min 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 s



max 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 s



int



min 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 s



max 0 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 s



long



min 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0



Figure 2-1



Integer Literals An integer variable stores an integer value, so before you get to use integer variables you need to understand how you write integer values of various types. As I said earlier, a value of any kind in Java is referred to as a literal. So 1, 10.5, and “This is text” are all examples of literals. Any integer literal that you specify as a sequence of decimal digits is of type int by default. Thus 1, -9999, and 123456789 are all literals of type int. If you want to define an integer literal of type long, you need to append an L to the value. The values 1L, -9999L, and 123456789L are all of type long. You can also use a lowercase letter l, but don’t — it is too easily confused with the digit 1. You are perhaps wondering how you specify literals of type byte or short. Because of the way integer arithmetic works in Java, they just aren’t necessary in the main. You’ll see a couple of instances where an integer literal may be interpreted by the compiler as type byte or short later in this chapter, but these situations are the exception. You can also specify integer literals to base 16 — in other words, as hexadecimal numbers. Hexadecimal literals in Java have 0x or 0X in front of them and follow the usual convention of using the letters A to F (or a to f) to represent digits with values 10 to 15, respectively. In case you are a little rusty on hexadecimal values, here are some examples:
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Chapter 2 0x100



1 * 162 + 0 * 161 + 0 * 160 3



2



1



which is 256 in decimal 0



0x1234



1 * 16 + 2 * 16 + 3 * 16 + 4 * 16



which is 4660 in decimal



0xDEAF



13 * 163 + 14 * 162 + 10 * 161 + 15 * 160



which is 57007 in decimal



0xCAB



12 * 162 + 10 * 161 + 11 * 160



which is 3243 in decimal



If you are not familiar with hexadecimal numbers, you can find an explanation of how these work in Appendix B. All the hexadecimal literals in the preceding table are of type int. If you want to specify a hexadecimal literal of type long, you must append L to the literal just as with decimal literals. For example, 0x0FL is a hexadecimal literal that is equivalent to the decimal value 15. There is a further possibility for integer literals — you can also define them as octal values, which is to base 8, and legal digits in an octal literal can be from 0 to 7. You write literals that are octal numbers with a leading zero, so 035 and 067 are examples of octal numbers. Each octal digit defines 3 bits, so this number base was used a lot more frequently in the days when machines used words of lengths that were a multiple of 3 bits to store a number. You will rarely find it necessary to use octal numbers these days, but you should take care not to use them by accident. If you put a leading zero at the start of an integer literal, the Java compiler will think you are specifying an octal value. Unless one of the digits is greater than 7, which results in the compiler flagging it as an error, you won’t know that you have done this.



Declaring Integer Variables As you saw earlier, you can declare a variable of type long with the statement: long bigOne;



This statement is a declaration for the variable bigOne. This specifies that the variable bigOne will store a value of type long. When this statement is compiled, 8 bytes of memory will be allocated for the variable bigOne. Java does not automatically initialize a variable such as this. If you want your variables to have an initial value rather than a junk value left over from when the memory was last used, you must specify your own value in the declaration. To declare and initialize the variable bigOne to 2999999999, you just write: long bigOne = 2999999999L;



The variable will be set to the value following the equal sign. It is good practice to always initialize your variables when you declare them. Note that if you try to use a variable in a calculation that has not had a value assigned to it, your program will not compile. There are also circumstances where the compiler cannot determine whether or not a variable has been initialized before it is used if you don’t initialize it when you declare it, even though it may be obvious to you that it has been. This will also be flagged as an error, but if you get into the habit of always initializing variables when you declare them, you’ll avoid all of these problems. You can declare a variable just about anywhere in your program, but you must declare each variable before you use it in a calculation. The placement of the declaration has an effect on whether a particular variable is accessible at a given point in a program, and we will look deeper into the significance of this in the next chapter. Broadly, you should group related variable declarations together, immediately before the block of code that uses them.
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Programs, Data, Variables, and Calculation You can declare and define multiple variables in a single statement. For example: long bigOne = 999999999L, largeOne = 100000000L;



Here I have declared two variables of type long. A comma separates each variable from the next. You can declare as many variables as you like in a single statement, although it is usually better to stick to declaring one variable in each statement, as it helps to make your programs easier to read. A possible exception occurs with variables that are closely related — an (x,y) coordinate pair representing a point, for example, which you might reasonably declare as: int xCoord = 0, yCoord = 0;



// Point coordinates



On the same line as the declaration of these two variables, we have a comment following the double slash, explaining what they are about. The compiler ignores everything from the double slash (//) until the end of the line. Explaining in comments what your variables are for is a good habit to get into, as it can be quite surprising how something that was as clear as crystal when you wrote it transmogrifies into something as clear as mud a few weeks later. You can add comments to your programs in other ways that we will see a little later in this chapter. You can also spread a single declaration over several lines if you want. This also can help to make your program more readable. For example: int miles furlongs yards feet



= = = =



0, 0, 0, 0;



// One mile is 8 furlongs // One furlong is 220 yards // One yard is 3 feet



This defines four variables of type int in a single statement with the names miles, furlongs, yards, and feet. Each variable has 0 as its initial value. Naturally, you must be sure that an initializing value for a variable is within the range of the type concerned; otherwise, the compiler will complain. Your compiler is intelligent enough to recognize that you can’t get a quart into a pint pot, or, alternatively, a long constant into a variable of type int, short, or byte. Because the statement is spread over four lines, I am able to add a comment on each of the first three lines to explain something about the variable that appears on it. To complete the set of variables that store integers you can declare and initialize a variable of type byte and one of type short with the following two statements: byte luckyNumber = 7; short smallNumber = 1234;



Here the compiler can deduce that the integer literals are to be of type byte and short, respectively, and convert the literals to the appropriate type. It is your responsibility to make sure the initial value will fit within the range of the variable that you are initializing. If it doesn’t, the compiler will reject the statement and output an error message. Most of the time you will find that variables of type int will cover your needs for dealing with integers, with type long being necessary now and again when you have some really big integer values to deal with. Variables of type byte and short do save a little memory, but unless you have a lot of values of these types to store, that is, values with a very limited range, they won’t save enough to be worth worrying about. They also introduce complications when you use them in calculations, as you’ll see shortly, so
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Chapter 2 generally you should not use them unless it is absolutely necessary. Of course, when you are reading data from some external source, a disk file for instance, you’ll need to make the type of variable for each data value correspond to what you expect to read.



Floating-Point Data Types Numeric values that are not integral are stored as floating-point numbers. A floating-point number has a fixed number of digits of accuracy but with a very wide range of values. You get a wide range of values, even though the number of digits is fixed, because the decimal point can “float.” For example, the values 0.000005, 500.0, and 5000000000000.0 can be written as 5×10-6, 5×102, and 5×1012 respectively — you have just one digit 5 but you get three different numbers by moving the decimal point around. There are two primitive floating-point types in Java, type float and type double. These give you a choice in the number of digits precision available to represent your data values, and in the range of values that can be accommodated: Data Type



Description



float



Variables of this type can have values from -3.4E38 (-3.4 * 1038) to +3.4E38 (+3.4 * 1038) and occupy 4 bytes in memory. Values are represented with approximately 7 decimal digits accuracy.



double



Variables of this type can have values from -1.7E308 (-1.7 * 10308) to +1.7E308 (+1.7 * 10308) and occupy 8 bytes in memory. Values are represented with approximately 17 decimal digits accuracy. The smallest non-zero value that you can have is roughly (4.9 * 10–324.



All floating-point operations and the definitions for values of type float and type double conform to the IEEE 754 standard.



As with integer calculations, floating-point calculations in Java will produce the same results on any computer.



Floating-Point Literals Floating-point literals are of type double by default, so 1.0 and 345.678 are both of type double. When you want to specify a value of type float, you just append an f, or an F, to the value, so 1.0f and 345.678F are both literals of type float. If you are new to programming it is important to note that you must not include commas as separators when specifying numerical values in your program code. Where you might normally write a value as 99,786.5, in your code you must write it without the comma, as 99786.5. When you need to write very large or very small floating-point values, you will usually want to write them with an exponent — that is, as a decimal value multiplied by a power of 10. You can do this in Java
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Programs, Data, Variables, and Calculation by writing the number as a decimal value followed by an E, or an e, preceding the power of 10 that you require. For example, the distance from the Earth to the Sun is approximately 149,600,000 kilometers, more conveniently written as 1.496E8. Since the E (or e) indicates that what follows is the exponent, this is equivalent to 1.496 * 108. At the opposite end of the scale, the mass of an electron is around 0.0000000000000000000000000009 grams. This is much more convenient, not to say more readable, when it is written as 9.0E-28 grams.



Declaring Floating-Point Variables You declare floating-point variables in a similar way to what you’ve already used for integers. You can declare and initialize a variable of type double with the following statement: double sunDistance = 1.496E8;



This declares the variable with the name sunDistance and initializes it with the appropriate value. Declaring a variable of type float is much the same. For example: float electronMass = 9E-28F;



This defines and initializes the variable electronMass. You can, of course, declare more than one variable of a given type in a single statement: float hisWeight = 185.2F, herWeight = 108.5F;



Remember that you must put the F or f at the end of literals of type float. If you leave it out, the literal will be of type double, and the compiler won’t convert it automatically to type float.



Fixing the Value of a Variable Sometimes you will declare and initialize a variable with a value that should never change. For example: int feet_per_yard = 3; double mm_per_inch = 25.4;



Both these values should be fixed. There are always 3 feet to a yard, and an inch will always be 25.4 millimeters. Although they are fixed values for which you could use a literal in calculations, it is very convenient to store them in a variable because using suitable names makes it clear in your program what they mean. If you use the value 3 in your program code it could mean anything — but the name feet_per_yard leaves no doubt as to what it is. However, ideally you’d like to prevent these variables from varying if possible. Accidental changes to the number of feet in a yard could make the results of your program suspect to say the least. Java provides you with a way to fix the value of any variable by using the final keyword when you declare it. For example: final int FEET_PER_YARD = 3; final double MM_PER_INCH = 25.4;



// Constant values // that cannot be changed
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Chapter 2 The final keyword specifies that the value of a variable is final and must not be changed. The compiler will check your code for any violations of this and flag them as errors. I’ve used uppercase letters for the names of the variables here because it is a convention in Java to write constants in this way. This makes it easy to see which variables are defined as constant values. Obviously, any variable you declare as final must have an initial value assigned, as you can’t specify it later. Now that you know how to declare and initialize variables of the basic types, you are nearly ready to write a program. You just need to look at how you express the calculations you want carried out, and you store the results.



Arithmetic Calculations You store the result of a calculation in a variable by using an assignment statement. An assignment statement consists of three elements: the name of the variable where you want the result stored; the assignment operator, =, which indicates that this is indeed an assignment operation; and an arithmetic expression that defines the calculation you want to perform. The whole thing is terminated by a semicolon that marks the end of the assignment statement. Here’s a simple example of an assignment statement: numFruit = numApples + numOranges;



// Calculate the total fruit



When this statement executes, the value of the expression to the right of the assignment operator, =, is calculated, and the result is stored in the variable that appears to the left of the = sign. In this case, the values stored in the variables numApples and numOranges are added together, and the result is stored in the variable numFruit. Of course, you would have to declare all three variables before this statement. Incrementing a variable by a given amount is a common requirement in programming. Look at the following assignment statement: numApples = numApples + 1;



The result of evaluating the expression on the right of the = is one more than the value of numApples. This result is stored back in the variable numApples, so the overall effect of executing the statement is to increment the value in numApples by 1. You will see an alternative, more concise, way of producing the same effect shortly. You can write multiple assignments in a single statement. Suppose you have three variables a, b, and c that you have defined to be of type int, and you want to set all three to 777. You can do this with the statement: a = b = c = 777;



Note that an assignment is different from initialization in a declaration. Initialization causes a variable to have the value of the constant that you specify when it is created. An assignment involves copying data from one place in memory to another. For the preceding assignment statement, the compiler will have allocated some memory (4 bytes) to store the constant 777 as type int. This value will then be copied to the variable c. The value in c will be extracted and copied to b. Finally, the value in b will be copied to a. (However, strictly speaking, the compiler may optimize these assignments when it compiles the code to
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Programs, Data, Variables, and Calculation reduce the inefficiency of performing successive assignments of the same value in the way I have described.) With simple assignments of a constant value to a variable of type short or byte, the constant will be stored as the type of the variable on the left of the =, rather than type int. For example: short value = 0; value = 10;



Here you have a declaration statement for the variable value, followed by an assignment statement. When the declaration executes, it will allocate space for the variable value, and arrange for its initial value to be 0. The assignment statement that follows the declaration statement needs to have 10 available as an integer literal of type short, occupying 2 bytes, because value is of type short. The value 10 will then be copied to the variable value. Now let’s look in more detail at how you perform calculations with integers.



Integer Calculations The basic operators you use in calculations involving integers are +, -, *, and /, and these have the usual meanings — add, subtract, multiply, and divide, respectively. Each of these is a binary operator; that is, they combine two operands to produce a result — 2 + 3 for example will result in 5. An operand is just the term for a value to which an operator is applied. The priority or precedence that applies when an expression using these operators is evaluated is the same as you learned at school, so multiplication and division operations are executed before any addition or subtraction. Evaluating the expression: 20 – 3 * 3 – 9 / 3



will produce the value 8, since it is equivalent to 20 – 9 – 3. As you will also have learned in school, you can use parentheses in arithmetic calculations to change the sequence of operations. Expressions within parentheses are always evaluated first, starting with the innermost when they are nested, so you use parentheses to override the default sequence of operations. Therefore, the expression (20 – 3) * (3 – 9) / 3



is equivalent to 17 * (-6) / 3, which results in -34. Of course, you use these operators with variables that store integer values as well as integer literals. You could calculate a value to be stored in a variable, area, of type int from values stored in the variables length and width, also of type int, by writing: area = length*width;



As I said earlier, these arithmetic operators are binary operators, so called because they require two operands. There are also unary versions of the + and – operators that apply to a single operand to the right of the operator. Note that the unary – operator is not just a sign, as in a literal such as –345; it is an operator that has an effect. When applied to a variable, it results in a value that has the opposite sign to
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Chapter 2 that of the value stored in the variable. For example, if the variable count has the value -10, the expression –count has the value +10. Of course, applying the unary + operator to the value of a variable results in the same value. Let’s try out some simple arithmetic in a working console application.



Try It Out



Apples and Oranges (or Console Yourself)



Key in the code for this example and save it in a file with the name Fruit.java. You will remember from the previous chapter that each source file will contain a class definition, and that the name of the file will be the same as that of the class with the extension .java. Store the file in a directory that is separate from the hierarchy containing the JDK. You can give the directory any name that you want, even the name Fruit if that helps to identify the program that it contains. public class Fruit { public static void main(String[] args) { // Declare and initialize three variables int numOranges = 5; // Count of oranges int numApples = 10; // Count of apples int numFruit = 0; // Count of fruit numFruit = numOranges + numApples; // Calculate the total fruit count // Display the result System.out.println(“A totally fruity program”); System.out.println(“Total fruit is “ + numFruit); } }



Just to remind you, to compile this program using the JDK, first make sure that the current directory is the one containing your source file and then execute the following command: javac Fruit.java



As I noted in the previous chapter, you may need to use the -classpath option if the CLASSPATH environment variable has been defined. If there are no errors, this will generate a file, Fruit.class, in the same directory, and this file contains the bytecodes for the program. To execute the program you invoke the Java interpreter with the class name for your application program: java -ea Fruit
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Programs, Data, Variables, and Calculation In some Java development environments, the output may not be displayed long enough for you to see it. If this is the case, you can add a few lines of code to get the program to wait until you press Enter before it ends. The additional lines to do this are shown shaded in the following listing: import java.io.IOException; // For code that delays ending the program public class FruitWait { public static void main(String[] args) { // Declare and initialize three variables int numOranges = 5; // Count of oranges int numApples = 10; // Count of apples int numFruit = 0; // Count of fruit numFruit = numOranges + numApples; // Calculate the total fruit count // Display the result System.out.println(“A totally fruity program”); System.out.println(“Total fruit is “ + numFruit); // Code to delay ending the program System.out.println(“(press Enter to exit)”); try { System.in.read(); } catch (IOException e) { return; }



// Read some input from the keyboard // Catch the input exception // and just return



} }



I have changed the class name to FruitWait to distinguish it from the previous version of the program, so I can put it in a separate file in the code download for the book. I won’t go into this extra code here. If you need to, just put it in for the moment. You will understand exactly how it works later in the book. The stuff between the parentheses following main — that is, String[] args — provides a means of accessing data that is passed to the program from the command line when you run it. I will be going into this in detail later on in the book so you can just ignore it for now, though you must always include it in the first line of main(). If you don’t, the program will compile but won’t execute. All that additional code in the body of the main() method just waits until you press Enter before ending the program. If necessary, you can include this in all of your console programs to make sure they don’t disappear before you can read the output. It won’t make any difference to how the rest of the program works. I will defer discussing in detail what is happening in the bit of code that I have added until I get to explaining exceptions in Chapter 7.
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Chapter 2 If you run this program with the additional code, the output will be similar to the window in Figure 2-2.



Figure 2-2



The basic elements of the code in the original version of the program are shown in Figure 2-3.



42



Programs, Data, Variables, and Calculation The public keyword specifies that main() is accessible from outside of the class. The static keyword specifies that main() exists without any objects being defined.



public class Fruit {



public static void main(String args) {



The void keyword specifies that main() does not return a value.



// Declare and initialize three variables int numOranges=5; int numApples=10; int numFruit=0;



The body contains the executable code for main() and is between the braces.



numFruit = numOranges+numApples;



Execution starts with the first statement in the body of main(). // Calculate the total fruit



This displays the first output line.



System.out.println("A totally fruity program"); System.out.println("Total fruit is "+numFruit);



// Display the result



} }



This displays the second output line.



Figure 2-3



The program consists of just one class, Fruit, and just one method, main(). Execution of an application always starts at the first executable statement in the method main(). There are no objects of the class Fruit defined, but the method main() can still be executed because I have specified it as static. The method main() is always specified as public and static and with the return type void. The effects of these three keywords on the method are as follows: public



Specifies that the method is accessible from outside the Fruit class



static



Specifies that the method is a class method that is to be executable, even though no class objects have been created. (Methods that are not static can be executed only for a particular object of the class, as you’ll see in Chapter 5.)



void



Specifies that the method does not return a value



Don’t worry if these are not completely clear to you at this point — you will meet them all again later. The first three statements in main() declare the variables numOranges, numApples, and numFruit to be of type int and initialize them to the values 5, 10, and 0, respectively. The next statement adds the values stored in numOranges and numApples, and stores the result, 15, in the variable numFruit. We then generate some output from the program.
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Chapter 2 Producing Output The next two statements use the println() method, which displays text output. The statement looks a bit complicated but it breaks down quite simply, as Figure 2-4 shows.



This is the name of the class that contains the object out



This is a method in the object out



System.out.println("A totally fruity program");



This is a static variable in the class System



Whatever you specify between the parentheses is passed to the println() method and displayed



Figure 2-4



The text between double quotes, “A totally fruity program”, is a character string. Whenever you need a string constant, you just put the sequence of characters you want in the string between double quotes. You can see from the annotations above how you execute methods that belong to an object. Here we execute the method println(), which belongs to the object out, which, in turn, is a variable that is a static member of the class System. Because the object out is static, it exists even if there are no objects of type System in existence. This is analogous to the use of the keyword static for the method main(). Most objects in a program are not static members of a class though, so calling a method for an object typically just involves the object name and the method name. For instance, if you guessed, based on the last example, that to call the putHatOn() method for an object cowboyHat of the type Hat that I introduced in Chapter 1, you would write cowboyHat.putHatOn();



you would be right. Don’t worry if you didn’t though. We will be going into this again when we look at classes in detail. For the moment, any time you want to output something as text to the console, you will just write System.out.println( whateverWeWantToDisplay );



with whatever character string you want to display plugged in between the parentheses. Thus, the second statement in the example: System.out.println(“Total fruit is “ + numFruit);
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Programs, Data, Variables, and Calculation outputs the character string “Total fruit is “ followed by the value of numFruit converted to characters, which is 15. So what’s the + doing here — it’s obviously not arithmetic we are doing, is it? The addition operator has a special effect when used with operands that are character strings — it joins them together to produce a single string. But numFruit is not a string, is it? No, but the left operand, “Total fruit is “, is, and this causes the compiler to decide that the whole thing is an expression working on character strings. Therefore, the compiler inserts code that converts the value of the right operand, numFruit, to a character string to be compatible with the left operand. The effect of the + operation is to tack the string representation of the value of numFruit onto the end of the string “Total fruit is “. The composite string is then passed to the println() method to display it on your screen. Dashed clever, these compilers. If you wanted to output the value of numOranges as well, you could write: System.out.println(“Total fruit is “ + numFruit + “ and oranges = “ + numOranges);



Try it out by adding it to the program if you like. You should get the following output: Total fruit is 15 and oranges = 5



Integer Division and Remainders When you divide one integer by another and the result is not exact, any remainder is discarded, so the final result is always an integer. The division 3/2, for example, produces the result 1, and 11/3 produces the result 3. This makes it easy to divide a given quantity equally amongst a given number of recipients. To divide numFruit equally between four children, you could write: int numFruitEach = 0; numFruitEach = numFruit/4;



// Number of fruit for each child



The result of division when the operands are positive is fairly obvious. It’s the amount left over after dividing the right operand, called the divisor, into the left operand, referred to as the dividend, a whole number of times. The situation when either or both operands are negative deserves a little more exploration. If you divide 7 by -3, the result will be -2. Similarly, if you divide -10 by 4 the result is -2. If you divide -5 by -3 the result is +1. The magnitude of the result of dividing a value a, by a value b, is the same, regardless of the sign of the operands, but the sign of the result depends on the sign of the operands. The sign of the result will be positive when the operands both have the same sign and negative when the operands are of different signs and the divisor is not greater than the dividend (in which case the result is zero). There is one peculiar exception to this. When the divisor is a negative integer of the largest possible magnitude and the divisor is -1, the result is the same as the dividend, which is negative and therefore violates the rule. You can see why this is so by considering specifics. The value -2147483648 is the negative value of type int that has the largest magnitude. Dividing this by -1 should result in the value +2147483648, but the largest positive integer you can have as type int is 2147483647, so this result cannot be represented as type int. Therefore, the result is arbitrarily the original dividend, -2147483648.
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Chapter 2 Dividing by zero is something to be avoided. If you accidentally cause this to be attempted then your program will be terminated because an exception of type ArithmeticException will be thrown. You’ll learn what exceptions are and what you can do about them in Chapter 7. Of course, there are circumstances where you may want to obtain the remainder after a division, and on these occasions you can calculate the remainder using the modulus operator, %. If you wanted to know how many fruit were left after dividing the total by 4, you could write: int remainder = 0; remainder = numFruit%4;



// Calculate the remainder after division by 4



When either or both operands to the remainder operator are negative, the result may not seem to be obvious but keep in mind that it is related to the divide operation, so if you can work out what the result of a division will be, you can deduce the result of the remainder operation. You can get a clear idea of what happens by considering a few examples. The result of the operation 8 % (-3) is +2. This will be evident if you recall that from the earlier discussion of division you know that the result of 8 / (-3) is -2. If you multiply the result of the division by the divisor, (-2) * (-3), the result is +6, so a remainder of +2 makes sense. The expression (-8) % 3 produces -2, which again you can deduce from the result of (-8) / 3 being -2. You have to add -2 to the result of (-2) * 3 to get the original value, -8. Lastly, (-8) % (-3) results in -2, which is also consistent with the divide operation applied to the same operands. The modulus operator has the same precedence as multiplication and division and therefore executes before any add or subtract operations in the same expression. You could add these statements to the program, too, if you want to see the modulus operator in action. The following statement will output the results: System.out.println(“The number of fruit each is “ + numFruitEach + “ and there are “ + remainder + “ left over.”);



The Increment and Decrement Operators If you want to increment an integer variable by one, you can use the increment operator instead of using an assignment. You write the increment operator as two successive plus signs, ++. For example, if you have an integer variable count that you’ve declared as: int count = 10;



you can then write the statement: ++count;



// Add 1 to count



This statement will increase the value of count to 11. If you want to decrease the value of count by 1 you can use the decrement operator, --: --count;
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// Subtract 1 from count



Programs, Data, Variables, and Calculation At first sight, apart from reducing the typing a little, this doesn’t seem to have much of an advantage over writing: count = count – 1;



// Subtract 1 from count



However, a big advantage of the increment and decrement operators is that you can use them in an expression. Try changing the arithmetic statement calculating the sum of numApples and numOranges in the previous example: public class Fruit { public static void main(String[] args) { // Declare and initialize three variables int numOranges = 5; int numApples = 10; int numFruit = 0; // Increment oranges and calculate the total fruit numFruit = ++numOranges + numApples; System.out.println(“A totally fruity program”); // Display the result System.out.println(“Value of oranges is “ + numOranges); System.out.println(“Total fruit is “ + numFruit); } }



The lines that have been altered or added have been highlighted. In addition to the change to the numFruit calculation, an extra statement has been added to output the final value of numOranges. The value of numOranges will be increased to 6 before the value of numApples is added, so the value of numFruit will be 16. Thus, the statement changes the value stored in numOranges as well as the value stored in numFruit. You could try the decrement operation in the example as well. A further property of the increment and decrement operators is that they work differently in an expression depending on whether you put the operator in front of the variable to which it applies, or following it. When you put the operator in front of a variable, as in the example you have just seen, it’s called the prefix form. The converse case, with the operator following the variable, is called the postfix form. If you change the statement in the example to: numFruit = numOranges++ + numApples;



and run it again, you’ll find that numOranges still ends up with the value 6, but the total stored in numFruit has remained 15. This is because the effect of the postfix increment operator is to change the value of numOranges to 6 after the original value, 5, has been used in the expression to supply the value of numFruit. The postfix decrement operator works similarly, and both operators can be applied to any type of integer variable. As you see, no parentheses are necessary in the expression numOranges++ + numApples. You could even write it as numOranges+++numApples and it will still mean the same thing but it is certainly a lot less obvious that this is the case. Someone who doesn’t have all the rules for evaluating Java expressions at their fingertips might guess, wrongly, that the expression will execute as numOranges+(++numApples). Such potential confusion is really the programmer’s fault. You can write it as (numOranges++) + numApples to make it absolutely clear where the ++ operator belongs. It is a good idea to always add parentheses to clarify things when there is some possibility of misinterpretation.
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Chapter 2



Computation with Shorter Integer Types I have deliberately used variables of type int in all the previous examples. Computations with variables of the shorter integer types introduce some complications. This is because all binary integer operations in Java work only with both operands of type int or both operands of type long. The result is that with arithmetic expressions using variables of type byte or short, the values of the variables are first converted to type int, and the calculation is carried out using 32-bit arithmetic. The result will therefore be type int — a 32-bit integer. This has an interesting effect that you can see in the context of the previous example. Try changing the types of the variables numOranges, numApples, and numFruit in the original version of the program to type short, for example: short numOranges = 5; short numApples = 10; short numFruit = 0;



You will find that the program will no longer compile. The problem is with the statement: numFruit = numOranges + numApples;



Since the expression numOranges + numApples produces a 32-bit result, the compiler cannot store this value in numFruit, as the variable numFruit is only 16 bits long. To make the code acceptable to the compiler, you must modify the assignment statement so that the 32-bit result of the addition is converted back to a 16-bit number. You do this by changing the statement to: numFruit = (short)(numOranges + numApples);



The statement now calculates the sum of numOranges and numApples and then converts, or casts, the 32-bit result to type short before storing it in numFruit. This is called an explicit cast, and the conversion process is referred to as casting. The cast to type short is the expression (short), and the cast applies to whatever is immediately to the right of (short), so the parentheses around the expression numOranges + numApples are necessary. Without them the cast would apply only to the variable numOranges, which is type short anyway, and the code would still not compile. If the variables here were of type byte, you would need to cast the result of the addition to type byte. You would write such a cast as (byte). This is a strong clue to how you write casts to other types. In general, you write a cast to any given type, typename, as the typename between parentheses — thus (typename). The effect of the cast to type short in the example is just to take the least significant 16 bits of the result, discarding the most significant 16 bits. The least significant bits are those at the right-hand end of the number because the bits in a binary number in Java increase in value from right to left. Thus, the most significant bits are those at the left-hand end. For the cast to type byte only the least significant 8 bits are kept. This means that if the magnitude of the result of the addition is such that more than 16 bits are necessary to represent it (or 8 bits in the case of a cast to byte), your answer will be wrong. You will get no indication from the compiler that this has occurred because it was you, after all, that expressly specified the cast, and the compiler assumes that you know what you are doing. To minimize the possibility for such hidden and mystifying errors, you should avoid explicit casts in your programs unless they are absolutely essential.
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Programs, Data, Variables, and Calculation An integer arithmetic operation involving a value of type long will always be carried out using 64-bit values. If the other number in such an operation is not of type long, the compiler will arrange for it to be cast to type long before the operation is executed. For example: long result = 0; long factor = 10L; int number = 5; result = factor*number;



To execute the last statement, because the variable factor is of type long, the multiplication will be carried out using long values. The value stored in the variable number will be converted to type long, and that will be multiplied by the value of factor. All other integer arithmetic operations involving types other than long are carried out with 32-bit values. Thus, you really need to consider only two kinds of integer literals: ❑



Type long for operations with 64-bit values where the value has an L appended.



❑



Type int for operations with 32-bit values for all other cases where there is no L at the end of the number.



Errors in Integer Arithmetic If you divide an integer value by zero, no sensible result can be produced so an exception will be thrown, as I mentioned earlier in the chapter. An exception is the way of signaling errors in Java, which I will discuss in detail in Chapter 7. Using the % operator with a variable or expression for the right-hand operand that has a zero value will also cause an exception to be thrown. Note that if an integer expression results in a value that is outside the range of the type of the result, the result will be truncated to the number of bits for the type you are using and therefore will be incorrect, but this will not be indicated in any way. It is up to you to make sure that the integer types that you are using in your program are always able to accommodate any value that might be produced by your calculations. Problems can arise with intermediate results in some situations. Even when the ultimate result of an expression is within the legal range, the result of any intermediate calculation that is outside the range will be truncated, thus causing an incorrect result to be produced. To take a trivial example — if you multiply 1000000 by 2000000 and divide by 500000 using type int, you will not obtain the correct result if the multiplication is executed first This is because the result of the multiplication exceeds the maximum that can be stored as type int. Obviously where you know this sort of problem can occur, you may be able to circumvent it by using parentheses to make sure the division takes place first — but you need to remember that integer division produces an integer result, so a different sequence of execution can produce a different answer.



Floating-Point Calculations The four basic arithmetic operators, +, -, *, /, are also available for use in floating-point expressions. You can try some of these out in another version of the Fruit program, which I’ll call AverageFruit.
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Chapter 2 Try It Out



Average Fruit



Make the following changes to the Fruit.java file, and save this as AverageFruit.java. If necessary, you can add in the code we used earlier to make the program wait for the Enter key to be pressed before finishing. public class AverageFruit { public static void main(String[] args) { // Declare and initialize three variables double numOranges = 50.0E-1; // Initial value is 5.0 double numApples = 1.0E1; // Initial value is 10.0 double averageFruit = 0.0; averageFruit = (numOranges + numApples)/2.0; System.out.println(“A totally fruity program”); System.out.println(“Average fruit is “ + averageFruit); } }



This will produce the output: A totally fruity program Average fruit is 7.5



The program just computes the average number of fruits of different kinds by dividing the total by 2.0.



As you can see, I have used various representations for the initializing values for the variables in the program, which are now of type double. It’s not the ideal way to write 5.0, but at least it demonstrates that you can write a negative exponent value.



Other Floating-Point Arithmetic Operators You can use ++ and -- with floating-point variables, and they have the same effect as with integer variables, incrementing or decrementing the floating-point variable to which they are applied by 1.0. You can use them in prefix or postfix form, and their operation in each case is the same as with integer variables. You can apply the modulus operator, %, to floating-point values, too. For an operation of the form: floatOperand1 % floatOperand2



the result will be the floating-point remainder after dividing floatOperand2 into floatOperand1 an integral number of times. For example, the expression 12.6 % 5.1 will give the result 2.4. In general, the sign of the result of applying the modulus operator to floating-point values is the sign of the dividend. The magnitude of the result of a floating-point remainder operation is the largest integral value such that the magnitude of the result of multiplying the divisor by the result of the remainder operation does not exceed the dividend. For the more mathematically minded, if r is the result of a % b, then the magnitude of r * b (|r * b|) is not greater than the magnitude of a (|r * b| |a|).
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Programs, Data, Variables, and Calculation Error Conditions in Floating-Point Arithmetic There are two error conditions that can occur with floating-point operations that are signaled by a special result value being generated. One occurs when a calculation produces a value that is outside the range that can be represented by the floating-point type you are using, and the other arises when the result is mathematically indeterminate, such as when your calculation is effectively dividing zero by zero. To illustrate the first kind of error you could use a variable to specify the number of types of fruit. You could define the variable: double fruitTypes = 2.0;



and then rewrite the calculation as: averageFruit = (numOranges + numApples)/fruitTypes;



This in itself is not particularly interesting, but if we happened to set fruitTypes to 0.0, the output from the program would be: A totally fruity program Average fruit is Infinity



The value Infinity indicates a positive but effectively infinite result, in that it represents a value that is greater than the largest number that can be stored as type double. An effectively infinite result that was negative would be output as -Infinity. You don’t actually need to divide by zero to produce this effect; any calculation that generates a value that exceeds the maximum value that can be represented as type double will have the same effect. For example, repeatedly dividing by a very small number, such as 1.0E-300, will yield an out-of-range result. If you want to see what an indeterminate result looks like, you can replace the statement to calculate averageFruit with the following: averageFruit = (numOranges – 5.0)/(numApples – 10.0);



This statement doesn’t make much sense, but it produces an indeterminate result. The value of averageFruit is output as NaN. This value is referred to as Not-a-Number, indicating an indeterminate value. A variable with an indeterminate value will contaminate any subsequent expression in which it is used, so any operation involving an operand value of NaN will produce the same result of NaN. A value that is Infinity or -Infinity will be unchanged when you add, subtract, or multiply by finite values, but if you divide any finite value by Infinity or -Infinity the result will be zero.



Mixed Arithmetic Expressions You have probably guessed from earlier discussions that you can mix values of the basic types together in a single expression. The way mixed expressions are treated is governed by some simple rules that apply to each operator in such an expression. The rules, in the sequence in which they are checked, are:
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Chapter 2 ❑



If either operand is of type double, the other is converted to double before the operation is carried out.



❑



If either operand is of type float, the other is converted to float before the operation is carried out.



❑



If either operand is of type long, the other is converted to long before the operation is carried out.



The first rule in the sequence that applies to a given operation is the one that is carried out. If neither operand is double, float, or long, they must be int, short, or byte, so they will be converted to type int where necessary and use 32-bit arithmetic to produce the result, as we saw earlier in the chapter.



Explicit Casting It may well be that the default treatment of mixed expressions listed in the preceding section is not what you want. For example, suppose you have defined a double variable result; and two variables, three and two, of type int with the values 3 and 2, respectively. If you compute the value of result with the statement result = 1.5 + three/two;



the value stored will be 2.5, since three/two will be executed as an integer operation and will produce the result 1. You may have wanted the term three/two to produce the value 1.5 so the overall result would be 3.0. You could do this using an explicit cast: result = 1.5 + (double)three/two;



This causes the value stored in three to be converted to type double before the divide operation takes place. Then rule 1 applies for the divide operation, and the operand two is also converted to type double before the divide operation is executed. Hence, the value of result in this case will be 3.0.



You can cast a value from any primitive type to any other, but you need to take care that you don’t unintentionally lose information when you do so. Obviously casting from one integer type to another with a more limited range has the potential for losing information, as does casting any floating-point value to an integer. Casting from type double to type float can also produce an effective infinity when the original value is greater than the maximum value for a value of type float.



Automatic Type Conversions in Assignments When the type of the result of an arithmetic expression on the right of an assignment operator differs from the type of the variable on the left, an automatic cast will be applied to the result as long as there is no possibility of losing information. If you think of the basic types that we have seen so far as being in the sequence byte → short → int → long → float → double
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Programs, Data, Variables, and Calculation then an automatic conversion will be made as long as it is upwards through the sequence of types, that is, from left to right. If you want to go in the opposite direction, from type double to type float or long, for example, then you must insert an explicit cast into your code for the result of the expression on the right of the assignment operator.



The op= Operators The op= operators are used in statements of the form lhs op= rhs;



where op can be any of the arithmetic operators +, -, *, /, %. It also works with some other operators you haven’t seen yet. The preceding statement is basically a shorthand representation of the statement lhs = lhs op (rhs);



The right-hand side (rhs) is in brackets because it is worked out first — then the result is combined with the left-hand side (lhs) using the operation op. Let’s look at a few examples of this to make sure it’s clear. To increment an int variable count by 5 you can write: count += 5;



This has the same effect as the statement: count = count + 5;



Of course, the expression to the right of the op= operator can be anything that is legal in the context, so the statement: result /= a % b/(a + b);



is equivalent to: result = result/(a % b/(a + b));



What I have said so far about op= operations is not quite the whole story. If the type of the result of the rhs expression is different from the type of lhs, the compiler will automatically insert a cast to convert the rhs value to the same type as lhs. This would happen with the last example if result was of type int and a and b were of type double, for example. This is quite different from the way the normal assignment operation is treated. A statement using the op= operator is really equivalent to: lhs = (type_of_lhs)(lhs op (rhs));



The automatic conversion will be inserted by the compiler regardless of what the types of lhs and rhs are. Of course, this can result in information being lost due to the cast, and you will get no indication that it has occurred. This is different from ordinary assignment statements where an automatic cast will be allowed only when the range of values for the type of lhs is greater that the range for the type of rhs.
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Chapter 2 The complete set of op= operators are: +=



-=



*=



/=



%=



=



>>>=



&=



|=



^=



You will meet the operators on the second row later in the book.



Mathematical Functions and Constants Sooner or later you are likely to need mathematical functions in your programs, even if it’s only to obtain an absolute value or calculate a square root. Java provides a range of methods that support such functions as part of the standard library that is stored in the package java.lang, and all these are available in your program automatically. The methods that support various additional mathematical functions are implemented in the Math class as static methods, so to reference a particular function you can just write Math and the name of the method you wish to use separated by a period. For example, the sqrt() method calculates the square root of whatever you place between the parentheses. To use the sqrt() method to produce the square root of the floating-point value that you’ve stored in a variable, aNumber, you would write Math.sqrt(aNumber). The class Math includes a range of methods for standard trigonometric functions: Method



Function



Argument Type



Result Type



sin(arg)



sine of the argument



double in radians



double



cos(arg)



cosine of the argument



double in radians



double



tan(arg)



tangent of the argument



double in radians



double



asin(arg)



sin-1 (arc sine) of the argument



double



double in



cos-1 (arc cosine) of the argument



double



tan-1 (arc tangent) of the argument



double



tan-1 (arc tangent) of arg1/arg2



Both double



acos(arg)



atan(arg)



atan2 (arg1,arg2)
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radians, with values from –π/2 to π/2. double in radi-



ans, with values from 0.0 to π. double in



radians, with values from –π/2 to π/2. double in



radians, with values from –π to π.



Programs, Data, Variables, and Calculation As with all methods, the arguments that you put between the parentheses following the method name can be any expression that produces a value of the required type. The toRadians() method in the Math class will convert a double argument that is an angular measurement in degrees to radians. There is a complementary method, toDegrees(), to convert in the opposite direction. The Math class also defines double values for e and (, which you can access as Math.E and Math.PI, respectively. If you are not familiar with these trigonometric operations you can safely ignore them. You also have methods for evaluating hyperbolic functions, and you can ignore these too if they’re not your bag: Method



Function



Argument Type



Result Type



sinh(arg)



Hyperbolic sine of the argument, which is: (earg-e-arg)/2



double



double



cosh(arg)



Hyperbolic cosine of the argument, which is: (earg+e-arg)/2



double



double



tanh(arg)



Hyperbolic tangent of the argument, which is: (earg-e-arg)/ (earg+e-arg)



double



double



You also have a range of numerical functions implemented as static methods in the Math class, and at least some of these will be useful to you: Method



Function



Argument Type



Result Type



abs(arg)



Calculates the absolute value of the argument



int, long, float, or double



The same type as the argument



max (arg1,arg2)



Returns the larger of the two arguments, both of the same type



int, long, float, or double



The same type as the argument



min (arg1,arg2)



Returns the smaller of the two arguments, both of the same type



int, long, float, or double



The same type as the argument



ceil(arg)



Returns the smallest integer that is greater than or equal to the argument



double



double



floor(arg)



Returns the largest integer that is less than or equal to the argument



double



double



Table continued on following page
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Function



Argument Type



Result Type



round(arg)



Calculates the nearest integer to the argument value



float or double



Of type int for a float argument, of type long for a double argument



rint(arg)



Calculates the nearest integer to the argument value



double



double



IEEEremainder (arg1,arg2)



Calculates the remainder when arg1 is divided by arg2



Both of type



Of type



double



double



The IEEEremainder() method produces the remainder from arg1 after dividing arg2 into arg1 the integral number of times that is closest to the exact value of arg1/arg2. This is somewhat different from the remainder operator. The operation arg1 % arg2 produces the remainder after dividing arg2 into arg1 the integral number of times that does not exceed the absolute value of arg1. In some situations this can result in markedly different results. For example, executing the expression 9.0 % 5.0 results in 4.0, whereas the expression Math.IEEEremainder(9.0,5.0) results in –1.0. You can pick one approach to calculating the remainder or the other, to suit your requirements. Where more than one type of argument is noted in the table, there are actually several methods, one for each type of argument, but all have the same name. We will see how this is possible in Java when we look at implementing class methods in Chapter 5. There are methods defined in the Math class related to floating-point operations. The signum() method returns the signum of the floating-point argument, which may by of type double or of type float. The signum is returned as the same type as the argument, and the value is zero if the argument is zero, 1.0 if the argument is greater than zero, and -1.0 if the argument is less than zero. The ulp() method returns the size of the ULP (Unit in the Last Place) of the argument, which may be of type double or type float. The ULP is the smallest possible change in a floating-point value to produce the next higher or lower value. Another way of expressing this is that the ULP is the distance from one floating-point value to the next. Of course, the real values in between one floating-point value and the next cannot be represented exactly. Several methods implement mathematical functions in the Math class. You’ll probably be surprised at how often you find uses for some of these. The mathematical methods you have available are:
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Function



Argument Type



Result Type



sqrt(arg)



Calculates the square root of the argument



double



double



cbrt(arg)



Calculates the cube root of the argument



double



double



Programs, Data, Variables, and Calculation Method



Function



Argument Type



Result Type



pow (arg1,arg2)



Calculates the first argument raised to the power of the second argument, arg1arg2



Both double



double



hypot(arg1,arg2)



Calculates the square root of (arg12+arg22)



Both double



double



exp(arg)



Calculates e raised to the power of the argument, earg



double



double



expm1(arg)



Calculates e raised to the power of the argument minus 1, earg -1



double



double



log(arg)



Calculates the natural logarithm (base e) of the argument



double



double



log1p(arg)



Calculates the natural logarithm (base e) of arg+1



double



double



log10(arg)



Calculates the base 10 logarithm of the argument.



double



double



random()



Returns a pseudo-random number greater than or equal to 0.0 and less than 1.0



None



double



You can try out a sample of the contents of the Math class in an example to make sure you know how they are used.



Try It Out



The Math Class



You are planning a new circular pond in which you want to keep fish. Your local aquatics supplier tells you that you can stock the pond with fish at the rate of 2 inches of fish length per square foot of pond surface area. Your problem is to calculate the radius of the pond that will accommodate 20 fish averaging 10 inches in length. The solution, of course, is to write a Java program — what else? The following program will calculate the radius of a pond, in feet and inches, that will provide a home for the number of fish you would like to keep: public class PondRadius { public static void main(String[] args) { // Calculate the radius of a pond // which can hold 20 fish averaging 10 inches long int fishCount = 20; // Number of fish in pond int fishLength = 10; // Average fish length int lengthPerSqFt = 2; // Fish length per square foot of surface double radius = 0.0; // Pond radius in feet int feet = 0;



// Pond radius - whole feet
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Chapter 2 int inches = 0; double radius feet = inches



//



- and whole inches



pondArea = (double)(fishCount*fishLength)/lengthPerSqFt; = Math.sqrt(pondArea/Math.PI); (int)Math.floor(radius); // Get the whole feet and nothing but the feet = (int)Math.round(12.0*(radius – feet)); // Get the inches



System.out.println(“To hold “ + fishCount + “ fish averaging “ + fishLength + “ inches long you need a pond with an area of \n” + pondArea + “ square feet.”); System.out.println(“The radius of a pond with area “ + pondArea + “ square feet is\n “ + feet + “ feet “ + inches + “ inches”); } }



Save the program source file as PondRadius.java. When you compile and run it, you should get: To hold 20 fish averaging 10 inches long you need a pond with an area of 100.0 square feet. The radius of a pond with area 100.0 square feet is 5 feet 8 inches



How It Works You first define the variables that specify initial data, followed by the variables feet and inches that you will use to store the result. You then calculate the pond surface area in feet with this statement: double pondArea = (double)(fishCount*fishLength)/lengthPerSqFt;



You cast the total length of fish to be in the pond, fishCount*fishLength, to type double to force the division by the number of inches per square foot of pond surface to be done using floating-point values rather than integers. The next calculation uses the sqrt() method to calculate the radius. Since the area of a circle with radius r is given by the formula (r2, the radius must be ((area/((, so you specify the argument to the sqrt() method as the expression pondArea/Math.PI, where Math.PI references the value of ( that is defined in the Math class: radius = Math.sqrt(pondArea/Math.PI);



The result is in feet as a value of type double. To get the number of whole feet you use the floor() method: feet = (int)Math.floor(radius);



// Get the whole feet and nothing but the feet



Note that the cast to type int of the value produced by the floor() method is essential in this statement; otherwise, you will get an error message from the compiler. The value returned from the floor() method is type double, and the compiler will not cast this to type int automatically because the process potentially loses information.
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Programs, Data, Variables, and Calculation Finally, you get the number of inches by subtracting the value for whole feet from the original radius, multiplying the fraction of a foot by 12 to get the equivalent inches, and then rounding the result to the nearest integer using the round() method: inches = (int)Math.round(12.0*(radius – feet));



// Get the inches



The constant for the number of inches per foot is written as a floating-point literal, 12.0, to be consistent with the rest of the expression for the value you pass to the round() method. If you were to write it as simply 12, it would be an integer literal of type int. To output the result, you specify a combination (or concatenation) of strings and variables as arguments to the two println() method calls: System.out.println(“To hold “ + fishCount + “ fish averaging “ + fishLength + “ inches long you need a pond with an area of \n” + pondArea + “ square feet.”); System.out.println(“The radius of a pond with area “ + pondArea + “ square feet is “ + feet + “ feet “ + inches + “ inches”);



Each statement is spread over three lines for convenience here. The \n that appears in the first output statement specifies a newline character, so the output will be on two lines. Anytime you want the next bit of output to begin a new line, just add \n to the output string. You can’t enter a newline character just by typing it because when you do that the cursor just moves to the next line. That’s why it’s specified as \n. There are other characters like this that you cannot enter directly that we’ll look into a little later in this chapter.



Importing the Math Class Methods It would be a lot more convenient if you were able to avoid having to qualify the name of every method in the Math class that you use with the class name. The code would be a lot less cluttered if you could write floor(radius) instead of Math.floor(radius) for example. Well, you can. All you need to do is put the following statement at the beginning of the source file: import static java.lang.Math.*;



// Import static class members



This statement makes the names of all the static members of the Math class available for use in your program code without having to qualify them with the class name. This includes constants such as PI as well as static methods. You can try this statement in the PondRadius example. With this statement at the beginning of the source file, you will be able to remove the qualification by the class name Math from all the members of this class that the program uses. The * in the statement indicates that all static names are to be imported. If you wanted to import just the names from the Math class that the PondRadius program uses, you would write: import import import import



static static static static



java.lang.Math.floor; java.lang.Math.sqrt; java.lang.Math.round; java.lang.Math.PI;



// // // //



Import Import Import Import



floor sqrt round PI
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Chapter 2 These statements import individually the four names from the Math class that the program references. You could use these four statements at the beginning of the program in place of the previous import statement that imports all the static names. I’ll discuss this form of the import statement further in Chapter 5.



Storing Characters Variables of type char store a single character code. They each occupy 16 bits, or 2 bytes, in memory because all characters in Java are stored as Unicode. To declare and initialize a character variable myCharacter you could use the statement: char myCharacter = ‘X’;



This initializes the variable with the Unicode character representation of the letter ‘X’. You must always put single quotes as delimiters for a character literal in a statement as in this example, ‘X’. This is necessary to enable the compiler to distinguish between the character ‘X’ and a variable with the name X. Note that you can’t use double quotes as delimiters here because they are used to delimit a character string. A character string such as “X” is quite different from the literal of type char, ‘X’.



Character Escape Sequences In general, the characters that you will be able to enter directly from your keyboard will be a function of the keys you have available and the set of character codes they map to according to your operating system. Whatever that is, it will be a small subset of the characters defined by the Unicode encoding. To enable you to enter any Unicode character as part of your program source code you can define Unicode characters by specifying the hexadecimal representation of the character codes in an escape sequence. An escape sequence is simply an alternative means of specifying a character that is often, but not exclusively, defined by its code. A backslash indicates the start of an escape sequence, so you have already met the escape sequence for a newline character, \n. You create an escape sequence for a Unicode character by preceding the four hexadecimal digits of the character code by \u. Since the Unicode coding for the letter X is the hexadecimal value 0x0058 (the loworder byte is the same as the ASCII code), you could also declare and define myCharacter with the statement: char myCharacter = ‘\u0058’;



You place the escape sequence between single quotes to define the character literal. The result is the same as the previous statement where you used ‘X’ as the initial value for myCharacter. You can enter any Unicode character in this way, as long as you know its code of course.



You can get more information on the full Unicode character set on the Internet by visiting http://www.unicode.org/.
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Programs, Data, Variables, and Calculation Because the backslash indicates the beginning of an escape sequence, you must always use the escape sequence, \\, to specify a backslash character as a character literal or in a text string. As you have seen, you write a character string (a String literal, as we will see in Chapter 4) enclosed between double quotes, and a character literal between single quotes. For this reason you also need the escape sequences \’ and \” to specify these characters. For example, to produce the output “It’s freezing in here”, he said coldly.



you could write System.out.println(“\”It\’s freezing in here\”, he said coldly.”);



In fact, it’s not strictly necessary to use an escape sequence to specify a single quote within a string, but obviously it will be when you want to specify a single quote as a character literal. Of course, it is always necessary to specify a double quote within a string using an escape sequence; otherwise, it would be interpreted as the end of the string. There are other escape sequences that you use to define control characters: \b



Backspace



\f



Form feed



\n



New line



\r



Carriage return



\t



Tab



Character Arithmetic You can perform arithmetic on char variables. With myCharacter containing the character ‘X’, the statement: myCharacter += 1;



// Increment to next character



will result in the value of myCharacter being changed to ‘Y’. This is because the Unicode code for ‘Y’ is one more than the code for ‘X’. You could use the increment operator ++ to increase the code stored in myCharacter by just writing: ++myCharacter;



// Increment to next character



When you use variables of type char in an arithmetic expression, their values will be converted to type int to carry out the calculation. It doesn’t necessarily make a whole lot of sense, but you could write the following statements that calculate with values of type char: char aChar = 0; char bChar = ‘\u0028’; aChar = (char)(2*bChar + 8);
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Chapter 2 These statements will leave the aChar variable holding the code for the letter X — which is 0x0058.



Try It Out



Arithmetic with Character Codes



This example will demonstrate arithmetic operations with values of type char: public class CharCodeCalcs { public static void main(String[] args){ char letter1 = ‘A’; // letter1 is ‘A’ char letter2 = (char)(letter1+1); // letter2 is ‘B’ char letter3 = letter2; // letter3 is also ‘B’ System.out.println(“Here\’s a sequence of letters: “+ letter1 + letter2 + (++letter3)); // letter3 is now ‘C’ System.out.println(“Here are the decimal codes for the letters:\n”+ letter1 + “: “ + (int)letter1 + “ “ + letter2 + “: “ + (int)letter2 + “ “ + letter3 + “: “ + (int)letter3); } }



This example will produce the following output: Here’s a sequence of letters: ABC Here are the decimal codes for the letters: A: 65 B: 66 C: 67



How It Works The first three statements in main() define three variables of type char: char letter1 = ‘A’; char letter2 = (char)(letter1+1); char letter3 = letter2;



// letter1 is ‘A’ // letter2 is ‘B’ // letter3 is also ‘B’



The cast to type char of the initial value for letter2 is essential. Without it, the code will not compile. The expression letter1+2 produces a result of type int, and the compiler will not insert an automatic cast to allow the value to be used as the initial value for letter2. The next statement outputs three characters: System.out.println(“Here\’s a sequence of letters: “+ letter1 + letter2 + (++letter3));



The first two characters displayed are those stored in letter1 and letter2. The third character is the value stored in letter3 after the variable has been incremented by 1. By default, the println() method treats a variable of type char as a character for output. You can still output the value stored in a char variable as a numerical value simply by casting it to type int. The next statement demonstrates this:
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Programs, Data, Variables, and Calculation System.out.println(“Here are the decimal codes for the letters:\n”+ letter1 + “: “ + (int)letter1 + “ “ + letter2 + “: “ + (int)letter2 + “ “ + letter3 + “: “ + (int)letter3);



This statement outputs the value of each of the three variables as a character followed by its decimal value. Of course, you may prefer to see the character codes as hexadecimal values. You can display any value of type int as a hexadecimal string by enlisting the help of a static method that is defined in the Integer class in the standard library. Add an extra output statement to the example as the last statement in main(): System.out.println(“Here are the hexadecimal codes for the letters:\n”+ letter1 + “: “ + Integer.toHexString(letter1) + “ “ + letter2 + “: “ + Integer.toHexString(letter2) + “ “ + letter3 + “: “ + Integer.toHexString(letter3));



This statement will output the character codes as hexadecimal values, so you’ll see this additional output: Here are the hexadecimal codes for the letters: A: 41 B: 42 C: 43



The toHexString() method generates a string representation of the argument you supply. Here you just have the name of a variable of type char as the argument in each of the three uses of the method but you could put any expression that results in a value of type int. Because the method requires an argument of type int, the compiler will insert a cast to type int for each of the arguments letter1, letter2, and letter3. The Integer class is related to the primitive type int in that an object of type Integer “wraps” a value of type int. You will understand the significance of this better when you investigate classes in Chapter 5. There are also classes of type — Byte, Short, Long — that relate to values of the corresponding primitive types. The Long class also defines a static method toHexString() that you use to obtain a string that is a hexadecimal representation of a value of type long. These classes also contain other useful utility methods that I will introduce when a suitable context arises. Of course, you can use the static import statement that I introduced in the context of the Math class to import the names of static members of other classes such as Integer and Long. For example, the following statement at the beginning of a source file would enable you to use the toHexString() method without having to qualify it with the Integer class name: import static java.lang.Integer.toHexString;



Bitwise Operations As you already know, all these integer variables we have been talking about are represented internally as binary numbers. A value of type int consists of 32 binary digits, known to us computer fans as bits. You can operate on the bits that make up integer values using the bitwise operators, of which there are four available:
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AND



|



OR



^



Exclusive OR



~



Complement



Each of these operators operates on the individual bits in its operands as follows: ❑



The bitwise AND operator, &, combines corresponding bits in its two operands such that if the first bit AND the second bit are 1, the result is 1 — otherwise, the result is 0.



❑



The bitwise OR operator, |, combines corresponding bits such that if either or both bits are 1, then the result is 1. Only if both bits are 0 is the result 0.



❑



The bitwise exclusive OR (XOR) operator, ^, combines corresponding bits such that if both bits are the same the result is 0; otherwise, the result is 1.



❑



The complement operator, ~, takes a single operand in which it inverts all the bits, so that each 1 bit becomes 0, and each 0 bit becomes 1.



You can see the effect of these operators in the examples shown in Figure 2-5.



a



0110011011001101



b



0000000000001111



a



0110011011001101



b



0000000000001111



a



0110011011001101



b



0000000000001111



a



0110011011001101



a&b



0000000000001101



ab



0110011011001111



a^b



0110011011000010



~a



1001100100110010



Figure 2-5



Figure 2-5 shows the binary digits that make up the operands and the results. Each of the three binary operations applies to each corresponding pair of bits from its operands in turn. The complement operator just flips the state of each bit in its operand so that 0 changes to 1 and 1 changes to 0 in the value that results.
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Programs, Data, Variables, and Calculation Since you are concerned with individual bits when using bitwise operations, writing a constant as a normal decimal value is not going to be particularly convenient. For example, the bit pattern that is specified by the decimal value 24576 is not exactly self-evident. A much better way of writing binary values when you want to work with the bits is to express them as hexadecimal numbers, because you can convert from binary to hexadecimal, and vice versa, very quickly. There’s more on this in Appendix B. Converting from binary to hexadecimal is easy. Each group of four binary digits from the right corresponds to one hexadecimal digit. You just work out what the value of each four bits is and write the appropriate hexadecimal digit. For example, the value of a from the previous illustration is: Binary



0110



0110



1100



1101



Decimal value



6



6



12



13



Hexadecimal



6



6



C



D



So the value of the variable a in hexadecimal is 0x66CD, where the 0x prefix indicates that this is a hexadecimal value. The variable b in the illustration has the hexadecimal value 0x000F. If you think of the variable b as a mask applied to a, you can view the & operator as keeping bits unchanged where the mask is 1 and setting the rest to 0. Mask is a term used to refer to a particular configuration of bits designed to select out specific bits when it is combined with a variable using a bitwise operator. So, if you want to select a particular bit out of an integer variable, just AND it with a mask that has that bit set to 1 and all the others as 0.



Using the AND and OR Operators You can also envisage what the & operator does from another perspective — it forces a bit to 0 if the corresponding mask bit is 0, and leaves a bit unchanged if the mask bit is 1. Thus, the & operator provides you with a way to switch off specific bits in a word, leaving the rest as they were. Just create a mask with 0 bits in the positions that you want to make 0 and with 1 bits everywhere else. Similarly, the | operator forces a bit to be 1 when the mask bit is 1, and a mask bit of 0 leaves a bit unchanged so you can use the | operator to set particular bits in a word on. The & and | operators are the most frequently used of the bitwise operators, mainly for dealing with variables where the individual bits are used as state indicators of some kind — for things that can be either true or false, or on or off. You could use a single bit as a state indicator determining whether something should be displayed, with the bit as 1, or not displayed, with the bit as 0. To take a simple example, to select the third bit from the right in the int variable indicators, you can write: thirdBit = indicators & 0x4;



// Select the 3rd bit



The third bit of the variable thirdBit will be the same as the third bit in indicators and all the other bits will be zero. We can illustrate how this works if we assume the variable indicators contains the hexadecimal value 0xFF07:
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Binary



indicators



0xFF07



1111



1111



0000



0111



mask value



0x4



0000



0000



0000



0100



indicators & 0x4



0x4



0000



0000



0000



0100



All these values should have 32 bits, and we are only showing 16 bits here, but you see all you need to know how it works. The mask value sets all the bits in the result to zero except for the third bit, which will be set to that of the indicators variable. Here, the result of the expression is non-zero because the third bit in indicators is 1. On the other hand, if the variable indicators contained the value 0xFF09 the result would be different: Hexadecimal



Binary



indicators



0xFF09



1111



1111



0000



1001



mask value



0x4



0000



0000



0000



0100



indicators & 0x4



0x0004



0000



0000



0000



0000



The result of the expression is now zero because the third bit of indicators is zero. As I said, you can use the | operator to set a particular bit on. For example, to set the third bit in indicators on, you can write: indicators = indicators | 0x4;



// Set the 3rd bit on



You can see how this applies to the last value you had for indicators: Hexadecimal



Binary



indicators



0xFF09



1111



1111



0000



1001



mask value



0x4



0000



0000



0000



0100



indicators | 0x4



0xFF0D



1111



1111



0000



1101



As you can see, the effect is just to switch the third bit of indicators on. All the other bits are unchanged. Of course, if the third bit was already on, it would stay on. You can also use the bitwise operators in the op= form. Setting the third bit in the variable indicators is usually written as: indicators |= 0x4;



Although there is nothing wrong with the original statement, the one above is just a bit more concise.
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Programs, Data, Variables, and Calculation To set a bit off you need to use the & operator again, with a mask that has 0 for the bit you want as 0, and 1 for all the others. To set the third bit of indicators off you could write: indicators &= ~0x4;



// Set the 3rd bit off



The ~ operator provides a useful way of specifying a value with all bits 1 apart from one. The literal 0x4 is a value with the third bit as zero and the other bits as 1. Applying the ~ operator to this flips each bit, so that the 0 bits are 1 and the 1 bit is zero. With indicators having the value 0xFF07, this would work as follows: Hexadecimal



Binary



indicators



0xFF07



1111



1111



0000



0111



mask value



0x4



0000



0000



0000



0100



~0x4



0xFFFB



1111



1111



1111



1011



indicators & ~0x4



0xFF03



1111



1111



0000



0011



Let’s see some of these bitwise operations in action.



Try It Out



Bitwise AND and OR Operations



This example just exercises some of the operations that you saw in the previous section: import static java.lang.Integer.toBinaryString; public class BitwiseOps { public static void main(String[] args) { int indicators = 0xFF07; int selectBit3 = 0x4; // Mask to select the 3rd bit // Try the bitwise AND to select the third bit in indicators System.out.println(“indicators = “ + toBinaryString(indicators)); System.out.println(“selectBit3 = “ + toBinaryString(selectBit3)); indicators &= selectBit3; System.out.println(“indicators & selectBit3 = “ + toBinaryString(indicators)); // Try the bitwise OR to switch the third bit on indicators = 0xFF09; System.out.println(“\nindicators = “+ toBinaryString(indicators)); System.out.println(“selectBit3 = “+ toBinaryString(selectBit3)); indicators |= selectBit3; System.out.println(“indicators | selectBit3 = “ + toBinaryString(indicators)); // Now switch the third bit off again
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Chapter 2 indicators &= ~selectBit3; System.out.println(“\nThe third bit in the previous value of indicators” + “ has been switched off”); System.out.println(“indicators & ~selectBit3 = “ + toBinaryString(indicators)); } }



This example produces the following output: indicators selectBit3 indicators & selectBit3



= 1111111100000111 = 100 = 100



indicators selectBit3 indicators | selectBit3



= 1111111100001001 = 100 = 1111111100001101



The third bit in the previous value of indicators has been switched off indicators & ~selectBit3 = 1111111100001001



How It Works The example uses the code fragments that I discussed in the previous section so you can see they work as described. One new capability introduced here is the use of the static toBinaryString() method that is defined in the Integer class. There’s a static import statement for the name of this method so its use is not qualified by the class name in the example. The toBinaryString() method produces a string containing a binary representation of the value of type int that is passed as the argument to the method. You can see from the output for the value of selectBit3 that the string does not include leading zeros. Obviously, the output would be better with leading zeros displayed but you need to know more about handling strings to be able to fix this. By the end of Chapter 4, you will be in a position to do so.



Using the Exclusive OR Operator The ^ operator has the slightly surprising ability to interchange two values without moving either value somewhere else. The need for this turns up most frequently in tricky examination questions. Suppose you execute the following three statements: a ^= b; b ^= a; a ^= b;



The effect of these statements is to interchange the values of a and b, but remember this works only for integers. We can try this out with a couple of arbitrary values for a and b, 0xD00F and 0xABAD, respectively — again, we will just look at 16 bits for each variable. The first statement changes a to a new value:
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Hexadecimal



Binary



a



0xD00F



1101



0000



0000



1111



b



0xABAD



1010



1011



1010



1101



a from a^b



0x7BA2



0111



1011



1010



0010



Now the next statement, which calculates a new value of b using the new value of a: b ^= a



Hexadecimal



Binary



a



0x7BA2



0111



1011



1010



0010



b



0xABAD



1010



1011



1010



1101



b from b^a



0xD00F



1101



0000



0000



1111



So b now has a value that looks remarkably like the value that a started out with. Let’s look at the last step, which calculates a new value for a using the new value of b: a ^= b



Hexadecimal



Binary



a



0x7BA2



0111



1011



1010



0010



b



0xD00F



1101



0000



0000



1111



a from a^b



0xABAD



1010



1011



1010



1101



Lo and behold, the value of a is now the original value of b. In the old days, when all programmers wore lab coats, when computers were driven by steam, and when memory was measured in bytes rather than megabytes, this mechanism could be quite useful since you could interchange two values in memory without having to have extra memory locations available. So if antique computers are your thing, this may turn out to be a valuable technique. In fact, it’s really much more useful than that. When you get to do some graphics programming later in the book, you’ll see that this application of the exclusive OR operator is very relevant. Don’t forget — all of these bitwise operators can be applied only to integers. They don’t work with any other type of value. As with the arithmetic expressions, the bitwise operations are carried out with 32 bits for integers of type short and of type byte, so a cast to the appropriate type is necessary for the result of the expression on the right of the assignment operator.
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Chapter 2 One note of caution: Special care is needed when initializing variables of type byte and type short with hexadecimal values to avoid being caught out. For example, you might be tempted to initialize a variable of type byte to binary 1111 1111 with the following statement: byte allBitsOne = 0xFF;



// Wrong!!



In fact, this results in a compiler error message. The literal 0xFF is 1111 1111, so what’s the beef here? The beef is that 0xFF is not 1111 1111 at all. The literal 0xFF is type int, so it is the binary value 0000 0000 0000 0000 1111 1111. This happens to be equivalent to the decimal value 128, which is outside the range of type byte. The byte value you are looking for, 1111 1111, is equivalent to the decimal value -1, so the correct way to initialize allBitsOne to 1s is to write: byte allBitsOne = 0xFFFFFFFF;



// Correct – well done!!



Now the compiler will happily chop off the high-order bits to produce the result you are looking for.



Shift Operations Another mechanism that you have for working with integer variables at the bit level is shifting. You can shift the bits in an integer to the right or the left. You can also envisage the process of shifting binary digits right or left as dividing or multiplying by powers of two, respectively. Shifting the binary value of 3, which is 0011, to the left one bit multiplies it by two. It becomes binary 0110, which is decimal 6. Shifting it to the right by one bit divides it by 2. It becomes binary 0001, which is 1. Java has three shift operators: 




Shift right, propagating the sign bit from the left.



>>>



Shift right, filling with zeros from the left.



The effect of each of the shift operators is shown in Figure 2-6. Of course, if the high-order bit in the >> operation in Figure 2-6 were zero, there would be three zeros at the leftmost end of the result.
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The sign is propagated



Figure 2-6
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Chapter 2 Shift operations are often used in combination with the other bitwise operators I have discussed to extract parts of an integer value. In many operating systems, a single 32-bit value is sometimes used to store multiple values. For example, you could store two 16-bit screen coordinates in a single 32-bit word. This is illustrated in Figure 2-7.



coordinate x



value



00100110110011010100011011101100



x = value>>>16; x



// Extract x from value(positive or negative) 00000000000000000010011011001101



y = (value 16; y



// Extract y from value(assumed positive)



00000000000000000100011011101100



y = value>>16; x



// Extract x from value(assumed positive)



00000000000000000010011011001101



y = value & 0xFF; y



coordinate y



// Extract y from value(positive or negative)



00000000000000000100011011101100



Figure 2-7



Figure 2-7 shows how the shift operations can be used to extract either the left or the right 16 bits from the variable value. You can see here why you have an extra shift right operation that propagates the leftmost bit. It is related to the notion of a shift as multiplying or dividing by a power of 2, and the implications of that in the context of negative integers represented in 2’s complement form (see Appendix B). When the sign bit is not propagated, the shift right operation does not have a numerical interpretation for negative values because the sign bit is treated the same as any other bit, and zeros are inserted from the right. When the sign bit is propagated, the effect for negative values is the same as for positive values — namely, that each bit position shifted is a division by 2.



Try It Out



Using Shift Operations



This example uses the shift operators together with the bitwise operators to pack four values of type char into a variable of type long. Here’s the code: import static java.lang.Long.toHexString; public class PackingCharacters { public static void main(String[] args) { char letterA = ‘A’; char letterB = ‘B’; char letterC = ‘C’; char letterD = ‘D’; long packed = 0L; packed = letterD;
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Programs, Data, Variables, and Calculation packed = (packed >= 16; // Shift out the rightmost letter letter = (char)(packed & mask); // Extract the new rightmost letter System.out.println(“ “ + letter + “ 0x” + toHexString(letter)); packed >>= 16; // Shift out the rightmost letter letter = (char)(packed & mask); // Extract the new rightmost letter System.out.println(“ “ + letter + “ 0x” + toHexString(letter)); } }



The output from this example will be: packed now contains 0x44004300420041 From right to left the letters in packed are: A 0x41 B 0x42 C 0x43 D 0x44



How It Works The first four statements in main() define variables initialized with the letters to be packed into the variable, packed, of type long defined in the fifth statement in main(). The packing process begins by storing the first character in packed: packed = letterD;



// Store D



The rightmost 16 bits in packed now contain the character code D. This will eventually end up in the leftmost 16 bits of packed. The next statement inserts the next letter, C, into packed: packed = (packed >>



left



< ,, >=, instanceof



left



==, !=



left



&



left



^



left



|



left



&&



left



||



left



?:



left



=, +=, -=, *=, /=, %=, =, >>>=, &=, |=, ^=



right



Programs, Data, Variables, and Calculation Most of the operators that appear in the table you have not seen yet, but you will meet them all in this book eventually, and it is handy to have them all gathered together in a single precedence table that you can refer to when necessary. By definition, the postfix ++ operator changes the value of its operand after the other operators in the expression in which it appears have been executed, despite its high precedence. In this case, precedence determines what it applies to; in other words, the postfix ++ acts only on the variable that appears immediately before it. For this reason the expression numOranges+++numApples that we saw earlier in the chapter is evaluated as (oranges++) + apples rather than oranges + (++apples). The sequence of execution of operators with equal precedence in a statement is determined by a property called associativity. The operators that appear on the same line in the table above form a group of operators that are either left-associative or right-associative. A left-associative operator attaches to its immediate left operand. This results in an expression involving several left-associative operators with the same precedence in the same expression being executed in sequence, starting with the leftmost and ending with the rightmost. Right-associative operators of equal precedence in an expression bind to their right operand and consequently are executed from right to left. For example, if you write the statement: a = b + c + 10;



the left associativity of the group to which the + operator belongs implies that this is effectively: a = (b + c) + 10;



On the other hand, = and op= are right-associative, so if you have int variables a, b, c, and d each initialized to 1, the statement: a += b = c += d = 10;



sets a to 12, b and c to 11, and d to 10. The statement is equivalent to: a += (b = (c += (d = 10)));



Note that these statements are intended to illustrate how associativity works and are not a recommended approach to coding. You will probably find that you will learn the precedence and associativity of the operators in Java by just using them in your programs, so don’t spend time trying to memorize them. You may need to refer back to the table from time to time, but as you gain experience you will gain a feel for where the operators sit and eventually you will automatically know when you need parentheses and when not.



Program Comments I have been adding comments in all the examples so far, so you already know that everything following // in a line is ignored by the compiler (except when the // appears in a character string between double quotes of course). Another use for // is to change lines of code into comments so that they don’t get executed — to “comment them out” in other words. If you want to remove some code from a program temporarily, you just add // at the beginning of each line that you want to eliminate. Removing the // later restores the line of code.
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Chapter 2 It is often convenient to include multiple lines of comment in a program — for example, at the beginning of a method to explain what it does. An alternative to using // at the beginning of each line in a block of comments is to put /* at the beginning of the first comment line and */ at the end of the last comment line. Everything between the /* and the next */ will be ignored. By this means you can annotate your programs, as shown here for example: /*************************************** * This is a long explanation of * * some particularly important * * aspect of program operation. * ***************************************/



Here I have used asterisks to highlight the comment. Of course, you can frame blocks like this in any way that you like, or even not at all, just so long as there is /* at the beginning and */ at the end.



Documentation Comments You can also include comments in a program that are intended to produce separate documentation for the program. These are called documentation comments. A program called javadoc processes the documentation comments in the source code for a program to generate separate documentation for the code. All the documentation that you get with the JDK is produced in this way. The documentation that is generated by javadoc is in the form of HTML web pages that can be viewed using a browser such as Netscape Navigator or Internet Explorer. A full discussion of documentation comments is outside the scope of this book — not because they are difficult, they aren’t. However, it would require a lot of pages to cover them properly, and there are already a lot of pages in the book. I will just describe them sufficiently so that you will recognize documentation comments when you see them. A documentation comment begins with /** and ends with */. An example of a simple documentation comment is: /** This is a documentation comment. */



Any asterisks at the beginning of each line in a documentation comment are ignored, as are any spaces preceding the first asterisk. A documentation comment can also include HTML tags, as well as special tags beginning with @ that are used to document methods and classes in a standard form. The @ character is followed by a keyword that defines the purpose of the tag. Here are some of the keywords that you can use: @author



Used to define the author of the code. For example, I could specify that I am the author by adding the tag: /** @author Ivor Horton */
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Programs, Data, Variables, and Calculation @deprecated



Used in the documentation of library classes and methods to indicate that they have been superseded and generally should not be used in new applications. This is primarily used within the class libraries to identify obsolete methods.



@exception



Used to document exceptions that the code can throw and the circumstance which can cause this to occur. For example, you might add the following documentation comment preceding your definition of a method to indicate the type of exception that the method may throw: /** @exception IOException



When an I/O error occurs.



*/ {@link}



Generates a link to another part of the documentation within the documentation that is produced. You can use this tag to embed a link to another class or method within descriptive text for your code. The curly brackets are used to separate the link from the rest of the in-line text.



@param



Used to describe the parameters for a method.



@return



Used to document the value returned from a method.



@see



Used to specify cross-references to some other part of the code, such as another class or a method. It can also reference a URL.



@throws



A synonym for @exception.



@version



Used to describe the current version of the code.



You can use any HTML tags within a documentation comment except for header tags. The HTML tags you insert are used to structure and format the documentation appropriately when it is viewed, and javadoc will add HTML tags to format the comments that include the special @ tags mentioned in the preceding table. The outline here really only gives you a hint as to what documentation comments are and doesn’t do justice to the power and scope of javadoc. For that you need to look into it in detail. If you want to see real examples of javadoc comments, take a look at one or other of the source code files for the library classes. The JDK comes with the javadoc program and its documentation. javadoc also has its own home page on the Javasoft web site at http://java.sun.com/j2se/javadoc/.



Summar y In this chapter you have seen all of the basic types of variables that are available in Java. The discussion of boolean variables will be more meaningful in the context of the next chapter since their primary use is in decision-making and modifying the execution sequence in a program.
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Chapter 2 The important points you have learned in this chapter are: ❑



The integer types are byte, short, int, and long, occupying 1, 2, 4, and 8 bytes, respectively.



❑



Variables of type char occupy 2 bytes and can store a single Unicode character code.



❑



Integer expressions are evaluated using 64-bit operations for variables of type long, and using 32-bit operations for all other integer types. You must, therefore, add a cast for all assignment operations storing a result of type byte, type short, or type char.



❑



A cast will be automatically supplied where necessary for op= assignment operations.



❑



The floating-point types are float and double, occupying 4 and 8 bytes, respectively.



❑



Values that are outside the range of a floating-point type are represented by a special value that is displayed as either Infinity or -Infinity.



❑



Where the result of a floating-point calculation is indeterminate, the value is displayed as NaN. Such values are referred to as Not-a-Number.



❑



You use an enumeration type to define variables that can be assigned values only from a fixed set that you specified as part of the enumeration.



❑



Variables of type boolean can have only either the value true or the value false.



❑



The order of execution of operators in an expression is determined by their precedence. Where operators are of equal precedence, the order of execution is determined by their associativity.



Exercises You can download the source code for the examples in the book and the solutions to the following exercises from http://www.wrox.com.
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1.



Write a console program to define and initialize a variable of type byte to 1, and then successively multiply it by 2 and display its value 8 times. Explain the reason for the last result.



2.



Write a console program to declare and initialize a double variable with some value such as 1234.5678. Then retrieve the integral part of the value and store it in a variable of type long, and the first four digits of the fractional part and store them in an integer of type short. Display the value of the double variable by outputting the two values stored as integers.



3.



Write a program that defines a floating-point variable initialized with a dollar value for your income and a second floating-point variable initialized with a value corresponding to a tax rate of 35 percent. Calculate and output the amount of tax you must pay with the dollars and cents stored as separate integer values (use two variables of type int to hold the tax, perhaps taxDollars and taxCents).



4.



The diameter of the Sun is approximately 865,000 miles. The diameter of the Earth is approximately 7,600 miles. Use the methods in the class Math to calculate: ❑



The volume of the Earth in cubic miles



❑



The volume of the Sun in cubic miles



❑



The ratio of the volume of the Sun to the volume of the Earth



3 Loops and Logic In this chapter you’ll look at how you make decisions and choices in your Java programs. You will also learn how to make your programs repeat a set of actions until a specific condition is met. In this chapter you’ll learn: ❑



How you compare data values



❑



How you can define logical expressions



❑



How you can use logical expressions to alter the sequence in which program statements are executed



❑



How you can select different expressions depending on the value of a logical expression



❑



How to choose between options in a fixed set of alternatives



❑



How long your variables last



❑



How you can repeat a block of code a given number of times



❑



How you can repeat a block of code as long as a given logical expression is true



❑



How you can break out of loops and statement blocks



❑



What assertions are and how you use them



All your programs of any consequence will use at least some, and often most, of the language capabilities and programming techniques I will cover in this chapter, so make sure you have a good grasp of them. But first, how do you make decisions in code, and so affect the way the program runs?



Making Decisions Making choices will be a fundamental element in all your programs. You need to be able to make decisions like, “If the user wants to enter more data, then read another value from the keyboard”



Chapter 3 or “If the bank balance is large, buy the car with the go-faster stripes, else renew the monthly bus ticket.” Whatever decision you want to make, in programming terms it requires the ability to make comparisons between variables, constants, and the values of expressions and then execute one group of statements or another, depending on the result of a given comparison. Thus, the first step to understanding how you make decisions in a program is to look at how you make comparisons.



Making Comparisons Java provides you with six relational operators for comparing two data values. The data values you are comparing can be variables, constants, or expressions with values drawn from Java’s primitive data types — byte, short, int, long, char, float or double. Relational Operators



Description



>



Produces the value true if the left operand is greater than the right operand, and false otherwise.



>=



Produces the value true if the left operand is greater than or equal to the right operand, and false otherwise.



==



Produces the value true if the left operand is equal to the right operand, and false otherwise.



!=



Produces the value true if the left operand is not equal to the right operand, and false otherwise.



0 && total/count > 5) { // Do something... }



In this case, the right operand for the && operation will be executed only if the left operand is true — that is, when count is positive. Clearly, if you were to use & here, and count happened to be zero, you would be attempting to divide the value of total by 0, which in the absence of code to prevent it would terminate the program.
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Chapter 3 Logical OR Operations The OR operators, | and ||, apply when you want a true result if either or both of the operands are true. The logical OR, ||, has a similar effect to the logical AND, in that it omits the evaluation of the right-hand operand when the left-hand operand is true. Obviously if the left operand is true, the result will be true regardless of whether the right operand is true or false. Let’s take an example. A reduced entry ticket price is issued to under 16-year-olds and to those aged 65 or over; this could be tested using the following if: if(age < 16 || age>= 65) { ticketPrice *= 0.9; }



// Reduce ticket price by 10%



The effect here is to reduce ticketPrice by 10 percent if either condition is true. Clearly in this case, both conditions cannot be true. With an | or an || operation, you get a false result only if both operands are false. If either or both operands are true, the result is true.



Boolean NOT Operations The third type of logical operator, !, applies to one boolean operand, and the result is the inverse of the operand value. So if the value of a boolean variable, state, is true, then the expression !state has the value false, and if it is false, then !state evaluates to true. To see how the operator is used with an expression, you could rewrite the code fragment you used to provide discounted ticket price as: if(!(age >= 16 && age < 65)) { ticketPrice *= 0.9; // Reduce ticket price by 10% }



The expression (age >= 16 && age < 65) is true if age is from 16 to 64. People of this age do not qualify for the discount, so the discount should be applied only when this expression is false. Applying the ! operator to the result of the expression does what you want. You could also apply the ! operator in an expression that was a favorite of Charles Dickens: !(Income>Expenditure)



If this expression is true, the result is misery, at least as soon as the bank starts bouncing your checks. Of course, you can use any of the logical operators in combination if necessary. If the theme park decides to give a discount on the price of entry to anyone who is under 12 years old and under 48 inches tall, or to someone who is over 65 and over 72 inches tall, you could apply the discount with this test: if((age < 12 && height < 48) || (age > 65 && height > 72)) { ticketPrice *= 0.8; // 20% discount on the ticket price }



The parentheses are not strictly necessary here, as && has a higher precedence than ||, but adding the parentheses makes it clearer how the comparisons combine and makes it a little more readable.
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Loops and Logic Don’t confuse the bitwise operators &, |, and ! with the logical operators that look the same. Which type of operator you are using in any particular instance is determined by the type of operand with which you use it. The bitwise operators apply to integer types and produce an integer result. The logical operators apply to operands that have boolean values and produce a result of type boolean — true or false. You can use both bitwise and logical operators in an expression if it is convenient to do so.



Character Testing Using Standard Library Methods While testing characters using logical operators is a useful way of demonstrating how these operators work, in practice there is an easier way. The standard Java packages provide a range of standard methods to do the sort of testing for particular sets of characters such as letters or digits that you have been doing with if statements. They are all available within the Character class, which is automatically available in your programs. For example, you could have written the if statement in the LetterCheck2 program as shown in the following example.



Try It Out



Deciphering Characters Trivially



In the following example, the if expressions in main() that were in the LetterCheck2 class have been replaced by expressions that call methods in the Character class to do the testing: import static java.lang.Character.isLowerCase; import static java.lang.Character.isUpperCase; public class LetterCheck3 { public static void main(String[] args) { char symbol = ‘A’; symbol = (char)(128.0*Math.random());



// Generate a random character



if(isUpperCase(symbol)) { System.out.println(“You have the capital letter “ + symbol); } else { if(isLowerCase(symbol)) { System.out.println(“You have the small letter “ + symbol); } else { System.out.println(“The code is not a letter”); } } } }



How It Works Because you have the import statements for the isUpperCase and isLowerCase method names at the beginning of the source file, you can call these methods without using the Character class name as qualifier. The isUpperCase() method returns true if the char value that you pass to it is uppercase, and false if it is not. Similarly, the isLowerCase() method returns true if the char value you pass to it is lowercase.
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Chapter 3 The following table shows some of the other methods included in the Character class that you may find useful for testing characters. In each case, you put the argument of type char that is to be tested between the parentheses following the method name. Method



Description



isDigit()



Returns the value true if the argument is a digit (0 to 9), and false otherwise.



isLetter()



Returns the value true if the argument is a letter, and false otherwise.



isLetterOrDigit()



Returns the value true if the argument is a letter or a digit, and false otherwise.



isWhitespace()



Returns the value true if the argument is whitespace, which is any one of the following characters: space (‘ ‘) tab (‘\t’) newline (‘\n’) carriage return (‘\r’) form feed (‘\f’) The method returns false otherwise.



You will find information on other methods in the class Character in the JDK documentation for the class.



The Conditional Operator The conditional operator is sometimes called a ternary operator because it involves three operands. It is best understood by looking at an example. Suppose you have two variables of type int with the names yourAge and myAge, and you want to assign the greater of the values stored in yourAge and myAge to a third variable, older, which is also of type int. You can do this with the following statement: older = yourAge>myAge ? yourAge : myAge;



The conditional operator has a logical expression as the first of its three operands — in this case, it is the expression yourAge>myAge. If this expression is true, the operand that follows the ? symbol — in this case, yourAge — is evaluated to produce the value resulting from the operation. If the expression yourAge>myAge is false, the third operand which comes after the colon — in this case, myAge — is evaluated to produce the value from the operation. Thus, the result of this conditional expression is yourAge, if yourAge is greater than myAge, and myAge otherwise. This value is then stored in the variable older. The use of the conditional operator in this assignment statement is equivalent to the if statement: if(yourAge > myAge) { older = yourAge;
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Loops and Logic } else { older = myAge; }



Remember, though, the conditional operator is an operator and not a statement, so you can use it in a more complex expression involving other operators. The conditional operator can be written generally as: logical_expression ? expression1 : expression2



If the logical_expression evaluates as true, the result of the operation is the value of expression1, and if logical_expression evaluates to false, the result is the value of expression2. Note that if expression1 is evaluated because logical_expression is true, then expression2 will not be, and vice versa. You can use the conditional operator in lots of circumstances, and one common application of it is to control output, depending on the result of an expression or the value of a variable. You can vary a message by selecting one text string or another depending on the condition specified.



Try It Out



Conditional Plurals



Type in the following code, which will add the correct ending to ‘hat’ depending on how many hats you have: public class ConditionalOp { public static void main(String[] args) { int nHats = 1; // Number of hats System.out.println(“I have “ + nHats + “ hat” + (nHats == 1 ? “.” : “s.”)); nHats++; // Increment number of hats System.out.println(“I have “ + nHats + “ hat” + (nHats == 1 ? “.” : “s.”)); } }



The output from this program will be: I have 1 hat. I have 2 hats.



How It Works The result of executing the conditional operator in the program is a string containing just a period when the value of nHats is 1, and a string containing an s followed by a period in all other cases. The effect of this is to cause the output statement to automatically adjust the output between singular and plural. You can use the same technique in other situations, such as where you need to choose “he” or “she” for example, as long as you are able to specify a logical expression to differentiate the situation in which you should use one rather than the other. A more challenging application you could try is to append “st”, “nd”, “rd”, or “th” to a date value, such as in “3rd November” or “4th July”.
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The switch Statement You use the switch statement to select from multiple choices based on a set of fixed values for a given expression. The expression must produce a result of an integer type other than long, or a value of an enumeration type. Thus, the expression that controls a switch statement can result in a value of type char, byte, short, or int, or an enumeration constant. In normal use the switch statement operates rather like a rotary switch in that you can select one of a fixed number of choices. For example, on some makes of washing machine you choose between the various possible machine settings in this way, with positions for cotton, wool, synthetic fiber, and so on, which you select by turning the knob to point to the option that you want. Here’s a switch statement reflecting this logic for a washing machine: switch(wash) { case 1: // wash is 1 for Cotton System.out.println(“Cotton selected”); break; case 2: // wash is 2 for Linen System.out.println(“Linen selected”); break; case 3: // wash is 3 for Wool System.out.println(“Wool selected”); break; default: // Not a valid value for wash System.out.println(“Selection error”); break; }



The selection in the switch statement is determined by the value of the expression that you place between the parentheses after the keyword switch. In this case it’s simply the variable wash that would need to be previously declared as of type char, byte, short, or int. You define the possible switch options by one or more case values, also called case labels, which you define using the keyword case. In general, a case label consists of the case keyword followed by a constant value that is the value that will select the case, followed by a colon. The statements to be executed when the case is selected follow the case label. You place all the case labels and their associated statements between the braces for the switch statement. You have three case values in the preceding example, plus a special case with the label default, which is another keyword. A particular case value is selected if the value of the switch expression is the same as that of the particular case value. The default case is selected when the value of the switch expression does not correspond to any of the values for the other cases. Although I’ve written the cases in the preceding switch sequenced by their case values, they can be in any order. When a particular case is selected, the statements that follow that case label are executed. So if wash has the value 2, the statements that follow: case 2:



// wash is 2 for Linen



are executed. In this case, these are: System.out.println(“Linen selected”); break;
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Loops and Logic When a break statement is executed here, it causes execution to continue with the statement following the closing brace for the switch. The break is not mandatory as the last statement for each case, but if you don’t put a break statement at the end of the statements for a case, the statements for the next case in sequence will be executed as well, through to whenever another break is found or the end of the switch block is reached. This is not usually what you want. The break after the default statements in our example is not strictly necessary, but it does protect against the situation when you might add another case label at the end of the switch statement block, and overlook the need for the break at the end of the last case. You need a case label for each choice to be handled in the switch, and the case values must all be different. The default case you have in the preceding example is, in general, optional. As I said, it is selected when the value of the expression for the switch does not correspond with any of the case values that you have defined. If you don’t specify a default case and the value of the switch expression does not match any of the case labels, none of the statements in the switch will be executed, and execution continues at the statement following the closing brace of the switch statement. You could rewrite the previous switch statement to use a variable of an enumeration type as the expression controlling the switch. Suppose you have defined the WashChoice enumeration type like this: enum WashChoice { cotton, linen, wool }



// Define enumeration type



You can now code the switch statement like this: WashChoice wash = WashChoice.linen; // Initial definition of variable // Some more code that might change the value of wash... switch(wash) { case cotton: System.out.println(“Cotton selected”); break; case linen: System.out.println(“Linen selected”); break; case wool: System.out.println(“Wool selected”); break; }



The switch is controlled by the value of the wash variable. Note how you use the enumeration constants as case values. You must write them without the enumeration type name as a qualifier in this context; otherwise, the code will not compile. Using enumeration constants as the case values makes the switch much more self-explanatory. It is perfectly clear what each case applies to. Because you cannot assign a value to a variable of an enumeration type that is not a defined enumeration constant, it is not necessary to include a default case here.
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Chapter 3



The General Case of the switch Statement I have illustrated the logic of the general switch statement in the flowchart shown in Figure 3-4.



expression equals value1?



y Do value1 thing



break



Do value2 thing



break



switch(expression) { case value: // Do value1 thing break; case value2: // Do value2 thing break; ... default // Do default action break;



n



expression equals value2?



y



} // Continue the program n Do default action



break



Continue the program



Figure 3-4



Each case value is notionally compared with the value of an expression. If one matches, then the code for that case is executed, and the break branches to the first statement after the switch. As I said earlier, if you don’t include the break statements, the logic is quite different, as shown in Figure 3-5. Now when a case label value is equal to the switch expression, the code for that case is executed, and followed by the statements for all the other cases that succeed the case that was selected, including that for the default case if that follows. This is not usually what you want, so make sure you don’t forget the break statements.
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Loops and Logic



expression equals value1?



y Do value1 thing



switch(expression) { case value: // Do value1 thing



n



case value2: // Do value2 thing ... default; // Do default action



expression equals value2?



y Do value2 thing



} // Continue the program n



Do default action



Continue the program



Figure 3-5



You can arrange to execute the same statements for several different case labels, as in the following switch statement: char yesNo = ‘N’; // more program logic... switch(yesNo) { case ‘n’: case ‘N’: System.out.println(“No selected”); break;
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Chapter 3 case ‘y’: case ‘Y’: System.out.println(“Yes selected”); break; }



Here the variable yesNo receives a character from the keyboard somehow. You want a different action depending on whether the user enters ‘Y’ or ‘N’, but you want to be able to accept either uppercase or lowercase entries. This switch does just this by putting the case labels together. Note that there is no default case here. If yesNo contains a character other than those identified in the case statements, the switch statement has no effect. In practice, you might add a default case in this kind of situation to output a message indicating when the value in yesNo is not valid. Of course, you could also implement this logic using if statements: if(yesNo==’n’ || yesNo==’N’) { System.out.println(“No selected”); } else { if(yesNo==’y’ || yesNo==’Y’) { System.out.println(“Yes selected”); } }



I prefer the switch statement as I think it’s easier to follow, but you decide for yourself. Let’s try an example.



Try It Out



Making the switch



This example uses a switch controlled by an integer type and a switch controlled by a variable of an enumeration type: public class TrySwitch { enum WashChoice {cotton, linen, wool, synthetic}



// Define enumeration type



public static void main(String[] args) { WashChoice wash = WashChoice.cotton; // Variable to define the choice of wash // The clothes variable specifies the clothes to be washed by an integer value // 1:shirts 2:sweaters 3:socks 4:sheets 5:pants int clothes = 3; switch(clothes) { case 1: System.out.println(“Washing shirts.”); wash = WashChoice.cotton; break; case 2: System.out.println(“Washing sweaters.”); wash = WashChoice.wool; break; case 3: System.out.println(“Washing socks.”); wash = WashChoice.wool;
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Loops and Logic break; case 4: System.out.println(“Washing sheets.”); wash = WashChoice.linen; break; case 5: System.out.println(“Washing pants.”); wash = WashChoice.synthetic; break; default: System.out.println(“Unknown washing - default synthetic.”); wash = WashChoice.synthetic; break; } // Now select the wash temperature System.out.println(“Wash is “+ wash); switch(wash) { case wool: System.out.println(“Temperature is break; case cotton: System.out.println(“Temperature is break; case synthetic: System.out.println(“Temperature is break; case linen: System.out.println(“Temperature is break; }



120.”);



170.”);



130.”);



180.”);



} }



You should get the following output from this example: Washing socks. Wash is wool Temperature is 120.



How It Works This looks like a lot of code, but it’s because of the number of cases in the two switch statements. You first define an enumeration type, WashChoice. You then define a variable of this type in the main() method with the following statement: WashChoice wash = WashChoice.cotton;



// Variable to define the choice of wash



The initial value for wash here is arbitrary. You could have chosen any of the possible enumeration constants for the WashChoice type. Next, you define and initialize a variable identifying the type of clothes to be washed: int clothes = 3;
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Chapter 3 The initial value for clothes corresponds to socks and in a more practical example would be arrived at by means other than just assigning the value. You use the clothes variable to control the next switch statement. For each case in the switch, you output what is to be washed and set the value for the wash variable to the appropriate enumeration constant. You would usually put a default case in this sort of switch statement because its control expression is numeric, and if the value was derived by some computation or other, there is always the possibility of an invalid value being produced. If there is no default case and the switch expression results in a value that does not correspond to any of the cases, execution will just continue with the statement following the switch block. After the first switch, you output the wash type: System.out.println(“Wash is “+ wash);



You saw in the previous chapter that the string representation of a value that is an enumeration constant is the name of the value as it appears in the type definition. Lastly, you use the wash variable as the expression selecting a case in the next switch. Because a variable of an enumeration type must have an enumeration constant as a value, and all possible values are represented by cases in the switch, you don’t need a default case here. Note that you could have defined the values for the various types of clothes as constant values: final final final final final



int int int int int



SHIRTS = 1; SWEATERS = 2; SOCKS = 3; SHEETS = 4; PANTS = 5;



The value set for the clothes variable would then have been much more obvious: int clothes = SOCKS;



Of course, you could also have used an enumeration for the clothes type, too, but I’ll leave you to work out what that would look like.



Variable Scope The scope of a variable is the part of the program over which the variable name can be referenced — in other words, where you can use the variable in the program. Every variable that I have declared so far in program examples has been defined within the context of a method, the method main(). Variables that are declared within a method are called local variables, as they are only accessible within the confines of the method in which they are declared. However, they are not necessarily accessible everywhere in the code for the method in which they are declared. Look at the next code fragment, which shows variables defined within nested blocks: { int n = 1; // Reference to n is OK here
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// Declare and define n



Loops and Logic // Reference to m here is an error because m does not exist yet { // Reference to n here is OK too // Reference to m here is still an error int m = 2;



}



// Declare and define m



// Reference to m and n are OK here - they both exist // m dies at this point



// Reference to m here is now an error // Reference to n is still OK though } // n dies at this point so you can’t refer to it in following statements



A variable does not exist before its declaration; you can refer to it only after it has been declared. It continues to exist until the end of the block in which it is defined, and that includes any blocks nested within the block containing its declaration. The variable n is created as the first statement in the outer block. It continues to exist within the inner block too. The variable m exists only within the inner block because that’s where its declaration appears. After the brace at the end of the inner block, m no longer exists so you can’t refer to it. The variable n is still around though and it survives until the closing brace of the outer block. So, the rule that determines the accessibility of local variables is simple. Local variables are accessible only from the point in the program where they are declared to the end of the block that contains the declaration. At the end of the block in which they are declared, they cease to exist. I can demonstrate this with an example:



Try It Out



Scoping



Here’s a version of the main() method that demonstrates how variable scope works: public class Scope { public static void main(String[] args) { int outer = 1;



// Exists throughout the method



{ // You cannot refer to a variable before its declaration // System.out.println(“inner = “ + inner); // Uncomment this for an error int inner = 2; System.out.println(“inner = “ + inner); System.out.println(“outer = “ + outer);



// Now it is OK // and outer is still here



// All variables defined in the enclosing outer block still exist, // so you cannot redefine them here // int outer = 5; // Uncomment this for an error } // Any variables declared in the previous inner block no longer exist // so you cannot refer to them // System.out.println(“inner = “ + inner); // Uncomment this for an error
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Chapter 3 // The previous variable, inner, does not exist so you can define a new one int inner = 3; System.out.println(“inner = “ + inner); // ... and output its value System.out.println(“outer = “ + outer); // outer is still around } }



As it stands, this program will produce the following output: inner outer inner outer



= = = =



2 1 3 1



If you uncomment any or all of the three statements as suggested, it won’t compile: javac Scope.java Scope.java:11: Undefined variable: inner System.out.println(“inner = “ + inner); // Uncomment this for an error ^ 1 error javac Scope.java Scope.java:19: Variable ‘outer’ is already defined in this method. int outer = 5; // Uncomment this for an error ^ 1 error javac Scope.java Scope.java:23: Undefined variable: inner System.out.println(“inner = “ + inner); ^ 1 error



// Uncomment this for an error



How It Works The main() method in this program has one block nested inside the block that contains the code for the method. The variable outer is defined right at the start, so you can refer to this anywhere within the method main(), including inside the nested block. You are not allowed to re-declare a variable, so the commented statement that re-declares outer within the inner block will cause a compiler error if you remove the double slash at the beginning of the line. The variable inner is defined inside the nested block with the initial value 2, and you can refer to it anywhere from its declaration to the end of the inner block. After the closing brace of the inner block, the variable inner no longer exists, so the commented output statement that refers to inner is illegal. However, since the variable inner has expired, you can declare another one with the same name and with the initial value 3. Note that all this is just to demonstrate the lifetime of local variables. It is not good practice to redefine variables that have expired, because of the obvious potential for confusion. Also, although I have only used variables of type int in the preceding example, scoping rules apply to variables of any type.
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Loops and Logic There are other variables called class variables that have much longer lifetimes when they are declared in a particular way. The variables PI and E in the standard library class Math are examples of these. They hang around as long as your program is executing. There are also variables that form part of a class object called instance variables. You’ll learn more about these in Chapter 5.



Loops A loop allows you to execute a statement or block of statements repeatedly. The need to repeat a block of code arises in almost every program. If you did the first exercise at the end of the last chapter, based on what you had learned up to that point, you would have come up with a program along the lines of the following: public class TryExample1_1 { public static void main(String[] args) { byte value = 1; value *= 2; System.out.println(“Value is now “+value); value *= 2; System.out.println(“Value is now “+value); value *= 2; System.out.println(“Value is now “+value); value *= 2; System.out.println(“Value is now “+value); value *= 2; System.out.println(“Value is now “+value); value *= 2; System.out.println(“Value is now “+value); value *= 2; System.out.println(“Value is now “+value); value *= 2; System.out.println(“Value is now “+value); } }



The same pair of statements has been entered eight times. This is a rather tedious way of doing things. If the program for the company payroll had to include separate statements to do the calculation for each employee, it would never get written. A loop removes this sort of difficulty. You could write the method main() to do the same as the code above as follows: public static void main(String[] args) { byte value = 1; for (int i=0; i[] lists = new LinkedList[10];



// OK



Each element in the array can store a reference to any specific LinkedList type, and they could all be different types. Just so that you can believe it, let’s try it.



Try It Out



A Wildcard Array



You can modify the previous TryWildcard example to demonstrate using a wildcard type in an array: public class TryWildCardArray { public static void main(String[] args) { BinaryTree[] trees = {new BinaryTree(), new BinaryTree()}; LinkedList[] lists = new LinkedList[trees.length]; int[] numbers = new int[30]; for(int i = 0 ; i list : lists){ System.out.println(“\nSorted results:”); listAll(list); }



The loop variable is of a wildcard type, LinkedList, and it iterates over the elements in the lists array. This is fine here because the static listAll() method does not require a particular type of LinkedList reference as the argument; it works for LinkedList types created from the LinkedList generic type using any type argument. Note that you can create arrays of a generic type only using a wildcard specification that is unbounded. If you specify an upper or lower bound for a wildcard type argument when defining an array type, it will be flagged by the compiler as an error.



Parameterized Methods You can define a method with its own independent set of one or more type parameters, in which case you have a parameterized method, which is also referred to as a generic method. You can have parameterized methods in an ordinary class. Methods within a generic type definition can also have independent parameters. You could modify the listAll() method that you defined in the TryWildcardArray class in the previous example so that it is a parameterized method. Here’s how that would look: public static void listAll(LinkedList list) { for(T obj : list) { System.out.println(obj); } }



The following the public and static keywords is the type parameter list for the generic method. Here you have only one type parameter, T, but you could have more. The type parameter list for a generic method always appears between angled brackets and should follow any modifiers such as public and static, as you have here, and should precede the return type. Not that calling this version of the listAll() method does not require the type argument to be supplied explicitly. The type argument will be deduced from the parameter type supplied when the method is called. If you replace the listAll() code in the previous example by the version here, you should find that it works just as well. No other changes to the program are necessary to make use of it. You could also gain some advantage by using parameterized methods in the BinaryTree type definition. With the present version of this generic type, the add() method accepts an argument of type T, which is the type argument. In general, you might want to allow subclasses of T to be added to a BinaryTree object. Harking back to the Person and Manager classes you saw earlier, it might well be the case that you would want to add Manager objects and objects of any subclass of Person to a BinaryTree container. You could accommodate this by redefining the add() method in the class as an independently parameterized method:
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Generic Class Types public void add(E value) { if(root == null) { // If there’s no root node root = new Node(value); // store it in the root } else { // Otherwise... add(value, root); // add it recursively } }



Now the method has an independent parameter, E. This parameter has an upper bound, which in this case is the type variable for the BinaryTree type. Thus, you are saying here that the add() method accepts an argument of any type that is type T, or a subclass of T. This clearly adds flexibility to the use of BinaryTree objects. You have no need to change the body of the method in this case. All the flexibility is provided simply by the way you have defined the method parameter. Of course, you must also alter the other version of the add() method that is defined in BinaryTree to have an independent parameter: private void add(E value, Node node) { int comparison = node.obj.compareTo(value); if(comparison == 0) { // If it is equal to the current node ++node.count; // just increment the count return; } if(comparison > 0) { // If it’s less than the current node if(node.left == null) { // and the left child node is not null node.left = new Node(value); // Store it as the left child node } else { // Otherwise... add(value, node.left); // ...add it to the left node } } else { // It must be greater than the current node if(node.right == null) { // so it must go to the right... node.right = new Node(value); } else { add(value, node.right); } } }



Although you’ve used the same identifier, E, as the type parameter for this method, it has nothing to do with the E you used as the type parameter for the previous version of add(). The scope of a parameter for a method is just the method itself, so the two Es are quite separate and independent of one another. You could use K or some other parameter name here if you want to make it absolutely obvious. Let’s give it a whirl.



Try It Out



Using Parameterized Methods



First, create a directory to hold the source files for this example and copy the files containing the Person and Manager class definitions to it. You’ll also need the BinaryTree.java file containing the version with the parameterized add() methods and the source file for the LinkedList generic type. Here’s the program to make use of these:
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Chapter 13 public class TryParameterizedMethods { public static void main(String[] args) { BinaryTree people = new BinaryTree(); // Create and add some Manager objects Manager[] managers = { new Manager(“Jane”,1), new Manager(“Joe”,3), new Manager(“Freda”,3)}; for(Manager manager : managers){ people.add(manager); } // Create and add some Person objects objects Person[] persons = {new Person(“Will”), new Person(“Ann”), new Person(“Mary”), new Person(“Tina”), new Person(“Stan”)}; for(Person person : persons) { people.add(person); } listAll(people.sort());



// List the sorted contents of the tree



} // Parameterized method to list the elements in any linked list public static void listAll(LinkedList list) { for(T obj : list) { System.out.println(obj); } } }



The output should be as follows: Ann Manager Freda level: 3 Manager Jane level: 1 Manager Joe level: 3 Mary Stan Tina Will



How It Works You create an object of a BinaryTree type that will store Person objects: BinaryTree people = new BinaryTree();



You then define an array of Manager objects and add those to the people binary tree: Manager[] managers = { new Manager(“Jane”,1), new Manager(“Joe”,3), new Manager(“Freda”,3)}; for(Manager manager : managers){ people.add(manager); }
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Generic Class Types The add() method is defined as a parameterized method in the BinaryTree type definition, where the method’s parameter, E, has an upper bound that is the type variable for the BinaryTree type. This enables the add() method to accept arguments that are of a type that can be type Person or any subclass of Person. You defined the Manager class with Person as the base class so the add() method happily accepts arguments of type Manager. Just to demonstrate that you can, you create an array of Person objects and add those to the people binary tree: Person[] persons = {new Person(“Will”), new Person(“Ann”), new Person(“Mary”), new Person(“Tina”), new Person(“Stan”)}; for(Person person : persons) { people.add(person); }



You now have a mix of Person and Manager objects in the binary tree. You list the contents of the binary tree in ascending alphabetical order by calling the parameterized listAll() method that you defined as a static member of the TryParameterizedMethods class: listAll(people.sort());



// List the sorted contents of the tree



The argument to the listAll() method is of type BinaryTree, so the compiler supplies Person as the type argument to the method. This means that within the method, the loop iterates over an array of Person references using a loop variable of type Person. The output demonstrates that the mix of Person and Manager objects were added to the binary tree correctly and are displayed in the correct sequence.



Generic Constructors A constructor is a specialized kind of method and you can define class constructors with their own independent parameters. You can define parameterized constructors for both ordinary classes and generic class types. Let’s take an example. Suppose you want to add a constructor to the BinaryTree type definition that will accept an argument that is an array of items to be added to the binary tree. In this case, defining the constructor as a parameterized method gives you the same flexibility you have with the add() method. Here’s how the constructor definition looks: public BinaryTree(E[] items) { for(E item : items) { add(item); } }



The constructor parameter is E. You have defined this with an upper bound of T, so the argument to the constructor can be an array of elements of the type specified by the type variable T or any subclass of T. For example, if you define a binary tree of type BinaryTree, then you can pass an array to the constructor with elements of type Person or any type that is a subclass of Person. Let’s try it.
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Chapter 13 Try It Out



Using a Parameterized Constructor



The definition of BinaryTree will now be as follows: public class BinaryTree { // No-arg constructor public BinaryTree() {} // Parameterized constructor public BinaryTree(E[] items) { for(E item : items) { add(item); } } // Add a value to the tree public void add(E value) { if(root == null) { // If there’s no root node root = new Node(value); // store it in the root } else { // Otherwise... add(value, root); // add it recursively } } // Recursive insertion of an object private void add(E value, Node node) { int comparison = node.obj.compareTo(value); if(comparison == 0) { // If it is equal to the current node ++node.count; // just increment the count return; } if(comparison > 0) { // If it’s less than the current node if(node.left == null) { // and the left child node is not null node.left = new Node(value); // Store it as the left child node } else { // Otherwise... add(value, node.left); // ...add it to the left node } } else { // It must be greater than the current node if(node.right == null) { // so it must go to the right... node.right = new Node(value); } else { add(value, node.right); } } } // Create a list containing the values from the tree in sequence public LinkedList sort() { treeSort(root); // Sort the objects into the list return values; }
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Generic Class Types // Extract the tree nodes in sequence private void treeSort(Node node) { if(node != null) { // If the node isn’t null treeSort(node.left); // process its left child // List the duplicate objects for the current node for(int i = 0 ; i Too many cooks spoil the broth.



The first line is the prolog, and it consists of just an XML declaration, which specifies that the document is consistent with XML version 1.0. The XML declaration must start with 
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