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Working with Active Server Pages - Chapter 1



Chapter 1 Understanding Internet/Intranet Development This chapter was written for a special group of people: those who had an unusually good sense of timing and waited until the advent of Active Server Pages (ASP) to get involved with Internet/intranet development. The chapter surveys an important part of the ASP development environment: the packet-switched network. You will learn what this important technology is and how it works inside your office and around the world. The chapter also is a cursory treatment of Internet/intranet technology; details await you in later pages of the book (see the "From Here..." section, at the end of this chapter, for specific chapter references). In this chapter you learn about: ● The hardware of the Internet



●



First, look at the plumbing that enables your software to operate. One important Internet hardware feature affects how you use all of your Internet applications. The software of the Internet



●



Learn about the software of the World Wide Web, as well as that of its poor relation, the OfficeWide Web. The protocols of the Internet Take a quick look under the hood of the Web (and anticipate a thorough treatment of Internet protocols in later chapters).



Understanding the Hardware That Makes the Internet Possible The Internet is like one vast computer. It is a collection of individual computers and local area networks (LANs). But it is also a collection of things called routers, and other kinds of switches, as well as all that copper and fiber that connects everything together.



Packet-Switched Networks Begin your exploration of this world of hardware by looking at the problem its founding fathers (and mothers) were trying to solve. A Network Born of a Nightmare A great irony of the modern age is that the one thing that threatened the extinction of the human race motivated the development of the one thing that may liberate more people on this planet than any military campaign ever could. The Internet was conceived in the halls of that most salubrious of spaces: the Pentagon. Specifically, the Advanced Research Projects Agency (ARPA) was responsible for the early design of the Net's ARPAnet. ARPA's primary design mission was to make a reliable communications network that would be robust in the event of nuclear attack. In the process of developing this technology, the military forged strong ties with large corporations and universities. As a result, responsibility for the continuing research shifted to the National Science Foundation. Under its aegis, the network became known as the Internet.



Internet/intranet You may have noticed that Internet is always capitalized. This is because Internet is the name applied to only one thing-and yet, that thing doesn't really exist. What this means is that there is no one place you go to when you visit the Net; no one owns it, and no one can really control it. (Very Zen, don't you think? At once everything and nothing.) You also may have come across the term intranet and noticed that it is never capitalized. You can probably guess the reason: because intranets, unlike the Internet, are legion; they are all over the place. And every single one of them is owned and controlled by someone. In this book, you will see the term Web used interchangeably for both the World Wide Web and the OfficeWide Web. When this book discusses the Internet, Web refers to the World Wide Web; when it discusses intranets, Web refers to the OfficeWide Web.



A Small Target Computers consist of an incredibly large number of electronic switches. Operating systems and computer software really have only one job: turn one or more of those switches on and off at exactly the right moment. The Internet itself is one great computer, one huge collection of switches. This is meant in a deeper way than Scott McNealy of Sun Microsystems intended when he said "The network is the computer." I think Scott was referring to the network as a computer. We are referring, instead, to the switches that make up the Internet, the switches that stitch the computers all together into an inter-network of computers. Scott was emphasizing the whole, we are highlighting the "little wholes" that make up Scott's whole. The reason this is important is fairly obvious. If you take out a single computer or section of the network, you leave the rest unphased. It works. So, on the Internet, every computer basically knows about every other computer. The key to making this work is the presence of something called the Domain Name System (DNS). You will learn details of this innovation in a moment; for now, just be aware that maintaining databases of names and addresses is important, not only for your e-mail address book, but also to the function of the Internet. The DNS is the Internet's cerebral cortex.
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Ironically, the Net's distributed functionality is similar to the one the brain uses to store memory and the one investors use to diversify risk. It all boils down to chance: Spread the risk around, and if anything goes wrong, you can control the damage. This was the lesson lost on the designer of the Titanic.



E-mail If it makes sense to use lots of computers and connect them together so that information can flow from one point to another, the same logic should work with the message itself. For example, take an average, everyday e-mail message. You sit at your PC and type in what appears to be one thing, but when you press the Send/Receive button on your e-mail client, something happens: Your message gets broken up into little pieces. Each of these pieces has two addresses: the address of the transmitting computer and the address of the receiving computer. When the message gets to its destination, it needs to be reassembled in the proper order and presented intact to the reader.



Fractaled Flickers Those of you interested in technically arcane matters might want to look at Internet/intranet hardware and software through the eyes of the chaologist-someone who studies the mathematics of chaos theory and the related mathematics of fractals. Essentially, all fractals look the same, regardless of the level of detail you choose. For the Internet, the highest level of detail is the telecommunications infrastructure-the network of switches that carries the signal from your computer to mine. Another level of detail is the hardware of every computer, router, and bridge that make up the moving parts of the Internet. (Guess what, the hardware looks the same for each.) You look at the way the information itself is structured and see that the family resemblance is still there. Someone should take the time to see if there's something important lurking in this apparent fractal pattern. Chaotic systems pop up in the darndest places.



An Unexpected Windfall There is one especially useful implication to all this packet business. Did you know that you can send an e-mail message, navigate to a Web site, and download a 52-megabyte file from the Microsoft FTP site, all at exactly the same time? Remember that any single thing (a "single" e-mail message) to you is a multiplicity of things to your computer (dozens of 512 byte "packets" of data). Because everything gets broken up when sent and then reassembled when received, there's plenty of room to stuff thousands of packets onto your dialup connection (defined in the section entitled, "Connecting Your Network to an Internet Service Provider"). Let your modem and the Internet, with all its hardworking protocols (defined in the last section of this chapter) do their thing. Sit back, relax, and peel a few hours off of your connect time.



Routers and Gateways Remember that the Internet is a global network of networks. In this section, you get a peek at the hardware that makes this possible. You also will see how you can use some of this same technology inside your own office. To give you some idea of how all this hardware is connected, take a look at figure 1.1.
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Figure 1.1 An overview of the hardware that makes the Internet possible. Routers: The Sine Qua Non of the Internet Routers are pieces of hardware (though routers can be software added to a server) that are similar to personal computers on your network. The main difference is that routers have no need to interact with humans, so they have no keyboard or monitor. They do have an address, just like the nodes on the LAN and the hosts on the Internet. The router's job is to receive packets addressed to it, look at the whole destination address stored in the packet, and then forward the packet to another computer (if it recognizes the address).
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Working with Active Server Pages - Chapter 1 Routers each contain special tables that inform them of the addresses of all networks connected to them. The Internet is defined as all of the addresses stored in all of the router tables of all the routers on the Internet. Routers are organized hierarchically, in layers. If a router cannot route a packet to the networks it knows about, it merely passes off the packet to a router at a higher level in the hierarchy. This process continues until the packet finds its destination. A router is the key piece of technology that you either must own yourself or must be part of a group that owns one; for example, your ISP owns a router, and your server address (or your LAN addresses) are stored in its router table. Without routers, we would have no Internet. Gateways to the Web The term gateway can be a confusing, but because gateways play a pivotal role in how packets move around a packet-switched network, it's important to take a moment to understand what they are and how they work. Generally speaking, a gateway is anything that passes packets. As you might guess, a router can be (and often is) referred to as a gateway. Application gateways convert data into a format that some kind of application can use. Perhaps the most common application gateways are e-mail gateways. When you send an e-mail message formatted for the Simple Mail Transfer Protocol (SMTP) to someone on AOL (America Online), your message must pass through an e-mail gateway. If you've ever tried to send an e-mail attachment to an AOL address, you know that there are some things the gateway ignores (like that attachment, much to your chagrin). A third kind of gateway is a protocol gateway. Protocols are rules by which things get done. When you access a file on a Novell file server, for example, you use the IPX/SPX protocol. When you access something on the Web, you use TCP/IP. Protocol gateways, such as Microsoft's Catapult server, translate packets from and to formats used by the different protocols. These gateways act like those people you see whispering in the president's ear during photo ops at Summit meetings.



When you are setting up your first intranet under Windows 95 and/or Windows NT, you need to pay attention to the Gateway setting in the Network Properties dialog box. This is especially important when your PC is also connected to the Internet through a dialup account with an ISP.



Getting Connected If all this talk about what the Internet is leaves you wondering how you can be a part of the action, then this section is for you. Wiring Your Own Computers The simplest way to connect computers is on a local area network, using some kind of networking technology and topology. Ethernet is a common networking technology, and when it is installed using twisted-pair wire, the most common topology is the star (see Figure 1.2). Networking protocols are the third component of inter-networking computers (you will learn more about the defining protocol of the Internet in the last section of this chapter, "It's All a Matter of Protocol").
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Figure 1.2 The Star topology of Ethernet requires all computers to connect to a single hub.



When you wire an office for an Ethernet LAN, try to install Category 5 twisted-pair wire. Wire of this quality supports the 100 megabyte per second (M/sec), so-called Fast Ethernet.



With Ethernet's star topology, the LAN wires that are leaving all the PCs converge on one piece of hardware known as a hub. Depending on your needs and budget, you can buy inexpensive hubs that connect eight computers together. If your network gets bigger than eight computers, you can add another hub and "daisy-chain" the hubs together. Insert the ends of a short piece of twisted pair wire into a connector on each hub, and you double the size of your LAN. Keep adding hubs in this way as your needs demand.



If you're like me and you occasionally need to make a temporary network out of two PCs, you can't just connect their Ethernet cards with a single piece of ordinary twisted-pair wire (but you can connect two computers with terminated coax cable if your network interface card has that type of connector on it). You need a special kind of wire that is available at electronics' parts stores.



Each network adapter card in a computer has a unique address called its Media Access Control (MAC) address. You can't change the MAC address; it's part of the network interface card (NIC) that you installed on the bus of your PC. There are addresses that you can control, however. Under Windows 95, you can easily assign a network address of your choosing to your computer. You'll learn how to do this in the section entitled, "Names and Numbers." As you will see throughout this book, the single greatest advantage of the LAN over the Internet is bandwidth. Bandwidth is a term inherited from electronics engineers and has come to mean "carrying capacity."



The Several Meanings of Bandwidth Bandwidth, it turns out, is one of those buzzwords that catch on far beyond the domain of discourse that brought them to light. Today, bandwidth is used ubiquitously to describe the carrying capacity of anything. Our personal favorites are human bandwidth and financial bandwidth. One that we use-and that, to our knowledge, no one else uses-is intellectual bandwidth. Human and intellectual bandwidth obviously are related. The former refers to the number and the skill level of those responsible for creating and maintaining an Internet presence; the latter is much more specific and measures how quickly the skill-level of the human bandwidth can grow in any single individual. Intellectual bandwidth is a measure of intelligence and imagination; human bandwidth is a measure of sweat. Oh, yes, and financial bandwidth is a measure of the size of a budget allocated to Web development. It also can refer to a Web site's ability to raise revenues or decrease costs.



Packets move across a LAN at a maximum of 10 million bits per second (bps) for Ethernet, and 100 million bps for Fast Ethernet. Contrast that with one of the biggest pipes on the Internet, the fabled T-1, which moves bits at the sedentary rate of 1.544 million bps, and you can see how far technology has to go before the Internet performs as well as the LAN that we all take for granted. Connecting Your Network to an Internet Service Provider Whether you have a single PC at home or a large LAN at the office, you still need to make a connection with the Internet at large. Internet Service Providers are companies that act as a bridge between you and the large telecommunications infrastructure that this country (and the world) has been building for the last 100 years. When you select an ISP, you join a tributary of the Internet. Certain objectives dictate the amount of bandwidth that you need. If you want only occasional access to the Internet, you can use a low-bandwidth connection. If you are going to serve up data on the Internet, you need more bandwidth. If your demands are great enough-and you have sufficient financial bandwidth-you need to access the biggest available data pipe. Connecting to the Internet through an ISP can be as simple as something called a shell account or as complex as a virtual server environment (VSE). If the only thing you want to do is access the World Wide Web, you need only purchase a dialup account. Of course, there's nothing stopping you from obtaining all three.



I have two ISPs. One provides a shell account and a dial-up account. The other ISP provides my VSE. At $18/month (for the first service provider), having two access points to the Internet is cheap insurance when one of those ISPs goes down.



You need a shell account to use Internet technologies like telnet (one of the book's authors uses telnet all the time to do things like check on due dates of books and CDs he's checked out of the Multnomah County Library or check a title at the Portland State University Library). We also use it to log onto the server where our many Web sites reside, so we can do things like change file permissions on our CGI scripts or modify our crontab (UNIX program that lets us do repetitive things with the operating system, like run our access log analysis program). Dialup accounts are modem connections that connect your PC to the modem bank at your ISP. Equipment at the ISP's end of the line then connects you to a LAN that, in turn, is connected to a router that is connected to the Internet. See
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Figure 1.3 Here's an example of how all this equipment is connected.



If you are using a modem to connect to your ISP, you may be able to use some extra copper in your existing phone lines. In many twisted-pair lines, there are two unused stands of copper that can be used to transmit and receive modem signals. If you use them, you don't have to string an extra line of twisted-pair wire just to connect your modem to the phone company. Consult your local telephone maintenance company.



Currently, all the Web sites for which we are responsible are hosted by our ISP. This means that many other people share the Web server with us to publish on the Internet. There are many advantages to this strategy, the single greatest being cost-effectiveness. The greatest disadvantage is the lack of flexibility: The Web server runs under the UNIX operating system, so we can't use the Microsoft Internet Information Server (IIS). An attractive alternative to a VSE is to "co-locate" a server that you own on your ISP's LAN. That way, you get all of the bandwidth advantages of the VSE, but you also can exploit the incredible power of IIS 3.0. (By the time this book reaches bookshelves, that's what we'll be doing.) The Virtue of Being Direct Starting your Internet career in one of the more limited ways just discussed doesn't mean that you can't move up to the majors. It's your call. Your ISP leases bandwidth directly from the phone company, and so can you. All you need is money and skill. Connecting directly using ISDN (integrated service digital network) technology or T1 means that the 52M beta of Internet Studio will download in one minute instead of four hours, but unless you need all of that bandwidth all of the time, you'd better find a way to sell the excess. As you will see in the Epilogue, "Looking to a Future with Active Server Pages," choosing IIS 3.0 may, itself, open up additional revenue streams that are unavailable to you when using other server platforms.



The Client and Server It's time to turn from the plumbing of the Internet and learn about the two most fundamental kinds of software that run on the it, the client and sever. In Chapter 3, "Understanding Client/Server Programming on the Internet," you'll see more details about the history and current impact of client/server programming on the Web. We introduce the concepts here, so you can see clearly the fundamental difference between these two dimensions, client and server, of Web programming.



Clients and servers come in many varieties. Within the Internet, the big three are e-mail, file transfer protocol (FTP), and the Web. Outside the Net, client/server database management systems (DBMS) are the most common. In
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Working with Active Server Pages - Chapter 1 this section, we focus on the Web server and client.



Web Servers: The Center of 1,000 Universes Whether on an intranet or on the Internet, Web servers are a key repository of human knowledge. Indeed, there is a movement afoot that attempts to store every byte of every server that was ever brought on-line. The logic is compelling, even if the goal seems daunting: Never before has so much human knowledge been so available. Besides being easily accessed, Web servers have another ability that nothing in history, other than books, has had: They serve both text and graphics with equal ease. And, like CDs, they have little trouble with audio and video files. What sets the Web apart from all technologies that came before is that it can do it all, and at a zero marginal cost of production! Originally, Web servers were designed to work with static files (granted, audio and video stretch the definition of static just a bit). With the advent of HTML forms, communication between server and client wasn't strictly a one-way street. Web servers could input more than a simple request for an object like an HTML page. This two-way communication channel, in and of itself, revolutionized the way that business, especially marketing, was done. No longer did the corporation have all the power. The Web is not a broadcast medium, however. On a Web server, you can only make your message available; interested parties must come to your server before that message is conveyed. Today, there are two things happening that will be as revolutionary to the Web as the Web was to human knowledge: Processing is shifting from the server to the client, and much more powerful processing power is being invested in the server. In both cases, we are more fully exploiting the power of both sides of the Internet. At its essential core, a Web server is a file server. You ask it for a file, and it gives the file to you. Web servers are more powerful than traditional file servers (for example, a single file may contain dozens of embedded files, such as graphics or audio files); but they are less powerful than the other kind of server common in business, the database server. A database server can manipulate data from many sources and execute complex logic on the data before returning a recordset to the client. If a Web server needs to do any processing (such as analyzing the contents of a server log file or processing an HTML form), it has to pass such work to other programs (such as a database server) with which it communicates using the Common Gateway Interface (CGI). The Web server then returns the results of that remote processing to the Web client. With the advent of Active Server Pages, the Web server itself becomes much more powerful. You will see what this means in Chapter 4, "Introducing Active Server Pages"; for now, it is important for you to realize that a whole new world opens up for the Web developer who uses Active Server Pages. With ASP, you can do almost anything that you can do with desktop client/server applications, and there are many things you can do only with ASP.



Web Clients The genius of the Web client is that it can communicate with a Web server that is running on any hardware and operating system platform in the world. Programmers worked for decades to obtain the holy grail of computing. They called it interoperability, and they worked ceaselessly to reach it. They organized trade shows and working groups to find a common ground upon which computers of every stripe could communicate, but alas, they never really succeeded. Then an engineer at the CERN laboratory in Switzerland, Tim Berners-Lee, came up with a way that information stored on CERN computers could be linked together and stored on any machine that had a special program that Berners-Lee called a Web server. This server sent simple ASCII text back to his other invention, the Web client (actually, because the resulting text was read-only, Berners-Lee referred to this program as a Web browser), and this turned out to be the crux move. All computers universally recognize ASCII, by definition. The reason that ASCII is not revolutionary itself is that it is so simple, and programmers use complex programming languages to do their bidding. But when you embed special characters in the midst of this simple text, everything changes. What browsers lack in processing power, they dwarf with their capability to parse (breaking a long complex string into smaller, inter-related parts) text files. The special codes that the Web client strips out of the surrounding ASCII text is called the HyperText Markup Language (HTML). The genius of HTML code is that it's simple enough that both humans and computers can read it easily. What processing needs to be done by the client can be done because the processing is so well defined. A common data entry form, for example, must simply display a box and permit the entry of data; a button labeled Submit must gather up all the data contained in the form and send it to the Web server indicated in the HTML source code. The result of this simple program, this Web client, is real interoperability, and the world will never be the same. Think about it: Microsoft is one of the largest, most powerful companies in the world. Its annual sales exceed the gross national product of most of the countries on the planet. The abilities of its thousands of programmers is legendary, and today, virtually every product that they publish is now built on the simple model of HTML. Not even the operating system has escaped, as you will see when you install the next version of Windows. Apparently, though, good enough is never good enough. The irony of the Web client is that its elegant simplicity leaves a vast majority of the processing power of the desktop computer totally unused. At the same time, the constraining resource of the entire Internet is bandwidth, and relying on calls across the network to the server to do even the simplest task (including processing the form enabled with HTML/1.0) compounded the problem. What was needed next was client-side processing. First to fill this need was a new programming language, Java. Java worked much like the Web. In the same way that Berners-Lee's Web at CERN worked as long as the servers all had their version of the Web server software running, Web clients could process Java applets if they had something called a Java virtual machine installed on their local hard drive. A virtual machine (VM) is a piece of code that can translate the byte-code produced by the Java compiler into the machine code of the computer the Java applet runs on. Oh, and the compiler is software that converts the source code you write into the files that the software needs, and machine code consists in 1s and 0s and isn't readable at all by humans. Microsoft took another approach. For many years, the company worked on something it called Object Linking and Embedding (OLE). By the time the Web was revolutionizing computing, OLE was evolving into something called the Component Object Model (COM).



See "The Component Object Model" for more information about COM, in Chapter 5.



The COM specification is rich and complex. It was created for desktop Windows applications and was overkill for the more modest requirements of the Internet. As a result, Microsoft streamlined the specification and published it as ActiveX. Since its inception in the late 1980s, Visual Basic has spawned a vigorous after-market in extensions to the language that was called the VBX, the OCX, and now the ActiveX component. These custom controls could extend the power of HTML just as easily as it did the Visual Basic programming language. Now, overnight, Web pages could exploit things like spreadsheets, data-bound controls, and anything else that those clever Visual Basic programmers conceived. The
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Working with Active Server Pages - Chapter 1 only catch: Your Web client had to support ActiveX and VBScript (the diminutive relative of Visual Basic, optimized for use on the Internet). Most of the rest of this book was written to teach you how to fully exploit the client-side power of the ActiveX controls and the protean power of the Active Server. In this section, we tried to convey some of the wonder that lies before you. When the printing press was invented, nothing like it had come before; no one ever had experienced or recorded the consequences of such a singular innovation. We who have witnessed the arrival of the Web know something of its power. While we don't know how much more profound it will be than the printing press, most of us agree that the Web will be more profound, indeed.



It's All a Matter of Protocol This chapter closes with an introduction to the third dimension of data processing on the Internet: protocols. Protocols tie hardware and software together, as well as help forge cooperation between the people who use them. By definition, protocols are generally accepted standards of processing information. If the developer of a Web client wants to ensure the widest possible audience for his or her product, that product will adhere to published protocols. If the protocol is inadequate for the needs of users, the developer can offer the features anyway and then lobby the standards bodies to extend the protocol. Protocols are never static, so this kind of lobbying, while sometimes looking like coercion, is natural and necessary if software is going to continue to empower its users. The Internet Engineering Task Force (IETF) is the primary standards body for the HTTP protocol. If you are interested in reading more about this group, point your Web client to: http://www.ietf.cnri.reston.va.us/ In this section, we talk about the defining protocol for the Internet, the TCP/IP protocol suite. This collection of protocols helps hardware communicate reliably with each other and keeps different software programs on the same wavelength.



Hardware That Shakes Hands As the name suggests, the two main protocols in the TCP/IP suite are the TCP (Transfer Control Protocol) and the IP (Internet Protocol). TCP is responsible for making sure that a message moves from one computer to another, delivering messages to some application program. IP manages packets, or, more precisely, the sending and receiving addresses of packets. Names and Numbers As mentioned earlier, all software is in the business of turning switches on or off at just the right time. Ultimately, every piece of software knows where to go in the vast expanse of electronic circuits that make up the modern computer, as well as to stop electrons or let them flow. Each of those junctions in a computer's memory is an address. The more addresses a computer has, the "smarter" it is; that's why a Pentium computer is so much faster than an 8088 computer. (The former's address space is 32 bits, and the latter's is 8-that's not 4 times bigger, that's 224 times bigger!)



The Power of Polynomials One way to measure the value of the Internet is to measure the number of connections that can be made between its nodes. This will be especially true when massively parallel computing becomes commonplace, but it begins to realize its potential today, as more people deploy more computing resources on the Internet. You will get a real sense of this new power in Chapter 5, "Understanding Objects and Components," and Chapter 14, "Constructing Your Own Server Components." In the same way that a Pentium is much more powerful than the relative size of its address space, the power of the Internet is much greater than the sum of its nodes. The power curve of the microprocessor is exponential; for example, it derives from taking base 2 to different exponents. To be precise, exponential growth usually is expressed in terms of the base e, also known as the natural logarithm. Microprocessor power is more accurately described as geometrical. The Internet's power, on the other hand, is a function of the size of the base, not the exponent. Specifically, the growth rate (or imputed power rate) of the Internet is expressed polynomially; namely, (n2 - n)/2. An interesting property of this kind of growth is that as the number of nodes (n) increases, the rate of growth increases (getting closer to half the square of a number). This is both good and bad news for the Internet. Prophets like George Gilder maintain that it is this intrinsic power of polynomial growth that will fuel the economics of the future Internet. And then there are prophets of doom like Bob Metcalfe, the father of Ethernet, who lament that the inherent complexity of such an infrastructure will be its downfall. If Metcalfe is correct, the Internet may turn out to be much like some of us: The seeds of our destruction are sown in our success.



The point in the sidebar "The Power of Polynomials" is that all computers are driven by addresses. Typing oara.org may be easy for you, but it means diddly to a computer. Computers want numbers. When one of the book's authors installed Active Server Pages on his PC at home, the setup program gave his computer a name: michael.oara.org. When you install the software on your PC, its setup program may give you a similar name (or it may not). If your ASP setup program follows the same format that it did on the author's machine (and providing that no one else at your organization uses your name in his or her address), then that simple name is sufficient to uniquely identify your computer among the 120 million machines currently running on this planet. We think that's remarkable. The computer's not impressed, though. By itself, michael.oara.org is worthless. On the other hand, 204.87.185.2 is more like it! With that, you can get somewhere-literally. All you need to do now is find a way to map the human-friendly name to the microprocessor-friendly address.



In the Epilogue, "Looking to a Future with Active Server Pages," we introduce the idea of a virtual database server. To hide the fact that the server may not belong to you, you can access it using its IP address instead of its domain name. Hiding such information is only an issue of appearance, a holdover from the days when it was embarrassing to have a Web site in someone else's subdirectory. If keeping up appearances is important to you, then this is an example of one time when you might prefer to identify an Internet resource the way your computer does.
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This is the function of name resolution. Before we begin, we want to define two terms: networks and hosts. Networks are collections of host computers. The IP is designed to accommodate the unique addresses of 3.7 billion host computers; however, computers-like programmers-would rather not work any harder than necessary. For this reason, the Internet Protocol uses router tables (which in turn use network addresses, not host addresses) to move packets around.



Recall from section "Routers and Gateways" that routers are responsible for routing packets to individual host computers.



Once a packet reaches a router, the router must have a way to figure out what to do next. It does this by looking at the network address in the packet. It will look up this network address and do one of two things: route the packet to the next "hop" in the link or notice that the network address is one that the router tables says can be delivered directly. In the latter case, the router then sends the packet to the correct host. How? There is a second component of the IP address that the router uses: the host address. But this is an Internet address, so how does the router know exactly which PC to send the packet to? It uses something called the Address Resolution Protocol to map an Internet address to a link layer address; for example, a unique Ethernet address for the NIC installed on the PC to which the packet is destined. This process may sound hopelessly abstract, but luckily, almost all of it is transparent to users. One thing that you must do is to assign IP addresses properly. You do this from the Network Properties dialog box (right-click the Network icon on the Windows 95 or Windows NT 4.0 desktop, and then select Properties at the bottom of the menu). Select the TCP/IP item and double-click it to display its property sheet. It should display the IP Address tab, by default. See Figure 1.4 for an idea of what this looks like. (picture not available) Figure 1.4 Here's what the Network Properties dialog looks like. If you're on a LAN that is not directly connected to the Internet, then get an IP address from your network administrator, or, if you are the designated administrator, enter a unique address like 10.1.1.2 (adding 1 to the last dotted number as you add machines to your network). Then enter a subnet mask that looks like 255.255.255.0. This number should be on all machines that are on the same workgroup. This number is one that tells the network software that all the machines are "related" to each other (the mathematics of this numbering scheme are beyond the scope of this book).



If you also are using a dialup network (DUN) connection, you will have specified similar properties when you configured a dialup networking connection. These two settings don't conflict, so you can have your DUN get its IP address assigned automatically, and you can have your PC on your LAN have its own IP address and subnet mask.



If your computer has dialog boxes that look like Figure 1.5, then you, too, can have an intranet and an Internet connection on the same PC. The Web server on your intranet will also have its own IP address (we use 10.1.1.1). The NT domain name given to that server also becomes its intranet domain name, used by intranet clients in all HTTP requests.
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Figure 1.5 This is what the DUN dialog box looks like. The NetScanTools application, by Northwest Performance Software, is a useful tool for experimenting and troubleshooting IP addresses. Download a shareware copy from: http://www.eskimo.com/~nwps/nstover60.html Transfer Control Protocol The Transfer Control Protocol operates on the Internet in the same way that the transporter did on Star Trek. Remember that on a packet-switched network, messages are broken up into small pieces and thrown on the Internet where they migrate to a specific computer someplace else on the network and are reassembled in the proper order to appear intact at the other end. That's how packets move from computer to computer on the network, but you also need to know how the messages are reliably reconstituted. In the process of learning, you will see that when transporting pictures, reliability is actually a disadvantage. To understand the Transfer Control Protocol, you need to understand two key things: ● Its use of ports to which to deliver messages so that application programs (for example, Web clients such as Internet Explorer 3.0) can use the data delivered across the Internet ● Its use of acknowledgments to inform the sending side of the TCP/IP connection that a message segment was received Ports Whenever you enter a URL into your Web client, you are implicitly telling the Transfer Control Protocol to deliver the HTTP response to a special address, called a port, that the Web client is using to receive the requested data. The default value of this port for HTTP requests is port 80, though any port can be specified, if known. That is, if the Webmaster has a reason to have the server use port 8080 instead of port 80, the requesting URL must include that port in the request. For example: HTTP://funnybusiness.com:8080/unusual_page.htm
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Working with Active Server Pages - Chapter 1 Think of a port as a phone number. If you want someone to call you, you give him or her your phone number and, when they place their call, you know how to make a connection and exchange information. Your friends probably know your phone number, but what happens when you leave the office? If you don't tell the person you are trying to reach at what phone number you'll be, that person won't know how to contact you. Ports give the Transfer Control Protocol (and its less intelligent cousin, the User Datagram Protocol, or UDP) that same ability. Polite Society This ability to convey two-way communication is the second thing that the Transfer Control Protocol derives from its connection-oriented nature. This quirk in its personality makes it the black sheep of the Internet family. Remember that most of the Web is connectionless. However, TCP's mission in life is not just to make connections and then to forget about them; its job is to ensure that messages get from one application to another. IP has to worry only about a packet getting from one host computer to another. Do you see the difference? It's like sending your mom a Mother's Day card rather than making a phone call to her on that special day. Once you mail the card, you can forget about your mother (shame on you); if you call, though, you have to keep your sentiment to yourself until she gets on the line. Application programs are like you and your mom (though you shouldn't start referring to her by version number). The Transfer Control Protocol waits for the application to answer. Unlike human conversations, however, TCP starts a timer once it sends a request. If an acknowledgment doesn't arrive within a specified time, the protocol immediately resends the data.



When Reliability Isn't All that It's Cracked up to Be This handshaking between the sending computer and the receiving computer works extremely well to ensure reliability under normal circumstances, but there are cases when it can backfire. One such case is when streaming video is being sent, and another is when you are using a tunneling protocol to secure a trusted link across the (untrusted) Internet. Microsoft's NetShow server uses UDP instead of TCP to avoid the latency issues surrounding the acknowledgment function of the Transfer Control Protocol. Because your eye probably won't miss a few bits of errant video data, NetShow doesn't need the extra reliability, and UDP serves its needs admirably. Connecting two or more intranets, using something like the Point to Point Tunneling Protocol (PPTP) on low-bandwidth connections also can cause problems. If the latency (the delay between events) of the connection exceeds the timer's life in the TCP/IP transaction, then instead of sending data back and forth, the two host computers can get stuck in an endless loop of missed acknowledgments. If you want to use PPTP, you can't switch to using UDP; you must increase the bandwidth of your connection to shorten its latency.



Communicating with Software Most of the information about the Internet protocols just covered will be useful to you when you first set up your network technology, as well as when you have to troubleshoot it. The rest of the time, those protocols do their work silently, and you can safely take them for granted. There is one protocol, however, with which you will develop a much closer relationship: the Hypertext Transport Protocol (HTTP). This is especially true for ASP developers, because Active Server Pages gives you direct access to HTTP headers.



Referring to the Web in terms of hypertext is anachronistic and betrays the early roots of the Web as a read-only medium. Because most Web content includes some form of graphic image and may utilize video as well, it would be more accurate to refer to Web content as hypermedia. As you probably can see, the hypertext misnomer is related to another misnomer that you'll see in Internet literature: Web browser. A Web browser is a browser only if it merely displays information. When a Web client enables dynamic content and client-side interactivity, it is no longer a browser.



Great Protocol HTTP does three things uniquely well, the first two of which are discussed in this section (the third was discussed in the section entitled, "It's All a Matter of Protocol"): ● It permits files to be linked semantically. ● It renders multimedia in a thin client. ● It works on all computers that support the TCP/IP suite.



Everything connected...take a look! Our favorite story about the Eastern mind brings light to the present discussion. It seems there was a very left-brain financial analyst who decided to go to an acupuncturist for relief from a chronic headache that the analyst was feeling. After some time under the needle, the analyst looked at her therapist and said, "Why do you poke those needles everywhere except my head? It's my head that hurts, you know." The gentle healer stopped his ministrations, looked into his patient's eyes, and simply said, "Human body all connected...take a look!"
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Working with Active Server Pages - Chapter 1 The same connectedness applies to human knowledge as much as to human bodies. We have argued that knowledge lies not in facts, but in the relations between facts, in their links. Remember the earlier comments about how fractal Internet hardware is? This concept holds true for the software, as well. Hyperlinks in HTML documents themselves contain information. For example, one of this book's authors has published extensive HTML pages on chaos theory in finance, based on the work of Edgar E. Peters. Peters's work has appeared in only two written forms: his original, yellow-pad manuscripts and the books he has written for John Wiley & Sons. The closest thing that Peters has to a hyperlink is a footnote, but even a footnote can go no farther than informing you of the identity of related information; it cannot specify the location of that information, much less display it. But hyperlinks can.



Semantic links are otherwise known as Univerasl Resource Locators (URLs). On the one hand, they are terms that you as an HTML author find important, so important that you let your reader digress into an in-depth discussion of the highlighted idea. On the other hand, a URL is a highly structured string of characters that can represent the exact location of related documents, images, or sounds on any computer anywhere in the world. (It blows the mind to think of what this means in the history of human development.) One of the nicest features of the Web is that Web clients are so easygoing. That is, they work with equal facility among their own native HTTP files but can host many other protocols, as well; primarily, the file transfer protocol. To specify FTP file transfers, you begin the URL with FTP:// instead of HTTP://.



Most modern Web clients know that a majority of file requests will be for HTTP files. For that reason, you don't need to enter the protocol part of the URL when making a request of your Web client; the client software inserts it before sending the request to the Internet (and updates your user interface, too).



You already have seen how domain names are resolved into IP addresses, so you know that after the protocol definition in the URL, you can enter either the name or the IP address of the host computer that you are trying to reach. The final piece of the URL is the object. At this point, you have two choices: Enter the name of the file or leave this part blank. Web servers are configured to accept a default file name of the Webmaster's choosing. On UNIX Web servers, this file name usually is index.html; on Windows NT Web servers, it usually is default.htm. Regardless of the name selected, the result always is the same: Everyone sees the Web site's so-called home page.



There is a special case regarding Active Server Pages about which you need to be aware. How can you have default.htm as the default name of the default page (for any given directory) and use .asp files instead? The simplest solution is to use a default.htm file that automatically redirects the client to the .asp file.



File Names Another decision that the Webmaster must make is how to structure the Web site. This choice often is constrained by the presence of Windows 3.1 clients. That is, this version of Windows can't read long file names (including files with four-letter extensions), unless they are accessed through HTTP.



As mentioned earlier, Web clients are smart enough to know that if you don't specify a protocol, they will insert the HTTP for you. The clue that the client gets from you is the forward slash/es (also called "whacks" because it's much easier to say "HTTP colon whack whack" than "HTTP colon forward slash, forward slash") in the file path. You also can access files without invoking HTTP. If you enter back slashes in the path, the client assumes that you want to open a file locally and automatically inserts the file:// prefix in the URL. If you call on a local (that is, on your hard drive or on a hard drive on the LAN) file with long file names or extensions, Windows 3.1 complains that the file name is invalid. Remember that you can work around this problem if you use the HTTP:// syntax. Be careful when you do this with an .asp file. The result will be exactly what you asked for: a display of the source .asp source code. If you don't call on the Internet Information Server with the HTTP:// prefix, the ISAPI filter never fires, and the .asp source code doesn't get interpreted. By the way, this unexpected result also occurs if you forget to set the execute permission on for the directory that contains your .asp file.



This nuance of file systems notwithstanding, you have two basic choices when it comes to identifying files: Use a subdirectory to store related files or use long file names. We have never been fully satisfied with either option-each has compelling pros and repelling cons. Long file names have the virtue of being easier (than a bunch of subdirectories) to upload from your development server to your production server. It's also a lot easier to get to a file when you want to edit it (you don't have to drill down into the directory structure). With the "File Open" dialog box visible, just start typing the file name until the file you want appears; hit the enter key, and you can open the file directly. Using long file names has two drawbacks. In all cases, you give up the ability to have a default home page for each section of your Web site. There can be only one index.html or default.htm file (or whatever you decide to call the file) for each directory, and because there's only one directory using this strategy, you get only one home page. Another disadvantage becomes more serious as the number of files in your Web site increases. That is, you have to scroll down farther than you do when you group files into subdirectories. Of course, there's nothing to keep you from using a hybrid strategy of both directories and long file names. This would be the logical alternative if your problem was a large site, meaning one whose size became inconvenient for you given the limitations noted.
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Working with Active Server Pages - Chapter 1 Whatever strategy you choose, be consistent. If you decide to name your files with the HTML extension, do it for all your files. If one of your home pages is index.html, make all subdirectory home pages the same name.



Be really careful when you upload files with the same name in different directories; it's all too easy to send the home page for the first subdirectory up into the root directory of the production server.



As mentioned, the only policy that can be inconsistent is the one that uses both long file names and directories. On the Client, Thin Is Beautiful. Remember the early days, the time when a Web client needed to be less than 1M? Now that was a thin client. Today, Netscape and Internet Explorer each require more than 10M, and there is absolutely no evidence that this trend will slow, much less reverse. Indeed, if Netscape is to be taken at its word, it intends to usurp the functionality of the operating system. Microsoft is no better; it wants to make the client invisible, part of the operating system itself. In either case, referring to a thin client is rapidly becoming yet another misnomer. Still, there is one thing that remains steady: Using a Web client, you don't have to know anything about the underlying program that displays the contents of your Web site. All files are processed directly (or indirectly) through the client. The basic programming model of the Internet remains fairly intact-real processing still goes on at the server. This is especially true with database programming, and most especially true with Active Server Pages. As long as this Internet version of the client/server model remains, clients will remain, by definition, thin. This is a good thing for you, because this book was written to help you do the best possible job of programming the server (and the client, where appropriate). HTML This book assumes that either you already know how to write HTML code or have other books and CDs to teach you. Because this chapter was designed to introduce you to the environmental issues of Web development, we close the chapter by emphasizing that the original goal of the Web has long been abandoned. The Web geniuses at the Fidelity group of mutual funds recently were quoted as observing that visitors to their site didn't want to read as much as they wanted to interact with the Web site. Have you noticed in your own explorations of the Web that you never seem to have the time to stop and read? About a year ago, the raging controversy was this: Does good content keep them coming back, or is it the jazzy looking graphics that make a Web site stand out amid the virtual noise? Even the graphics advocates quickly realized that in the then-present state of bandwidth scarcity, rich images were often counter-productive. In the worst case, people actually disabled the graphics in their clients. So it does seem that people don't have the time to sit and read (unless they're like me and print off sites that they want to read later), and they don't even want to wait around for big graphics. If the people at Fidelity are right, users want to interact with their clients and servers. Presumably, they want a personalized experience, as well. That is, of all the stuff that's out there on the Web, users have a narrow interest, and they want their Internet technology to accommodate them and extend their reach in those interests. When you're done with this book, it's our hope that you'll have begun to see how much of users' needs and preferences can be met with the intelligent deployment of Active Server Pages (and ActiveX controls). Never before has so much processing power been made available to so many people of so many different skill levels. Many of the limitations of VBScript can be overcome using custom server components that are operating on the server side. Access to databases will give people the capability to store their own information (such as the results of interacting with rich interactive Web sites), as well as to access other kinds of information. And besides, the jury's still out on whether rich content is important or not. In spite of our impatience, there still are times when gathering facts is important. Indeed, we had pressing needs for information as we wrote parts of this book. It always took our breath away for a second or two when we went searching for something arcane and found it in milliseconds. This book is much better because we took the time to research and read. It's only a matter of time before others find similar experiences. When that happens, we will have come full circle. The Web was created so that scientists could have easy access to one another's work (and, presumably, to read it), so that scientific progress could accelerate. For those knowledge workers, the issue was quality of life. Then the general public got the bug-but the perceived value of the Web was different for them than it had been for others. The Web's novelty wore off, and people started to realize that they could use this technology to give themselves something they'd never had before: nearly unlimited access to information. They also started publishing information of their own and building communities with others of like mind. The medium of exchange in this new community? Words, written or spoken.



From Here... This chapter was the first of a series of chapters that set the stage for the core of this book: the development of Active Server Pages. In this chapter, we highlighted the most important parts of the environment that is called the Internet. You read about the basic infrastructure that enables bits to move around the planet at the speed of light. You looked under the hood of the Internet to see the protocols that define how these bits move about, and you saw the two primary kinds of software-the server and the client-that make the Web the vivid, exciting place that it is. To find out about the other important environments that define your workspace as an Active Server Pages developer, see the following chapters: ● Chapter 2, "Understanding Windows NT and Internet Information Server," moves you from the macro world of the Internet to the micro world of Windows NT and Internet Information Server. ● Chapter 3, "Understanding Client/Server Programming on the Internet," moves from the limited view of client/server programming as it is currently done on the Internet to a general view of client/server programming at the desktop. The hybrid of these two schools is the Active Server Pages methodology of client/server programming. It truly is the best of both worlds, enabling the advent of a whole new world of powerful programming technologies. ● Chapter 4, "Introducing Active Server Pages," is the core chapter of this first section. It introduces you to the general features of ASP's revolutionary approach to Web development. ● Chapter 5, "Understanding Objects and Components," shows you an extremely important dimension of Web development, using Active Server Pages. Most of the programming power out the ASP box comes from base components that ship with Internet Information Server 3.0, but the true genius of ASP is that it permits unlimited extension of the server with custom components. With ASP, components don't require sophisticated programming skills, nor is an intimate understanding of a complicated and arcane application program interface (API) necessary. Minimal competence in Visual Basic is the only price of admission.
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Chapter 2 Understanding Windows NT and Internet Information Server ●



The software required to start



●



Windows NT, Internet Information Server, and other software components play critical parts in bringing an Active Server application on-line. Windows NT with TCP/IP



●



Active Server, as a part of Windows NT, relies on built-in services and applications for configuration and management; a good overview of the relevant components can speed the application development process. Internet Information Server



●



Like Windows NT at large, the proper setup and configuration of an IIS system provides a starting point for developing and implementing an Active Server application. Security setup Active Server applications, like all Web-based applications, require understanding security issues. Windows NT and IIS security both play roles in the management of application security issues.



Assuming that, as a developer, you have a network administrator and NT specialist backing you up in the setup and configuration of all related software services, you can skip right over this whole chapter. If you want to have an understanding of all the pieces of the puzzle making this application work, however, spend a few minutes reviewing the components to facilitate application design and to speed troubleshooting problems.



While this book does not focus on hardware requirements, the hardware compatibility list provided with NT 4.0 and the minimum requirements documented for the Internet Information Server all apply to Active Server. The current Hardward Compatibility List or HCL, can be found on your Windows NT Server CD but for the most current information visit Microsoft's Web site at http://www.microsoft.com/ntserver/.



Active Server Pages has become a bundled part of the Internet Information Server version 3.0 (IIS 3.0) and as a result is installed along with IIS 3.0 by default. However, while it is a noble goal to have applications running perfectly right out-of-the-box, based on plug-and-play, the Active Server Pages applications you develop rely on a series of technologies that must work together to operate correctly. Because Active Server Pages relies on a series of different technologies, you need to take some time to understand the critical points at which these applications can break down. By understanding the possible points of failure, you will gain useful insight, not only into troubleshooting the application, but also into how to best utilize these tools in your application development efforts. This chapter explores the related technologies that come together to enable the Active Server Pages you develop including: ● Windows NT 4.0 Server or Workstation
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The TCP/IP protocol A Web Server that supports Active Server, such as IIS Optionally, ODBC and a database server such as Microsoft's SQL Server



This chapter provides an overview of all the tools necessary and available within Windows NT 4.0 to configure the security, database, networking, DCOM, and Web services potentially used in your Active Server application.



Software Requirements You only need to purchase one software product, Windows NT. Active Server applications currently require Windows NT and a compatible Web server. Windows NT Workstation with the Personal Web Server provided or Windows NT Server with the Internet Information Server reflect the two alternative Web server and operating system platforms currently supported. The remainder of this book focuses on an implementation based on Windows NT Server and Internet Information Server, though most of the topics covered apply equally, regardless of which implementation you choose.



If you run Windows NT Workstation with the Personal Web Server, the IIS configuration information will vary, but the syntax and use of objects all apply.



Additional software referenced in examples throughout the book include databases and e-mail servers. The databases referenced include Microsoft SQL Server and Microsoft Access and for e-mail, Microsoft Exchange Server.



All references to Windows NT or NT assume Window NT Server 4.0



Using Windows NT with TCP/IP Although Windows NT, by default, installs almost all software necessary, certain components may not yet be installed depending upon the initial NT setup options selected by the user. The options required for use of Active Server include: ● Internet Information Server ● TCP/IP networking support



Although networking protocols generally bind to a network adapter, TCP/IP can be loaded for testing on a standalone computer without a network adapter.
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Testing TCP/IP Installation To ensure proper installation of the TCP/IP protocol, from the Windows NT Server, or a computer with network access to the NT Server, perform either of the following tests: ● Launch a Web browser and try to reference the computer with either the computer name, IP address assigned to the computer, or full DNS name assigned to the computer. If the computer returns a Web page of some kind, then the machine has TCP/IP installed. ● Go to a command line on a Windows 95 or Windows NT machine and type ping computer_name, or alternatively exchange IP Address or DNS name for the computer name. If this returns a data with response time information rather than a time-out message, then TCP/IP has been properly installed.



Ping refers to an Internet application standard like FTP or HTTP that, in the case of Ping, enables a computer to request another computer to reply with a simple string of information. Windows NT and Windows 95 come with a command line Ping utility, which is referenced in "Testing TCP/IP Installation."



Depending on your network environment, you may not have a DNS name; or due to Firewall/Proxy Servers, you may not be able to use the IP Address; or you may not be able to directly reference the computer by Netbios computer name. If you think you are facing these problems, you should contact the network administrator responsible for you Firewall for instructions on how to reach your server computer.



Installing TCP/IP This section provides only an overview of the TCP/IP installation instructions; for detailed instructions on installing TCP/IP, consult Windows NT Help files. If you want to attempt to add these services, log on as an administrator to the local machine, and from the Start Button, select Settings and then control panel to open the control panel (see Figure 2.1). For TCP/IP Services: Select the Network icon, and add the TCP/IP protocol, this step probably will prompt you to insert the Windows NT CD. In addition, this step requires additional information, including your DNS Server IP Addresse(s), your computer IP address, and your gateway IP Address (generally a Router device).
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Figure 2.1 Use the Windows NT Control Panel to install Network TCP/IP.



If you have a server on your network running the Dynamic Host Control Protocol (DHCP), you do not require a local IP and can allow the DHCP server to dynamically allocate it.



Using Internet Information Server with Active Server Pages Internet Information Server 3.0 should have properly installed both your Active Server Pages components and your Web Server. In addition, it should have turned your Web Server on and set it to automatically launch when Window NT Server starts. The remainder of "Using Internet Information Server with Active Server Pages" provides instructions for confirming that your Web server is operating properly. Testing IIS Installation
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To ensure proper installation of the Internet Information Server (IIS), from the Windows NT Server, or a Windows NT Server with IIS installed: ● From the local machine's Start button, look under program groups for an Internet Information Server group. Launch the Internet Information Manager to confirm the server installation and check to ensure that it is running (see Figure 2.2).



Figure 2.2 The Start Menu illustrates the program groups installed on the Windows NT Server, including the Internet Information Server program items. ● From a remote Windows NT Server, launch the IIS Manager, and attempt to connect to the server by selecting the File, Connect to Server option and specifying the Netbios computer name (see Figure 2.3).
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Figure 2.3 Use the IIS Manager Connect To Server dialog box to browse, or type in the Web server to which you want to connect. Installing IIS



This section provides only an overview; for detailed instructions on installing TCP/IP and IIS, consult the Windows NT Help files.



To add the missing services, log on as an administrator to the local machine and open the control panel. For IIS Installation: Run the Windows NT add software icon from the control panel and add the Internet Information Server option (see Figure 2.4). This step will probably require the Windows NT CD and will launch a setup program to guide you through the installation.
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Figure 2.4 Use the Add Software icon in the Control Panel to add and remove registered programs.



Database Services For the examples in this book and for many applications, accessing a database becomes a driving component to a Web- based application. While the majority of Active Server syntax and objects have nothing to do with databases and simply can't use them, the ActiveX Data Object (ADO), which is discussed in Chapter 15 "Introducing ActiveX Data Objects," requires ODBC-compliant databases. The ADO Component, if used, requires an additional software component, the 32-bit ODBC Driver. While not natively installed with Windows NT, this software can be freely downloaded from http://www.microsoft.com/ and probably already resides on your server computer. Because ODBC drivers are installed by default with most database programs, chances are that if you have Microsoft Access, Microsoft SQL Server, or some other ODBC compliant database installed, you already have ODBC drivers installed.



Active Server's Connection Component requires the 32 bit version of ODBC
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To test if ODBC drivers are currently installed, open the control panel on the local machine, and look for the ODBC 32 icon as illustrated in Figure 2.5.



Figure 2.5 Use the Control Panel to invoke the ODBC 32 ICON if it is installed.



Understanding Windows NT After working with Windows NT since the Beta release of 3.1 in August of 1993, we have developed an appreciation for the elegance, stability, security, and, unfortunately, the complexity of this powerful server product. Although administration has become greatly simplified by the developing GUI tools in version 4.0, understanding how Active Server relies on the built-in NT infrastructure and understanding some basic tools for controlling these built-in features greatly simplifies bringing your Active Server application on-line. The primary NT features that impact Active Server include: ● NT services model or the way NT manages background applications ● NT registry settings and editor, which control the configuration settings for the operating system and file:///C|/e-books/asp/library/asp/ch02.htm (8 of 21) [10/2/1999 5:17:19 PM]
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● ●



installed programs NT file and directory security model, which manages access permissions to the hard drive NT user and group manager, which controls the permissions and profile information about users and groups setup for the NT Server and/or Domain



Secure NT File System (NTFS) Windows NT has four file systems (HPFS, NTFS, FAT, CDFS) that it supports, but only one, NTFS, supports the file and directory security that has enabled NT to boast C2 security clearance for the Federal Government applications. In practice, the CD file system and the High Performance file system can be ignored. You need to know if the hard drive upon which your application will reside runs FAT or NTFS. If your hard drive runs the standard file allocation table (FAT) used in most DOS-based systems, for all intents and purposes you have lost the ability to invoke security based on the file and directory-level permissions. If, on the other hand, your system runs NTFS-which this book recommends-you will have access to managing file and directory-level permissions.



Among other tests, you can test the file system simply by opening Windows Explorer on the local machine and looking at the file system designation next to the drive letter, e.g. NTFS, FAT. You also can check the Admin Tools, Disk Manager to find the file system designation.



By running NTFS, the NT operating system can set properties on each file and directory on your hard drive. In operation, the Web server evaluates the permissions on every file requested by a Web browser, and if the permissions required exceed those allocated to the default user specified in the Web server, the Web server will force the browser to prompt the user for a username and password to authenticate. This authentication provides the primary means by which the IIS manages what files and directories can be used by users requesting files from the Web server. The permission options are detailed in Figure 2.6 and can be configured from the Windows Explorer on the local machine by selecting Properties and then the Security tab as illustrated in Figure 2.7.
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Figure 2.6 Use the Permissions window to set file and directory permissions for users and groups on the NT Server or Domain.
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Figure 2.7 Use the permissions configuration to assign Users and Groups with the appropriate level of permissions.



What is a User? A user is an individual or program whose transactions have received a Security Token containing the transaction's permissions, based on a user account's permissions. In more detail, an individual accessing an NT Server either goes through a logon process or utilizes the permissions of an already running program, which has logged on on behalf of the Individual. During the logon, the NT Server has authenticated the individual or program, based on a user account to issue the transactions conducted by that individual or program a Security Token containing the transactions permission level.



The NT standard file and directory permissions and the methods for configuring them, drive the Active Server security model.
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Using the User Manager NT Server manages security permissions relating to file, directory, and access to programs through assigning permissions to users and groups. Even if you chose not to utilize the features of NTFS for securing files and directories, IIS still relies on the security tokens assigned by the operating system to users and groups as they access the NT Server for managing the security permissions of the Web server.



When a Web browser accesses the NT Server, the Web browser does not always invoke the NT Server security. In the case of a standard, non-authenticated Web browser request, the Web server uses the security permissions of the user account setup as the annonymous user in the IIS configuration.



The user manager, as illustrated in Figure 2.8, operates both for a domain-level security list and for local machine security lists. If your server operates as part of a domain, the user accounts will be managed by the computer empowered as the domain server or Primary Domain Controller (PDC). Alternatively, your computer may operate independently, similar to peer to peer networks, where your computer maintains its own user and group accounts. Either way, these accounts drive the permissions checked as the IIS attempts to comply with requests from Web browsers. (picture not available) Figure 2.8 Use the User Manager to assign permissions to user and group accounts.



This summary look at security should be complemented by a review of the NT help files if you are responsible for managing user and group accounts.



Windows NT Services Similarly to how UNIX runs Daemons or how Windows or MAC machines run multiple applications, Windows NT runs services. Services reflect the running programs that the NT Server has available. An example of services includes the "Simple TCP/IP service," which enables your computer to support communication over a network. For Active Server, you should expect to see at least the following services running: ● Server ● Simple TCP/IP Services ● World Wide Web Services To view the running services, select the Start button followed by Settings and then Control Panel. When the Control Panel window appears, select the Services icon to view the active services as illustrated in Figure 2.9. Other services of importance to your development that may be running include Microsoft SQL Server and the series of services associated with Exchange Server.
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Figure 2.9 Use the Control Panel Services utility to start and stop services, as well as to set their behavior when Windows NT Server starts up. The importance of this area primarily results from a need to do some quick troubleshooting if something goes wrong or if you need to restart your Web server. This utility provides an authoritative method for ensuring that your programs are running.



When the IIS Manager launches and shows a running or stopped status, it is the same thing as viewing the service in the control panel services. And restarting has the same effect regardless of whether you are in the control panel services or the IIS Manager.
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DCOM Registration and the Registry Registration plays an important role in the NT world. Your overview understanding of NT's registry model will support your development efforts when utilizing Distributed Components (DCOM) and the Active Server model in general. COM and DCOM objects are discussed in detail in Chapter 5 "Understanding Objects and Components." The NT registry provides NT with a hierarchical database of values that NT uses during the loading of various operating system components and programs. This environment replaces load variables that windows included in files such as the win.ini, sys.ini, autoexec.bat, and config.sys. The RegEdit program provides a graphical user interface for managing registry settings as illustrated in Figure 2.10



Figure 2.10 Use the RegEdit Program to review and, when necessary, to edit operating system and program configuration information.
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to fail. Be cautious when attempting direct changes, and whenever possible, avoid directly tampering with the Registry.



The registry stores settings related to, among other things, your IIS setup. The ISAPI filters and components all have their settings maintained in the registry. Your primary use of the regedit.exe program is a read-only one. By default, NT does not even include the regedit.exe program as an icon in the program groups, precisely because they are difficult to understand settings maintained in the Registry by the operating system and installed software programs. Users attempting to manage these settings run the risk of damaging their NT installation. All ISAPI and DCOM components that take the form of DLL files will be installed and registered as part of setup programs and will not require direct use of the registry. If a new DCOM object is made available and requires registration, a separate command line utility can be used to register it. To invoke a command, select the Start button and then Run. When prompted by a dialog box, type command and then press OK. The command prompt will start, which by default will look very similar to the DOS environment with the c:> prompt. With this command line utility, type the following line in at the c:> prompt: Regsvr [/u][/s] dllname where the u is for un-register and the s is for silent or with no display messages. In addition to the standard registry, NT provides a utility for managing the extended features of DCOM. This utility is not set up in the NT Admin tools group and may require review if you incur security problems invoking your components. For the review of this utility, run the DCOMCnfg.exe in the NT System32 directory. The configuration window illustrated in Figure 2.11 starts.
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Figure 2.11 Use the DCOM Configuration Properties areas to assign security permissions for executing DCOM objects.



The primary DCOM problem users run into results from a lack of access being assigned to the default user account defined in the IIS configuration. If you have these problems, check to ensure that the default user account in your IIS has permissions in the DCOM configuration utility shown in Figure 2.11



COM represents the evolution of what previously was OLE Automation Servers, and DCOM represents enhanced COM features. DCOM and COM vary only slightly for the purposes of this book. The COM standard provides the framework for building DLLs that will be used as components by the Active Server. DCOM provides a richer threading model and enhanced security for distributed processing, but because all calls are generated by IIS invoking DLLs existing on the local machine, understanding the subtleties of this model is not important for the purposes of this book.



file:///C|/e-books/asp/library/asp/ch02.htm (16 of 21) [10/2/1999 5:17:19 PM]



Working with Active Server Pages - Chapter 2



For a more detailed treatment of COM and the enhancements provided by DCOM, try http://www.microsoft.com/.



Using the Internet Information Server The Internet Information Server acts as the gateway for all incoming client requests. For requests of files ranging from HTML to graphics to video, the process follows conventional Web server methods, such as sending a requested file to the browser. Unlike conventional Web server methods, when an .asp file request comes to the Web server from the browser, it invokes the ISAPI filter or DLL component, which parses the requested .asp file for Active Server related code. As a result, the requester must have the authority to execute the ASP page and to conduct any of the actions that the code attempts to perform at the server. The Web server then returns what, you hope, resembles a standard HTML or other type of file. For this process to perform successfully, you must have: ● Properly configured IIS served directories ● NT user accounts ● DLL components ● NT security The importance of understanding this process increases as your application performs more and more complex activities on the server. For example, to execute a script that counts to ten, you only need to ensure execute permission in the directory served for the default user. To write a file to the server hard drive, however, you need to have provided a default or other user with sufficient permissions to write a file to a location on your hard drive. Further still, to enable a user to request a page that accesses a SQL Server database, the user must have further permissions still in order to gain access to the SQL Server.



Web Server Directories The IIS provides access or serves information from directories on your server's hard drives. All requests to the Web server attempt to get authentication for access to the information initially based on the user account set up in the IIS configuration. As illustrated in Figure 2.12, the default or anonymous logon in the IIS manager matches the user account setup with full control in the directory permissions window for the served directory. This ensures that the NT file system authorizes the user, not only to read, but also to execute files in the directory.
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Figure 2.12 Use the IIS Default User configuration to set the user account that the Web server will invoke for security access.



The file system permissions are only invoked for files running on NTFS drives as discussed in the previous section "Secure NT File System (NTFS)."



In addition to the file system permissions, one prior level of basic security is invoked by the IIS before even attempting to request the file from the operating system. A basic read or execute permission is established on every directory served by the IIS. This level of permission is configured at the IIS level and can be configured through the IIS Manager as illustrated in Figure 2.13.
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Figure 2.13 Use the IIS Manager to set Read/Execute permissions levels separate from the standard NT file system security.



Managing User Accounts User accounts provide the primary vehicle for managing security within an IIS application of any kind. Because the IIS completely integrates with the NT security model, understanding user and group permissions becomes critical to any application that utilizes more than just the anonymous logon. The key areas of concern relating to security include: ● Sufficient user authority for a task ● Proper security within the anonymous logon ● Enhanced security through NTFS file permissions Establishing Enough Authority to Get Started As illustrated in "Web Server Directories," the IIS configures a default account for accessing all pages requested. Many initial problems can result if you create .asp files that the default user can read but then secure components that the default user cannot invoke, thus forcing your code to generate an error. The default account must have execute permissions for any Active component that your pages will utilize, including the registered directory file:///C|/e-books/asp/library/asp/ch02.htm (19 of 21) [10/2/1999 5:17:19 PM]
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where the basic Active Server Pages file resides. Focus on securing your .asp files and directories, not your components. Additional areas of caution for security include accessing databases and trying to write files to a server hard drive.



The execute permissions for the Active Server default components should already be configured for the anonymous logon account, but if you have unexplained security problems, you may want to start in the IIS configuration area for debugging.



Managing Anonymous Logon A comprehensive security implementation can be created without ever going to the User Manager. Before diving into the complex and powerful world of NT user and group accounts, make sure you have exhausted the simple and flexible alternatives. One method involves tracking users in a database and authenticating by lookup. This approach enables you to more easily manage users through database or file lookups. If this model does not provide sufficient control or security, however, many enhanced security options can be invoked to control access and use of your application. Enhanced Security Options For more sophisticated security, you can set up directories and .asp files where the logon permissions provided by the Web server's default user account are insufficient. When insufficient file system security is detected by the Web server, the browser will be prompted for a logon, which the Web server attempts to authenticate. Once authenticated, this user ID is passed with subsequent requests from the browser allowing the Web server to utilize the authority of the logged-in user.



Ensure that these new users have the execute permissions available to the anonymous account. The system setup process automatically provides permissions to the anonymous user account for execute permissions in directories in which key DLLs reside, but all users may not have these permissions by default.



Users and groups allow you to differentiate permissions at the .asp file level. Providing file level control over what permissions a user has on the system. This mechanism enables you to take advantage of the comprehensive auditing and tracking features available in NT.



From Here... From our brief overview of the setup, configuration, and/or maintenance of the Windows NT and IIS environment, we now turn to the specifics of building an Active Server application. Although many of the chapters rely on the proper configuration of your network and server, our focus will be on the application development model enabled by Active Server, not on network and operating system issues. If you are responsible for setting up the NT server and found this section to be inadequate, STOP and consult more authoritative support documents or our Web site for greater details. At this point, if you have a properly set up NT server, you should
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turn to the design and development of the application itself. For additional discussions of some of the topics covered in this chapter try: ● Chapter 5, "Understanding Objects and Components," provides a more detailed discussion of components and the Active Server object model. ● Chapter 13, "Interactivity Through Bundled Active Server Components," provides a more detailed discussion of components bundled with Active Server Pages. ● Chapter 15, "Introducing ActiveX Data Objects," provides a more detailed discussion of database programming and use of ODBC. ● Appendices A-E, provide a case study of an actual Active Server Pages site with comprehensive discussion on setup, monitoring, and performance issues associated with Web servers and Active Server Pages
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Chapter 3 Understanding Client/Server Programming on the Internet A decade ago, everyone was excited about a new technology architecture that was going to revolutionize the way business is conducted in corporate America. It would provide a new paradigm for information processing that would facilitate collaboration and information sharing across a vast number of systems and organizations. What was this new technology? Client/server computing. Now the chorus sings again about the latest revolutionary technology, the World Wide Web. You learned in 8th grade Social Studies that history is bound to repeat itself, and those who do not learn from the mistakes of the past are doomed to repeat them. With this in mind, we are now poised on the edge of the next technological precipice. There have been numerous systems development failures using client/server architecture, but there also have been many successes. By understanding the strengths of the client/server architecure, you will be able to implement them in your Active Server Pages development. There are two major keys to the successful implementation of any new technology-a solid understanding of the foundations of the technology and a framework for its implementation in your business. Throughout this book, you will learn about the tools and techniques to meet this new challenge (opportunity) head-on and how to leverage this experience in your own development. ● Understanding Client/Server Architecture



●



This provides a brief overview of the architecture and how it has evolved over the years. Examining Client/Server on the Web



●



The client/server revolution of the early eighties was a boon to developers for a number of reasons. Looking at its implementation in the past enables you to leverage the inherent strengths of client/server in your ASP development. Understanding Static versus Dynamic Content Creation



●



Scripting enables for a simple yet powerful method of adding dynamic content to your Web site. Leveraging Scripting in a Distributed Environment The choices you make as you decide where to place functionality, on the client and on the server, will expand your application options.



Understanding the Client/Server Architecture Do you remember the first time that you ever used a PC database? For many of you, it was dBase. dBase and those programs like it (Paradox, FoxPro, and Access) provide a quick and easy way to create two-tier client/server applications. In the traditional two-tier client/server environment, much of the processing is performed on the client workstation, using the memory space and processing power of the client to file:///C|/e-books/asp/library/asp/ch03.htm (1 of 8) [10/2/1999 5:17:28 PM]



Working with Active Server Pages - Chapter 3



provide much of the functionality of the system. Field edits, local lookups, and access to peripheral devices (scanners, printer, and so on) are provided and managed by the client system. In this two-tier architecture, the client has to be aware of where the data resides and what the physical data looks like. The data may reside on one or more database servers, on a mid-range machine, or on a mainframe. The formatting and displaying of the information is provided by the client application as well. The server(s) would routinely only provide access to the data. The ease and flexibility of these two-tier products to create new applications continue to be driving many smaller scale business applications. The three-tier, later to be called multi-tier, architecture grew out of this early experience with "distributed" applications. As the two-tier applications percolated from individual and departmental units to the enterprise, it was found that they do not scale very easily. And in our ever-changing business environment, scaleability and maintainability of a system are primary concerns. Another factor that contributes to the move from two to multi-tier systems is the wide variety of clients within a larger organization. Most of us do not have the luxury of having all of our workstations running the same version of an operating system, much less the same OS. This drives a logical division of the application components, the database components, and the business rules that govern the processes the application supports. In a multi-tier architecture, as shown in Figure 3.1, each of the major pieces of functionality is isolated. The presentation layer is independent of the business logic, which in turn, is separated from the data access layer. This model requires much more analysis and design on the front-end, but the dividends in reduced maintenance and greater flexibility pay off time and again. (picture not available) Figure 3.1 Multi-tier architecture supports enterprise-wide applications Imagine a small company a few years back. They might produce a product or sell a service, or both. They are a company with a few hundred employees in one building. They need a new application to tie their accounting and manufacturing data together. It is created by a young go-getter from accounting. (Yes, accounting.) He creates an elegant system in Microsoft Access 1.0 that supports the 20 accounting users easily (they all have identical hardware and software). Now, move forward a few years: The company continues to grow, and they purchase a competitor in another part of the country. They have effectively doubled their size, and the need for information sharing is greater than ever. The Access application is given to the new acquisitions accounting department, but alas, they all work on Macintosh computers. Now, the CIO is faced with a number of challenges and opportunities at this juncture. She could purchase new hardware and software for all computer users in her organization (yikes!), or she could invest in creating a new application that will serve both user groups. She decides on the latter. A number of quesions come to mind as she decides which path to take: ● What model will allow her company to provide the information infrastructure that is needed to successfully run the business? ● How can she ensure that the application won't need to be rewritten after the next acquisition? ● How can she provide external clients access to parts of the system?
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A few years ago, you might have suggested using a client/server cross-platform development toolkit or a 4GL/database combination, which supports multiple operating systems. Today, the answer will most likely be an intranet application. A multi-tier intranet solution provides all of the benefits of a cross-platform toolkit without precluding a 4GL/Database solution. If created in a thoughtful and analysis-driven atmosphere, the multi-tier intranet option provides the optimal solution. Designed correctly, the intranet application will provide them with the flexibility of the client/server model without the rigid conformance to one vendor's toolset or supported platform. In her new model, the client application will be the browser that will support data entry, local field edits, and graphical display of the data. The entry to the database information will be the intranet Web server. The Web server will interact with a number of back-end data sources and business logic models through the use of prebuilt data access object. These objects will be created and managed through server-side scripting on the Web server. This scenario that has just been discussed can be implemented today with Active Server Pages, using the information, tools, and techniques outlined within this book.



Client and Server Roles on the Inter/intranet The same way that businesses have been effectively using multi-tier architectures on their LANS and WANS can now be taken advantage of on the Internet and intranet. The role of the client (aka browser) and the server, when designed correctly, can provide the best of the traditional client/server architecture with the control and management found in more centralized systems. Developing a multi-tier client/server system involves three basic steps: 1. Selecting the Network Component 2. Designing the Application Architecture 3. Creating the User Interface Take a look at each of these steps, and by the end of the following discussion, you will understand how to effectively use the C/S model in your Inter/intranet development. The most important step, of course, is the first. Before undertaking any new development effort, you need to have a thorough understanding of the information your users require. From this, you can develop a firm, well-documented feature set. From these pieces of information, you can continue on and complete the functional specification for the new application.



It is always so tempting, with the advent of RAD (Rapid Application Development) tools, to write code first and to ask questions later. While this is a method that can be successful in small applications, it can lead to major problems when used in a more substantial systems development effort. Just remember, your users can have a system chosen from two of the following three attributes: fast, good, and cheap. The fast/cheap combination, however, has never been a good career choice.
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You now have the idea, the specifications, and the will to continue. Now you can use the C/S model to complete your detail design and start development. But first, take a brief look at each of the steps (bet you're glad this isn't a 12-step process) and how the client and server component roles are defined.



The Network Component In traditional C/S development, the choice of the communication protocol is the basis for the system. Choosing from the vast number of protocols and selecting appropriate standards is the first step. Specifying connectivity options and internal component specs (routers, bridges, and so on) is again a vital decision when creating a system. In the Internet world, these choices are academic. You will utilize the existing TCP/IP network layer and the HTTP protocol for network transport and communication.



Designing the Application Architecture Now you get to the heart of your application design decisions. Sadly, there are no quick and easy answers when you begin to choose the data stores that your application will interact with. What is important to remember is that the choices that you make now will affect the system over its entire useful life. Making the correct choices concerning databases, access methods, and languages will guarantee the success or failure of your final product. A very helpful way to think about your application is to break it down into functions that you wish to perform. Most client/server applications are built around a transaction processing model. This allows you to break the functions into discrete transactions and handle them from beginning to end. In the Internet world, it is very helpful to think of a Web pages as being a single transaction set. The unit of work that will be done by any one page, either a request for information or the authentication of actions on data sent, can be considered a separate transaction. Using this model, it is easy to map these document-based transactions against your data stores. The Active Server Pages environment, through server-side scripting and data access objects, enables you to leverage this model and to create multi-tier client/server Internet applications. If your application will be using legacy data from a database back-end or host-based computer, you need to have a facility for accessing that data. The ASP environment provides a set of component objects that enable connectivity to a number of DBMS systems. Through the use of scripting on the server, you can also create instances of other OLE objects that can interact with mid-range or mainframe systems to add, retrieve, and update information.



Front-End Design As you have already learned, one of the great benefits of the C/S architecture is its fundamental guidelines to provide a multi-platform client application. Never before has this been easier to achieve. With the advent of the WWW and the Internet browser, you can provide active content to users from a variety of platforms. While there has been a great movement toward standardization of HTML, there are many vendor-specific features found in browsers today. This means you have a couple of important choices to make, similar to the choices that you had to make when creating traditional multi-platform client applications. When developing with traditional cross-platform toolkits, you have a number of file:///C|/e-books/asp/library/asp/ch03.htm (4 of 8) [10/2/1999 5:17:28 PM]
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options. Code to the Lowest Common Denominator This involves selecting and implementing the features available on all of the client systems you wish to support. This is a good way to support everyone, but you'll have to leave out those features within each system that make them unique. For example, you might want to implement a container control for your OS/2 application, but there is no similar control available on the Mac. As a consequence, this falls out of the common denominator controls list. Create a separate application for each client This option ensures that each client application takes full use of the features of the particular operating system. The big drawback of course is that you have multiple sets of client code to support. This might be achievable for the first version, but having to manage and carry through system changes to each code base can be a huge effort. The majority of the client code is shared This last option is a good choice in most scenarios. The majority of the code is shared between applications. You can then use conditional compilation statements to include code which is specific for any one client system. This is even easier when using a browser as the client. Within an HTML document, if a browser does not support a particular tag block, it will ignore it.



What is client/server anyway? As stated laboriously in the preceding sections, the client/server has been a buzzword for years now. Many definitions of this architecture exist, ranging from an Access application with a shared database to an all-encompassing transaction processing system across multiple platforms and databases. Throughout all of the permutations and combinations, some major themes remain consistent: ● Requestor/Provider Relationship



●



The client and the server have well-defined roles, the client requesting a service and the server fulfilling the service request. Message-Based



●



The communication between the client and server (or the client-middleware-server) is a well-defined set of rules (messages) that govern all communications-a set of transactions that the client sends to be processed. Platform Independence



●



Due to the clearly defined roles and message-based communication, the server or service provider is responsible for fulfilling the request and returning the requested information (or completion code) to the client. The incoming transaction can be from a windows client, an OS/2 machine, or an Web browser. Dynamic Routing The client can send a transaction to a service provider and have the request fulfilled without having
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to be aware of the server that ultimately fulfills the request. The data or transaction might be satisfied by a database server, a mid-range data update, or a mainframe transaction.



Keeping Your Users Awake: The Challenge of Providing Dynamic Web Content I remember when I first started surfing the Web. One of my first finds was a wonderful and informative site offering the latest and greatest in sporting equipment. They had a very well organized page with interesting sports trivia, updated scores during major sporting events, and a very broad selection of equipment and services. Over the next few months, I visited the site from time to time to see what was new and interesting in the world of sporting goods. What struck me was that the content did not seem to change over time. The advertisements were the same, the information provided about the products was the same, and much of the time, the 'updated' information was stale. Last summer, while looking for new wheels for roller blades, it was a surprise to find that the Christmas special was still running. We surf the Web for a number of reasons: to find information, to view and purchase products, and to be kept informed. There is nothing worse than going to a fondly remembered site and being confronted with stale advertising or outdated information. The key to having a successful site is to provide up-to-date dynamic content. Most of the information provided by current sites on the Internet consists of links between static informational pages. A cool animated GIF adds to the aesthetic appeal of a page, but the informational content and the way it is presented is the measure by which the site is ultimately judged. To provide the most useful and entertaining content, you must be able to provide almost personal interaction with your users. You need to provide pre- and post-processing of information requests, as well as the ability to manage their interactions across your links. You must provide current (real-time) content and be able to exploit those capabilities that the user's browser exposes. One of the many components that is available in the Active Server Pages environment is an object through which you can determine the capabilities of the user's browser. This is just one of the many features you will be able to use to provide a unique and enjoyable experience for your users.



See "Using the Browser Capability Component" for more information about the Browser Capability Object, in Chapter 13.



A great, yet basic and simple example of something that really shows you how a page is changing with each hit is the hit counter. This capability, while easy to implement, will in itself show the user that the page is constantly changing. It is also very easy to have the date and time show up as a minor part of your pages. All of these little things (in addition, of course, to providing current information) help your Web site seem new and up-to-date each time it is visited. As you head into the next several chapters, you will be given the tools and techniques to provide file:///C|/e-books/asp/library/asp/ch03.htm (6 of 8) [10/2/1999 5:17:28 PM]
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dynamic content in your Internet and intranet applications.



The Keys to the Kingdom: Scripting There are a variety of tools available today that enable you to create Internet applications. The best of the new breed of tools, called scripting languages, enable you to add value to your Web pages by providing client-based functionality. You can perform field edits and calculations, write to the client window, and employ a host of other functions without having to take another trip to the server for additional information. What is so exiting about the newest scripting technology is that it is implemented, not only on the client, but now also on the server. With Active Server Pages, you can leverage your knowledge of scripting on the server. In addition to the basic control and flow that many scripting languages provide, you also can access objects from within your scripts that provide additional functionality and power. These objects, discussed in Part III, provide you with the capability to communicate with those multiple tiers of information in the client/server model. Take a quick process check: You know about the C/S multi-tier architecture and how to effectively use it on the Internet and intranet. You have a good understanding of the type of content that you must provide, and you have learned about the scripting, which can tie all of the pieces together and make them work. The next step is to decide what functionality should go where. Obviously, a great chunk of the processing ultimately resides on the server. All database access and access to other internal data sources will be provided from the server. The inter-page linking and responding to user requests will also be on the server. The decision as to what functionality to place in the browser client is the same as you discovered when reading about the challenge of supporting multiple operating systems in the traditional client/server environment: ● The lowest common denominator approach



●



This will provide the greatest guarantee that your active content can be viewed in its entirety on any browser. OS specific- (browser specific-) based functionality



●



By determining the capabilities of the browser as the information is requested, you can tailor the returned document to exploit the browsers capabilities. A combination of the two Most sites that you visit today have a link to a text-only version of the document. This capability is important, not only to ensure that all users can get the information, but also to enable those users with less capable equipment to have a full and rich experience from your active content.



The scripting language you use on the client depends wholly on the capabilities of the browsers that request your pages. Java Script is supported in the Netscape Navigator family of browsers. VBScript and Java Script are supported in the Microsoft Internet Explorer browser. Given the remarkable changes to the browser software over the past year, you can expect that the two major scripting dialects will be supported across all major browsers in the near future.
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VBScript and JavaScript When used within the confines of Internet Explorer, VBScript and Java Script are functionally equivalent. They both provide a rich, basic-like scripting language that is interpreted by the browser at run-time to provide client-side intelligence and an enhanced user experience. VBScript is a subset of the popular Visual Basic language. For the legions of Visual Basic developers, VBScript is a natural progression and tool for creating interactive Web pages. With the release of Active Server Pages, scripting has been taken to another level. Now you can use the same versatile scripting to add value to the server-side of the process as well as to the client side.



From Here... Figuring out how to best employ scripting in an Internet environment can be a daunting task. You have learned how you can benefit from the experience of thousands of developers who have used the multi-tier architecture for creating enterprise-wide applications. You can create Internet applications with the same transaction-based, flexible, and client-neutral functionality that has been driving businesses for the past decade. Here are some of the topics that are discussed in the coming chapters: ● Chapter 4, "Introducing Active Server Pages," provides more details about the ASP environment, the Active Server object model and how the framework provides an excellent tool for creating multi-tier Inter/intranet applications. ● Chapter 5, "Understanding Objects and Components," gives you an overview of how objects and components interact within the Active Server Pages environment.
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Chapter 4 Introducing Active Server Pages Up to now, this book has covered information leading to the door of the book's heart. Behind that door lies the information you need to create your first Active Server Page and your first Active Server Pages application. You've been introduced to the essence of Internet/intranet design. You've also seen the role that Windows NT plays in this new design environment and the particular advantages that the design of the Windows NT operating system brings to the Web development table. In Chapter 3, "Understanding Client/Server Programming on the Internet," we began our discussion of the basics of information architectures and gave you a feel for the historic roots of ASP development. This chapter will introduce the players in the new game, the Active Server Pages development game. This chapter also serves as a wrap-up of the material covered thus far. The aim here is coherence-giving you a firm, conceptual foundation from which to build a solid understanding of the underlying technology of Active Server Pages. ● Learn what an Active Platform is



●



You will see the abstract features of Microsoft's Active Platform, and you will learn about the Active Desktop and the Active Server, two symmetric programming models that will revolutionize the development of client/server programming for the Internet and for intranets of all sizes. Get acquainted with the plumbing of Active Server Pages



●



Learn the implementation details of Active Server Pages and what it takes to make them work. The inside of Active Server Pages You've seen how ASP's abstract parts relate and what its infrastructure looks like; now see what the inside of an .asp file looks like.



Introducing the Active Platform In November 1996, Microsoft formally introduced the Active Platform at the Site Builders Conference and the Professional Developers Conference. At those events, the audience saw a graphic, similar to the one in Figure 4.1, that outlined the major parts of Microsoft's vision of the future of Internet development. The two pillars of client-side and server-side scripting share a common tool set and are both based on consistent standards and protocols. It is a complete model, and is presented in detail in the rest of this chapter. (picture not available) Figure 4.1 The Active Platform incorporates similar functions for the client and the server, exploiting their individual strengths.



The Vision The Active Platform is Microsoft's vision of the next generation of distributed computing. It exploits the best of the centralized programming models as well as the best of decentralized programming. The Microsoft vision has profound implications for the Internet (not merely for industrial-strength client/server programming) and for the way that systems are developed and deployed. Microsoft's model creates applications that are logically centralized and physically decentralized. A logically centralized system can be administered from anywhere. Such a system is conceptually simple, and when properly tooled, is easy to manage. Physically decentralized systems can be more efficient, fault tolerant, powerful, and scaleable.



Two Profound Paradigm Shifts There are two more key features to Microsoft's vision, and we return to them often in the pages to come. First, until the advent of the Active Server, programmers spent too much time worrying about infrastructure (e.g., programming Database Management System (DBMS) connections) and not enough time in their core competence (i.e., doing something useful with the recordsets fetched from the DBMS). By bringing the system services closer to the program and abstracting these services into server components, Active Server Pages promises productivity gains absolutely unrivaled in the history of computing. The other feature of Microsoft's vision for Active Server Pages is in one of the company's key design goals for ActiveX Data Objects: universal access, not universal storage. This preference to know where everything is instead of collecting everything in one place is the natural extension of the overall mission of Active Server Pages-to keep things logically file:///C|/e-books/asp/library/asp/ch04.htm (1 of 14) [10/2/1999 5:17:34 PM]
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centralized and physically decentralized.



A Symmetric Programming Model The most striking thing about Figure 4.1 is that both sides of the diagram are almost identical, evidently different only to the extent of system services. You may want to protest that "I thought you said this was client/server programming," but don't allow looks to deceive you. Under this apparent similarity are important differences. Let's start there. Scripting As you shall clearly see in Part II, "Programming Active Server Pages with VBScript," client-side scripting and server-side scripting have different missions in life. Client-side scripts most often add improved user interface and data validation (when HTML forms are used). Server-side scripts, especially in Active Server Pages, are practically unlimited; but they are primarily used to capture business rules and access to data (the second and third tiers in 3-tier client/server programming). The important thing to stress here, however, is that server-side can, if properly implemented, create client-side scripts. One of the most important questions in Internet development is the one that makes you choose between programming to the broadest audience and programming for the richest on-line experience. To the extent that you choose the former, server-side scripting is important for two reasons: ● Server-side scripts can sense the capabilities of requesting client programs. ● They can be as powerful as you, the designer, want, regardless of how thin the client is. For example, the thinnest client on the Internet is the one that cannot render graphics of any kind. The ALT parameter of the IMG tag in HTML originally was intended to help such clients interpret important parts of the screen that they otherwise couldn't see, by describing the area in words instead of an image. With an Active Server Page, your application can sense when such a browser (for that's what these kinds of programs are-as opposed to Web client programs that have more processing power) is making a request of your Web site. You can then present suchgraphics-challenged browsers with whole paragraphs, not merely short expressions, to give them as much information as possible, given their inherent limitations. In today's Internet, a major difference between Web clients brands is whether they recognize ActiveX controls or not. Again, the Active Server Page doesn't care one way or the other. If it senses the ability to interpret ActiveX controls, it presents them; otherwise, it includes static images (or text, if necessary). Of far greater importance than these mundane issues is the fact that Active Server Pages promote a new level of processing power into the Web server. It is critical to remember that the Web server was never designed to be an application server. It was designed to deliver HTML. This remains its primary mission, even on the Active Platform, but with Active Server Pages, this design constraint ceases to be a constraint at all. The scripts that are contained in Active Server Pages, especially those driven by Active Server components (discussed in the next section), bring virtually all the power of traditional client/server programming to the Web server. Indeed, to the extent that Active Server components are utilized, Active Server Pages can do things that even the most sophisticated client/server programs can't. That's a pretty strong statement. Let's see if we can back it up in then next section. Components Components may be the single most important feature of Active Server Pages. Their importance to ASP is understandable when you step back and see how pervasively Microsoft has embraced components in virtually everything they create. Everything from the Internet Explorer to Windows NT 5.0 has been "componentized" by Microsoft engineers. Components give programmers many advantages, including lower development time and cost, added flexibility, easier maintenance, and most important, easy scaleability. For the ASP development community, on the server-side, server components are either intrinsic to the Active Server or they are user-defined. On the client-side, ActiveX controls provide functionality similar to server components.



Because the word "component" is a generic term meaning any kind of part, you will see the expression "server component" in this book when it refers to those special features of Active Server Pages, viz., server components.



Active Server Components
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Active Server Components basically do two things. First, they directly expose operating system services to your Active Server Pages. Second, they encapsulate business rules in a way that is extremely easy to program. Perhaps even more important in the long run, Active Server Components are easy to create. That is, by using programming tools and environments optimized to work with the Active Platform, writing sophisticated server components is no longer the province of the advanced programmer. There is a truism in programming that the best programmers are users. Active Server components will prove that not only to be true but important, as well. In the summer of 1996, it was estimated that the number of lines of Visual Basic code finally exceeded the number of lines of code written in COBOL, the perennial champ. Perhaps the biggest reason Visual Basic is so prolific is that users, not professional programmers, wrote these "extra" lines of code. Active Server component development will bring the same ease of programming to the Internet that Visual Basic brought to creating Windows programs. To get a feel for what server components are and what they do, take a look at a few of those that ship with the Active Server. The Browser Capabilities component is the component that permits an Active Server Page to determine what kind of browser or Web client program is making a request. It makes this determination by looking to the User Agent HTTP header and looking up the identified browser in the browscap.ini file. All of the listed features of the browser are exposed as properties of the Browser Capabilities component. The Browser Capabilities component is a clever piece of code, but it doesn't have anything to do with the operating system. One component that does get closer to the OS is the TextStream component. This component relies on the FileSystem object, which, as the name suggests, accesses low-level file I/O. With this component, opening or creating text files in the directory system is simple and direct. Navigating through the files' contents is equally straightforward.



See "The Browswer Capabilities Component" for more information about the Browser Capabilities component, in Chapter 13. See "Textstream Objects" for more information about the TextStream component, in Chapter 13.



There is one Active Server Component that may keep you up nights, though. It's the Database Access component, and it exploits an operating system service of earthshaking importance: objects in the directory system. Actually, the earth won't shake until Windows NT 5.0 ships in 1997; at that time, ActiveX Data Objects (ADO) will be incorporated into the Windows NT Directory Services. That is, the directory system will be able to be managed like a database. Files become database objects with properties that will be exposed to ADO. You can already see what this will look like when you select the Properties menu option of a file on your Windows Desktop. By the way, these directory services aren't restricted to the Windows Explorer and the local file system; they reach out to every file system on the Internet! We mentioned that a key design goal of the ADO team was to enable universal access to information-they do mean universal. To ADO, it won't matter if the data is a record in an ODBC database or a message stored in Exchange Server. It won't matter if the data is stored on your own hard drive or on one in the Smithsonian. ADO will find it and present it to your application (possession is no longer nine-tenths of the law). Again, this is the logical conclusion of the Web. The Web doesn't let you take possession of HTML; it just lets you see it. ADO doesn't let you possess the data, either; it just makes it available to your application.



When a connection is made to a data store with ADO, you can specify how long to wait for a connection to be made. If the connection isn't made in time, the attempt is abandoned, and the data provider returns a trappable error to ADO. This feature will not be supported by all data providers.



Now, imagine programming when most of the work done by your applications is done with the aid of other peoples' server components. Whether you're using a server component to access an interactive feature in your Web site or you access network functionality in Windows NT 5.0, you will be able to do far more programming of the real task at hand. No more time wasted doing things that every other programmer in the world is doing at the same time you are. Even if the objects exposed by Active Server components don't qualify as "true" objects in the minds of the purists, the kind of object-centric programming that will become commonplace in Active Server Pages development will have an impact great enough that most of us will forget about polymorphism and inheritance.. ActiveX Controls
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ActiveX controls are used like server components, only on the client side. That is, you instantiate an ActiveX control in a client-side script with the OBJECT tag, and then you manipulate this control through its exposed properties and methods. Most ActiveX controls enhance the user interface of your Web applications, but some can simply return a value directly to your application. For example, you can write an ActiveX control that makes a complex calculation from given inputs. The control would receive the inputs through its properties, and the resulting calculation would be returned to the calling application through a separate property. On the other hand, Active Server components never have a user interface. They are designed to render services to your server application for the purpose of producing standard HTML output. In other words, Active Server Pages are never used directly by people. Active Server Pages produce the HTML that users see, and that HTML may include ActiveX controls. So sensing browser capabilities or manipulating text files or providing HTML source code with a randomly selected image or filling the controls on an HTML form with data from a database are all examples of the usefulness of server components. One of the most important things about the relationship between those two "pillars" of Figure 4.1, the Active Desktop and the Active Server, is that server components can be made from existing ActiveX controls. In fact, Microsoft encourages this approach for three reasons. First, you don't need to reinvent the wheel. Second, it's too easy to incorporate ActiveX controls into server components to not exploit this advantage. Finally-and this is especially important in the context of Java-ActiveX controls can give you direct access to the Windows graphical user interface. Indeed, more and more of Windows will be available to the ASP developer through this medium. Get used to taking advantage of it now. Dividends await the astute. You may be tempted to suggest that Microsoft also wants you to use ActiveX controls for self-serving reasons, but this allegation carries less weight now that the Open Group is responsible for the standard.



The Open Group, created in 1996 to act as the holding company for The Open Software Foundation (OSF) and X/Open Company Ltd., provides a worldwide forum for collaborative development and other open systems activities.



ON THE WEB See this Web site for further details of the transfer. More information on the Open Group is at http://riwww.osf.org/.



System Services Writing a book about emerging technology is never easy. Writing this one was particularly challenging, because even the operating system was making profound changes under our feet. When the first readers open the pages of this book, Microsoft probably will have shipped the next generation of its Windows NT operating system, Windows NT 5.0. At the same time, Microsoft is developing and shipping servers meant to be integral parts of Windows NT-most of which cost nothing to add on. These servers are awesome achievements in data processing. Things like the Microsoft Transaction Server (MTS), the Message Queuing Server (MQS), and the Index Server all are vital parts of the extended Active Platform. A detailed discussion of each of these assets would require a separate book for each one. The point to grasp here is that, as powerful and revolutionary as the Active Platform is, it will not fully empower you as a user, programmer, or developer until you bolt it into related technologies like those just mentioned. For example, if you become proficient at developing Active Server components and start to develop sophisticated, n-tier client/server apps using DCOM (Distributed Component Object Model) to widely deploy your components and Active Server Pages, you do not want to administer this far-flung empire without the managerial genius of the Microsoft Transaction Server. If you expect difficulties and delays in the actual day-to-day use of your application, and if you don't want the entire system to come down while you wait to sort out the inevitable traffic jams on the Internet, then you do not want to leave town without the Message Queuing Server.



A View of the Active Server Programming Model Having outlined the abstract features of the Active Platform, we turn your attention to the Active Server programming model. How do you actually implement Active Server Pages? As you can see in Figure 4.2, the processing environment of Active Server Pages is much richer than your run-of-the-mill Web site. Actually, the full richness of this environment is impossible to depict in a simple graphic, and we hope that you come to appreciate this truth as you work your way through this book. You can see from the figure that there's a lot going on with Active Server Pages. file:///C|/e-books/asp/library/asp/ch04.htm (4 of 14) [10/2/1999 5:17:34 PM]
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Figure 4.2 The programming environment of the Active Server is both rich and accessible to all programming skill levels.
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Finally-A Foolproof Answer to the Cross-Platform Problem The first thing you notice about Figure 4.2 is that four different client platforms are represented. Four is arbitrary. ASP serves all clients, versions, and platforms because ASP produces nothing but HTML. The constraint is not in ASP but in HTML. If you want ASP to produce HTML that's rich in ActiveX controls, ASP will comply without complaint, but any clients that are not ActiveX-enabled will not work the way you expect. With ASP you can produce HTML code consistent with the capabilities of the client, from the most basic feature set to the most advanced. The real power to bridge this "feature gap" using ASP comes when a user interface is not what's unique about your application. Business and science will be the two disciplines that most severely test the practical feasibility of the Web because computation drives most of the need for their data processing.Because computation is encapsulated in components, and because ASP is a componentized development and deployment environment, it will shine brightly, attracting the best programming talent in the world. Instead of having to write large complex applications, these programmers can write compact computationally intense programs. That is a fundamental paradigm shift of the first order. This brings up the next most noticeable features of Figure 4.2: the out-process server and DCOM. What are they? The answer is in the next section.



Distributed Component Computing As you may know, the entire vocabulary of OLE was supplanted recently with a new moniker, Component Object Model (COM). With the advent of Windows NT 4.0, COM evolved into the Distributed Component Object Model (DCOM). This specification was designed to permit developers to store their Active Server components (or access someone else's) anywhere on any network. For the purposes of Figure 4.2, you need to understand that part of your ASP application can be out there on the Internet; it doesn't have to be on your own Web server.



See "Distributed Computing" for more information about DCOM, in Chapter 5. See "What is a COM Server" to understand the difference between in-process and out-process servers, in Chapter 5.



Currently, only out-process servers can be deployed with DCOM (the implication in the Microsoft literature is that one day, in-process DLL servers will run in another server's address space on a remote machine).



A Quick Overview of Server Types If you look in your Windows directory you will see two predominant file types: .exe and .dll. The .exe file can be activated directly by the user; the .dll (which stands for Dynamic Link Library) file, on the other hand, can only be used by another program. This means that the .exe file runs in its own address space and the .dll file runs in the address space of another .exe file. For example, the ASP.DLL (the Active Server Pages program) file runs in the address space of INETINFO.EXE (the Internet Information Server program). Any program that runs in its own address space is called an out-process server, and any program running inside an out-process server is called an in-process server.



At this point, you might be wondering, so what? Isn't the Internet just one big computer system where you can call any file on any server and have the results delivered to the client that addressed you with the request? What does DCOM give you that's unique?" Fair enough, but let me warn you at the outset that the answer you read here will make much more sense once you've read Chapter 14, "Constructing Your Own Server Components." The simplest way to answer the question is to say that DCOM permits the ASP developer to create instances of objects from components that are not on the same machine, and to do it in the context of a single program, a single HTTP transaction. To better understand this, again think about what would have to happen in a large, complex ASP application if you wanted to use the Internet instead of DCOM. To use the Internet to access other servers and their resources, you need a separate HTTP transaction. You can't nest HTTP transactions, because they're all self-contained units. When you call a server with a file:///C|/e-books/asp/library/asp/ch04.htm (6 of 14) [10/2/1999 5:17:34 PM]
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URL, you initiate an HTTP transaction with a request, and your client waits for the HTTP response. If your ASP application already has been called and is in the process of delivering the requested resource, it can't stop what it's doing, initiate another HTTP request, and then incorporate the response into the response that it then will make itself. Do you see the quandary? With DCOM, none of this is a problem. You use the out-process Active Server component that you are accessing with DCOM exactly as if it were on your own computer. You instantiate it just like in-process DLL servers, and you manipulate it with its exposed methods and properties exactly as you do its lightweight cousin, the in-process server. Think of DCOM as an "Internet inside the Internet." Absolutely brilliant.



The Bridge from Desktop Apps to Client/Server Apps(and Beyond) Active Server Pages have everything a programmer (or power user) needs to turn her old desktop applications into full-blown, three-tier client/server applications, almost overnight. Truly. In the "Active Server Components" section, you saw that there's a lot of Visual Basic code out there. Porting the business rules contained in that code to VBScript is a slam dunk. Using Visual Basic 5.0 Control Creation Edition to turn those programs into real DLLs is now simple, accessing data through ActiveX Data Objects is an integral part of Active Server Pages, and using DCOM to distribute them around the world, if necessary, finishes the transformation. And there's more in store. Porting legacy applications is one thing, but writing new code from scratch (still using the tried and true friend, Visual Basic) you now can create asynchronous servers-servers that take your requests, return a success code to the client, and then do time-consuming processing, updating the client program's user interface later, when everything's done. For example, say that you are a financial advisor and you have a client who makes a request of one of these asynchronous servers. Your client wants to know his current position in the market but doesn't want to sell his stock unless his portfolio is in real need of rebalancing. He then launches Internet Explorer and calls a portfolio server, hosted by you, the financial advisor. Your server knows what assets your client holds, as well as where the last asset allocation model is stored. It retrieves the model and reruns it. Your asynchronous server then makes a request of the virtual operations center (which collects the transaction and pricing data for all your clients, as well as those of several other financial advisors across the country) and updates your client's portfolio with the most current data.



Hiding in the preceding story is a subtle but important advantage of ASP apps. They can hide the details about how you interact with the structure of a database system, yet they give your client all the access he needs to that data. The watchword here is control. No one has to know anything about your system, only what methods and properties are exposed by its mediating objects.



While the transaction data is being collected, your asynchronous server makes another request of yet another asynchronous server that handles mutual fund analysis. It asks for the top ten mutual funds whose asset classes match those required by the asset allocation model that it passes along for reference. While it waits for the list of funds, your asynchronous server gets updated with the results of the latest transactions, and it sees that the market has been good to your client. Your portfolio server then re-balances your client's portfolio, lopsided in stocks, and makes another request of the mutual fund server for any new asset class it has selected as a result of optimizing the portfolio. Your asynchronous server then places all this data and its recommendations for sells and buys in an e-mail message and sends the message to you, with an Urgent flag attached. You see the urgent message appear on your screen while reading your personal edition of one of the main investment e-zines (also driven by an Active Server Pages application). You review the results of processing, and, in the interest of prudence, make the necessary changes that the over-aggressive portfolio server suggested. When the dust settles, your client gets an e-mail message notifying him that all processing has been completed and is ready for his review and approval. He sends an HTTP request to another Active Server Page, which displays the new information, and your client approves it for implementation. Every piece of the previous programming scenario can be written today by a sufficiently skilled ASP developer. By the time you're done with this book, perhaps that developer will be you.
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Seeing Where ASP and HTTP Fit Together There really are three entities involved in an HTTP transaction: the Web client, the Web server, and the human being. The Web client and Web server communicate using HTTP headers. These are collections of data that the client and server exchange with one another to ensure that, regardless of the contents of the body of the HTTP transaction, the entire transaction remains coherent and complete. The data displayed to the human being is transmitted from the Web server to the Web client, and the Web client transfers the text and the interpreted HTML source code to the screen or printer, so the human can read it. Active Server Pages permit the developer to affect all facets of the HTTP transaction. The ASP objects known as Request and Response interact with the HTTP body and headers, respectively. This feature gives the ASP developer almost unlimited flexibility in management of interaction on the Web. For example, using these two objects lets the developer authenticate secure HTTP transactions and control the contents of the STATUS header, blocking access to requested content when such access would violate established security policy. Even complex authentication schemes can be implemented using new headers defined just for your ASP application. The Active Server is implemented as an ISAPI filter running under IIS. Whenever a Web client makes an HTTP request of a Web server, the Active Server ISAPI filter gets a chance to intercept the request. If the request is for an .asp file, the Active Server takes over from IIS, parses the entire file from top to bottom, processes the server script(s), and returns an HTML output file to IIS. IIS then returns this data stream to the requesting Web client.



Be careful when you enter a URL for your .asp files. If you don't use the protocol prefix, HTTP://, the browser interprets the request as a call to display a file. This command bypasses IIS, so the filter never gets its chance. As a result, under Windows NT, the contents of the file is displayed instead of the results of the .asp source code. Under Windows 95, if a file has been associated with the .asp extension-for example, an excellent ASP editor, such as HomeSite-then that program launches and opens your .asp file outside the Web client window. Remember, because an .asp file needs to execute IIS, use HTTP in the URL.



Exploiting the Power of Windows NT Technology The Active Server is running in the same address space as IIS, and IIS is running as a service under Windows NT, so both IIS and the Active Server inherit all the security features of the Windows NT operating system. Security comes through four access mechanisms: IP address, user account, virtual directory, and the NT File System (NTFS). User account access is granted by using one of two authentication methods: basic authentication and NT Challenge/Response authentication. Virtual directories enable IIS to control access to specific directories (and all subdirectories) that were identified by a single name, an alias. Access Control Lists (ACLs), A product of the NTFS, permit you to specify access permission for individual users or groups.



Use the Microsoft Internet Service Manager to specify IP address restrictions (from the Advanced tab) and to configure virtual directories (from the Directories tab). Specify ACLs in the Windows NT Explorer through the Security tab on Properties dialog of the directory or file to which you want to restrict access.



Because the Active Server is linked to IIS through the ISAPI filter mechanism, and because IIS runs as a service under NT, all your .asp files have direct access to these programming assets. This means that your ASP applications are highly scaleable: Their performance doesn't degrade as demands on them increase. Because everything is running as a service under NT there may be other services available to your ASP programs. Of these services you are most likely to use the other two perennial Internet severs, FTP and Gopher. Other important servers are the Microsoft Index Server, a Personalization Server, and a Proxy server. Microsoft Exchange Server now has a Web interface as well, and the directory services provided by NT also are ready to be pressed into action. file:///C|/e-books/asp/library/asp/ch04.htm (8 of 14) [10/2/1999 5:17:34 PM]
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Where's ActiveX in Active Server Pages? You've seen that HTTP is what gets an Active Server Page running, but what makes it tick? In a word, ActiveX. But what kind of ActiveX? If you did any advanced HTML programming before coming to Active Server Pages, you already may be familiar with ActiveX controls. ActiveX controls are slimmed-down OLE Automation servers. That is, Microsoft reduced the number of object interfaces required by OLE objects so that they would work more efficiently in the bandwidth-challenged world of today's Internet. ActiveX controls, therefore, work wherever OLE Automation servers worked in the past. ActiveX controls usually have a user interface and some way to interact with it at runtime. Other ActiveX controls have no user interface, such as computation engines or text-formatting functions. The Active Server can be extended using Active Server Components. You will learn all about Active Server Components in Chapter 14, "Constructing Your Own Server Components"; for now, you need to understand that Active Server Pages are object-centric programs. Most of the work done in an .asp file is done by some kind of object.



We use the term object-centric to distinguish the informal kind of object commonly encountered in computer programming from the formal objects encountered in full-blown object-oriented programming languages like C++, Java, Smalltalk, and Delphi. Most of the features of real objects are found in object-centric languages, but some of the most problematic-such as inheritance-are missing. The most important feature of all objects is that they are self-contained programs that encapsulate data and source code. In ASP development, objects expose collections, methods, and properties by which work is requested and results are accessed.



The Active Server is a collection of objects, but it also can interface with any other programs written to the ActiveX specification. In the same way that ActiveX controls are OLE Automation servers on a diet, so Active Server components now are ActiveX controls with a reduced set of interfaces. Specifically, the only interfaces that an Active Server Component needs to support are IUnknown, IClassFactory, and IDispatch. The other feature recommended, though not required, for a program to be an Active Server component is a type library.



The ActiveX scripting engine with which the Active Server Engine interfaces is the same one with which the Web client interfaces. So, if you develop a scripting engine of your own, all you need to do is incorporate the ActiveX scripting interface into your own scripting engine, and your work will work on both the client and the server.



Because Active Server components are running on a controlled server and not on a user's desktop, they have full access to the server's file system and network resources. This makes them a natural alternative to client-side scripting technologies such as Java and the twin client-side scripting engines, VBScript and JavaScript. An Active Server component can be instantiated in the global.asa file and stored as a Session property. This component can be accessed simultaneously by all sessions (assuming that it uses one of the multithreading models supported by the Active Server). Here, then, are the reasons why in-process Active Server components are so superior to the traditional CGI implementation of Web interactivity: ● The server doesn't do any context-switching. ● The Active Server component runs in the address space of the server. ● With Application scope, only one instance of the object exposed by the Active Server component is necessary to enable its use across all sessions of your ASP application.



Seeing Where ASP and HTML Fit Together You've seen how Web clients access IIS (IIS is running as a service of Windows NT) and how IIS communicates with the Active Server (which is running in the address space of IIS). Now take a look at the last step in this process. Basic HTML Output file:///C|/e-books/asp/library/asp/ch04.htm (9 of 14) [10/2/1999 5:17:34 PM]
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Although an .asp file contains text, HTML source code, and scripts, the only thing it produces is HTML. The Active Server is merely an HTML factory-it writes HTML code for you. This code actually might be written by you along with scripting logic that determines what, if anything, will be returned to the client. Or it might be an .asp file that generates HTML entirely on its own from source code stored in a database record.



When you call an ASP program that contains only .asp source code, which generates no HTML, your Web client complains because there is no data in the response body. Sometimes the program won't even run. If the program does run, the error message that invariably appears includes an evident non sequitur: "The operation completed successfully." This means that the Active Server ran to completion, but the client wasn't happy with the result. If you need to create what is basically an ASP utility (a function that does not deserve to be made into a full-fledged Active Server Component), find a way to return some HTML, even if it's merely a 
. Even better is a redirect to another .asp file.



Many editors permit you to create a template .html or .asp file. If you have, at a minimum, the standard HEAD and BODY tags in your template, you will never run into the error noted above.



Data-Driven HTML Most HTML on the Internet always has been and still is static. Forms provide a basic level of interactivity, and ActiveX controls can give static HTML pages a dynamic appearance and enhance interactivity, but that depends on the client software supporting the ActiveX specification. Using Active Server Pages immediately does two things for you: It enables the highest form of interactivity on the Web-namely, secure commercial transactions-and it encourages the greatest amount of dynamic content. Whether that content changes because the Ad Rotator randomly selected another banner ad or because the structure of the HTML page was generated to suit the ActiveX control-enabled client program, it all was done automatically by your ASP application. Part III, "Working with ActiveX Server Objects and Components," and Part IV, "Database Management with Active Server Pages," are dedicated to showing you exactly how to move up to this level of Internet development.



Special Cases With sufficient experience, you may find that there's nothing beyond your reach with ASP extending your grasp. This new power won't come without exacting a cost, however. To really improve your reach with Active Server Pages you will have to meet the following two challenges, at least. ● .asp files can populate client-side scripting objects with data that is accessed through ADO. ● They can be used to generate data inside the Microsoft Layout Control's .alx file. To whet your appetite, we close this section with a brief introduction of the programming problems posed by the particular challenges of these two special cases. Dynamic Client-Side Scripts The first challenge presents itself when the server is called to create a dynamic client-side script. The most frequent occurrence of this almost certainly will be in filling out on-line forms. For example, say you have an HTML FORM with SELECT tags and TEXT fields in it. Further suppose that the specific variables displayed in these controls are stored in your database. The OnLoad event of your scripted page would normally populate the SELECT tag. With ASP, the server-side script would first fetch the SELECT options from the database, and it would then be able to write the client-side script that would run when the OnLoad event fired. The result is a dynamic SELECT tag.
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See "Modifying Client Scripts from the Server" for more information about modifying client-side scripts with server scripts, in Chapter 6.



HTML Layout Controls Once you get past the more common dynamic HTML challenge, you will likely be confronted by the second challenge: using the ActiveX Layout Control in your .asp file. The trick is to give the file created in the ActiveX Control Pad an .asp extension, instead of the standard ALX value. There are other requirements that have to do with protecting the .asp delimiters embedded in the .alx/.asp file, but details dictate a prerequisite knowledge of .asp syntax that you won't learn until Chapter 11, "Building a Foundation of Interactivity with Request and Response Objects."



The ActiveX Control Pad and the .alx file Standard HTML is a structural language, not a page layout language like PostScript. HTML is only interested in specifying the components of a document, not for their relative positions on the page. Microsoft introduced what they called a 2-D control called the Microsoft HTML Layout Control. This control permits the HTML author to specify precise locations for controls. With this control you can also specify the layering of objects and their transparency. The results can look pretty spectacular. These specifications, and any scripts that manipulate the controls contained within the Microsoft HTML Layout Control, are stored in a separate file that uses the .alx extension. Creating an instance of the Microsoft HTML Layout Control is facilitated by the Microsoft ActiveX Control Pad program. This small application was designed to help identify and configure ActiveX controls and to create the ALX file.



ON THE WEB The program is free and can be downloaded from the Microsoft Web site at: http://www.microsoft.com/ Complete documentation for the Microsoft HTML Layout Control is at: http://www.microsoft.com/workshop/author/layout/layout.htm At any rate, being able to use the sophistication of ALX files and .asp files-and in the same file- perhaps is the most impressive example of how ubiquitous .asp source code will be in your Web applications. Are you beginning to see how the advent of the Active Server Page is going to empower Web developers like nothing else in the history of the Internet?



Understanding the Structure of Active Server Pages There is no structure, per se, in an .asp file that isn't already there in the structure of the HTML, Visual Basic, or JavaScript code. In this respect, .asp files are not really programs. Indeed, a single .asp file can implement any combination of supported scripting engines, using languages as diverse as Perl and Rexx to Visual Basic and JavaScript. ASP is an "ecumenical" programming environment.
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HTML, All by Itself It is acceptable, though not necessarily recommended, to rename you HTML files with the .asp extension and turn them all into Active Server Pages. That's all that's required to make an ASP application. If you only want to control more of the HTTP headers in your HTML files, then you may see minimal .asp source code in those renamed HTML files. But if you want to turbo-charge those sluggish old HTML files, or if you want to stop maintaining two versions of your Web site (one for the interactive-impaired), then read on.



HTML Mixed with .asp Source Code Once you choose to add .asp source code to your HTML files, you have to make several more choices. If you are silent, the Active Server Engine makes a few of these choices on your behalf. The choices fall into two categories: to use scripting or not and, if so, what kind(s) of scripting. For the purposes of this discussion, .asp source code consists of either native ASP commands or scripting commands. Native commands are those that access Active Server Engine objects and components. Scripting commands rely on a particular syntax, as well. This means that you have to tell the Active Server Engine which language to use to interpret the commands. If you are silent, the engine will use VBScript by default. This choice is not trivial when you are using Active Server Pages to write client-side scripts. As soon as you opt for this feature in your Web site, you're back to square one: are you writing to a captive audience such as an intranet, where all the client programs are the same brand and version? Even if all the browsers are the same brand and version, do they all support VBScript, or will you have to rely on the more ubiquitous JavaScript?



As noted in the introduction to this section, you don't have to choose one scripting engine. Choose the ones that suit your needs. If you have a nifty Perl program that you'd like to use, use it. If most of your server-side scripting will be done in VBScript because that's the language in which you are most fluent, use it. And if you need a generic, client-side scripting engine, use JavaScript, while you're at it.



Once you have made the preliminary choices, you must begin to contend with the challenge of separating the HTML source code from its ASP counterpart. You have two basic choices here: Use code delimiters or use the HTML <SCRIPT>... delimiters. When you are mixing scripting engines, you must use the <SCRIPT>... tags, because you have to identify the scripting engine to the Active Server. You identify the language with the LANGUAGE parameter (the comment delimiter is different for each scripting engine as well, and comments are an integral part of the <SCRIPT>... tag).



Comments are necessary in client-side scripts because browsers that cannot interpret scripts need to ignore everything within the <SCRIPT>... tag. However, if you use a comment in the server-side version of a script, nothing will happen. In other words, do not use comment lines when defining server-side scripts.



.asp Source Code As mentioned, you can write an .asp file with only .asp source code, but if you intend to have a client program call the file and there isn't a stitch of HTML in the output, your client is going to balk. An important advantage of using scripting delimiters is that the .asp source code never is visible to the reader of the HTML that is sent by the Active Server Page. This is because the source code is processed entirely at the server. This invisible source code trick holds whether you use the or the <SCRIPT>... options. However, to the extent you have client-side scripts in the HTML output, you are directly exposing your programming expertise to anyone who looks at the HTML source code.
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Scripting Functions and Subroutines For server-side scripting functions and subroutines to work, they must be delimited by the <SCRIPT>... tags, and the RUNAT parameter must be set to Server so that the client scripting engine doesn't get its hands on it. You cannot use the delimiters to define a function because you cannot give names to .asp code blocks. Even if you could, there's no inherent way to get a code block to return a value, the required function of a function. To use .asp files to generate client-side scripts, you need to mix the <SCRIPT>... tags with the .asp source code delimiters, . That is, client-side scripts consist of <SCRIPT>... blocks. When those scripts need content generated by the server (namely, filling form controls with database contents, as mentioned earlier), you must tell the Active Server Engine which code is to be executed at the server and which is to be streamed to the client and executed there. Sound complicated? It's not, really. Most of the secret is in the fact noted a couple of paragraphs ago: The Active Server Engine won't run a script unless the RUNAT parameter equals Server. Obviously, then, all other occurrences of scripts will run at the client, and the <SCRIPT>... commands are just plain old HTML, dutifully sent back to the client in the response body of the HTTP transaction. There is no hard and fast rule for where to put your functions and subroutines. A common practice is to put them in the section of your HTML file. Short functions sometimes can be installed directly with the HTML command. You will have ample practice with all of these design alternatives when you get to Part II, "Programming Active Server Pages with VBScript."



Server-Side Includes Server-Side Includes are powerful tools for programmer productivity. In a sense, they are the most basic kind of reusable code. Their primary purpose is to insert text file contents into .asp files. Server-Side Includes can contain other Server-Side Includes, so you can stuff an incredible amount of text into an .asp file with a single command.



See Using Server-Side Includes" for more information about Server-Side Includes and examples of how they are used, in Chapter 9.



Because Server-Side Includes are included in your .asp files before any of the files' ASP commands are executed, Server-Side Includes can't do anything fancy, such as looking up database records. They can, however, call other Server-Side Includes. Server-Side Includes insert text in exactly the same place in your file as they are located. In other words, they replace themselves at runtime. This distinction can be important when the resulting text has a particular role to play and that role has a particular place in the file to play it. At other times, this is not so important. One of the most common uses for the Server-Side Include is when you need to refer to constants in your .asp source code. For example, the adovbs.inc file contains all the VBScript constants used by ActiveX Data Objects. A final point about Server-Side Includes is that they really don't add any marginal overhead. In a UNIX shop, however, .html files are usually not opened before they are sent on to the client program. But to process a Server-Side Include the server must open the .html file and the Server-Side Include file. It must then insert the text in the Server-Side Include into the .html file at the proper location Finally, it must close the .html file and send it on to the Web client. Under the Active Server, the .asp file has to be opened anyway, so the extra effort of inserting the text is negligible. Anyway, this entire file I/O is processing in the address space of Windows NT, so even in the worst case, the overhead of processing .asp files in this way is nothing compared to the power you get in the bargain.



From Here... In this chapter, you were introduced to the results of what can only be described as the most spectacular course correction ever attempted by an American corporation. In less than a year, Microsoft redeployed all of its resources to incorporate and exploit the revolution in data processing that is the Internet. If the definition of an asset is "anything that enables you to do something you couldn't do before," then the Internet is one of the most amazing assets ever to appear on this planet-look at what its mere presence did for Microsoft. But if the Internet is a consummate example of an asset, then the technologies that Microsoft has built and delivered can only be described as a mutual fund of technology. This mutual fund goes by the name of the Active Platform. Perhaps the most remarkable Internet development asset in this mutual fund is the Active Server Page. Designed to be used by anyone who can deliver content to the Internet (and that's file:///C|/e-books/asp/library/asp/ch04.htm (13 of 14) [10/2/1999 5:17:34 PM]
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practically anyone who can type), it is typified by a single file that can be packed with an incredible amount of processing power. You can mix a virtually unlimited number of scripting languages into a single .asp file, each language used for the kind of work for which it's optimized. In that single file, you have immediate access to all the processing power of the Active Server Engine's internal objects and components. And if they don't do what you need, you can build your own Active Server Component. Once registered, your component is accessed and behaves exactly like those components that ship with the server. You can build those components in any language that conforms to the COM specification, from C++ to Java to Visual Basic 5.0. And you can store those components anywhere on the planet and use them as if they were on your desktop. With Active Server Pages, there are no separate files to compile (or even store). Everything can be contained in a single file extension, if you want. Nothing even comes close to the breadth and depth of processing horsepower that you have at your fingertips when you have mastered the Active Server Framework. From here, you will progress through the following chapters on the road to mastering the Active Server Page: ● Chapter 5, "Understanding Objects and Components," surveys the COM specification and examines what is required from that large standard to implement your own server components. ● Chapter 6, "Integrating VBScript into HTML," shows you the specifics of scripting basics including copious source code examples. ● Chapter 7, "Understanding Variable Typing, Naming, and Scoping," helps you get the most out of your VBScripts in terms of speed and ease of program maintenance. ● Chapter 8, "Working with Program Flow and Control Structures," shows you how to build complex VBScripts with conditional logic and program loops. ● Chapter 9, "Calling Procedures: Functions and Subroutines," will teach you how to structure VBScript code to make it reusable (and thereby save you development time later on), enable it to manage the inevitable errors that will crop up, and it will show you exactly how and when to use Server-Side Includes. ● Chapter 14, "Constructing Your Own Server Components," helps you pull together all you've learned. With this knowledge you will be able to join the front lines of the revolution in n-tier client/server programming that is about to sweep through the computer world.
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Chapter 5 Understanding Objects and Components The people, places, and things with which you come in contact each and every day are the objects of your life. You have a transportation object (your car), a companion object (your spouse, children, or pet), and a number of other objects that you interact with throughout the day. This is not a suggestion that you are living a mechanical life, but rather that you can express the relationships between yourself and those things around you by thinking about the attributes that define those objects. It is this set of specific, meaningful attributes that lets you differentiate between the kitchen chair and the sofa. Both provide you a place to sit, but each has its own specific function within your life. Abstracting the essence of real-world objects, events, and processes and then creating a road map or blueprint of that occurrence is the rationale behind object-oriented development. This chapter examines objects, their attributes, and their relationships to other objects. By understanding the pieces of the underlying technologies (OLE, ActiveX) and how each fits into the Active Server Pages environment, you will become a more proficient and educated developer. ● Learning about objects



●



Understand important keys to extensibility within Active Server Pages by examining objects and components. Understanding the benefits of components



●



Find out how component technology solves many problems faced by traditional developers. Examining the Component Object Model and OLE



●



When you create objects within ASP, you are creating OLE or ActiveX components. Understanding OLE and how it works, lets you leverage its features in your ASP development. Introducing distributed computing From transactions to distributed objects, you will take a quick look at the future of distributed processing.



Understanding Object-Oriented Development You will see object and component used somewhat interchangeably within this chapter. When you hear component, you can think object, but with one main difference: The component is always packaged separately from the application, as a dynamic link library or as a COM or ActiveX object. This provides a number of benefits that will be examined in the section "The Component Object Model." In the aftermath of the second world war, the United States was the world's provider of choice for goods and services. Shortly after that time, a man named Dr. W. Edward Demming spoke of a new concept in manufacturing: total quality management (TQM). At the time, not many U.S. companies were interested in TQM. They already were the world's first and best supplier. So Dr. Demming took his message to the Japanese, who quickly took his teachings to heart. Now, some 50 years later, that country is beating most others in quality production at nearly every turn. In the past ten years, the idea of total quality management was revived in the offices of corporate America. What corporations had once spurned, they now embraced. Out of this new focus on quality, a number of methods and techniques were developed to examine problem processes within an organization and ferret out the root causes. The next steps involved process redesign and, in many cases, process automation. The developer was given a process map that showed the new process to be automated, and more specifically, the way the data flowed through the process. Many developers then used this as a road map to develop the new application. The problem with the result was that it was a data-centric, not a process-centric, design. For the developer, this road map was a godsend, giving him a step-by-step, data-driven guide to developing the system. Many systems continue to be developed in this manner today. There are, however, a number of issues that arise from this traditional, structured application-development methodology. Working from a data-driven process map, the developer tends to focus on creating functions that let the data flow as it does in the map. This is a great way to implement the application, based on the process flows. In reality, however, most processes that file:///C|/e-books/asp/library/asp/ch05.htm (1 of 12) [10/2/1999 5:17:37 PM]
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are reengineered are changed again (tweaked) just before or shortly after implementation. So a step that was in the beginning of the process might be moved to the middle, and then a few weeks later, it might be moved to the end and then back to the beginning. Adapting the procedural, data-based application to these changes is a major effort, and in most cases, the application cannot adapt to the requested modifications. The ability to rapidly change an application in a changing environment is one that faces every developer. As a solution to this issue, many development shops have moved to object-oriented design and development. Traditional application development involves using a structured methodology, looking at top-down functional decomposition of the processes involved and their associated systems. When you use data flow diagrams and structure charts, the processes are identified, as is the data that moves through the processes. Object-oriented development is a methodology that strives to decrease the complexity of a problem by breaking down the problem into discrete parts, which then manifest as objects. The objects within this problem domain are then discovered and abstracted to a level where the inherent complexity within the real-world object in removed. What you are left with is some number of objects that have a state (data members) and that provide services (methods) for other objects within the domain. The nice thing about encapsulating functionality within objects is that they are self-sustaining units. If a process step is changed within a flow, there is no need to change the object itself, just its place within the program. As new requirements are added, new functionality can be easily added to the object. Even better, when a new application is required, existing objects can be used in the new development, either directly, through combination, or through inheritance, all of which you will learn about in this chapter. Even though there is no support for object-oriented development per se using VBScript, many of the lessons learned about the value of code reuse and encapsulation (data hiding) can be applied in your ASP development.



Understanding Classes and Objects To you, the Active Server Pages developer, an object or component is a prebuilt piece of functionality that you can immediately integrate in your scripts. These include components such as database connectivity, interaction with a host environment, and a number of other functions that you cannot perform through scripting alone. By understanding the principles that drive the component implementation, you will be better able to leverage components' use in your development. At its most basic level, an object is an instantiation of a class. A class is a blueprint for the creation of an object and the services that reside within it. The class describes the state of the object using data members (private) and provides services (member functions or methods) that are available to owners of the object (those that are public members) and to the object itself for internal use (non-public members: protected or private). The class also may be related to other classes through inheritance or composition. Which came first, the object or the class? The question certainly falls into the chicken or the egg category. Who has the time or energy to try and figure that one out?



Abstractions When you begin trying to identify objects within your problem domain, you are struck by the complexity of the world in which you live. Abstractions are a useful way of reducing your environment's complexity into manageable pieces. When you use abstraction, you pick out the most important elements or properties of an object that let you view the object from a higher place, a reduced complexity. If you look at a piece of paper under a microscope at high magnification, you see millions of fibers, intertwining with no discernible pattern. As you lessen the magnification, the fibers begin to run together. Eventually, you are at 0x magnification (looking at the page on a table, perhaps), and the fibers within the paper are abstracted to such a level that they become insignificant. For understanding the use of paper in a printer or to write on, the microscopic level has been abstracted, so the piece of paper (object) can be understood and utilized. The more an object is abstracted, the smaller the number of intricate details involved. Of course, you can abstract something too much, to a point where you lose the essence of the object. As a developer, you will determine the level of abstraction that will enable you to integrate the object into your code. As you abstract objects, you identify those attributes that are essential to understanding the object. Once the attributes are identified, you can move into the services or member functions that operate to manipulate the object attributes that were abstracted.
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Protecting Your Object's Data: Encapsulation As your applications begin to interact with the objects in your Active Server Pages scripts, you will set properties and call methods of those objects. All your interactions with those objects take place when you access them through a well-defined set of functions, or a public interface. When you execute a method of an object, you don't need to know how the object will perform its duties; you just need to object to get the job done. The idea of having a public interface and private implementation is one of the key OO (Object-oriented) concepts. You may have heard this concept referred to as data hiding; another name for this technique is encapsulation. In essence, all the implementation details, all the internal variables that are created and used, and all the internal support functions are encapsulated within the object. The only view into the object that you as a user of the object have is the public interface. Encapsulation provides a number of benefits. First, you don't need to know how the requested service is implemented, only that the object performs the requested service. The second benefit is that the underlying implementation of the services that the object provides can change without the public interface changing. The client (calling procedure) often is totally unaware that the implementation of the function has changed at all, because it never has access to that part of the object. Many people refer to this type of system as a black box interface, and this is a fair analogy. Imagine that you are creating a transaction program to interface with a legacy database system. You will define a set of transactions that the black box, or object, will accept, and then it will return the result set to your client application. Initially, the communication between the black box and the legacy system will be performed using LU6.2 communications. A few months later, the protocol changes to TCP/IP. Your client application is never aware of the protocol that the black box is implementing, and the change does not affect the client app at all, because the public interface (the transaction set) does not change. This is the benefit of encapsulation: the public interface remains constant, and the implementation can be changed without affecting the object's users.



Understanding Inheritance The only thing you need to know to understand inheritance is how to use kind of in a sentence, as in "a bicycle is a kind of vehicle." The whole idea behind inheritance is that you create a class of a base type (say, vehicle) and then derive a new class from the base class (bicycle). The neat thing about inheritance is that all the functionality residing in the base class are available to the derived class. Those functions unique to the derived class are then implemented within the new class, called the subclass. There is also the opportunity to then derive a new class, say Huffy, from the bicycle class. The Huffy class will again have all the methods from each of the classes that it is derived from. This is called single inheritance, when a subclass is derived from only one base class. In the preceding example, the vehicle base class has a number of functions that include things like starting, stopping, and turning. All the vehicles derived from the base class (bicycle, car, motorcycle, boat) have the methods of the base class, but their implementation is different. To turn right in the car class, the steering wheel is turned. On a bicycle, the handlebars are moved. I think you get the idea. In another case, you can derive an object from more than one base class. This is called multiple inheritance. Say you are creating an object that will provide a visual interface for the abstraction of a document scanner. You can derive a ScanView class from a ViewWindow class and a ScannerControl class.



Polymorphism You might be saying to yourself, so what? Why do I need the base class, when many of the functions in the subclasses are implemented differently anyway? Well, the answer is illuminating. Polymorphism lets you use a variable of a base class type to reference any of the classes derived from that base type. This means that you can have a procedure that accepts as a parameter an object variable declared as a vehicle. Then you can call the procedure passing any of the subclasses of vehicle that have been derived-boat, car, an so on. The great thing is that when you say objectVar.TurnRight() within the procedure, the appropriate method within the subclass is invoked. As you can see, this is unbelievably powerful. Your application can be controlling any type of vehicle, turning left or right, starting, or stopping, regardless of the class of vehicle it is controlling. But just as important, each time you create a new abstraction of a vehicle, you don't need to start from scratch. All the basic functions already have been defined for you. Those methods that need additional implementation code are all that you have to add. Notice in the following code, listing 5.1, that the procedure takes as a parameter, a pointer to a vehicle.
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Listing 5.1 DRIVE.C-A sample of using polymorphism within a procedure Bicycle bike; Drive(&bike); void Drive(Vehicle * veh) { veh->TurnRight(); // wil invoke the method TurnRight in // the Bicycle class, not the vehicle class } When the method TurnRight is called from within the Drive procedure, the correct method, within the subclass, is called. Here's another example. You are working for the zoo and are in the midst of creating an audio application that will reproduce the sounds of all the zoo's animals. You create a base class called Animal, with an associated member function Speak. Now, you derive each of your subclasses-goat, bird, etc. Back in the application proper, the user selects an animal sound to hear. An instance of that animal subclass is created and passed as an Animal. Then, when the Speak method is called, the appropriate animal sound is played.



Comparing Static and Dynamic Binding To enable implementation of polymorphism with your classes and objects, the object variable veh within the Drive function, in Listing 5.1, must be associated with the actual Bicycle object at runtime. In effect, the object is sent the "turn right" message and figures out how to implement it. This ability to assign the object type during the program's execution is called dynamic binding and is the method through which polymorphism is executed. Static binding, on the other hand, is what happens when all object references are resolved at compile time. During static binding, the object associated with any object variable within the application is set by the object declaration. As you can see, dynamic binding is imminently more powerful-and required-within an OO environment.



Working with Composition In the section "Understanding Inheritance", inheritance was expressed as a "kind of" relationship. Classes created through composition are expressed through a "part of" relationship. For example, a car is a type of vehicle, but a vehicle is not a part of a car. When you use composition to create a class, you are finding those classes that are a part of the class that you are building. An engine is a part of a car. Wheels are a part of a car. A windshield is a part of a car. You can create a car class composed of an engine, wheels, a windshield, and any other parts that are appropriate to the car class. The car class will be derived from vehicle, but those other "parts" of the car class, the engine object, the wheel object, and so on will become private member variables of the car class. Listing 5.2 shows a class definition for our hypothetical Auto class. Listing 5.2 AUTO.HPP-Defining the Auto class, using inheritance and composition Class Auto: public Vehicle



// inheritance from Vehicle class



{ Public: Auto();
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~Auto(); Private:



// composition of objects within the class



Engine engine;



// engine object as private member variable



Wheels wheels;



// wheels object as private member variable



};



The Bottom Line: Object Reuse Why all the fuss about object-oriented development? The most important feature that OO provides is the capability to create new applications from existing code without introducing new bugs. This is not to say that there will be no bugs within your implementation, just that there should be no bugs within these production-hardened objects that you are going to use. This capability to reuse proven, production-ready code is one of the main forces driving the OO movement into corporate development. As the business environment continues to become more complex, developers need to be able to quickly represent that complexity within the systems they build. In addition, the rapid changes in the current business environment demand systems that can be modified easily, without having to recompile an entire application each time a change is made. If your system is developed using component objects, when the objects are enhanced, the client will not need to be changed.



Using OO in Active Server Pages Development The object-oriented methods of inheritance, composition, and polymorphism are not implemented in VBScript within the ASP environment. Nevertheless, you can take the overriding principle of OO development to heart as you develop ASP applications. That principle is reuse of existing, production-ready code. You can create libraries of functions that you can include within your Active Server Pages applications. You will also be able to imbed the functionality of ASP component objects and other third-party components within the functions that reside in your library.



See "Examining Procedures" for information about creating libraries of functions to include in your Active Server Pages applications, in Chapter 9.



Using Components There are a number of prebuilt components that ship with Active Server Pages. If you had to reproduce the functionality of each of the components, either in native scripting or by creating your own components in Visual Basic or Visual C++, you would expend a considerable amount of time and money. The wonderful thing about components is that they give you innumerable choices for implementing solutions to a particular problem. We've known (actually, still know) developers who have a particularly disturbing disorder. This disorder has been known by many names over the years, but we tend to refer to it as NBH Syndrome, for not built here. Anything that these developers did not create within their development shop is no good, no how. True, they have created some exciting applications over the years, but the time they take to create them could have been cut by at least half had they integrated other development groups' code into their own. The same is true of components. It is easy to say "Sure, I'll build it myself. How long could it take?" Many have fallen into this trap. One good example of a build/buy component decision that often comes to mind is the ubiquitous calendar control. This is a user interface component that lets you select a date from a calendar by clicking a calendar graphic. There are hundreds of applications that require this type of functionality. Although it is not an overwhelming project to design and build a calendar component, why should you bother? There are numerous calendar components available out there in the market. They have file:///C|/e-books/asp/library/asp/ch05.htm (5 of 12) [10/2/1999 5:17:38 PM]
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been tested and proven in production. Why waste time implementing an object that is available in the market? You have business process expertise. You understand the specific business logic that rules the process. Put your development time to the best use by implementing the business processes. Don't waste time reinventing the wheel. In the build versus buy decision, remember that a development project's success is determined by how well an application meets a business need, not by who built a particular component that is part of an application. We'll hop off the soapbox now. We were getting a little light-headed up there, anyway.



The Component Object Model The history of the Component Object Model (COM) follows somewhat the history of Windows and the applications created for use on the system. In the early days of the Windows environment, the need for users to have the capability to share data across applications was paramount. The capability to copy and paste data between applications using the Clipboard metaphor was the first step. In the late eighties, Microsoft implemented the dynamic data exchange (DDE) protocol to provide this Clipboard functionality in a more dynamic implementation. The only problem was that this new dynamic implementation was quirky, slow, and somewhat unreliable. By 1991, DDE effectively was replaced by a new technology called object linking and embedding, or OLE 1.0. The new OLE enabled applications to share data or to link objects, with the linked data remaining in the format of the application that created it. When you embedded or linked objects, they would show up within the client application. When the linked data needed to be edited, the object would be double-clicked by the user, and the application that created the base data would be started. As nice as OLE 1.0 was, it still was a far cry from the easy application integration promised in Microsoft's "Information at Your Fingertips." From this point, Microsoft came to the conclusion that the only way to provide truly seamless object integration was to create little pieces of functionality that could be plugged from one application into another to provide specific services. From this was born the idea of component objects, objects that could provide services to other client applications. The Component Object Model (COM) specification came out of this desire to create a standard for component objects. COM, as implemented with OLE 2.0 in 1993, became more than just a specification for component objects. COM supports a vast range of services that let components interact at many levels within the application environment. The same service that provides local processing can be invoked on a remote machine to provide similar services, all of which are transparent to the user.



Component Design Goals As Microsoft moved from DDE to OLE 1.0 and finally to the component model specification, there were a number of design goals that guided the company in the development of COM and OLE. This set of functionality was derived partly from the history of creating monolithic, complex applications, but more so from the ongoing maintenance and inevitable changes that an evolving environment demands on any system. To create a truly generic interface architecture, the model was created with the following goals in mind: ● Generic access path. For any components that reside on a system, there must be a method in place that provides the capability to find any available service through a unique identifier. ● Transparent access. In a distributed computing environment, the client must not be required to know specifically where a service resides. The access to the component and the services that it provides must be transparent to the user, whether the component is running locally on the same system in the same process, in a different process on the same machine, or on a system across the country. ● Implementation independence. The component services must be designed with a well-defined binary public interface that allows the use of a component by any compliant client, without regard to the actual implementation details or language that created the component. ● Adaptability to change. As implementations change or as new functionality is added, the component must continue to support existing public interfaces. This allows the component to be modified without a resultant change in the client application. ● Advanced versioning capabilities. The component object must be able to make known to the client program what compatible versions are available within the component to the client, so new versions of the component will not break
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older client applications. Interoperability between service providers. The components themselves must provide standard binary interfaces to let them operate across vendors and operating systems. Without a standard across service providers, interoperability is impossible. Conformance to OO development. The component model must support key OO principles such as inheritance, composition, and polymorphism. The key objective is to provide enhanced object reuse to enable creation of dynamic, component-based applications-no more complex, monolithic designs.



All of the design goals in the preceding list boil down to providing developers with the tools to create dynamic, flexible applications that are quick to create and easy to maintain. As business processes continue to become more complex and require increasing levels of adaptability, the old monolithic development architecture is breaking under the weight of the changes. In traditional development, when one part of an implementation within a system changes, the entire application needs to be recompiled to ensure that all references to functions are correct. The need to provide dynamic changes, without new versions of applications having to be compiled, is another central goal of the component model. To support larger applications and distributed data, client applications must be able to access appropriate services, wherever they reside, to fulfill user requests. Once again, if a service resides on another machine, across the hall, or across the continent, the client must not be aware of the difference. As corporations move toward improving quality within their organizations, every process is being looked at and, where appropriate, redesigned. The requirement for new applications continues to outpace information systems' capability to keep up. By creating new applications from proven, existing components, new applications can be built more quickly and more reliably. As improvements are made to base components and rolled into production, each new application can immediately benefit from the new refinements, while existing applications will not break.



COM: The Component Solution COM is an object-based model, a specification and implementation that defines the interface between objects within a system. An object that conforms to the COM specification is considered a COM object. COM is a service to connect a client application to an object and its associated services. When the connection is established, COM drops out of the picture. It provides a standard method of finding and instantiating (creating) objects, and for the communication between the client and the component. Under COM, the method to bring client and object together is independent of any programming language that created the app or object, as well as from the app itself. It provides a binary interoperability standard, versus a language-based standard. COM helps ensure that applications and objects that are created by different providers, often writing in different languages, can interoperate. As long as the objects support the standard COM interfaces and methods for data exchange, the implementation details within the component itself are irrelevant to the client.



COM Interfaces Client applications interact with components through a common collection of function calls named interfaces. An interface is a public agreement between a service provider and a service requester about how to communicate. The interface defines only the calling syntax and the expected return values for the member function. There is no definition or even hint about how the services actually are implemented by the service provider object. The interfaces available within an object are made known to COM through the IUnknown object, which then makes them available to other applications. Here are some key points to help you understand what a COM interface is and is not: ● The interface is not a class. A class defines the public and private functions and data within the object, as well as the implementation of those functions. The interface is a description of the public view of the class but has no implementation details. ● The interface will not change. Each time an interface is defined for an object, it creates a new public interface for the object. There is no inherent versioning. As each new service is added, an additional interface is added as well, with its own unique identifier. In this way, all previous interfaces always are available to a client program. ● The interface does not define the object. An object is defined by its class. The interface is a means, at a binary level, of letting a client and the component communicate via COM's introduction services.
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The client sees only the interface. When a client instantiates a COM object, it is returned a pointer to that object through which it can invoke its services. The private data of the object, along with its implementation, is hidden totally from the client application.



All COM objects must implement a generic interface known as IUnknown. This is the base interface of a COM object; the client uses it to-among other things-control the lifetime of the object that is being instantiated. It is the first interface pointer returned to the client. To find out what additional interfaces are supported by the object, the QueryInterface method of IUnknown is called using the initial IUnknown pointer. QueryInterface is called with a requested interface and returns a pointer to the new interface if it is implemented within the object. QueryInterface must be implemented in all COM objects to support adding additional functionality to objects, without breaking existing applications expecting the original object; in effect, not requiring the client application to be recompiled. Through use of the QueryInterface, objects can simultaneously support multiple interfaces. In Figure 5.1, you can see an example of how the interfaces supported by an object can grow over time, as well as how new interfaces don't break existing applications. In the top pane, you can see that the first version of the client is connected to the component's interface A. Later, a second version of the client also uses interface A. In the second pane, when the component is modified to add a new interface, the new client takes advantage of the newer functionality. Notice that the original client still is fully functional and using the original interface of the object. Powerful stuff, huh?



Figure 5.1 An object's interfaces never change; they just add new ones.



A New Versioning Scheme Using a naming convention to ensure that all functions have unique names within an application is a perfectly viable solution to the name collision problem. Any name collisions within modules are caught by the compiler at runtime. In the object universe, where the object can live on a local computer or a remote host, the number of opportunities for getting the wrong object file:///C|/e-books/asp/library/asp/ch05.htm (8 of 12) [10/2/1999 5:17:38 PM]
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increase exponentially. To make sure that the correct object always is instantiated, COM uses globally unique identifiers (GUID). Globally unique identifiers provide a method to ensure that each object residing on a system has a unique ID that identifies it. GUIDs are 128-bit integers generated by an algorithm that guarantees that they are unique at any given place and time in the world. The parameters to the function that determine the GUID are the machine's Internet address and the date and time that the function is called.



A COM Server A COM Server is a piece of code that lets the COM service locator find and call upon it to enable the classes residing within the server to be instantiated. The servers can be implemented as a dynamic-link library (DLL) or as executables (.EXE). The server must implement a class factory (IClassFactory) interface for each interface supported. The class factory is responsible for creating the object for the client. The general graphical syntax for expressing interfaces within servers is to portray an interface for an object as a socket or plug-in jack (a circle, sometimes shaded). The known interfaces are defined on the right or left side of the object, with the IUnknown interface coming out of the top of the server. Given this representation, Figure 5.2 shows the structure of a COM Server.



Figure 5.2 A graphical illustration of the structure of a COM Server.



Server Types: In-Process and Out-of-Process A server is implemented in relation to the context of the client using it. A server executes in-process, meaning within the address space of the client, or out-of-process, meaning in another process on the same or a different machine. These server types break into three conceptual types, as outlined here: ● In-process server. A server loaded into the address space of the client on the same machine. In the Windows environment, these are implemented as dynamic-link libraries. In other environments, the implementation will be different. ● Local server. An out-of-process server that executes its own process on the same machine as the client. The local server is implemented as an .EXE.
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Remote server. A server (of course, out-of-process) that executes on a machine other than the client. It can be implemented as a DLL or an .EXE.



During this discussion of COM Servers, think of them in terms of the objects they create instead of as the server itself. As far as the client knows, all of the objects are accessed through the function pointer to the object, whether in-process or out-of-process, on the same machine or a different one. Because all function pointers are, by default, in the same process, all the COM objects accessed by the client are accessed in-process. If the object is in-process, the client connects directly to the object. If the client is on another machine, the client calling the object is a stub object created by COM; this, in turn, picks up a remote procedure call (RPC) from the "proxy" process on the client machine. The net result is that through COM, the client and the server believe they are dealing with in-process calls. This transparent access mechanism is illustrated in Figure 5.3.



Figure 5.3 The client and server have location transparency within the COM model.



COM's Implementation of Inheritance COM itself does not support the traditional method of inheritance and, for this reason, is considered by many object purists to be of little value. While working within the framework of object-oriented development, the inheritance mechanisms available under COM are aggregation and containment/delegation. Although they are not implementations of true inheritance based upon the definitions found in the section "Understanding Inheritance," they do provide a framework for reaping some of the same reuse benefits. In containment/delegation, there are two objects participating to fulfill a service request. One object, the outer object, becomes a
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client of the second object, the inner object. In effect, it passes the service call or reissues the method, from itself to the inner object to be fulfilled. The client of the outer object is not aware of this handoff, so encapsulation requirements are fulfilled in containment/delegation. The outer object, being a client of the inner object, accesses its services only through the COM interface, just like a normal client. The outer object delegates the fulfillment of the service to the inner object. So, although inheritance is not explicitly supported in COM, the capability to call the methods of the contained object provides similar functionality to calling the method of a base class from a subclassed object. When using aggregation, the interfaces of the inner object are again exposed to the client application via IUnknown, but in this case, the client interacts directly with the inner object through an interface pointer to the inner object returned.



Controlling the Lifetime of COM Objects There are two basic operations that all COM objects must support. The first, exposing and navigating between the interfaces provided by an object, was covered in the discussion on IUnknown and the QueryInterface member function in the section "Com Interfaces." The second is a method to control an object's lifetime. Speaking of an object's lifetime when that object is an in-process server is very different from discussing an object's lifetime in a heterogeneous, distributed environment. Because COM objects support multiple instances, there must be a way to ensure that all clients have completed their use of an object before it is destroyed. This is handled by using reference counting within the COM object. During Active Server Pages development, you create objects and then release them when they are no longer needed. In C++ development, any memory that you dynamically allocate must be freed. If the memory associated with an object is not freed when all the object's users are done using it, you have what is called a memory leak. Now, if the memory taken up by the leak is only 1K per object, and you create one object a day, no big deal. But if you are in a transaction environment where you might perform thousands of transactions per hour, those leaks add up fast! The same care that you take to free any objects that you create in ASP is also handled for objects within the environment by COM. Each COM object must implement the two IUnknown functions, AddRef and Release. These two functions are used to fulfill the reference-counting specification, as the mechanism to manage the object's life. Each time an object is instantiated, the reference count is incremented. It is decremented as clients implicitly call the release function. When the reference count eventually returns to zero, the Release function destroys the object.



A Few Words About OLE Over the years, many developers have been confused as OLE 1.0 came on the scene, followed by COM, and then OLE 2.0-which was totally different from OLE 1.0. There also has been much confusion over COM versus OLE-are they the same thing? Can one exist without the other? OLE is a number of services and specifications that sit on top of the basic COM architecture and COM services. OLE version 2.0 is the first implementation of this extended COM specification. As an Active Server Pages developer, you will be interested primarily in the custom services supported through the OLE specification. They include such services as OLE Documents, OLE Controls, OLE Automation, and drag and drop. OLE acts as a facilitator for the integration of component objects into applications and into a system itself. OLE through COM provides an open, widely supported specification to enable developers to create component software. In the real world, the distinction between COM and OLE has become cloudy. Just remember that OLE is drawing on all of the basic object services that COM provides to standardize the next level within component development.



Distributed Computing The movement away from monolithic computer architectures began with the coming of the first client/server revolution. There were a number of reasons why information technology managers were so enamored with the multi-tier architecture that client/server proposed. First, there was a logical division of work between the client, the business logic, and the database back end. The client would be responsible for data input and front-end validation, as well as the graphical user interface and display. The business logic tier would handle the process-specific validation and calculation and send and receive the appropriate data file:///C|/e-books/asp/library/asp/ch05.htm (11 of 12) [10/2/1999 5:17:38 PM]
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to/from the database server. Breaking the application down into these logical pieces provided a number of benefits for the organization. First, as each tier was created, it could be tested independently. This made debugging much easier. Also, as the pieces were put together, the appropriate hardware could be selected for each tier. The capability to scale the application by splitting out processing across multiple machines also was a boon to rapidly growing enterprises. As new applications were developed, the existing middle and back-end services often could be reused, again enhancing the speed at which new systems could be implemented. There were, however, a number of challenges faced in developing and managing these systems. The mechanisms for the tiers to interact (protocol, transaction format, and so on) often were proprietary and specific for a certain type of operating system. It was difficult-and often not worth the time and effort-to move pieces of functionality between the tiers when it made sense to do so. For example, say that a key piece of data validation that is called hundreds of times per client session is bringing the application to its knees due to the network traffic getting to the remote tier. Ideally, you just pick up this validation functionality and place it closer to the clients, or even on the clients themselves. Sadly, in the current environment, this requires a recompilation of all the client code, as well as demands changes to the interface for the validation routines. In an effort to leverage the multi-tier architecture that makes client/server computing so attractive, as well as to deal with the problems encounterd during its use, Microsoft created the DCOM specification.



Distributed Objects: DCOM To address the concerns and problems as
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Chapter 6 Integrating VBScript into HTML ●



The Microsoft BASIC story



●



A brief look at the history of the BASIC language, and Microsoft's role in its development.. Understanding the Visual Basic family tree



●



We take a brief look at the Visual Basic Family of Tools. Examining scripting and HTML



●



This is our first look at how scripting looks within an HTML file, and how the two integrate to create dynamic content. Understanding client versus server scripting



●



Scripts can be executed at the client, on the server, or on both ends of the connection. Looking at other scripting languages VBScript, while the default scripting language of Active Server, is not the only option for ASP script development.



A Brief History of Microsoft's BASIC Languages The history of the BASIC language is a good place to start when putting VBScript and Active Server Pages development into perspective. The Beginners All Purpose Symbolic Instruction Code, more commonly known as BASIC, was developed in 1964 at Dartmouth College by Kenney and Kurtz. It was initially designed to provide students with an easy to understand procedural language, which would be a stepping stone to more powerful languages like FORTRAN. In the intervening 30+ years, a great deal has happened to this introductory computer language. The language has grown and become more feature-rich over the years due mainly to its vast acceptance in the marketplace. To understand the evolution of the BASIC language and how it has become the default language of Active Server Pages scripting, we begin our story in 1975 when a young man named Bill Gates, was attending Harvard. Attracted by an article about the forthcoming M.I.T.S. Altair computer, Paul Allen and Bill Gates developed a version of BASIC that would run on the Altair and was eventually licensed to M.I.T.S. for their Altair computer. When version 2.0 was released later that same year, it was available in two versions, a 4K and an 8K. Imagine the entire development system implemented in 4096 bytes! Today, you would be hard-pressed to find a Microsoft Word template that is that small. Basic was the first product ever sold by Microsoft. Two years later, after porting their version of BASIC to other platforms (CP/M, for example) the exclusive license with M.I.T.S. for Microsoft Basic ended. In 1979, Microsoft released MS-Basic for the 8086, a 16-bit product. Bill Gates won the opportunity to provide the operating system for the new IBM personal computer after IBM's courting of Digital Research Inc. to license their CP/M operating system failed. Microsoft licensed the SCP-DOS operating system and modified it to run on the IBM-PC. The MS-DOS operating system version 1.0, bundled with MS-BASIC was the engine driving the beginning of the personal computer revolution. Over the years, Microsoft saw how attractive BASIC was and created a compiler for the language in the form of
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QuickBasic. QuickBasic reigned supreme until version 4.5, when it was replaced with PDS Basic (Professional Development System). We had no idea in that spring of 1991 that many of our lives were going to change so dramatically. Visual Basic was announced at the Windows World '91 conference on May 20, 1991. The Visual Basic environment was to provide graphical application development and an integrated debugger and to create compiled executable windows programs, all using the BASIC language. Many Windows developers still remember the first time that they used Visual Basic version 1.0. After thrashing their way though learning the ins and outs of the C language and building Windows applications with Microsoft C and the SDK, they couldn't believe the power inherent in this innocuous little visual development package. Visual Basic for Windows was followed by Visual Basic for DOS. When the DOS version came out, there were (and still are) many programmers with DOS machines in our companies. The DOS version of VB addressed the RAD methodology on the DOS platform. Even though the product never made it past version 1.0, it was a useful tool for creating graphical applications for the DOS environment. By the time Visual Basic version 4.0 was released in 1995, countless numbers of programmers were hooked on the Visual Basic development environment. It's easy learning curve, intuitive interface, and bundled components, combined with incredible extensibility and its tightly integrated environment make it the logical choice for millions of developers each day. The Visual Basic Family Tree As you learned in the preceding section, getting from the M.I.T.S to Visual Basic for Windows took some time. In the last few years, the Visual Basic family has been very fruitful (and has multiplied). In the next several sections, you will take a look at the various incarnations of the Visual Basic language as it is available today and develop a greater appreciation for the differences and similarities in the VB family. The family portrait is found in Figure 6.1. More specifically, for all of you Visual Basic programmers out there (VB or VBA), we will take a good look at what VBScript leaves in, and more importantly, leaves out.
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Figure 6.1 Each member of the VB family has an important role to play. Visual Basic The Visual Basic programming tool is a professional development environment suitable for developing multi-tier, enterprise level, client/server applications. It's inherent extensibility in the form of supporting OLE and ActiveX controls and its capability to integrate WIN32 API calls, as well as third-party DLL's provide a rich environment for creating applications. Visual Basic is used by millions of programmers all over the world. It is used mainly for personal and corporate application development, but in the past few years, commercial applications that were developed in VB have been showing up in the market place. file:///C|/e-books/asp/library/asp/ch06.htm (3 of 19) [10/2/1999 5:17:41 PM]
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The current version of VB is 4.0 and is available in three packages: standard, professional, and enterprise. The standard package is ideal for the computer hobbyist or student. It provides all of the base functionality without including (in the price or the package) a number of custom controls that are appropriate for larger scale development. Moving up to the Professional addition provides additional custom controls, the capability to interact directly with databases (not requiring data bound controls), and the capability to create remote automation servers. The professional and enterprise offerings differ only in their capability to provide remote data objects. The professional version is suitable for many corporate application development needs, while the enterprise edition also integrates Microsoft's Visual Source Safe, a source code management and team development tool. In December, Microsoft made the Visual Basic Control Creation Edition available for download from their Web site http://www.microsoft.com. VB CCE is a new version of Visual Basic that provides a first look at some of the features that will show up in Visual Basic 5.0. The remarkable thing about VB CCE is that it can create ActiveX controls, which you can integrate into your Web applications on the client and server-side. As the Visual Basic product continues to mature, it will remain the tool of choice for millions of developers to create robust, scaleable, multi-tier applications. With the introduction of Microsoft's Active Server framework and their middleware transaction processing product, code named Viper, Visual Basic will come to the forefront as the tool for creating the client side of the next generation of corporate and commercial applications. Visual Basic for Applications Visual Basic for Applications, or VBA as it is more commonly known, is a powerful subset of the Visual Basic environment. Microsoft released, at the end 1996, VBA version 5.0. The company has integrated VBA across the entire Office 97 applications suite. They have also made it available to third-party developers for inclusion within their applications. At this year's Fall Comdex computer show, over 40 companies were showing their products with an integrated VBA programming engine. As of the printing of November's second week ComputerWorld, an additional 60 third-parties had signed up to integrate VBA into their products. VBA is a shared development environment within the hosting application, including an integrated code editor and support for debugging. With its support for OLE automation, it is often used as an integrating tool to create custom applications from within Word, Excel, or Access. Any application that exposes its objects as OLE or ActiveX controls can be used by VBA developers. Many of the familiar tools from the Visual Basic IDE also have made it into VBA 5.0. Features such as the code window, project explorer, properties window, and the object browser make the VBA environment very similar to its bigger sibling. In the Office 97 products, as well as other products that host VBA 5.0, users will have access to Microsoft Forms, creating a development environment with the same forms metaphor as Visual Basic. Because all VBA 5.0 applications share the same forms environment, any form object created in one application can be used by any other application. This tight integration and code reusability makes VBA the language of choice for imbedded programming engines. The wonderful thing about VBA is that you can learn the language from within one application or environment, and it is immediately transferable to (what will soon be) hundreds of other products. In addition, you can easily scale up to the complete Visual Basic environment or move down to create powerful Inter/intranet applications with VBScript and Active Server Pages. For anyone wanting to choose the best environment for learning to develop with VB within an application environment, VBA is an excellent choice. Visual Basic Scripting Edition The scripting edition of Visual Basic is a smaller subset of the Visual Basic for Applications language. It is
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intended for use in Inter/intranet application development and is currently supported in Microsoft Internet Explorer version 3.0 and above. It brings much of the power and flexibility of the Visual Basic language to the Internet and intranet. On the client side, there is the opportunity to interact with ActiveX controls to provide active and interesting content. On the server-side, the scripting language is used and integrated within HTML to provide a new level of functionality and ease of use in Web site development. For VB or VBA programmers, the transition to Active Server Pages development using VBScript from a traditional client/server environment will be less a challenge of learning the idiosyncrasies of a sister language than a challenge of changing to the new net development paradigm. Programming in any language consists of expressions, statements, and procedures. The trick is to figure out how the language integrates with the environment in which it will be implemented. In the case of VB or VBA, the environment is the Windows operating system. VBScript, on the other hand, will be implemented on the client, using ActiveX controls, as well as on the server in ASP, integrating a variety of components to create dynamic pages. You will be dealing with, not only the scripting language, but also its integration into HTML code. At first, having your code in pieces throughout the HTML page will take some getting used to. But, just as it was a struggle to master the VB IDE, you will master VBScript and Active Server Pages development. If you are coming to Active Server Pages development from a strictly HTML background, you also will have a learning curve to climb. If you have been developing Perl or REXX scripts, the language features of VBScript will not be that foreign to you. Also, you have been used to adding additional tags as the HTML standard emerges. You can treat VBScript and the associated implementation as just some additional tags to integrate. But, be sure to utilize the new components that ship with Active Server Pages. This powerful set of ASP components include such features as session and application management, and database connectivity. It would be very easy to use VBScript for some minor chores and revert back to the old CGI way of doing things for database access and other local processing tasks. Learning to use the VBScript language and its associated ASP components will be worth it. You don't have to rely on my word; just check out the hundreds of Active Server Pages sites that are already in production (including at Microsoft) even though as of this writing, the product is still in Beta!



See "Application and Session Objects" for more information about Active Server Pages components, in Chapter 10.



Feature Set and Limitations in VBScript I know that you are really looking forward now to a huge table filled with each and every difference between the lovable VB language syntax and VBScript. Well, we must apologize; we just couldn't bring ourselves to create that beast. What you are going to find in the next few pages is a list of some of the most important, or widely used functions that your typical Visual Basic developer might immediately miss. This is not going to be an exhaustive coverage. Just the facts Ma'am. If you must have the complete list, line by line, of the differences between VBA and VBScript, please refer to the VBScript documentation that ships with Active Server Pages. Array Handling Arrays are useful in hundreds of situations, and when you can have an array of objects, that number jumps
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again. Many times it is useful to change the base of an array variable for a specific implementation. For example, if we were to create an array representing the days in February, it would make sense to start the array at 1 and go to 28. This is not possible in VBScript. All arrays must have a lower bound of zero. The same is true of multi-dimensional arrays: all lower bounds begin at zero. This doesn't affect the performance at all; you just need to remember to get to element n, always subtract 1. So, in VBScript, your February array index would go from 0 to 27. Collections and Classes These are two of the most cherished features in the most recent release of Visual Basic. The addition of classes to the Visual Basic language enables us to get that much closer to fully supporting object-oriented development. You will not be able to create a user-defined collection within VBScript. You also will be unable to create a class. If you do want to add functionality within a class, create the class in Visual Basic and then create an OLE component. You can then create an instance of the class from within an Active Server Pages script using the CreateObject syntax. There are a number of collections that you will find within the Active Server Pages environment, and you will treat them as you would in Visual Basic: walking the collection, setting items, and so on; you just can't create your own. Conversion There are a number of conversion functions that are supported in VBScript. The most glaring omission is the Format command. This is the one command that will surely be missed the most. We understand that this is on the list for inclusion in the next release of VBScript. Data Types No intrinsic data types are found in VBScript. The only data type available is the Variant, which makes complete sense considering that VBScript is an OLE-implemented language. All passing of values between OLE objects is performed through Variant variables.



See "Creating Your Server Component" for more information about creating your own components for use within VBScript, in Chapter 14. See "VBScript Data Types" for more information about data types and variants, in Chapter 7.



Dynamic Data Exchange This venerable method of inter-process communication was the forerunner of OLE. I remember using DDE last year to interface with a software program controlling a PLC (programmable logic controller) to create a hydraulic pump testing system. Given the built-in support of OLE objects, DDE is not supported in any form in VBScript. This is a feature that could potentially, if included, violate the integrity of the client machine. Imagine a script that runs during startup and via DDE looks for the windows explorer, finds it, and then sends messages telling it to format your hard drive! Dynamic Link Library Support One of the features of Visual Basic that makes the product so extensible is the capability to declare and call functions within Dynamic Link Libraries (DLL). This feature provides you with the method to call any of the
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Win32 API functions and a host of other functions available in third party DLL's. Although many of the functions in DLL's are now available as OCX/ActiveX controls, there are many that you might have created over the years that you still wish to use. You have a few options: First, port the DLL to an ActiveX object. Next, if you don't have the source or are not wanting to change the DLL, you can wrap the DLL's functions within a VB class and then create an OLE Server for use in your ASP scripts. Debugging Support One of the nicest things about VB is its integrated development environment (IDE). You could debug your application line by line, changing variable values on-the-fly. There is no IDE for VBScript and Active Server Pages development (yet) and no support for the Debug.Print, End or Stop commands. Once again, you can build a simple component to provide the Debug.Print functionality very easily. On the client side, Microsoft just released in December the "Microsoft Script Debugger for Internet Explorer," which enables interactive debugging of scripts executing within Internet Explorer client. This free download is available from Microsoft at http://www.microsoft.com/workshop/prog/scriptie. Error Handling There is error handling available when developing ASP applications. The familiar On Error Resume Next command is still available, although branching on errors is not. You also have access to the Err object to retrieve error numbers and descriptions. When an error occurs in your .asp scripts, error messages are sent back as HTML to the client, and depending on their severity, can also be written to the IIS log and the NT Server log. File Input/Output All of the language features that enable access to local files (File I/O) on the system in which an application is running have been removed from VBScript to enhance the security of the language on the Inter/intranet. This prevents an errant VBScript program executing on a browser from damaging data on the client machine. User-Defined Types The last, and my favorite, feature of VB that is not included within VBScript is the capability to create user-defined types. There is no better construct for dealing with database and transaction-oriented data than the user-defined type. It will be sorely missed. The Last Word There are a number of features that are not yet or never will be available in VBScript. As the language is deployed and continues to mature, those features that are most requested and do not violate the security constraints will be added to the language. There are two main reasons why VBScript must be a smaller subset of VBA-security and size. The VBScript code will be executing on the client and the server systems. If the VBScript code had access to the native file system on the computer that it was running, it could potentially wreak havoc with the data contained within. Imagine pulling up a new page and having your hard drive mysteriously formatted, or having key files destroyed. Just as we safeguard our computers with virus protection programs, Microsoft has safeguarded your browser by limiting the functionality of the VBScript language. The second reason VBScript must be a subset is the "weight" of the language. This is a language designed for use over the Internet and intranet. If you end up shipping the OLE scripting engine over the net to fulfill a request, you want to ensure that the language is relatively small to minimize the transfer time. Regardless of the real or perceived shortcomings within the VBScript language, there is nothing better or more
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powerful for creating and implementing dynamic content over the net, using Active Server Pages. When executing code on the server, security is not as big an issue. Assume for the moment that any component you build will not damage the machine. With that said, any functionality that is missing in the VBScript language that you require can be easily added by creating an OLE component. Because VBScript can create an instance of any OLE or ActiveX component, it is easy to provide the native VB functionality to your server-side VBScript Active Server Pages.



See "Constructing your own Server Components" for more information about creating your own components, in Chapter 14.



Scripting and HTML A script is composed of a series of commands that will be executed by the host environment, meaning that scripts will be executed on the client or on the server. Active Server Pages contain scripts that execute within the client browser as well as the server. Within a script, you can perform a variety of activities such as: ● Create a variable and assign a value to it. ● Perform operations upon variables. ● Group commands into callable blocks of code called procedures. ● Dynamically create client-side scripts from the server. The scripts within an ASP page are passed to a scripting engine within the client or server environment. A scripting engine is a Component Object Model (COM) object that is called to process the script. Within the scripting engine, the script is parsed, checked for syntax, and then interpreted. The resulting actions, deciphered by the interpreter, are then performed within the host environment. Because the scripting engine in the Active Server Pages environment is a COM object, you can add additional scripting engines to support multiple scripting languages. Support for VBScript and Java Script are bundled with Active Server Pages. Script Delimiters Within an HTML file, we use delimiters around tags to tell the client that we are requesting an HTML tag, not just text to be displayed. We also need delimiters to let the host environment know that there is scripting within the page. The scripting delimiters that wrap around our scripting are . Text within the script delimiters will be processed within the host environment before the page is executed. Here are a few examples of how the script with delimiters looks within your ASP page: Scripting in HTML 
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We will now create a variable, assign a value to it and then 
 display the value of the variable within our page
 We have created a script variable called strName and have
 assigned a value to it. The value is 
 Notice that we can intersperse scripting commands almost anywhere in our .asp file. The script expression is evaluated, and the resulting value is inserted into the HTML file sent to the client. Within the first set of scripting delimiters, you create a variable strName and assign the value of steve to it, using the equal sign to perform the assignment. When we want to display the value of the variable on the client, we again use the equal sign to place the value into the HTML file =strName. Scripting Statements When you create variables or put single values in-line in an .asp file, it is referred to as a single expression. Single expressions are bits and pieces of code that resolve to a value. Statements, on the other hand, are complete logical units that perform one type of action. An example of a statement can be shown using the If statement: #8:00:00AM# and Time < #5:00:00PM# Then strMessage= "Get Back to Work!" Else strMessage = "You should be at home, resting." End If %>  Sir or Madam, 
 Imagine the poor unsuspecting office worker who happens to pull up this page during the day from the corporate intranet. If the time is between 8:00 am and 5:00 pm, he will get a Dilbert-style management command. Any other time, he will be reminded that there are much better places to be than at work. Now, I know that many of us are not fortunate enough to have a standard 8 to 5 job (and who really wants one file:///C|/e-books/asp/library/asp/ch06.htm (9 of 19) [10/2/1999 5:17:41 PM]
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anyway?), but it remains a good example of a scripting statement within HTML code.



See "Variables 101: The Basics" for more information about Variables, in Chapter 7. See "Conditional Processing" for more information about statements and program flow, in Chapter 8.



Scripting Blocks Just as you enclose tables and forms in beginning and ending tags, you encode script blocks in beginning and ending tags as well. Using the <SCRIPT> and tags notifies the host environment to expect a block of scripting code within the tags. By using these tags, you can create procedures that can be called from anywhere within the page. A procedure is just a number of scripting commands that are grouped together to perform a specific function. If you try to define a procedure within script delimiters alone, you will generate syntax errors. Now, combine the last two topics just discussed, scripting languages and procedures, and take a look at some scripting code in action. You are going to create two simple procedures, one in VBScript and one in Java Script that will be invoked within the same page. For now, don't worry too much about the scripting syntax; just try to get a feel for how the scripting is integrated into the ASP page. First, create the VBScript procedure: <SCRIPT LANGAUGE=VBScript RUNAT=Server> Sub vbwrite response.write("Hello from VBScript") End Sub Now here is the Java Script procedure that will be invoked next: <SCRIPT LANGAUGE=JavaScript RUNAT=Server> Sub jwrite response.write("Hello from JavaScript") End Sub Putting it all together with a little HTML results in: file:///C|/e-books/asp/library/asp/ch06.htm (10 of 19) [10/2/1999 5:17:41 PM]
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Mixing Scripts First we have output from VBScript
 Now from JScript
 The VBScript and Java Script scripting languages are functionally equivalent and share much of the same syntax. If you start using other scripting languages like Perl or REXX, you will find that they are quite different in syntax than VBScript or Java Script, but retain the same programming constructs. But, if you are a crack Perl or REXX developer and want to make the transition to Active Server Pages development without learning a new language, you are in luck. Because the scripting engine is a COM object, which is called to process a file under ASP, you can integrate a Perl or REXX script processor into Active Server Pages. Notice in the preceding example that we used an additional attribute of the <SCRIPT> tag, RUNAT. This attribute determines where the script is executed, and it is a nice transition into the next topics, the primary scripting language and client-side and server-side scripting. Procedures are an ideal way to create logical units of functionality that can be called from within your Active Server Pages script. To reach the next level of functionality and to provide a medium for code reuse, ASP provides the capability to include code from another source file into an ASP script. This capability is called Server-Side Includes, and is a syntax used to insert the contents of one file into another. This include capability is a familiar one to C and C++ developers who have been including header files since the day they began application development. Still, this simple feature adds an additional level of functionality to Active Server Pages. For example, if we had a great procedure in a file called grtproc.htm and wanted to add the procedure to our new file, we would use the Server-Side Include syntax as follows: Now you could call the great procedure in grtproc.htm in your new .asp file.



See "Using Server-Side Includes" for more information about Server-Side Includes, Chapter 9.



Changing the Primary Scripting Language Embedding scripting within your ASP pages, using only the scripting delimiters, is referred to as primary scripting. The code in primary scripting is executed against the default scripting engine for the page. In Active Server Pages development, the default scripting engine is VBScript. You can select a different scripting file:///C|/e-books/asp/library/asp/ch06.htm (11 of 19) [10/2/1999 5:17:41 PM]
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language for a page or block of script within a page by setting the <SCRIPT> tag as follows: <SCRIPT LANGUAGE=JavaScript> This code line will notify the host that the script within the page uses Java Script syntax. You can also mix multiple scripting languages within a page by changing the scripting language tags within the page itself: <SCRIPT LANGUAGE=JavaScript> …Java Script Code Here <SCRIPT LANGAUGE=VBScript> …VBScript Code Here Client-Side Scripting Client-side scripting refers to the scripts that are interpreted and executed in the client browser. When you are scripting for the client, you have access to the object model available within the browser. You will also create scripts to interact with user interface objects on the client. There are a number of tools available to create client-side pages and their associated scripting. The ActiveX Control Pad is a good example of such tools. This Microsoft developed, freely available product enables you to design Web pages, adding ActiveX controls and standard HTML fields at design time. The program then generates the HTML code to create the page. After the page has been created, you can edit the file and add scripting to provide such client-side features as field validation, custom responses to user actions, and a host of other capabilities inherent in the client's browser. The ActiveX Control Pad can be found at http://www.microsoft.com. As mentioned previously, the opportunity for field validation of data at the client is an important feature of client-side scripting. You can have the page validate the data before it is sent to the server. This ensures that you will not receive a message immediately back from the server requesting you to provide complete, or correct, information. In addition to providing validation errors more quickly to the user, this also can reduce network traffic. In the following example, you create a simple page that contains a field that you will validate. Scripting in HTML
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Enter a Value You have now created an input field of name TxtField and have created a button to submit the page. You now create an event that executes when the BtnSubmit button is clicked. <SCRIPT LANGUAGE=VBScript>


Although the default language of Active Server Pages is VBScript, in the Internet Explorer (IE), it is not. If you do not explicitly state LANGUAGE=VBScript, the default language in IE, JavaScript generates errors within your pages.



The first line is the script tag that you learned about in the section "Scripting Blocks." This script tag lets Internet Explorer know that we are preparing to provide scripting instructions using the VBScript language. The next notable section is the procedure created to respond to the click on the BtnSubmit button. Notice the syntax OnClick makes perfect sense, and should be very familiar to you if
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you have any VB development experience, where the procedure would be named BtnSubmit_Click. This is the procedure that we want to execute when the button is clicked. The script then checks the field to see if it has a value in it. If so, the field information will be sent to the server. If not, the user sees a message to input an appropriate field value. Sub CheckField(ByVal strFieldValue, ByVal strMessage) If strFieldValue = "" Then MsgBox strMessage, 0 bValid = False End If End Sub --> This last bit of code is the procedure that implements the field validation. Notice that we are only checking for any text entered in the field. We could have written a more involved procedure that could check for a range of values or convert the values to all upper- or lowercase. For now, don't worry too much about the syntax of VBScript (the rest of this section is devoted to that). You should just, again, begin to get a feel for how the client scripting is integrated into the HTML code. When you create a page with scripting and define procedures within script tags, the default RUNAT (where the script will execute) is the client. So, any scripting that you include within the scripting tags without specifying the RUNAT attribute will execute on the client. Server-Side Scripting Now we get to the meat and potatoes of our scripting discussion. Server-side scripting occurs when the scripts within the page are executed at the server, before the page is ever sent to the client browser, as shown in Figure 6.2. This is an incredibly important distinction. It means that the server is responsible for generating the HTML that is ultimately sent to the client. You do not have to worry about the client connecting to a database, reading from a file, querying an on-line service, or any of the thousands of other actions that take place on the server to fulfill the client request. Active Server Pages provides server-side scripting for the Internet Information Server Web server. In addition to enabling custom scripting to be developed, you can also integrate almost any ActiveX component (that doesn't require a user interface, of course) into your server scripts. This opens the door wide and enables a level of functionality that was difficult, if not impossible, to achieve with traditional methods of server-side processing.
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Figure 6.2 Active Server Pages scripts execute on the server before passing the page to the client. Server-side scripting blocks are executed at the server when the ASP interpreter finds the scripting tag with the RUNAT attribute set to SERVER. In code, it looks like this: When an Active Server Pages page is requested, the server will call ASP. The .asp file is read through from top to bottom. Any scripting that needs to execute on the server is performed, and then the dynamically created HTML page is sent back to the client. Notice that the code in the CheckField subroutine creates a message box to respond to user input. If you were to mistakenly add the RUNAT=SERVER to the client code, the message box would never be shown on the client because at the server, there is no interface to show a message box upon. But, what you could do at the server is generate custom messages based upon the time of day, or based upon data in a database and pop those messages in the client browser when the validation takes place. You can do this by dynamically generating client-side scripts from the server. Modifying Client Scripts from the Server When we create Active Server Pages applications, we are normally interested in creating dynamic content for our clients to view. We do this by interacting with ActiveX components and databases and even legacy systems to provide dynamic, up-to-date information. One of the more exciting aspects of this capability to create dynamic HTML content is the capability to create client-side scripting on-the-fly. In essence, we are dynamically creating scripting, based on server information
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and embedding it in the HTML page that we return to the client. These dynamically created scripts will then be executed on the client's browser. The more you think about this capability, the more situations you will think of to use this powerful new functionality. You can create custom on_load events that are invoked when the page is loaded on to the client. You can also dynamically create scripts that respond to user events on the client. Currently, there are a lot of pages out there full of VBScript and Java Script. The problem with them is that once they are created and posted to the net, you cannot do anything to change them without editing the source file. Now, using Active Server Pages, you can prepare scripting variables on the server-side to be used by the client. For example, say that you want to create a VBScript array for use on the client with real-time information stored in a legacy system. Today, that would be problematic at best. Using server-side scripting, you can query the legacy system using a database access component and then populate the array before returning the page to the client. In another scenario, you could have custom client-side validation scripts generated by the server, based upon external values stored in a database. When an Active Server Pages script is run, ASP processes any commands within a comment block with the scripting tags , regardless of where the are within the script. In the following code, the server-side script will be executed within ASP, even though the script resides in a scripting block which has no RUNAT=SERVER parameter. <SCRIPT LANGUAGE=VBScript> --> In the following example, the server script will create three VBScript subroutines which will subsequently execute on the client machine. Client Side Scripting From The Server <SCRIPT LANGUAGE=VBScript> file:///C|/e-books/asp/library/asp/ch06.htm (16 of 19) [10/2/1999 5:17:41 PM]
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() MsgBox "The time at the server is " _ & " on pass " End Sub Server_Time_() --> When you execute this code in your browser and look at the source, you will see three VBScript procedures named Server_Time_1, Server_Time_2 and Server_Time_3. Each of these procedures was generated dynamically from the execution of the ASP script on the server. While this is a simplistic example, you should get a sense of the power of this ASP capability. "Thanks" to Dave Kaplin at Microsoft for the explanation of this powerful feature in a thread from the Denali list server. The question you are probably wanting to ask is "Where do I put what?" meaning how do you decide what scripts should execute on the client and which on the server. The answer is that most of the client procedures will usually deal with data validation. All of the other procedures, accessing data, communicating with host systems, will take place within the server-side scripts. There is no hard and fast rule. Experience is the best teacher in this case.



Remember that all browsers do not support VBScript, or scripting at all. If you want to provide client side scripting, be sure to interrogate the Browser Capability object to see which scripting language is supported. You can then return the appropriate client side scripts.
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Java Script, REXX, and Other Scripting Languages As discussed in the section "Changing the Primary Scripting Language," the default language of Active Server Pages is VBScript. Java Script is also supported by ASP "out-of-the-box." The OLE object model for scripting engines, which Active Server Pages supports, enables you to easily integrate other scripting languages and their associated engines into ASP. The ability to host a variety of languages within the Active Server Pages environment is an incredibly powerful feature. If you are a developer with years of experience generating Perl scripts, there is no need to forgo all of that valuable knowledge. You can immediately become productive in ASP development. As you begin to learn VBScript or JScript you will be able to incorporate additional features such as dynamic client-side scripting. REXX is one of the most widely used scripting/macro languages in existence today. It is available on platforms ranging from OS/2 to the AS/400 to the mainframe. There are even versions of REXX implemented today as visual languages. VisPro/REXX is one such example of a visual REXX environment. This OS/2 application provides an easy to use and incredibly powerful visual development metaphor, leveraging the REXX language. For more information about VisPro/REXX, point your browser to http://www.vispro.com. For the countless REXX developers working in development today, the ability to plug a REXX scripting engine into Active Server Pages once again opens the gates wide to let the greatest number of people maximize their Inter/intranet development. Selecting a Scripting Language for a Page For those languages that follow the Object.Method syntax and use parentheses to enclose the procedure parameters, add the selected language using the LANGUAGE tag. The syntax of the LANGUAGE tag is: Be sure to add this tag as the first line in your .asp file. If you want to change the default scripting language of all .asp pages, you will need to change the value of the DefaultScriptLanguage entry found in the NT registry to the new script type. For languages that do not conform to the Object.Method syntax, you must add a registry key with the corresponding language name and value to the ASP\LanguageEngines registry entry. For more information on adding these types of scripting languages, see the "Using Scripting Languages" reference in the Active Server Pages documentation.



From Here... In this chapter, you have had your first taste of the way in which scripting and HTML are integrated within an .asp file to create dynamic content within a Web page. You have looked at the Visual Basic family and discovered its humble roots. You have also received an introduction to the major ways in which scripting and HTML can be united to form a greater whole. In the remainder of this section, there are a number of chapters that cover the nuts and bolts of VBScript development. We have chosen to focus on VBScript over Java Script because VBScript is the native language of Active Server Pages. Also, for those of you coming to ASP development without the benefit of having worked with Visual Basic or VBA, you will get a good foundation of the shared language syntax and constructs that enable you to easily and quickly use the VBA or VB tools.
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Here is what you can look forward to in the rest of this section: ● Chapter 7, "Understanding Variable Typing, Naming, and Scoping," explains why variables are the building blocks of your applications. You will see all the ins and outs of variable usage in VBScript. ● Chapter 8, "Working with Program Flow and Control Structures" explores the constructs and control structures that provide conditional processing, looping, and testing of the variables and data that reside within your ASP applications. ● Chapter 9, "Calling Procedures: Functions and Subroutines" provides the foundation for logically grouping functions within your application. You will learn about subroutines and functions and be provided with a methodology to create efficient and reusable procedures. © 1997, QUE Corporation, an imprint of Macmillan Publishing USA, a Simon and Schuster Company.
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Chapter 7 Understanding Variable Typing, Naming, and Scoping In this chapter you learn about: ● Learning how variables work in your code



●



Variables can be used to store a variety of information for processing by your application. Data types and sub-types



●



Understanding variable data types and how they affect the information stored within a variable is important. Declaring variables



●



How to declare variables, assign values to them, and use operators to interact with them is covered here. Naming conventions



●



You must ensure that the code you produce is clearly understood and easy to maintain. Arrays and array processing There are several benefits of using arrays in program development.



Anyone who has taken algebra or geometry is already familiar with the concept of a variable. Do you remember Pythagorean's Theorem, which describes the relation of the hypotenuse to the other two sides of a right triangle? The equation is c2 = a2 + b2, where a and b are the legs of the triangle and c is the hypotenuse. You substitute the length of the sides in the variables a and b and then calculate the value of the hypotenuse, c, from the formula (a2 + b2 )½. When you assign values to a and b, you are assigning those values to variables that you then use to perform the operation to get the result. The same basic idea of assigning a value to a variable in geometry applies to variables in VBScript development as well. ©Variables 101: The Basics Active Server Pages programs, and specifically the VBScript embedded within them, are defined by commands and the data that those commands act on. Data is broken into variables and constants. When you declare or instantiate a variable, you are setting aside (reserving) a place in memory for a value that changes over the life of the variable. A constant declaration also reserves memory, but for a value that does not change during the life of the variable. The life of a variable is defined by its scope (more on scope later in the section "Examining the Lifetime of a Variable"). Variables have two characteristics that define their existence-a data type and a variable name. In the following sections you examine each of these characteristics, leaving you with a complete understanding of the composition and use of variables.



Understanding VBScript Data Types One of the challenges in developing applications in most programming languages is ensuring that the data types you select for your variables are of an appropriate size to hold the information that you want to store in them. Bad things happen when you try to assign a value that is larger than the variable can hold. The most likely file:///C|/e-books/asp/library/asp/ch07.htm (1 of 22) [10/2/1999 5:17:45 PM]
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outcome in that situation is that the program will abend abnormally when the variable assignment is hit. The worst case is that the program will continue to run, but it will calculate incorrectly. In VBScript development, there is only one data type, the Variant. The Variant is a special all-purpose data type that acts somewhat like a chameleon, changing its outward appearance based upon how it is used. You can think of a Variant as a magic box that you can place any size object into. No matter what you put into the magic box, it will always appear to be a custom fit. If you place a thimble into it, it will look like a thimble case. If you put a piano into it, it will look like a piano crate. Variants can contain a wide range of data such as numbers, dates, strings, and references to objects. A Variant will behave as the data type most appropriate to how it is used in any given context. If you assign a number to a Variant variable, the variable will behave as a number. When you assign a string (string being a group of characters like "String of Characters") to a Variant as shown in Listing 7.1, the variable behaves as a string variable, with actions appropriate to string operations. The Variant and its representation is a fluid assignment, changing as operations are performed upon it. Listing 7.1 i1.htm-Declaring a Variable and Assigning a Value <SCRIPT LANGUAGE="VBScript">


'we have created a Variant variable 'now it looks like a string



aVariable = aVariable + 5 'now it looks like an integer with a value of 10 à As you can see from the preceding code, the Variant is a powerful and complex data type. Because of its apparent simplicity, it is easy to assume that it can handle all manner of data, and more specifically, all operations performed upon it successfully. The reality is that when you have variables with different types of data within them interacting (evaluating together within an expression), you can end up with ambiguous or incorrect results if you don't have a firm understanding of the Variant data type and how it works.



Introducing Variant Sub-Types A Variant can contain a number of different data types. When a value is placed into a Variant variable, the variable accepts the data and assumes an internal representation of that data which is called a sub-type. You can put whatever you wish into a Variant, and most of the time, it will behave as you expect. Even though the Variant does most of the data-type conversion work for you, it is still important to understand each of the Variant sub-types, the values that they represent, and how they are used. Boolean Sub-Type A Variant with a Boolean sub-type can have only two values, true or false. I can't remember the first time I
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heard someone say that computers are just a bunch of zeros and ones, but they continue to be correct today. The idea of a variable only having two possible values, 1 or 0, on or off, true or false is exactly what a Boolean sub-type represents (although in many languages the true condition evaluates to -1, I think you get the idea). The Boolean sub-type is extremely useful and is used for flags and settings. In the following example, blnActiveMember has a Boolean Sub-Type: <SCRIPT LANGUAGE="VBScript"> = sngDuesDue then blnActiveMember = true endif à Byte Sub-Type The Byte sub-type can contain a value from 0 to 255. This sub-type is the only safe way to access binary data on a byte-by-byte basis. Higher up in the Visual Basic family tree, you used to be able to operate on binary data using a string data type. With the inclusion in Visual Basic 4 of support for the extended Unicode character set, however, the string data type is no longer one byte per character. A good example of the use of the byte sub-type is when you are reading from or writing to a binary data file. Integer Sub-Type This sub-type can store integer values in the range of -32,768 to 32,767. It is the sub-type that is used for counters and indexes. Long Sub-Type The Long sub-type contains a value in the range of -2,147,483,648 to 2,147,483,647. It has similar uses as the integer sub-type but can host a number of larger magnitudes. Single Sub-Type The Single sub-type contains a single-precision floating point number with a value in the range of 1.401298E-45 to 3.402823E38 for positive values and -3.402823E38 to -1.401298E-45 for negative values. If you want to assign a value to a Variant using exponential notation, it takes the form mmmEeee where mmm is the mantissa and eee is the exponent. Double Sub-Type This sub-type contains a double-precision floating point number in the range of -1.7976931348232E308 to -4.94065645841247E-324 for negative values and 4.90465645841247E-324 to 1.79769313486232E308 for positive values. To assign a literal to a double, use the form mmmDeee where mmm is the mantissa and eee is the exponent. The D (in place of the E) causes the value to be treated as a double-precision number when file:///C|/e-books/asp/library/asp/ch07.htm (3 of 22) [10/2/1999 5:17:45 PM]
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converted from a string into a double during an arithmetic operation on the variable. Currency Sub-Type The currency sub-type is a special type that is used for monetary values. The valid range for currency sub-type values is -922,337,203,685,477.5808 to 922,337,203,685,477.5807. Date and Time Sub-Type The date/time sub-type is a most flexible data sub-type, which contains a date in the range of January 1, 100 to December 31, 9999. You can create a Variant of sub-type date in a number of ways. Here are just a few: dtmCurrentDateTime = Now will assign the current date and time from your system to the variable dtmCurrentDateTime. Notice the use of the system function Now. The Now function returns the current date and time based upon the system date and time. DtmTheDate = #02/16/1993# will assign the date 02-16-1993 to the variable dtmTheDate. If you want to assign a date to a variable using a string, enclose the date within # signs. The Variant date sub-type represents a date and a time. If you were to query the time from the dtmTheDate variable, you would get 12:00 am.



Whenever you assign a date literal to a variable without specifying a time, the time defaults to 12:00:00 am.



You can also create a date and time assignment for a variable using a string literal. DtmTheDateTime = #02/16/1996 1:15:00 am# The preceding line assigns the date and the time to the variable dtmTheDateTime. String Sub-Type The String sub-type contains a variable-length string that can be approximately 2 billion characters in length. It would certainly be a challenge to come up with a string to exhaust that maximum limit. The nice thing about the Variant in general, and the string sub-type in particular, is that it will only use as much memory as you need in any given context. It will not pre-allocate storage for 2 billion characters each time you assign a string to a variable. Empty Sub-Type This sub-type tells you that the variable has not yet been initialized. If you try to access its value, it will return 0 in a numeric context or an empty string "" in a string context. file:///C|/e-books/asp/library/asp/ch07.htm (4 of 22) [10/2/1999 5:17:45 PM]
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Null Sub-Type The Null sub-type occurs when a variable contains no valid data. This sub-type is only active when you explicitly assign a null to the Variant by an assignment or as the result of an operation on the variable. Object Sub-Type This sub-type occurs when you have assigned a variable to hold a reference to an object that you have created.



See "Managing States and Events with Application and Session Objects," for more information about the object sub-type and creating and using objects in your development, in Chapter 11.



Error Sub-Type The error sub-type contains a valid error number. You will examine the error sub-type and error handling in general in Chapter 9, "Calling Procedures: Functions and Subroutines."



The Internal Structure of a Variant Ok. This might fall into that "more that I want to know" category, but, it might be fun to take a quick look at the internal structure of the Variant data type to appreciate the complexity that we never have to deal with in Active Scripting. The C structure is shown in Listing 7.2, which defines the Variant data type: Listing 7.2 variant.H-The Header File for the Variant Structure typedef struct tagVARIANT



{



VARTYPE vt; unsigned short wReserved1; unsigned short wReserved2; unsigned short wReserved3; union { unsigned char bVal; short long



iVal; lVal;



/* VT_UI1



/* VT_I2 /* VT_I4



*/ */



file:///C|/e-books/asp/library/asp/ch07.htm (5 of 22) [10/2/1999 5:17:45 PM]



*/



Working with Active Server Pages - Chapter 7



float



fltVal;



double



/* VT_R4



dblVal;



/* VT_R8



VARIANT_BOOL bool; SCODE CY



scode;



cyVal;



*/ */



/* VT_BOOL



/* VT_ERROR /* VT_CY



DATE



date;



BSTR



bstrVal;



*/



*/



/* VT_DATE



*/



/* VT_BSTR



Iunknown FAR* punkVal;



*/



/* VT_UNKNOWN



Idispatch FAR* pdispVal;



long float



CY



FAR* pscode;



FAR* pcyVal;



*/ */



/* VT_BYREF|VT_R8



VARIANT_BOOL FAR* pbool;



*/



/* VT_BYREF|VT_BOOL



/* VT_BYREF|VT_ERROR



/* VT_BYREF|VT_CY



DATE



FAR* pdate;



BSTR



FAR* pbstrVal;



*/



*/



/* VT_BYREF|VT_R4



FAR* pdblVal;



SCODE



/* VT_BYREF|VT_UI1



/* VT_BYREF|VT_I4



FAR* pfltVal;



double



*/



/* VT_BYREF|VT_I2



FAR* plVal;



*/



/* VT_ARRAY|*



unsigned char FAR *pbVal; FAR* piVal;



*/



/* VT_DISPATCH



SAFEARRAY FAR* parray;



short



*/



*/



*/



/* VT_BYREF|VT_DATE



*/



/* VT_BYREF|VT_BSTR



IUnknown FAR* FAR* ppunkVal;



*/



*/



/* VT_BYREF|VT_UNKNOWN */



IDispatch FAR* FAR* ppdispVal; /* VT_BYREF|VT_DISPATCH */ SAFEARRAY FAR* FAR* parray; VARIANT



/* VT_ARRAY|*



*/



FAR* pvarVal; /* VT_BYREF|VT_VARIANT */
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void



FAR* byref; /* Generic ByRef



*/



}; };



The Variant is a structure with a type code and a variety of data members and pointers to the various sub-types of data that it can contain. What makes the Variant so prevalent in our development is that it is the data type for conversations with and between OLE objects. It is used to transmit parameters and return values from the OLE objects that we use in our Active Server Pages development. If you look at the top of the structure, you will see the vt variable of type VARTYPE. This is the variable type code, an enumerated type that contains the sub-type of the variable. When we call the VarType function, it returns the value in the vt variable of the structure, telling us the sub-type of the variable. The data, depending on its type, is stored in the Variant structure, or within the structure, has a pointer to where the data associated with the variable resides.



Determining Type and Type Conversions The Variant gives us all the data types that we could possibly want without (usually) worrying about what sub-type the Variant actually is. When you do need to find out the sub-type of a variable, you have access to a function called VarType. This function will return the sub-type of the variable that we pass to it. The syntax of the command is intVarType = VarType(variable_name) where variable_name is any valid variable. This is especially useful when you are performing any type of arithmetic operations on variables. If you try to add a variable of string sub-type that cannot be resolved to a numeric value with a variable of a numeric sub-type, you will receive a data-type mismatch error. This error is generated because VBScript doesn't know how to add "This is a string" to 5 and come up with a value.



Notice that in the VarType function, I have called the return value from the VarType function intVarType, telling you to expect an integer return type. Because the only data type that VBScript supports is the Variant, all functions return a Variant data type. The sub-type of the returned Variant from the VarType function, however, is of a sub-type integer.



There are a number of constants that will make the use of the VarType function shown in Listing 7.3 much easier. Instead of having to remember which integer value a particular sub-type correlates to, you can use these constants, outlined in Table 7.1, to check for the sub-type of a variable.
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Listing 7.3 i2.htm-Constant Return Values from the VarType Function <SCRIPT LANGUAGE="VBScript"> Table 7.1 VBScript Constants for the VarType Function Return Value VBScript Constant Value Sub-Type Description vbEmpty 0 Empty Uninitialized (default value) vbNull 1 Null Contains no valid data vbInteger 2 Integer Integer value vbLong 3 Long Long integer vbSingle 4 Single Single-precision floating-point number vbDouble 5 Double Double-precision floating-point number vbCurrency 6 Currency Currency vbDate 7 Date Date and Time value vbString 8 String String vbObject 9 Object OLE Automation object vbError 10 Error Error number vbBoolean 11 Boolean True or False vbVariant 12 Variant used only for arrays of Variants vbDataObject 13 Object Non-OLE Automation object vbByte 17 Byte Byte data vbArray 8192 Array Now, to avoid these messy implicit conversion issues (when you let VBScript decide how best to convert your variables between types), there is an entire host of conversion functions for converting between the numerous sub-types discussed previously. Because a Variant variable can represent a wide variety of data types, in many cases you will utilize conversion functions to ensure that the format of the variable data is appropriate for its use in a given context. The file:///C|/e-books/asp/library/asp/ch07.htm (8 of 22) [10/2/1999 5:17:45 PM]
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conversion functions available for your use are outlined in Table 7.2. Table 7.2 VBScript Function Name Converts to Sub-Type Usage Notes CBool Boolean Passed-in value must resolve to a numeric. CByte Byte CCur Currency CDate Date Use IsDate() function to ensure that conversion is valid. CDbl Double CInt Integer CLng Long CSng Single CStr String Uninitialized values will return "". Conversions are handy to have around when you are performing operations that can lead to uncertain results. As an example, consider the case in which you have two variables that you want to add. To ensure that the sub-type of the resulting operation is, for instance, a single, you can convert each variable to type single. <SCRIPT LANGUAGE="VBScript"> 



Declarations, Assignment, Operators, and Scope A variable declaration tells the compiler (script processor) that you are reserving space for a variable to use in your application. You can create variables throughout your program within these system enforced guidelines: ● Maximum 127 variables per procedure (arrays count as a single variable). ● Maximum 127 "script-level" variables per script. The differences between declaring variables within a procedure and within a module will be discussed in the section "Examining the Lifetime of a Variable" found later in this chapter. You declare a variable in your source code with the Dim statement. This dimensions, or reserves space for the
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variable for use within the scope of the declaration. You can also implicitly declare a variable in your source code.



Implicit Variable Declaration A variable that is declared implicitly is not dimensioned before its first use in your code. The script processor automatically creates a variable of the same name as the one that you have used. For example: <SCRIPT LANGUAGE="VBScript"> VBScript will create the variables j and tempStr, and they can be accessed after their initial implicit declaration just as if you had explicitly declared them at the beginning of your function. Although this is a quick and easy way to declare variables, this can lead to numerous problems such as acting on an uninitialized variable or mis-typing a variable in the body of your function, which will run, but will lead to erroneous results. Check out the code that follows. <SCRIPT LANGUAGE="VBScript"> 
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At first glance, the code looks fine. Notice however that on the last line of the function, tempStr was mis-typed as tmpStr. As a result, the function returns the same number that was passed in, without those sought after leading zeros. The tmpStr variable would be created, but would be uninitialized and the leadingZeros function would then return the concatenation of "" and the intNumber passed in, which is, of course, intNumber. Not a great way to start off your coding day!



Explicit Variable Declaration To avoid the problems discussed previously with implicit variable declarations, be sure to include the Option Explicit command at the beginning of your source code. This will ensure that any variables used in the body of your source code have been explicitly declared using the Dim VarName declaration. Notice that in the following code, the misspelling would generate a run-time error. <SCRIPT LANGUAGE="VBScript"> 



Examining the Lifetime of a Variable The length of time that a variable exists, or can be utilized in your code, is defined as the variable's lifetime. The lifetime of a variable is determined by the position in your script that the variable is declared. Variables declared within a function or subroutine will only be visible (able to be operated upon) within that routine. By declaring a variable this way, you create a procedure-level variable with a local scope. When the program returns from the procedure, those procedure-level variables are said to have gone out of scope. Their values have been lost, and they can not be operated on by any other function. Many times it is helpful to have variables that can be used in all of the procedures within your script. When you declare variables outside of a procedure, they are visible to all the procedures in your script. These declarations create script-level variables. Table 7.3 provides a summary of variable scope. file:///C|/e-books/asp/library/asp/ch07.htm (11 of 22) [10/2/1999 5:17:45 PM]
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All local variables will go out of scope (no longer able to access) when their procedure block ends. If you do not use the Option Explicit command, you can mistakenly try to access a local variable beyond its scope and end up creating a new implicitly declared variable of the same name in a different scope.



Table 7.3 The Lifetime of Variables Determined by Their Scope Declared Level Scope Lifetime Within Procedure procedure-level local scope Declaration to end of procedure Outside Procedure script-level script-level scope Declaration to end of script Once you have decided on the functions that you need to implement in your scripts, it is a fairly easy exercise to determine the scope of the variables that you need to declare. Procedure-level variables are great for temporary use within a function or subroutine for indexes, interim results, and any other case in which you will never need to reference the value of these variables outside of the procedure. Script-level variables are used for those variables that must be available throughout the life of the script. The memory allocated for procedure level variables is released when they go out of scope. Script level variables are not released until the completion of the script. As a general rule, use as few script level variables as possible, although until VBScript allows the use of passing arguments by reference instead of by value, you will be using at least a few script level variables.



See Chapter 9, "Calling Procedures: Functions and Subroutines," for more information about procedures, passing arguments and ByVal versus ByRef.



Script-level variables should be declared at the top of your script to ensure that they are visible to all operations and functions within the script.



Using Variable Assignments and Operators A variable is only as useful as the information that it contains. To put a value into a variable you assign one to it by using the equal sign. For example: intConnections = 4 assigns the value 4 to the intConnections variable. The variable is always on the left side of the equal sign. On the right side of the equal sign, you will place a value or an expression, which is just something (a literal, file:///C|/e-books/asp/library/asp/ch07.htm (12 of 22) [10/2/1999 5:17:45 PM]
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function, variable, calculation, and so on) that evaluates to a value. Here are a few additional assignment examples: intCurrentState = 10



'intCurrentState has value of 10



intNewState = 20



'IntNewState has value of 20



intOldState = intCurrentState



'intOldState has value of 10



intNewDate = CalcDate(Now)



'dteNewDate has the return value 'from the CalcDate function



intCurrentState = intNewState



'intCurrentState has value 20



There is one special kind of assignment that is used when assigning a variable to an object. When you create an object within your script using the assignment operator, you are setting a reference to the object in the variable. You will use the Set keyword to perform this task. The syntax for the Set assignment statement is shown here: Set objectvar = {objectexpression | Nothing} The object expression can be the expression used to create the object or a variable which references an existing object. When you assign Nothing to an object variable, the memory associated with the object is released if no other reference to the object is still active. In the following example, the variable objBrowserCap will be set to a reference to the Browser Capabilities object being created. Set objBrowserCap = Server.CreateObject("MSWC.BrowserType") To release the memory associated with the object referenced by the objBrowserCap variable, you would set it to nothing. Set objBrowserCap = Nothing



Introducting Operators In Active Server Pages scripting, like most other programming languages, you have the ability to evaluate mathematical expressions by combining numeric data, using operators. There are a number of different types of operators in the environment. Arithmetic, logical, comparison, and concatenation operations can all be performed within your scripts. A list of operators available within VBScript is found in Table 7.4. Operations within an expression are performed like they are in algebra, following the mathematical principles of precedence. You can override the precedence by containing parts of the expression within parentheses. When you have an expression with multiple operator types, the operators are evaluated based upon the following hierarchy: arithmetic operators are evaluated first; comparison operators are evaluated next; and logical operators are evaluated last. Within any given expression group (within parentheses), operators of the same type file:///C|/e-books/asp/library/asp/ch07.htm (13 of 22) [10/2/1999 5:17:45 PM]
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are performed from left to right. Table 7.4 Scripting Operators Operator Type Symbol Description Example Arithmetic * Multiplication 2*2=4 / Division 4/2=2 \ Integer Division 5\2=2 + Addition 2+2=4 Subtraction 4-2=2 Mod Modulus (remainder) 5 Mod 2 = 1 ^ Exponential 2^3=8 Comparison = Equal to 4 = 4 is true Not equal to 4 4 is false < Less than 4 < 3 is false > Greater than 4 > 3 is true = 3 is true Is Object Comparison objOne Is objTwo Logical And Conjunction If a and b are true, then true Not Negation If not a and a is false, then true Or Disjunction If a or b is true, then true Eqv Equivalence If a and b are both true or both false, then true Imp Implication If a true and b false, false, else true or Null Xor Exclusion If a true and b false or b true and a false, true Concatenation & Concatenates values "Mr. " & "Smith" = "Mr. Smith" In Table 7.4, there are two special operators that you should take note of. The first is the concatenation operator, &. This operator is used to concatenate two strings. <SCRIPT LANGUAGE="VBScript"> The resulting strOutput variable contains the string My Name Is: Donny Brook. file:///C|/e-books/asp/library/asp/ch07.htm (14 of 22) [10/2/1999 5:17:45 PM]
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You can use the + operator to concatenate string variables as well, and this works fine when both are of sub-type string. If both sub-types are numeric, the values will be added. When one of the sub-types is numeric and the other is a string, the string will be evaluated to a numeric type (implicit conversion) and then added to the other numeric variable. If the string cannot be converted to a numeric value, a run-time error will occur. For safe concatenation, always use the & operator.



The second special operator is the Is operator. This operator will determine whether two object variables point to the same object, as in: blnResult = objOne Is objTwo If the two object variables point to the same object, blnResult will be true, otherwise it will be false. The Is operator will become extremely useful as we get into the Active Server Pages objects and components discussions in Part III.



Implementing Variable Naming Conventions What's in a name? Well, that depends. Application development will always be equal parts of art and science, and the process of selecting names for variables is no different. The names that you assign to variables do not affect the performance of the application in any way, but incorrect use of variable naming can lead to numerous problems. For example, I know several C developers who take pride in the terseness of their code. The more functions they can put on a line and the more inconsistent their use of naming rules, the better. Naming variables a, b, or c works extremely well in Euclidean geometry, but in your application source code, variable naming patterns can be directly correlated to the maintainability and readability of your code. I shudder to think of the countless hours I've spent working my way through poorly named and documented code, trying to understand what the variables represent and how they are used in the program.



When in doubt, use the most descriptive name possible for your variables. The next person to maintain your code will thank you for it. Use LoanNumber instead of lnbr, try CustomerAccount instead of actno. When you have only two or three variables in any scope, you have less reason to be so prolific, but as your scripts increase in size and complexity, these little hints that your variable names provide will be of immeasurable value.



There are naming rules that limit you to a certain extent as you begin to create names for the variables in your application. These rules for variable naming in VBScript include: All variable names: ● Must begin with an alphabetic character file:///C|/e-books/asp/library/asp/ch07.htm (15 of 22) [10/2/1999 5:17:45 PM]
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Cannot contain an embedded period Must be unique within the same scope Must be less than 256 characters



Now that the system-enforced rules are out of the way, you can move on to the variable naming conventions. Naming conventions are guidelines that are enforced only by the developer, but when used consistently across your source code, they will ensure that the programmers that follow you will have extra hints concerning the use of variables in your program. In C language Windows development, the naming convention that is most often used is called Hungarian notation. This is a C language naming convention credited to the Microsoft programmer Charles Simonyi, in which you can determine a variable's type simply by looking at its prefix. The same idea has been implemented for the naming conventions used in VBScript development. In the brief code snippets listed previously in the chapter, you might have noticed some strange looking prefixes ahead of the variable names. These VBScript prefixes, found in Table 7.5, give you hints as to what sub-type to expect within the Variant variable. Table 7.5 VBScript Preferred Variable Naming Conventions Sub-Type Variable Pre-Fix An Example Boolean bln blnActiveAccount Byte byt bytImageData Date/Time dtm dtmClientBirthday Double dbl dblMaxDelay Error err errAccountCreation Integer int intPassCounter Long lng lngRateOfTravel Object obj objDatabase Single sng sngAvgSpeed String str strLastName The use of naming conventions in your development is entirely voluntary and is in no way enforced by the compiler or script processor. There is no system or server constraint that will require you to follow any particular naming convention. Professional developers utilize naming conventions in code because it enhances the quality and maintainability of their systems. Your company has likely already implemented standard naming conventions for in-house development. If there are none, it is prudent to follow the vendor's naming conventions as that is most often what will be implemented in other development shops.



Constant Naming Conventions As you read at the beginning of the chapter, data is broken down into variables and constants. VBScript provides the Const declaration to insure that a constant variable is not assigned a value during script execution. To define a variable as a constant, you use the Const keyword, along with an assignment when declaring the variable. Also, when declaring constants, use all upper case letters, separating words with underscores. This is another standard naming convention as shown in the following constant declaration: Const MAX_ITERATIONS = 10
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Now when you use the constants in your code, there is no mistaking their intent or their use. This will also help to ensure that Joe Programmer, who now maintains your code, will not mistakenly try to change one of your constant variables. If Joe does attempt to assign a value to a Const variable within the script, an illegal assignment run-time error will be generated..



Scope Naming Prefixes The last piece of the naming convention puzzle concerns the variable name's hint as to the scope in which it exists. For procedure-level variables, no prefix is recommended. For those variables that are script-level, add an s to the beginning of the variable name. Dim sblnAccountActiveFlag



'Active Accounts have this flag set to true



Now, just by seeing the variable name, we know that this is a script-level variable that holds a variable of sub-type Boolean, and from the variable name, that the variable is a flag that shows the status of an account.



Commenting Your Code We have been talking a lot about naming conventions, variable prefixes, and the use of descriptive names for variables to give you and other developers hints as to what you are trying to accomplish in your application. To take this to the next level, you will want to add comments to your code along the way as well. When you have to pick up code that you wrote 5 or 6 months ago to add functionality or (not that this will happen to you) to fix a bug, you will thank yourself for commenting your code. As Steve McConnel notes in Code Complete, commenting code correctly can enhance its readability and maintainability, but comments implemented poorly can actually hurt one's understanding of the code. There are a few main rules that you can use as a guide for commenting your code. ● Any variable of significance, especially script-level variables, should be commented when they are declared. ● Do not comment code that is self-documenting. For example: intCounter ' this is a counter. ● Add comments to the beginning of the script, stating its purpose. ● Comment all functions and subroutines as to what they do. A good template for commenting functions and subroutines follows. '******************************************************* ' Description: A brief description of the purpose of ' the procedure ' Arguments : A listing of each argument and what it ' is used for ' Returns : what, if anything, does the proc return ' Modified : The date the procedure was last modified, ' the developer who did it, and what was ' changed. '********************************************************
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Comments within the code itself should be placed to enhance the understanding of the code. As you add blocks of functionality, you should add comments that help to explain the flow. For example: <SCRIPT LANGUAGE="VBScript">


" & _



"The record already exists" Case 2001 'Insert Failed, Invalid Row Data strCustomMsg = "Insert failed.



There was invalid input data"



Case Else strCustomMsg = "Sql Error processing insert: " & sqlError End Select As you get into Chapter 9, "Calling Procedures: Functions and Subroutines," you will be constructing functions that make full use of the Select Case file:///C|/e-books/asp/library/asp/ch08.htm (14 of 21) [10/2/1999 5:17:49 PM]



Working with Active Server Pages - Chapter 8



construct's many useful features.



Understanding Looping Looping is one of the most powerful processing constructs available. Programming loops provide your programs with the ability to execute the same block of code over and over again, until a predefined condition is met. To understand looping, you need only take a look at any number of activities that you perform throughout the year. Take a moment to try to remember the last time that you planted a tree (or a bush, anything that you had to dig a hole to plant). Based on the type of plant and its size, you determine the size of the hole that you need to dig. You pick up your shovel and begin. You put the shovel in the dirt, kick it down, and throw the dirt to the side. Are you done yet? No? You start to dig again, and after each shovelful of dirt, you determine whether the hole is large enough. If not, you continue to dig. If it is, you plant your tree and go on to some other essential task, like cutting the grass or napping. The workflow of this planting process is shown in Figure 8.2.
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Figure 8.2 Examples of Looping are found everywhere. This outdoor planting exercise is a perfect example of how a loop works. You know you have to meet some predetermined criteria (a hole of a certain size). You have a block of work to perform (dig a shovelful of dirt each time) that will ultimately fulfill the requirement, but you are not sure how many times you will have to perform the work until the criteria is met. Then, you go ahead and perform the block of work until the condition is met. As you will see, constructing loops programmatically is implementing that same repetitive functionality in your code.



Do Loops The Do Loop construct is one of the looping methods with which you can perform multiple executions of a block of code within your Active Server Pages scripts. The template for the Do loop is: Do [{While | Until} condition] [statements] [Exit Do] [statements]
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Loop Notice that the test to see if the condition is met is performed before the code within the loop is ever executed. In this case, the statements within the loop will be executed 0, 1, or more times. There are, however, a number of situations in which you want to ensure the code within the loop is executed at least once. To add this functionality, we move the test for the condition to the "bottom" of the loop, and now have the second form of the Do loop. Do [statements] [Exit Do] [statements] Loop [{While | Until} condition] In this form of the Do loop, the loop will be executed at least one time. This is an important distinction. Where you place the condition determines if and when the code within the loop is executed. Don't let the While/Until confuse you. They are just two ways of expressing the same functionality. Which one you use will be determined by which "sounds" better. Because you usually code from pseudo code that was generated from business requirements, you select the one that expresses the condition best. Do While intValue < 4 is functionally equivalent to Do Until intValue > 3 The form of the Do loop (testing at the top or bottom) that you choose will be determined solely on whether you want to ensure the loop executes at least one time. Other than where the condition is tested, at the top or bottom of the loop, the two forms are functionally equivalent. As your script merrily goes on its way executing the code within the loop, there will surely come a time in which you want to immediately exit from the loop. If you find this out at the bottom of the loop, you could just put a condition killer (a value that satisfies the condition, exiting the loop) into the variable that you are checking. This is not the best solution, and no solution at all if you are somewhere in the middle of the loop when you determine that you need to exit. To exit the loop at any time within the loop code block (before meeting the condition that causes the loop to end), use the Exit Do statement. This immediately causes the processing within the loop to stop. You can also nest Do loops. The Exit Do statement will transfer control to the loop that is one level above the current nested loop. If the loop is not nested, or if you are in the top-most nested loop, the Exit Do statement returns control to the first statement immediately after the loop. Take a look at an example of nesting loops and the Exit Do statement. Dim intCounter1, intCounter2 file:///C|/e-books/asp/library/asp/ch08.htm (17 of 21) [10/2/1999 5:17:50 PM]
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intCounter1 = 0 Do While intCounter1 < 10 intCounter2 = 0 Do intCounter2 = intCounter2 + 1 If intCounter2 = intCounter1 * 2 Then Exit Do End If Loop While intCounter2 < 10 intCounter1 = intCounter1 + 1 Loop In the preceding example, the value of intCounter2 gets up to nine only five times. Notice the Exit Do in the nested loop will exit the inner loop but will not exit the outer one. After the outer loop is completed, intCounter1 will have a value of 10. You will find there are situations when you want to start processing in a loop and never exit. The loop will not end until an error condition is raised or some internal flag is set to exit the loop. To set up this type of loop, you use True as the condition of the statement. Do While True GetUserInput If blnError Then Exit Do End If Loop In the preceding example, the code continues to execute until the blnError flag is set to True. This "endless loop," as it is more commonly known, is not a favorable occurrence in most cases. If you did not explicitly intend for the loop to execute forever, and it does, you have a problem that needs to be addressed. file:///C|/e-books/asp/library/asp/ch08.htm (18 of 21) [10/2/1999 5:17:50 PM]
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While...Wend The While construct is a construct that is much like the Do...Loop construct. Its template follows: While condition [statements] Wend This is functionally equivalent to the first form of the Do loop that was discussed previously. The major difference is the absence of an Exit While statement to leave the loop before the condition is met. The option of using Until in the condition is also lacking. In the next example, you want to find out how many occurrences of the word "the" are in a text area passed back to us from a form. You can use the While...Wend construct to facilitate this activity. Dim strTextArea, strSearch, intPosition, intOccurrences intPosition = 1 intOccurrences = 0 strSearch = "the" While InStr(intPosition, strTextArea, strSearch) intOccurrences = intOccurrences + 1 IntPosition = InStr(intPosition, strTextArea, strSearch) + 1 Wend You are using the InStr function, which returns the position of one string within another as your condition. A While condition is evaluated just like the condition of an If statement. If the expression evaluates to a numeric value, any value other than 0, the condition will be considered met or True. The InStr function returns 0 if the search string is not found. The intPosition is the position from within the target string to start the search. The While works well in this case because you do not need to exit the loop until the entire string is searched, nor will you have to execute the loop at least once. Either the condition is met (an occurrence found) or not. In general practice, it is better to use the Do…Loop construct than the While...Wend. The Do loop is much more flexible and provides a number of additional features that are not available in the While...Wend loop. You will encounter this construct if you are converting from older code or adapting older VB code to be used by your Active Server Pages scripts.
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For...Next Loops The For...Next loop provides much of the functionality of the Do loop but with an important difference: you know before you enter the loop how many times you want to execute the code within the loop. The For...Next loop template is shown as follows: For counter = start To end [Step step] [statements] [Exit For] [statements] Next The counter is initialized to the value in start and then incremented by step each time through the loop. If not ended prematurely, the loop will stop executing when the counter is greater than the end value. The counter is incremented at the bottom of the loop. The For loop also has an easy exit-the-loop statement, Exit For, which will break out of the loop regardless of the status of the condition, just like the Exit Do in the Do loop. The power inherent in the For Next Loop construct is demonstrated by creating a function to perform the calculation of a factorial. Factorials are mathematical calculations that multiply a value by each integer value less than the number you are computing the factorial for. For example, the factorial for !4 would be 24 (4 * 3 * 2 * 1). I know this is a bit premature, but you will now see a function to compute the factorial of a number, just a quick taste of what to expect in Chapter 9, "Calling Procedures: Functions and Subroutines." Function ComputeFactorial(n) dim intCounter, intFactorial intFactorial = CInt(n) For intCounter = CInt(n) - 1 To 1 step -1 intFactorial = intCounter * intFactorial Next ComputeFactorial = intFactorial End Function The ComputeFactorial function calculates the factorial of the number passed in. We know ahead of time that we want to loop for n - 1 times to calculate the factorial. When the step is not explicitly stated, it defaults to 1. You can also have a negative value as the step value to decrement a counter over a given range. We file:///C|/e-books/asp/library/asp/ch08.htm (20 of 21) [10/2/1999 5:17:50 PM]
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could have written this code using a Do loop, or even a While loop, but the For loop is the best construct to use when you know the number of iterations you will be executing in advance. One of the things that you will be using the For loop for is array processing. You can loop through the members of an array in no time using the For loop. Say that you have an array of names that define a set of active members of some group. You are now going to verify that a new user coming in to your site is a member of this list. You are going to fill an array of all the valid members from a database. Dim memberArr(10), intIterator …Code to load memberArr from database or flat file… blnMember = False For intIterator = 0 to Ubound(memberArr) If strUser = memberArr(intIterator) Then blnMember = True Exit For



'We have verified the user, exit the loop



End If Next In reality, you would likely just query the database each time to verify the new user. It is possible that you could maintain a small list of users in a flat file and read that into an array to verify users, as well. Anyway, you use the For loop to walk the array from 0 to its upper bound. You then use a conditional If statement to see if the username that was passed in matches any of the names in the array. If they do, you set the member flag to True and immediately exit the loop using the Exit For statement.



From Here… You have looked at a number of programming constructs that allow you to make decisions and perform operations on your data. Without the ability to process conditional statements or to perform looping in your code, you would be reduced to code each revolution of the loop individually. How would you like to spin through a 100-item array and have to create a new line of code for each array element! You are headed toward the end of section 2. Here is how you will be integrating what you have learned so far: ● Chapter 9, "Calling Procedures:Functions and Subroutines," integrates the power of conditional processing and looping into reusable code blocks called procedures. You learn how to design, create, and test procedures, integrating all of the things you have learned up to this point about data, variables, and program flow. © 1997, QUE Corporation, an imprint of Macmillan Publishing USA, a Simon and Schuster Company.
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Chapter 9 Calling Procedures: Functions and Subroutines Over the past few years, countless articles and books have been written and discussions held centering on code reuse. The latest development in code reuse,- although it has been around now for quite some time- is object-oriented development. The basic concept involves encapsulating key pieces of functionality in different objects. Then, when you are ready to create your application, you have an inventory of prebuilt functional objects to choose from. The many benefits of code reuse can be reaped in almost any development environment (although many developers would like you to believe that it is only attainable via SmallTalk or C++). In this chapter, we will discuss crafting procedures to maximize code reuse in your Active Server Pages development. ● Partitioning your application



●



Partitioning involves the process of breaking down your application into smaller logical pieces to create a framework for encapsulating key functionality into procedures. Creating VBScript procedures



●



This involves understanding the process and syntax of creating functions and subroutines for use in your scripts. Tips and techniques for procedure design



●



We provide a blueprint to follow when you begin to build your procedures. Handling errors



●



Proactive handling of errors ensures that your clients have a pleasant experience at your site. Using Server-Side Includes The use of Server-Side Includes provides a mechanism to add prebuilt functions to your script from external files.



Examining Procedures As you begin to develop your Active Server applications, you will find that they consist of a number of interrelated pages; each page is a logical division of work, expressed by the functions you embed within that page relative to those pages that it is linked to. Within any specific page, you can also divide the functionality into discrete pieces by using procedures. A procedure is a logically related group of statements that can be executed by a single statement. Creating procedures enables you to encapsulate specific actions and/or calculations within a callable routine. As an example, in the following code snippet, the CreateNewUserId function is called. The function creates a new user in the database and returns the new Id as a string sub-type variant. strNewId = CreateNewUserId() For the moment, we will defer talking about the cases in which the Id was not created successfully. Instead, focus on the fact that with one line of code, you have executed a procedure that performs a logical unit of work (creating the Id). The implementation of the CreateNewUserId function could conceivably be fifty or sixty lines long. There are a number of reasons why it makes sense to logically divide up your page into statements of related functionality through the use of procedures. In the previous example, imagine that you need to create a number of new user Ids within a script. If you did not encapsulate the functionality within a procedure, you would have to copy/paste the fifty lines of code in each place within the script that you needed to create a new Id. In addition to the extra code that must be put in and parsed, if you were to change a line of code within the CreateNewUserId routine, you would have to change that line in each place that you copied the code to. This need to find each statement to be changed also introduces another point of possible failure and inconsistency into your code. This is one of the main benefits of procedures. When you make a change within a procedure, all of the scripts that file:///C|/e-books/asp/library/asp/ch09.htm (1 of 15) [10/2/1999 5:17:54 PM]
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reference it will automatically benefit from the revised code. There is no chance of forgetting a place (each of those copy/paste steps) where the code needs to be changed. You will run into enough of those problematic situations in the first few months without any extra help! In the preceding example, we mention that you might be calling the CreateNewUserId function a number of times within the same page. A more likely situation is one in which you want to use the routine in a number of different pages. Again, you don't want to resort to the copy/paste routine. You will want to utilize a functionality called Server-Side Includes, which allow you to share procedures, and any file for that matter, between multiple scripts. More on Server-Side Includes will be found later in this chapter in the section "Using Server-Side Includes." You can use any combination of variables, arrays, and control statements found in Chapter 7, "Understanding Variable Typing, Naming, and Scoping" and Chapter 8, "Working with Program Flow and Control Structures," within the body of the procedures that you create. You can also integrate calls to the objects that are delivered with the Active Server Pages product, as well as any third-party objects that you acquire. This provides you with a powerful set of building blocks to begin crafting your procedure library. And in effect, what you will want to do is just that: Begin to create a library of procedures that you can use over and over again in your ASP development. This is a major source of code reuse that will make future applications much easier to develop. There are two types of procedures within the VBScript environment, subroutines and functions. They both provide a method to logically group a related set of statements. There are, however, some subtle differences between the two, noted in the next two sections.



Subroutines A subroutine is a block of code that you can invoke from anywhere within your script. The template for a subroutine procedure looks like this: Sub procedure-name(argument list) statements to execute [Exit Sub] statements to execute End Sub The argument list contains the values that are passed into the subroutine, which can be referenced in the body of the procedure. In the Visual Basic environment, argument values are passed either By Reference (ByRef)or By Value (ByVal). Passing a variable ByRef enables the subroutine to alter the value of the passed in argument. Passing a variable ByVal passes only the value of the variable into the subroutine. The variable can not be changed within the Sub procedure. The current version of VBScript only supports passing arguments ByVal. Be sure to check the documentation as each new release is made available. I'll bet that you will be able to add the ByRef option to your VBScript repertoire shortly. The Exit Sub statement found within the subroutine template is an optional statement that works just like the Exit Do or Exit For statements within a loop. When an Exit Sub statement is encountered, the subroutine is exited immediately. The Exit Sub statement is usually found with an If statement, as in: if a condition exists (an error, or other), leave the subroutine immediately.



Because VBScript only allows passing arguments by value, use script level scope variables if you need a variable to be visible in all procedures within a page.
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There are two ways to call or invoke a subroutine. The first is to call the routine by typing the subroutine name followed by a list of arguments separated by commas. The second way is to use the Call statement in front of the subroutine name. If the Call statement is used, the parameters passed to the subroutine must be enclosed within parentheses. The following examples show how a simple subroutine that writes a greeting to the HTML stream can be invoked using either of the two subroutine calling syntax: Greeting server.request(UserName) or Call Greeting(server.request(UserName)) Sub Greeting(strUserName) response.write(strUserName) response.write(", welcome to our page!") End Sub



Functions A function is very similiar to a subroutine with two important differences. First, when calling a function, you must use parentheses around the argument list. If there are no arguments for the function, you must still include parentheses, although they will contain nothing: FunctionName(). The second difference is that a function will return a value to the calling procedure or statement. The template for the function procedure follows: Function name [(arglist)] statements to execute [name = expression] [Exit Function]



statements to execute End Function You will set the return value of the function by assigning a value to the function name within the body of the procedure. If you do not explicitly assign a return value to the function name, it will return zero. Until the ByRef argument passing option is added to VBScript, you will likely find yourself creating more functions than subroutines because you will not be able to change the value of the arguments passed to a subroutine The following example illustrates a common function, returning a description of an error, based on an error number passed in. Function ErrorMessage(intErrorCode) Select Case intErrorCode Case 1024: file:///C|/e-books/asp/library/asp/ch09.htm (3 of 15) [10/2/1999 5:17:54 PM]
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ErrorMessage = "Insert record failed due to key violation" Case 1100: ErrorMessage = "Update failed.



Key not found"



Case 1220: ErrorMessage = "Invalid Key for Update" Case Else: ErrorMessage = "Uncategorized Error: " & intErrorcode End Select End Function In reality, this function might include a hundred different error messages. The key thing to remember is that the return value for the function is set by assigning a value to the function name. Also, notice that this type of function is an ideal one to add to your function library. Error numbers and their associated error messages can be standardized across your site allowing one function to be used for all cases in which you need to return an error message to the client.



Error Handling Within Procedures I have often heard it said that an ounce of prevention is worth a pound of cure. I was never sure what the cure was, but I'd sure prefer to expend the ounce up front, than to worry about the pound later. When a script that is processing encounters an error (an un-trapped error), the client browser receives an error message from ASP that can include the .asp file name, the line number of the error, a short description when appropriate, and other error information. Now, this is valuable information for you to use when debugging the application, but it is NOT the kind of impression that you want to leave visitors to you Web site with. There are two main things that you can do to reduce the possibility of one of your pages blowing up in production. The first is to test, test and test again. There is no substitute for testing your application, ensuring that the links are available and that calculations performed are accurate. We will talk more about testing in the section "Creating Reusable Procedures" later in this chapter. The next activity that you need to perform is to embed error-handling logic within your procedures. Within the Visual Basic environment, there is a fairly robust mechanism for handling errors, even raising your own errors within the framework. The ability to raise custom errors and to trap them intelligently is a key component of integrating custom objects into your script development. In VBScript, your options are a bit more limited. Even though you have limited tools available to trap errors, with a little work, you can catch the majority of them. The first (and only) construct that enables you to instruct the script processor to take an action when an error occurs is the On Error Resume Next statement. The syntax of the statement is: On Error Resume Next When ASP encounters an error executing a statement, the On Error Resume Next statement causes the script to jump to the statement immediately following the statement in error. You can think of it as Resuming after an error at the Next statement. Using the On Error statement in tandem with the Err object enables you to respond to the majority of errors you will encounter in your Active Server Pages development. The On Error statement has scope, as well. You can set the scope at the script or procedure level, just as you set variable scope. Generally, you will want to implement error handling within file:///C|/e-books/asp/library/asp/ch09.htm (4 of 15) [10/2/1999 5:17:54 PM]
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your procedures (where most of your script code will live anyway).



Working with the Err Object Information about errors that are encountered as your scripts execute is stored within the Err object, which is an intrinsic part of the VBScript language. It has properties that are set when errors occur, and methods that can be performed. The properties of the Err object are outlined in Table 9.1. Table 9.1 Err Object Properties Property Description Example Number The error number for the most recent error 11 Description A string containing a description of the error Division by 0 Source A string containing the source of the error Project.Class When an error is raised within a Visual Basic class module, the source property is in the format Project.Class, where project is the Visual Basic project file and class is the class name of the method that was executing when the error was raised.



See "Handling Errors Within Your Classes" for more information about Visual Basic classes and raising errors from within class modules, in Chapter 14.



There are two methods associated with the Err object. The first, Err.Clear, is called with no parameters and clears any information residing in the properties of the Err object. The second method, Err.Raise, raises a run-time error. The template for the Err.Raise method is: Err.Raise(number, source, description, helpfile, helpcontext) The only required parameter is the number, which is the number returned from the Err.Number property. The source and description are string parameters, the uses of which are described in Table 9.1. In Active Server Pages VBScript development, you will not use the helpfile or helpcontext variables.



If you call the Err.Raise method and do not include all of the parameters, any values that were in the Err object will remain. To ensure that you do not inadvertently leave erroneous information in the object, call Err.Clear before you call Err.Raise.



Error Handling in Action One of the best places to use error handling within your programming development is at the procedure level. Because procedures are logical units of work, it makes sense to have error handling that is specific to each procedure. In the following example, we have embedded error handling within our procedure to ensure that an error is appropriately trapped. Do you remember imaginary numbers? Now there was a class of numbers that I could relate to. Their only use in high school was in taking the square root of a negative number. In the VBScript world, there is no support for imaginary numbers (only imaginary features), and if you tried to calculate the square root of a negative number, you would generate a run-time error, which, in this case is exactly what we are going to do. <SCRIPT LANGUAGE="VBScript" RUNAT=SERVER> Function SquareRoot(varNumber) On Error Resume Next SquareRoot = Sqr(varNumber) if Err.Number > 0 Then Err.Clear SquareRoot = -1 End If End Function To set up the scenario, the SquareRoot (Sqr) function is called, passing in a negative value as the argument. The first line within the function is the On Error statement. When an error is encountered, the On Error statement lets the execution pass to the next line. If you do not check the Err object for an error condition, and you have the On Error statement, your function can return invalid or incorrect information from your procedure if an error is encountered. The way to handle this is to add checks of the Err object in strategic places (those most likely to generate an error). You could, potentially, check the Err object after each statement is executed, but that would be inefficient. The key is to place the Err object check at critical points within the procedure. Because you will be creating procedures that perform one logical function, it should be easy to select the appropriate places to add Err object checks. Back to our SquareRoot example code: If the number passed in to the function generates a run-time error within the Sqr function, the function sets the return value to -1. This value notifies the calling statement that an error has occurred within the procedure. Notice that we are actually introducing another level of error handling into the script. We are handling the run-time error within the procedure, and then responding to an error condition (return value of -1) within the script proper. In most cases, you will be checking the value of a return code from a function to verify that the function has completed successfully and then code for appropriate action based upon the outcome.
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Creating Reusable Procedures Coding in VBScript is not a traditional object-oriented reuse exercise, but by creating useful procedures, combined with the Server-Side Include capability of ASP and Internet Information Server, you can ensure that you will be reusing your code just like the Object-Oriented developers (well, not just like, but close). For those of you who are Visual Basic developers, many of the functions (and those subroutines that don't change the passed in arguments) can be moved directly into your VBScript library. To create a library of reusable procedures, you need some guidelines and a method to create them. The first bridge that must be crossed, of course, is to create the reusable procedures. To be reusable, procedures must provide a level of functionality that is generic enough to be used in a variety of situations. These types of procedures include formatting code, header and footer code, advertisement code, database query code, and others that have wide applicability across applications. The first step in creating world-class procedures is to define the requirements of the routine. This just requires some thinking to determine the exact functionality that the procedure will provide. For example, suppose you want to create a generic procedure to validate credit cards. There are a number of questions that come immediately to mind: ● What type of credit cards will be processed? ● How many digits are required for each type?Which back-end service will provide the authorizations? ● How often will the procedure be invoked? ● Are there turnaround time requirements? You need to address every question that you come up with regarding the procedures functionality before you write a single line of code. Once you have settled on the functions that the procedure will provide, the next step is defining the arguments that the procedure will accept, and optionally, the return value that the procedure will provide. Again, there are a number of questions relating to the arguments or parameters that the procedure will accept and to the return values: ● What parameters will be passed in? ● Are all the parameters required for the process? ● Are there any range restrictions on the parameters? ● Will the procedure return a value? If so, a number or a string? ● How will your procedure notify the calling statement of errors in the return value? ● If the procedure provides a return value, how will it be formatted? You have answered all of the argument and return value questions (again, no coding yet). Now you are ready to begin examining the interfaces (if any) that your procedure will interact with. Interfaces include such things as database access, mini or mainframe connectivity, transaction processor access, and so on. With all of the answers to the questions posed above in-hand, you can begin thinking about any algorithms that will be implemented locally within your procedure. Do you need to perform any calculations outside of the interfaces? Are there any complex looping or array handling requirements? Again, these are questions that you need to answer before you begin to code the procedure.



Coding the Procedure The next step is to create the procedure skeleton. This includes the Sub or Function block, as well as selecting the name for the procedure. Just as you learned about the naming conventions for variables, there are naming conventions for procedure names as well. The naming conventions are more common sense and less rote, however, than those for variables. The best guide is to think of a name that, even if you had never seen the code, would give you a clear idea of what function(s) the procedure performs. For example, use InsertNewDatabaseRecord instead of addrec, or AuthorizeCreditTransaction instead of authtran. Now that you have gathered the necessary information about functionality and decided upon a name, you can begin to code the file:///C|/e-books/asp/library/asp/ch09.htm (7 of 15) [10/2/1999 5:17:54 PM]
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procedure. When you are developing a complicated procedure, it is often wise to code the entire procedure in pseudo code, and then implement it in VBScript. Using pseudo code will do two things for you. First, it enables you to write out the logic of the procedure in near-English and helps you to ensure that all of the functionality that was specified in your design is in the procedure. Second, the pseudo code becomes the documentation for each step within the procedure. You just add the comment delimiter in front of each line of pseudo code and viola, your code is fully commented! Basically, pseudo code is the use of English phrases to illustrate the functions that your code will carry out. An example of this follows: Function AuthorizeCreditTransaction(strAccountNumber, dblAmount) Verify that the account number is valid If the account number is invalid return invalid account Connect to the Credit Authorization Service Send the Authorization Transaction Receive the Authorization Return the Authorization to the calling procedure End Function Notice that we have not included a single line of VBScript in this psuedo code, but we have mapped out the entire procedure. Now it's time to integrate the answers to each of the questions that you asked earlier. If there were range restrictions on the arguments passed in, add them now. For example, you might implement a mod 10 check digit routine on the account number before it is sent for authorization. A mod 10 check digit is an algorithm used to verify that an account number is valid within a vendors range. This provides a local level of account verification before the transaction is sent to the authorization process. You also might ensure that the amount passed in is greater than zero. These would, of course, show up in your pseudo code as well. The mod 10 check digit also might be a function in and of itself that would be called from your AuthorizeCredit Transaction function. Now, you can go back and add the scripting to complete each line of the pseudo-coded procedure. As you add the functional code, you will also introduce error handling code where appropriate, as discussed in the preceding section "Error Handling in Procedures." When you have completed the procedure, it is time to test it.



Checking the Routine As Vidal Sasson once said, "The only place where success comes before work is in the dictionary." This is true in creating successful procedures as well. You have surely spent a considerable amount of time already crafting the procedure, but your job is not yet done. Even though you have carefully coded the procedure and introduced error-handling code in appropriate places, there is no substitute for rigorous testing to ensure that the procedure functions in all circumstances in your production environment. There are a number of fine texts available that can guide you through this rigorous testing process. Presented below are an outline of some of the specific test methods to get you started: Unit Testing Unit testing involves testing your procedure against the outcome criteria that you determined in the questioning phase in a stand-alone environment. This ensures that all of the interfaces and internal procedure logic are working correctly without worrying about external factors affecting the procedures performance. Things to test during this phase include passing in valid
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and invalid arguments, making services unavailable to test the robustness of your error handling code, and processing the function to completion to check the return value, if any. Integration Testing After the unit tests have been completed successfully, you move into integration testing. This involves including the procedure into an application and again testing the scenarios outlined during the questioning phase. This enables you to determine any potential problems in integrating the procedure with other code. This would be a place that you could find (if for some reason you forgot the Option Explicit declaration) a common variable in your procedure that was not dimensioned, and was subsequently overwritten by a script-level variable within the integrated script. Deployment It is now time to deploy your procedure into production. If you have followed the testing steps above, you will end up with a logically sound, error free and tested procedure that you can add to your growing procedure library. Now that you have all of these powerful generic procedures, you can maximize their use by including them into your pages. As it happens, we are now ready to discuss how to perform this feat, using Server-Side Includes.



Using Server-Side Includes If you have ever done development in C or C++, you can think of Server-Side Includes as being somewhat analogous to the #include directive. In the C language, the #include directive enables you to insert the contents of one file into another file at compile time. Development in C and C++ would be impossible if you could not #include files in-line. Server-Side Includes (SSI) perform a function similar to the #include directive. In its most basic form, SSI includes the contents of one file into an HTML stream before that file is sent to the client. The included file can be a text file, an .html file, an .asp file, a graphic file, or almost other file existing on the server. Imagine this scenario: You have a Web site composed of hundreds of linked pages for your company. You want to provide a standard look and feel across all of your pages, so you can project a single image to any point on your site where a client may be browsing. On most Web pages there are standard headers and footers with links or graphics or some other unifying display that is consistent across the site. But, the information in these headers and footers change throughout the month (or even day). If you had to go to each page and change the information within the .html or .asp file, you would need to hire a team of Internet savvy Kelly Temps just to keep you up-to-date. Or, you could use Server-Side Includes and only have to change one or two Include files. Any changes made to the included files would then ripple through your entire site the next time a page was requested. Scenario number two: You have yet to reach this part of the chapter. You were so excited when you learned about procedures, you stopped at that point and spent the next week or so developing procedures. Now it is a week later and you have a number of generic, well-thought-out, tested procedures that you are going to use in your Web pages. A few years ago, before the wizards that we find in most development environments these days were even a thought, the best way to start a new program was to find an old one that did something similar and then use the highly efficient CPC system (copy, paste, code) to complete your task. Although Server-Side Includes are not analogous to code wizards, they will let you avoid the CPC syndrome when you want to include pre-existing procedures into your Active Server Pages applications.



Server-Side Includes: How To Before we begin, you must be aware that we are going to be discussing two types of Server-Side Includes. The first is provided by Internet Information Server (IIS). The Includes that are provided by ASP when processing .asp files are currently limited to including external files. As you continue through this section, the IIS vs ASP nature of the discussion will be clearly marked. A couple of steps are involved in using SSI to enhance the functionality of your Web applications. The first step is to decide what file(s) you want to include. The second step is to add the Server-Side Include statement into the target .stm or .asp file. An .stm file is the same as an .html file, but causes the file to be pre-processed by the SSINC.DLL (Server-Side Include dynamic link library) which actually handles the Include functions for those non .asp files. Server-Side Includes are through the use of pre-processing directives. These directives have the following syntax:
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You will be examining a number of these directives, but first, you will move on to those that will be used most often in your development programming.



The default extension for the files that will be processed for Server-Side Includes by IIS is .stm. To change the default extension, edit the registry entry for the Server-Side Includes extension.



Including Files The following discussion on including files is applicable to both IIS and ASP. There are two ways that you can specify a Server- Side Include file to include within a target file. The only difference in the two methods is where the Server-Side Include file is in relation to the target file. The first is the virtual file include method: This will insert the file inclfile.txt into the HTML stream at the point that the Server-Side Include is found in the page. The file name is found in a directory, relative to the path for the base directory of the Internet Information Server (IIS). If you accepted the defaults when installing IIS, the base directory will be \WINNT\SYSTEM32\INETSRV, so the inclfile.txt will be located in that directory. You can also specify a path for a virtual include. The path will be in relation to the base directory of IIS as well. For example, to include the following file: \WINNT\SYSTEM32\INETSRV\INCLUDES\HEADER.TXT You would use the following include statement: Notice that the directory delimiters (slashes) are in the opposite direction to what most of you are familiar with (unless you have worked in the UNIX or AS400 environments lately). They are used in that fashion because the Server-Side Include specification was developed in the UNIX environment. Even though the standard uses the forward slash, the backward slash will work equally well for Server-Side Includes. The second method to include a file is with the FILE include directive, which looks like this: Using the FILE include directive, the include file is located in relation to the location of the current target document. So, if you want to include a file in the same directory as the target file, leave off any directory path information. If you want to include a file that is under the target document-for example, a directory called scripts-then you would use the following statement: You might be wondering why there are two methods of doing what appears to be the same thing. Well, the real reason that you are given these options is to increase the flexibility of your Web development. There are generally two classes of files that you file:///C|/e-books/asp/library/asp/ch09.htm (10 of 15) [10/2/1999 5:17:54 PM]
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want to include. The first class are application-specific files, like the custom header and footer that were mentioned previously under "Using Server-Side Includes." These might be in a sub-directory stored beneath the location of the corporate Web pages default directory. In the next case, you will want to include, in many applications, all of those functional and thoroughly tested procedures that you have already developed. The two file include methods give you the flexibility to easily process Server-Side Includes in both situations. An included file can have another Include directive within it. This is useful when you want to include a number of common procedures found in multiple files. In the first Include file, you will include directives including the common procedures. Then, in the target file, you would only need to include the first file containing the other Include directives, instead of an Include reference for each and every common procedure file. Just be careful not to include a reference to a file within that file. This will create an endless include loop, NOT a good thing! File Information Includes In addition to including files into your document, you can also include a number of items (file size, last mod date) about a particular file into your HTML stream. The file information includes are not currently supported within the ASP environment. To include the size of a file, you would use the following directive: You can use either a virtual path or a relative path when using the FSIZE directive. The size of the file inclfile.txt, in kilobytes, will be included in the file. This is a particularly handy directive when specifying a file for download. You can include the filename and the file size, so your client will have an idea of how long a download might take. The number returned, using the FSIZE directive will be comma delimited in the thousands position. A 1 megabyte file will be returned as 1,024. You can also obtain the date that a file was last modified to include in your HTML stream by using the FLASTMOD directive: This directive also can be used with files that are referenced using a virtual or a relative path. By default, the date that is returned by using the FLASTMOD directive is in the format Weekday MonthName DayNumber YearNumber. The format of this date, as well as the default size returned by FSIZE (kilobytes) can be changed by using the configuration directive option of SSI. Configuring Server-Side Includes There are a number of options that you can specify to override the default behavior of the data returned from an SSI call. The format used when setting a configuration option is: The option string is relevant to the configuration option that you are setting. If you think about it, this is a powerful feature. You can change the format of the information returned from the include without having to provide any formatting for it in your scripts. Setting the Format of the FLASTMOD Directive



As stated previously, by default, the FLASTMOD directive returns the last modified date of a file in the format Weekday MonthName DayNumber YearNumber (Tuesday, December 10 1996). By using the CONFIG directive with the TIMEFMT option, you have the opportunity to specify the information returned by the FLASTMOD directive. 



file:///C|/e-books/asp/library/asp/ch09.htm (11 of 15) [10/2/1999 5:17:54 PM]



Working with Active Server Pages - Chapter 9



To specify a new date or time format, you create a format mask using the options specified in Table 9.2. The locale reference found in the table is referring to that on the server where the include is taking place. Table 9.2 Parameters for Specifying Date and Time Formats for the FLASTMOD Directive; Examples based on a date/time of February 23, 1996 at 11:01:55 pm Parameter Description Example %m Month as a decimal number 02 %b Abbreviated month name Feb %B Full month name February %d Day of the month 23 %j Day of the year 54 %y Year without century 96 %Y Year with century 1996 %w Weekday as an integer 5 (0 is Sunday) %a Abbreviated weekday name Fri %A Weekday name Friday %U Week of the year, Sunday first day 8 %W Week of the year, Monday first day 8 %I Hour in 12 hr format 12 %H Hour in 24 hr format 23 %M Minute as an integer 01 %S Second as an integer 55 %P am/pm indicator for current locale pm %x Date representation for current locale 2/23/96 %c Date/time representation for current locale 2/23/96 11:05:55PM %X Time representation for the current locale 11:01:55pm %z Time zone abbreviation or blank CST %Z Time zone, or blank if unknown Central Standard Time %% Percent sign in mask %M%%%S If you have ever used the Format function within Visual Basic or VBA, you will be very comfortable using the #Config formatting masks. Here are a couple of examples of formatting a date and time, using different masks. For the purpose of these examples, assume that the last modified date/time on the file that you are going to use the #FLASTMOD directive on was February 6, 1991 at 11:05:09 pm. formats the time as 11:05 pm. You can include seconds in the time as follows: To format the date as shown in the preceding paragraph, you would use the following date mask: The configuration of the TIMEFMT remains in effect until the directive is called again within the page, or until a new page is
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loaded. Setting Default File Size Increments for the FSIZE Directive



As mentioned in the section about the FSIZE directive, the default number returned is in kilobytes. If you want to specify the file size in bytes, generate the following directive: This ensures that the file size returned to the HTML stream by the FSIZE directive will be in bytes, not in the default kilobytes. The number returned in bytes will be comma delimited in the thousands position as well. Setting SSI Error Messages



When a Server-Side Include fails for any reason, by default, a detailed message is returned that contains information explaining why the include failed. In many cases, you do not want this information returned to the client. To prevent this from happening, set the ERRMSG configuration option. Once this configuration option is set, the message set within the CONFIG directive will be the one returned to the client when an SSI error is encountered. The Echo Directive There are a number of "server" variables that are associated with any given request for the retrieval of a page. The Echo directive is not available in the ASP environment, but all of these server variables can be accessed within ASP by querying the Server object, discussed in Chapter 12, "Enhancing Interactivity with Cookies, Headers and the Server Object." Some of these variables are available to you for inclusion into the HTML stream that you return to your client, using SSI. The syntax of the Echo directive is: Depending on your requirements, you can use one or more or even all of the available variables. The most useful choices are shown in Table 9.3. For a complete list of all the variables available using the Echo directive, see your SSI documentation. Table 9.3 ECHO Directive Server-Side Include Variables Variable Name Description LAST_MODIFIED The date the document was last modified PATH_INFO Additional information about the document path,returned with a virtual path name PATH_TRANSLATED PATH_INFO with the virtual path mapped to the directory path QUERY_STRING The information passed to the script following the ? in the URL DATE_GMT The current system date in Greenwich Mean Time DATE_LOCAL The current system date in the local time zone GATEWAY_INTERFACE The current CGI revision level that is supported by the host server HTTP_[header name] All of the HTTP header information that will appear in a comma separated list HTTP_ACCEPT The MIME types that the browser can accept HTTP_ACCEPT_LANGUAGE The languages that the browser can accept HTTP_USER_AGENT The name of the browser software running on the client HTTP_REFERER The URL of the page that referred the client to the document on your site HTTP_UA_PIXELS The resolution of the client browser display
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HTTP_UA_COLOR HTTP_UA_OS



The color palette of the browser display The operating system of the client browser



An example of including some of the server-side variables follows: #ECHO VAR Samples Here are some examples of using the echo function

 The Local Date



:




The Remote Host



: 




All HTTP Header Information: The output from running this script will produce output like the following on the client: Here are some examples of using the echo function The Local Date



:Thursday December 26 1996



The Remote Host : 3.1.1.1 All HTTP Header Information: HTTP_ACCEPT:image/gif, image/x-xbitmap, image/jpeg, image/pjpeg, */* HTTP_ACCEPT_LANGUAGE:en HTTP_CONNECTION:Keep-Alive HTTP_HOST:selfanba HTTP_UA_PIXELS:1024x768 HTTP_UA_COLOR:color8 HTTP_UA_OS:Windows NT HTTP_UA_CPU:x86 HTTP_USER_AGENT:Mozilla/2.0 (compatible; MSIE 3.01; Windows NT) Executing Commands Using Server-Side Includes The last directive that is currently supported only under IIS is the EXEC directive. Using this directive, you can execute a CGI script, a shell command, or an ISAPI application (all ISAPI apps are packaged as DLL's). After the command, app, and so forth has executed, the output is inserted into the HTML stream. If there is any HTTP header information in the returned data stream, only URL redirection information is recognized, and the message is replaced by the text This document has moved to 'new addr'. The format of the EXEC directive follows the preprocessor directive format and looks like this: The CGI Option



Each of the options have slightly different meanings as they are implemented. The first, CGI, notifies the SSI processor that a CGI script (in its virtual path, if specified) is found in quotes after the equal sign. The CGI script can be formatted just as if you were calling it from your browser, with a ? and any parameters that need to be passed to the script delimited by +. The capability to invoke CGI scripts in-line, using SSI is a powerful tool. Remember when you read about the benefits of including files within your pages? These same benefits accrue to using CGI scripting in-line. With a combination of these two methods, you can maximize code reuse while at the same time, minimize maintenance. A call to execute a CGI command in a cgi-bin subdirectory beneath the document directory looks like this:
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This executes the querytme.exe CGI script, passing in 1week and 2days as parameters. The output of the script is inserted into the HTML stream immediately after the EXEC directive. A Commanding Option: CMD



When the CMD option is specified on the directive line, the CommandToExecute is the shell program to run. You can specify command line parameters, using the CMD option as well. You can specify a full path for the command, or you can let the server walk the path (those directories included in the PATH environment variable) to find the file. If the file is not found, an error message is returned as the text of the call. In this example, we are going to call the command cmdtest.exe and pass it a few parameters: Including an ISAPI Application



When Microsoft released the ISAPI specification, it created an entirely new market for Internet development tools. With the ISAPI functions now residing within the Microsoft Foundation Classes, it is a quick and painless exercise to create Internet server applications using Visual C++ and IIS. This new API has also created another third-party boon for developers. What once would have been coded in CGI can now, in many cases, be purchased as an ISAPI application. These applications can be leveraged in the Active Server Pages environment as well. ISAPI applications are more efficient and perform better than CGI applications because they run in the same process space as IIS. When you want to process an ISAPI application using SSI, you can also provide parameters, much like you did when using the CGI option. The syntax to call an ISAPI application named isapitst.dll with two parameters, an amount and a term, looks like this: 



From Here... This chapter covers procedures: what they are, how to create them, how to ensure that they are error free, and finally, how to reuse them in your ASP development. Now that you have a firm grounding in procedure creation, it is time to move into some of the more advanced features of ASP application development: integrating your VBScript with the objects provided by ASP. Each chapter in Part III discusses a unique component that shows you how to integrate these incredible pieces of functionality to create dynamic ASP pages. ● Chapter 10, "Managing States and Events with Application and Session Objects" introduces you to the first objects available within ASP. You will learn how to interact at an application level and with each individual's user session. ● Chapter 11, "Building a Foundation of Interactivity with Request and Response Objects" shows you how to interact with forms through the Request Object and how to provide dynamic HTML to your users through the Response Object.
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Chapter 10 Managing States and Events with Application and Session Objects ●



The problem of tracking user Sessions



●



In most Web applications, tracking users and their activities from page to page requires a large portion of the overall programming effort. . Setting up an application



●



Active Server Pages utilizes directory structures and the global.asa file for managing applications. Understanding Application and Session Objects



●



First, an overview of the Application and Session Objects' scoping, events and properties. Application Object, events and properties



●



The Application Object provides a mechanism to track sessions and store variables and objects for application-wide use. Session Object, practical applications Use the Session Object to manage a user's flow from page to page, tracking user input, and caching information.



Managing users as they navigate through an application represents a common and easily handled challenge in the traditional Client Server application development world. In the Web world, in contrast, Internet application developers find managing this challenge or, in essence, maintaining a user's state to be one of the greatest challenges to building a comprehensive Internet-based application. Because HTTP transactions between a browser and a Web server are independent with no persistence or connection state being maintained, even tracking a user as she moves from one page request to another can be a difficult task. For managing a user from her first page request, Active Server incorporated a model based on Cookies to generate a unique ID for users' browsers. On the first page request, the session OnStart event fires. This event sets the scope of several properties for the life of this unique browser's session. At the same time, the event defines a Timeout property to manage the session length. The Timeout property measures inactivity from the Cookied browser. This chapter explores in detail the ability to track users, but goes way beyond that ability, in exploring the valuable set of functionality extended to programmers through the Session and Application Objects.



Cookies are a feature of HTML 2.0 that enable an HTML author to write a variable or named piece of information to the client browser. If the browser supports HTML 2.0 or greater, this information is then saved as a file by the client browser program on the user's hard drive, and the browser automatically sends that information with any browser request to that domain. The Cookie has a duration property as well.



Active Server Pages Solves the Problem of Managing User Sessions In the typical Visual Basic client/server development environment, the Visual Basic program operates as the client, capturing any user input and responding to events such as a mouse movement. These user inputs, ranging from a mouse movement to the pressing of a keyboard button, leave the programmer with absolute control in managing the users choices and experience. The Web world of development has some important distinctions that frame the entire development model.
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Since Active Server Pages operates completely at the server, from VBScript execution to storing of variables, the normal Visual Basic model does not apply. The VBScript source code and the objects it invokes and references, only come into play when a user connects to the server by processing a form page or selecting a URL. In short, Active Server Pages is only invoked when a user moves from one page to another. At this point when a browser requests a page, the HTTP request or transaction sends only the simple HTTP transaction, including the page requested along with form or URL fields and some general browser-related information like Cookies.



For a more detailed description, reference information on the HTTP transaction standard.



The simple HTTP record layout passed between Web server and Web browser creates a challenge for managing an application, one of the key challenges becomes tracking users as they move between pages. This includes maintaining, in an easily accessible way, some unique tracking ID, as well as any information that must be displayed or manipulated such as a shopping basket of selected products in an order processing system. Several standard workarounds have emerged for dealing with this challenge, and Active Server Pages builds on the best of these approaches.



Tracking User Sessions: The Web Challenge A key challenge of Web programming is tracking each user from one page to the next and making information from their previous pages available on subsequent pages. This challenge can be met by using several basic approaches. But without Active Server Pages, the problem requires complex functions for generating unique IDs and difficult workarounds for keeping track of information or in other words, maintaining variables scoping during a user's working session. The challenge of tracking a user's session requires generating a unique ID and then ensuring that on every subsequent page that ID and any added user information continues to be available. Two basic techniques prior to Active Server Pages for accomplishing this include: ● Utilizing the Cookie feature of browsers ● Creating hidden fields/URL variables on a page If you use the second technique, you must ensure that the hidden field or URL variable gets passed to all subsequent pages and created as a new hidden field or URL variable on those pages. This is done to always keep the variable alive as a hidden form field or URL variable. An enhanced approach to moving hidden fields around involves maintaining a variable's scope by using a database or text file on the server to store this information based on the unique ID. Constant retrieval every time a new page gets requested, and passing the unique ID from page to page as hidden fields and URL variables requires careful planning because all possible page selections and flow must be carefully considered to ensure that unique IDs are not lost. Generating Unique IDs for Tracking Users The step of creating a unique ID and saving it as a variable requires more effort than you would expect at first glance. After generating and saving a unique ID, the ID must be carefully managed for it to be available to all subsequent pages during the user's session. Approaches to generating unique IDs generally result from some combination of date and time, user input, and IP addresses or, by using a database to generate a unique ID such as a counter field in Microsoft Access. Unfortunately, all of these approaches require careful planning. Take the approach of setting up a Microsoft Access table with a counter field and using the counter fields as the unique IDs for users entering the Web page. The first step becomes inserting a new record when the user first hits the page. However, since the insert of a new record will not return the counter field, a query must be done to retrieve that ID field. This is one example of the difficulties. You can't just request the last ordinal record because, of course, within a second or so of the insert command, a second user may have requested the same page and inserted a subsequent record. As a result, you must actually take some value such as date/time and insert that value as well so that you can retrieve the counter value. Even with this approach, you run the risk of having two transactions with same date/time values, down to the second. To further complicate things, you must have the date/time field available as a form field in the HTML document to pass it as a parameter. file:///C|/e-books/asp/library/asp/ch10.htm (2 of 20) [10/2/1999 5:17:58 PM]
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Managing User IDs and Scoping with Cookie/Form/URL Variables Regardless of how you generate your unique ID, the immediate challenge that follows becomes keeping that ID alive or always in scope from one page to the next. Without the Active Server Pages Session Object, one approach involves ensuring that every HTML page passes the ID as either a URL variable or a Form field depending on whether the page request results from a hyperlink or Forms processing. This would take the form illustrated in Listing 10.1



The empty string tests in Listing 10.1 determine if the variable exists because Active Server script returns an empty string when you attempt to reference an HTML field that does not exist.



Listing 10.1 HIDDEN_VARIABLES.ASP-Scoping Hidden Variables from Page to Page 



Next Page 



Next Page 







The methods discussed previously provide a framework for how most of the CGI-based programs currently operate with respect to variables, scoping, and user tracking. These techniques are based on a combination of HTML fields, Cookies, and unique ID generation. All these techniques become more stable and more insulated from the developer in the Active Server Pages Session and Application Objects.



Active Server Pages to the Rescue Active Server Pages provides an object model, which insulates the developer from all of the challenges relating to tracking users and generating unique IDs. The Session and Application Objects, not only provide support in generating unique IDs and maintaining the scope of variables, but they also implement the beginning of an event-driven model for developers. Active Server Pages defines an application as an execute permission enabled directory served by an Internet Information Server. As a subset of the application, a session results when a browser requests a page from an application directory. The session involves one unique browser, so as other browsers request pages from the same application directory, they invoke additional sessions. The first user to request a page from a directory that makes up an application invokes both an Application and a Session Object. As subsequent users request pages, they invoke additional Session Objects. The invoking of an Application Object kicks off the Application OnStart event, which executes scripts stored in the global.asa file. In addition, you can append variables and objects to the Application Object as new properties. When a developer's .asp file adds a new Application property, the Web server memory space is used to store the variable for use by future .asp files invoked.
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As a browser requests a page or file from the application directory, the Web server checks to see if that browser is involved in an active session. If not, the Web server returns the requested page to the browser and the Web server also writes a session ID value as a Cookie to the browser. By writing this Cookie, the Web server has provided a unique IDfor tracking this user session or browser during the scope of the session. The Web server maintains this ID and also monitors the Timeout property set for this session. If the time-out expires, the Web server abandons all information associated with this session. In addition, at the same time that the Web server writes the Cookie, it processes the OnStart event, executing any scripts stored in the global.asa for the Session OnStart event. Similar to the Application Object, Session Objects can have additional properties appended, enabling the storing of variables and objects for use by .asp files processed during that browser's session.



Setting Up the Application Developing an application primarily involves establishing a directory that is served by an Internet Information Server and has execute permissions. This directory location contains the source code for the application. The source code includes individual files that follow the naming convention name.asp. Web browsers will request these files similarly to the way files ending in .htm or .html are requested. In addition to general ASP pages, each application can have a single file named "global.asa," which stores scripts for the OnStart and OnEnd events for applications and sessions.



Though not explicitly restated here, in order to use Active Server Pages, the directory containing the described files must reside on a Windows NT Server with Internet Information Server set up for your directory.



IIS Directory Defines Application Building an Active Server application requires a planned use of the hierarchical and logical directory trees created when configuring the Internet Information Server. In general, a single-served directory forms the application. All source files, including files ending in .asa and .asp will reside in a single-served directory. For more complex applications, a series of directories might be appropriate. In Table 10.1, the Root directory contains all pages associated with non-registered users. This area might use Session Objects to do extensive tracking on the pages visited to try and build profiles on non-registered visitors. In the Root/Members directory, on the other hand, the purpose of the Session Object might be much more focused on the maintenance of logon status and member permissions. Finally, the Root/Secure/directory would maintain Session information on administrative privileges available and perhaps support the maintenance of a comprehensive audit trail. Table 10.1 Sample Directory Structure Directory Description /Root/ All visiting or non-logged on users request pages /Root/Members/ Log on page and all subsequent pages that require a logged in user /Root/Secure/ Administrative area for site administrators to manage member accounts and system settings The key point to remember here is the scope of the Application and Session Objects. Within each of the different directories, the Application Objects and Session Objects are completely different, with different roles, different scopes, and no relationship between the objects in separate directories.



Understanding the "global.asa" Role in an Application The global.asa file provides the Application and Session Objects with the script, if any, to be invoked on the OnStart and OnEnd events for Application and Session Objects. Scripts for the OnStart and OnEnd events exist within the script tags with the RunAt property set to Server. These script tags can contain functions that can add properties to the Session and Application Objects for use bysubsequent .asp files within the scoped session or application. The following provides a sample of how a global.asa file might be utilized. In the Application Object, The OnStart event adds properties to the Application Object to initialize a series of variables for maintaining information on how many members and
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visitors have come to the site since the application started. In contrast, the Session Object deals with a specific user starting a new session. The OnStart event for the Session Object increments application-wide information and initializes user-specific information. In addition, the Session Object OnStart event alters the default Timeout setting and sets the time-out to 30 minutes for this session, which means that after 30 minutes of no page requests the session will be abandoned. Finally, when the Timeout expires, and the Session Object OnEnd event is invoked, this event decrements application-wide tracking information. ON THE WEB http://www.mcp.com/que/asp—The actual source code for the global.asa described can be found on the Web site for this book.



Managing Source Code or .asp and .asa files Source code must be contained in an .asp or .asa file. This requirement stems from the method the Internet Information Server uses to process Active Server Pages. When the Web server receives a request for a file, the Internet Information Server first checks the registered ISAPI filters. Active Server Pages rely on an ISAPI filter to catch .asp files prior to returning anything to the Web browser. These files are then processed by the ISAPI filter, which strips out all "" tags, compiles VB Script, invokes any components called, while making Application and Session Objects available during the processing of all Active Server scripts. All of this occurs prior to the Web server returning the results to the Web browser.



ISAPI filters can be viewed by opening the Registry and looking under the IIS related setting in the current control set. Review Chapter 2, "Understanding Windows NT and Internet Information Server," for more information on the Registry.



.asp and .asa files are just standard text files. This enables you to use any editor to manage your source code. Microsoft's Source Safe, originally designed for managing source code associated with C++ or VB project files, would be an effective tool for tracking version and checkout status on a multi-developer project and Internet Studio could provide script development support as an .asp file development tool.



Any type of file can exist in an Active Server Application directory including HTM/HTML, graphic images, video, sound and .asp/.asa files. The important distinction here becomes that only .asp/.asa files invoke the filter that makes Session and Application Objects available during script processing. The Internet Information Server also contains features such as Server-Side Include, which you may utilize to further enhance your application management capabilities. This capability enables you to insert .asp or other files into a requested .asp file prior to the Web server invoking the ISAPI filter we discussed. These Server-Side Includes will be processed prior to script execution. The Server-Side Include features extend your ability to store files in different directories while still maintaining a single application directory for purposes of Application and Session Object scoping.



Be careful using Server-Side Includes during development. The IIS keeps track of the last modification date/time of files, but the IIS caches frequently used files in memory. In other words, a direct page request causes the Web server to check if a cached file has been modified since its last execution. If it has been modified, the Web server recompiles the file. Unfortunately Includes do not follow this checking process and as a result do not get recompiled. In these cases the Web server must be restarted to flush cached .asp files. file:///C|/e-books/asp/library/asp/ch10.htm (8 of 20) [10/2/1999 5:17:58 PM]
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Using Application and Session Objects In leveraging Application and Session Objects for the development of your application, carefully consider what information and objects should be stored at the application and session level. A good example of the value of Session Objects is the storing of a user's logon status for security. However with a misunderstanding of the Session Object's scoping, a major security hole could be created. The primary Application and Session Object methods, properties, and events include: Abandon Method



Session



Timeout Property SessionID Property OnStart Event



Session Session Session/Application



OnEnd Event



Session/Application



Scope of Application and Session Objects The most exciting feature of the Application and Session Objects involves the ability to scope the objects beyond a single page and more important, the ability to scope the Session Object to a single user. Specifically, users invoke the Application Object when they request a page from an application directory for the first time since the Web server last started. This Application Object lives on from that moment until all sessions time-out or the Web server restarts. In contrast to invoking the Application Object, users invoke the Session Object when they request a page from a browser that is not currently involved in an active session. The Session Object, unlike the Application Object, will time-out based upon a 20-minute default, or a custom Timeout property, which you can set at runtime.



Avoid the temptation to store everything at the session level. While at first the convenience of the Session Object can lead to caching everything about the user, remember that all this information must be maintained in the memory space of the Internet Information Server.



Once a user invokes a Session Object, all the Session's properties and methods become available at runtime every time that same user requests an .asp file. A user's session at the Web site now can be managed through the Session Object. As long as error trapping addresses the situation in which a user times-out, you now have complete control of a user's session and the ability to add properties to the Session Object. These properties can include anything from strings and status flags to database RecordSet Objects. The Session Object and its scope now create the first stable method for developers to manage a user's experience at a Web site, as a user moves from page to page or even from your site to another site and back to your site.



The Internet Information Server (IIS) manages the Session Object by writing a Cookie, or long integer, to the client browser. If IIS restarts, the Session abandons, or if the browser prevents Cookies, the Session Object will attempt to re-initialize on every page request.



The scope of the Session Object must be understood in the context of the Web. The Internet Information Server creates the Session Object by writing a long integer Cookie to the client browser and maintaining the long integer key and related properties such as the Timeout property and last hit date/time in the Web server's memory.
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Beginning of an Event Model The event model available in the Session and Application Objects represents a beginning to bringing event-driven programming to the Web, but stops short of providing what you may be hoping for. Because the Active Server Pages process at the Web server and not the client, your source code can not respond to the range of events that the client handles, such as mouse movements and keyboard presses. Instead, your code is invoked when the user processes a form or clicks a hyperlink. These events generate a request to the Web server, which invokes your source code. The Application and Session Objects provide two events each -the OnStart event and the OnEnd event. The client invokes these events when: ● Application OnStart: Invoked the first time users request an .asp file from an application directory since the IIS last started or the application timed-out. ● Application OnEnd: When all sessions time-out. ● Session OnStart: Invoked by users when their browser requests an ASP page from the application directory either for the first time, or after a previous session with the client browser has been abandoned. ● Session OnEnd: Invoked after a user's session time-out property value has exceeded the number of minutes allowed since the last page request, or the Abandon method has been invoked by your code. When a user invokes an Application or Session event, you can execute functions on the Web server. All source code invoked by Session and Application events must be stored in the global.asa file within an application's directory. The format of this text file follows the model in Listing 10.4. Listing 10.4 GLOBAL.ASA-Sample App/Sess Event Code <SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Application_OnStart END SUB <SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Application_OnEnd END SUB <SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Session_OnStart END SUB <SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Session_OnEnd END SUB file:///C|/e-books/asp/library/asp/ch10.htm (10 of 20) [10/2/1999 5:17:58 PM]
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The scope of variables used in the global.asa scripts does not extend to the page actually requested prior to the event. This means that to store a variable for use in the current requested page or subsequent pages, you must save the information to an Application or Session Object property. The properties of these objects provide the only means for allowing scripts in .asp file to use the information available in the scripts run during these events. As a result, these scripts become useful primarily for saving information directly to a database or file, or saving information to Application or Session Object properties for use during the scope of the application or session. Taking some time to understand how to leverage these events provides big benefits in helping your program manage a range of issues from enhancing the users Web experience to tracking site statistics. Don't make the mistake of overlooking the value of these events.



Session and Application events provide a key mechanism to manage user status control mechanisms such as logon security.



Methods: Locking, Stopping, and Abandoning Like events, the methods currently available seem quite limited compared to the event-driven development environments you may currently use in non-Web based programs. However, this represents a powerful beginning for the Web programmer. The only methods currently available to Session and Application Objects include: Application Lock and Unlock methods and Session Abandon method. The Application Lock and Unlock methods allow you to change values to the properties shared across the application without fear of creating conflict with multiple users potentially changing the same property values concurrently. This Locking control will seem intuitive to database developers working in multi-user environments which share this same risk. The Abandon method plays a valuable role for managing a session. While during development and testing it can be useful for flushing a working session to begin again, it also has a role in the final application. For example, if a user requires the ability to logon and then perhaps logon again as a different user, the Abandon method could be used to allow the previously stored logon information to be cleanly dumped for a new logon. These methods provide important functionality in utilizing the Application and Session Objects, but for real functionality you must look to the properties provided and use the capability to add properties to the Application and Session Objects.



Using Built-in Properties or Building Your Own At first glance, the list of properties currently available appears quite unimpressive. But the real secret lies behind the built-in properties in the ability to add properties dynamically. Still the two built-in Session properties play an important role in all application development and should not be overlooked. The available properties include: Session SessionID property and Session Timeout property. The capability to add properties on-the-fly, provides the developer with an approach to maintaining persistence or state. By having a server-based Session Object to manage variables, a user's activities and input can be used during their entire session or visit to your Web application. The capability to build your own variables will be demonstrated later in this chapter and extensively in the case study provided in the appendices of the book.



The Application Object: How Much Can It Do The Application events and methods provide the infrastructure necessary to maintain application-wide information that can be leveraged for managing all users within an application. Uses range from tracking the number of users currently active to dynamically altering content provided to a particular user, based on the activity of other users at large. These features lay the
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foundation for building interactive communities and more. To understand the use of these events and methods, the following overviews the specific capabilities provided.



Using the Application OnStart Event The Application OnStart event can be likened to the initial load event of an application. This is not the loading of a single client, but rather the load event of the multi-user Web-based application. As a result, one use would be to initialize a series of variables that you need to frequently access in your application. The following example in Listing 10.5 opens a database and assigns a recordset of system error messages to the Application Object. As a result of loading this object, now any page processed can reference the recordset during execution and can utilize the recordset to loop through and display a particular error, based on a given situation. Listing 10.5 SAMP_EVENTS.ASP-Sample Application OnStart Event <SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Application_OnStart REM Open ADO Connection to Database Set Conn = Server.CreateObject("ADODB.Connection") Conn.Open("DSNName") RS = Conn.Execute("SELECT * FROM TblSysMessages;")



REM Set Recordset to Application Object and Close ADO If rs.recordcount 0 then application.lock Set application.ObjErrMsg = RS application.unlock Else Rem Error Condition End If rs.close conn.close END SUB 
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The loading of the database recordset involved the Server Object and the ADO database Connection Object, which is discussed in more detail later in Part III of the book



Using the Application OnEnd Event The Application OnEnd event can be likened to the close of active forms or an application, however it provides more than that because it manages the environment for not just a single-user system, but for the multi-user Web-based environment. As a result, one use would be to flush all temporary user accounts that may have been created during the course of the day. This type of activity was previously available only by using time stamps and scheduled batch programs, running as services in the background. Now, when all users time-out, a database cleanup (or any other type of cleanup) can take place. The following example runs a SQL statement to purge all partially completed orders taken by a Web-based order processing system. <SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Application_OnEnd REM Open ADO Connection to Database Set Conn = Server.CreateObject("ADODB.Connection") Conn.Open("DSNName") RS = Conn.Execute("Delete * FROM Orders where complete_status=0;") conn.close END SUB 



Application Locking Methods Similar to database record and page locking, Application locking simply ensures that no other user has simultaneously attempted to update the Application Objects property. This locking feature only applies to the application, and not the Session, Object and should be followed to avoid creating any conflict or lost data.The following section of code shows you a specific use of the Session OnStart event. <SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Session_OnStart application.lock application("counter") = application("counter") + 1 application.unlock END SUB 
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Scoping Application-Wide Variables Adding properties to the Application Object provides one of the key values of the Application Object model. Application properties added this way are similar to global constants and variables in Visual Basic. Practical uses of the Application properties include the ability to cache information frequently used to conserve resources. Current Web development environments require either database/file lookups or the passing of information from one page to the next in hidden fields. The first approach requires extensive resources as an application's load grows, and the latter approach becomes difficult as users hit the refresh and back buttons or bounce from page to page through direct typing of URLs. With the Application Object, information can be saved to an Application Object property as the result of a single lookup. From then on, any user can access that information. For example as a Web-based store opens its doors as a result of the first user request (Application OnStart Event), a store's opening greeting (including number of visitors, date/time, or current sale items) can be saved to an Application property as illustrated in the following code sample. Application.lock Application("dateinfo") = date Application("timeinfo") = time Application("visitors") = Application("visitors") + 1 Application.Unlock As a result, all subsequent pages can display that information as part of a standard greeting as shown in the following code. Welcome to our store, open for business since on with so far. More important than cached activity information, resources can be conserved by limiting the number of times components must be brought in and out of memory on the server. If you run a database intensive site, as many of us do, you may start your application by placing statements in every page to load DLL's into memory. Set Conn = Server.CreateObject("ADODB.Connection") Conn.Open("DSNName") RS = Conn.Execute(SQL) conn.close This process, not only loads the Connection Component DLL if it is not currently loaded, but also closes the object, allowing it be taken out of memory. For a frequently accessed site, it may make more sense to load the DLL when the application loads and leave it in memory for frequent use. file:///C|/e-books/asp/library/asp/ch10.htm (14 of 20) [10/2/1999 5:17:59 PM]
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Set Conn = Server.CreateObject("ADODB.Connection") Conn.Open("DSNName") Application("conn") = Conn By loading the Conn Object into the Application Conn property, it can now be referenced by all pages for use. set db = Application("Conn") set rs = db.execute(sql)



The preceding examples provide only a starting point for the range of uses the Application Object can play in the ASP application model you develop. Take the time to think through the activity and caching issues that relate to your application before implementing a model for your use of the Application Object.



The Session Object: Your Key to User Management The Session Object, more than the Application Object, drives your Web-based environment. Look closely at how the deceptively small number of methods and events can completely streamline your method for managing a user's experience as well as your system level tracking and control of that user. The Session Object, like the Application Object, enables new properties to be defined on-the-fly. And more importantly, the Session Object properties, like those of the Application Object, can be referenced on any page, anywhere, and any time during that active session.



Understanding Session Events, Properties, and Methods The SessionID provides, without a doubt, the pre-built property to watch. This property provides the persistence in a user session you should be looking for, but the OnStart event, OnEnd event, and the Abandon method also play a valuable role in managing your application. The following sections document basic application of the prebuilt events and methods before a more practical discussion of how to put these to work. Session OnStart Event The Session OnStart event can be likened to the initial load event of a form or application. It provides a mechanism to identify the first activity of new users and allows the initialization of whatever user information your application requires for managing the user session. At the OnStart event you may reference Application Object properties to track the new user in the context of your multi-user environment, but you will also want to bring into existence any user-specific information you need for managing that user's session. The event kicks off the script setup in the global.asa for the Session OnStart event in the following form. <SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Session_OnStart Rem Load User Specific Information Session("NewUserStatus") = 0
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Rem Load Application level info Application.lock Application("usercount") = Application("usercount") + 1 Application.unlock END SUB 



Though we are discussing the use the global.asa in detail, don't lose site of the fact that you don't need to event create any functions in the global.asa or even a global.asa file at all.



Session OnEnd Event The Session OnEnd event can be likened to the close of active forms or an application. However, this event does not require user action. In fact most often, the OnEnd event will be triggered by user inaction or time-outs. This event most often provides a mechanism for cleanup or closing of open resources. The system will lose all session information after this event, so any session information that you want to save must be saved during this event. This event can be invoked by the user if he hits a page that executes the Abandon method. The Abandon method, and the Timeout property provide the two mechanisms for terminating a session. An example of clean up that can be done at the end or termination of a session has been illustrated in the following sample of code.



A crash or stopping of the Web server also terminates events, because the Web server memory space is where all session and application information resides.



<SCRIPT LANGUAGE=VBScript RUNAT=Server> SUB Application_OnEnd REM Clean up user activity information Set Conn = Server.CreateObject("ADODB.Connection") Conn.Open("DSNName") SQL = "Delete * FROM UserActivity where



sessionID = " & session.sessionid & ";"



RS = Conn.Execute(SQL) conn.close END SUB
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Using the SessionID Property The Active Server creates the SessionID when a user first requests a page from an Active Server application. The SessionID gets written as a Cookie with a long integer value to the browser and provides the core mechanism the server uses to track session information stored in memory. You should not use the SessionID as a unique ID to track users across multiple sessions because the value's uniqueness is only guaranteed for the current application. This value gives your application the time it needs to generate an ID that can be used across multiple sessions and provides a unique ID for all sessions currently running. You can reference the SessionID on any page in the form session.sessionID This value provides a key mechanism for managing users as they move from page to page, and it relieves you from the responsibility of trying to uniquely track individual users during a multiple-page request session. Session Timeout Property The server stores the Session Timeout property as a long integer that represents minutes and defaults to 20. The server takes full responsibility for tracking this 20-minute period. Timeout is tracked from the last date/time a page request is received by the browser. The Timeout property can be altered at runtime where you may set it in the Session OnStart event or any subsequent page. In determining how you will manage this property, you should consider the rate of hits by a single user during a session. For sites with long intervals between page requests, such as pages that require research, long review, or large amounts of input, you may want to increase the Timeout where more rapid sessions may require a shorter Timeout. Changing this property takes the form: session.timeout = 30



Once the Timeout occurs, all session information is lost and the next page request will be treated as a new session.



Session Abandon Method The Session Abandon method provides a vehicle for you to force a session to terminate. Uses include the situation in which your user community takes the time to log off or in which you implement a discrete site exit page that invokes the Abandon method. This method takes the form: Session.abandon



During development, a page with the Abandon method provides a useful mechanism for restarting sessions. Often in development, a lingering session can make testing difficult.
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Managing a User Session The Session Object provides a rich environment for managing user sessions. The following sections show you a few examples of how you can put this object to work for developing efficient applications. As described in the first part of this chapter, the challenge of managing a user session has historically required difficult, code-consuming techniques for generating unique IDs and then for keeping session-related information alive from page to page. Generating a Unique ID to Manage Users As illustrated in Listing 10.6, the SessionID property takes care of most of the first problem by generating a session ID to keep track of a user's session. However, during this process if you need to track users over a longer life than just one session, you still need to create an ID that guarantees uniqueness for your application. This process generally involves a database for storing this user and his related information. Once you design a database to store user information, you can rely on the wealth of features in databases to generate a guaranteed unique ID. A simple example of generating a unique user ID involves leveraging the counter field of a Microsoft Access database. The following code example in Listing 10.6 uses the current date and the SessionID to insert a record and then queries the table to retrieve the counter value once the record has been created. As a final step, the example sets the new counter value to a new session property for reference on subsequent pages.



Certain variable status designations such as the logonstatus variable have been subjectively assigned values for tracking that in no way reflect any pre-set or required approach to the tracking process.



Listing 10.6 SESSIONTRACKING.TXT-Managing the Tracking of Users with Session Variables 























des documents recommandant













A Practical Guide to Active Server Pages 3.0 

Oct 7, 2000 - visitors, for example, weather reports, stock quotes, a list of your girlfriends, etc, HTML ... Active Server Pages is an open, compile-free application environment in ..... function that checks if a given string is a valid email addres










 








A Practical Guide to Active Server Pages 3.0 

Oct 7, 2000 - dissertations in the first chapter of any book. Experienced ...... What good is a language that won't allow you to read user input effectively! HTML ...










 








chapter 1 .fr 

building itself which satisfies specific needs, appeals to the aesthetic sense, and .... Darcy (1856), on the basis of his experiments on filter sands, proposed a law ...










 








Instant Messaging server software working with private intranet 

Apr 12, 2011 - q What are the basic steps to install the messenger server software? What's the ... Operating System: Solaris, Linux, Windows NT4/2000/.










 








Module 2: Working with Objects .fr 

PowerPoint, Visual Basic, Visual C++, Visual InterDev, Visual Studio, Windows, Windows. Media ...... Represents values supplied by the provider for a data source. ... Applications or scripts, written by using ADSI, work with any directory service.










 








Introduction Working with PC Working with Raspberry Pi - FcallBox 

Upgrade to IPS screen, wider viewing angle, more clear displaying. â€¢. Standard HID protocol, easy to be integrated into your system. â€¢. For the Raspberry Pi, ...










 








Working With Editors - Kakupesa 

Oct 7, 2002 - ne of the most fundamental tools required for application develop- .... expressions in the current buffer and, using the same options shown in ...










 








Chapter 9 Working with Wireframe and Surface Design ... - CATIADOC 

Various workbenches in CATIA V5 with surface creation tools are: 1. Wireframe and .... in the Wireframe and Surfaces Design workbench of CATIA V5. To create a ..... TUTORIALS. In this tutorial, you will create the model shown in Figure 9-44.










 








Working With Plexiglass Canopies 

side of the fiberglass. This can be removed with lacquer thinner. The polyester resin shrinks slightly as it hardens, and this shrinkage will take the place of the ...










 








Working With PC Files 

Learn What To Expect When You Update Your File. 41 Microsoft Excel ... Transfer Files Easily From One To The Other .... tax returns with TaxCut or TurboTax.










 








Working With Compression - Farbrausch 

To get good compression ratios, you need to know how compression ... Familiarity with mathematical notation can't hurt. ..... If you can't read that, just ignore it.










 








Working With Plexiglass Canopies 

To make a fiberglass fairing, fit your wind- shield and se- cure it in its final ... pound, make an initial attempt to polish the area. If scratches from the sandpaper are ...










 








Chapter 1 Monopoly power .fr 

Jan 12, 2009 - a monopoly firm prices above marginal cost;. â€¢ monopoly pricing generates a deadweight loss because the quantity produced is too small ...










 








Chapter 11: An Optimized Fuzzy Logic Controller for Active ... .fr 

Active Power Factor Corrector Using Genetic Algorithm. Henry S.H. ... This chapter presents the design of a fuzzy logic controller (FLC) for boost-type ... Optimized by a multi-objective fitness function, the proposed control scheme ... 11.1 Introduc










 








Windows .NET Server 2003 Domains & Active Directory 

38 records - later systems, the IP address(es) of the same preferred DNS server(s) that holds the authoritative zone ...... The events that have taken place during Active Directory installation are written in the logs located in the ...... Page 108 .










 








SQL Server et Active Directory - Romelard Fabrice 

Distributed Query (US). â€¢. SQL Dialect (US). â€¢. Search Filter Syntax (US). En vous souhaitant de bons projets de dÃ©veloppement. Romelard Fabrice (alias F___).










 








Working Instructions .fr 

Mar 23, 2011 - Remove the two Screw Len:3.0 Diam:1.4 Mby Bits (JCIS No. 0). Remove ..... Detach the MComp Sheet Sub PBA from the corner by the flex film ...










 








Working With the Spectrotone Chart 

All instrument ranges and the tone colors within each individual instrumentÊ¼s ... Orchestration Volume 1: Solo Instruments and Instrumentation Notes to ... Page 3 ... Blue with Purple - for example: see Flute, Harp, French Horn, Violin G-String.










 








Windows .NET Server 2003 Domains & Active Directory 

you need for working with Active Directory (and that are looked at in this book) are furnished along .... It seems to me that the principles of programming with. ADSI are ..... network on a computer that can belong to any domain within the forest.










 








Working With Plexiglass Canopies - Size 

or other cutting tools when the acrylic part is trimmed to fit. A crack, once started, will progress with amazing rapidity across a part, usually making it unfit for use.










 








Working with GNU Debugger - LinuxInsight 

Oct 7, 2002 - You can also see that new menus appear in the menu bar at the top of ... can use these menus for the usual debugging functions like creating ...










 








Chapter 1. Getting Started Getting Started - MHK FTP Server 

ripheral devices and expansion cards of the board automatically. The mainboard ..... Please do not fold the serial ATA cable in a 90-degree angle, which will ...










 








Working with GNU Debugger - LinuxInsight 

Oct 7, 2002 - fore no development system is complete without a debugger. ... welcome to change it and/or distribute copies of it under ... Please note that a.out must be compiled using the â€“g command line switch with gcc ... Start a program executi










 








Integrating Red Hat Enterprise Linux 6 with Microsoft Active ... .fr 

Integrating. Red Hat Enterprise Linux 6 with Microsoft Active Directory. Presentation. Page 2. Agenda. â—‹ Overview. â—‹ Components. â—‹ Considerations.










 














×
Report Working with Active Server Pages - Chapter 1 .fr





Your name




Email




Reason
-Select Reason-
Pornographic
Defamatory
Illegal/Unlawful
Spam
Other Terms Of Service Violation
File a copyright complaint





Description















Close
Save changes















×
Signe






Email




Mot de passe







 Se souvenir de moi

Vous avez oublié votre mot de passe?




Signe




 Connexion avec Facebook












 

Information

	A propos de nous
	Règles de confidentialité
	TERMES ET CONDITIONS
	AIDE
	DROIT D'AUTEUR
	CONTACT
	Cookie Policy





Droit d'auteur © 2024 P.PDFHALL.COM. Tous droits réservés.








MON COMPTE



	
Ajouter le document

	
de gestion des documents

	
Ajouter le document

	
Signe









BULLETIN



















Follow us

	

Facebook


	

Twitter



















Our partners will collect data and use cookies for ad personalization and measurement. Learn how we and our ad partner Google, collect and use data. Agree & Close



