






[image: PDFHALL.COM]






Menu





	 maison
	 Ajouter le document
	 Signe
	 Créer un compte







































physics.soc-ph

MySQL. Amazon CloudFront. Rails. PostgreSQL. Ruby. MongoDB. Python. Mixpanel. PHP. Mandrill. Elasticsearch. epirtS. ukoreH. SassGoogle Drive. SendGrid. 

















 Télécharger le PDF 






 3MB taille
 1 téléchargements
 268 vues






 commentaire





 Report
























Dynamics of rapid innovation T. M. A. Fink∗† , M. Reeves‡ , R. Palma‡ and R. S. Farr† † London Institute for Mathematical Sciences, Mayfair, London W1K 2XF, UK ∗ Centre National de la Recherche Scientifique, Paris, France ‡ BCG Henderson Institute, The Boston Consulting Group, New York, USA



origins, despite their logical final expositions [9]: penicillin, heparin, X-rays and nitrous oxide are all examples. The role of vision, intuition and chance [14] tend to be underreported: a study of 33 major discoveries in biochemistry ‘in which serendipity played a crucial role’ concluded that ‘when it comes to “chance” factors, few scientists “tell it like it was”’ [9, 15]. In this paper, we provide a mathematical foundation for understanding how innovation occurs through time, which serves as a common framework for its managerial and visionary interpretations. We consider how many useful designs (products) can be made from a set of building blocks (components), and how this grows as we add new kinds of blocks to the set. We apply our model to real-world data from three sectors: language, gastronomy and technology (Fig. 1). By using information from the unfolding innovation process, we find that we can alter the innovation rate to achieve short-term gain or long-term growth. Our model Suppose that we possess a number of distinct components, which we can combine in different ways to make products (Fig. 1). A component can be a material object, like a transistor, or a skill, like 3D printing. We have more than enough of each component for our needs, so we do not have to worry about running out. Any subset of our components can be combined, but a combination either is, or is not, a product, according to some universal recipe book of products. Suppose further that there are a total of N possible components in ‘God’s own cupboard’, but that at a given time we only possess n of these N possible building blocks. We call the set of n components that we possess n and the set of N possible components N . Let p(n) be the number of products we can make from our set of components n. As n approaches N , p(n) approaches p(N ), the number of products in the universal recipe book. The complexity s of a product is the number of distinct components it is made of; multiple occurrences of a component count once, e.g., the word ‘banana’ has s = 3 letters, not 6. To be able to make a product of complexity s, we must possess all s of its components. The number of makeable products of complexity s is p(n, s), so that summing p(n, s) over s gives p(n). For example, from the letters n∗ = {a,b,c,d}, we can make p(n∗ ) = 9 words: a, ad, add, baa, bad, cab, cad, dab, dad ; without duplicates these are a, ad, ad, ab, abd, abc, acd, abd, ad. We don’t care about the order of components; and more than one product can be made from the same components: {a,d} gives three. Grouped by complexity s, p(n∗, 1) = 1, p(n∗, 2) = 4 and p(n∗, 3) = 4.
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Innovation is to organizations what evolution is to organisms: it is how organisations adapt to changes in the environment and improve [1]. Yet despite steady advances in our understanding of evolution, what drives innovation remains elusive. There is a tension between a managerial school, which seeks a systematic prescription for innovation, and a visionary school, which ascribes innovation to serendipity and the intuition of great minds. We therefore provide a mathematical foundation for innovation—in which products are made of components and components are acquired one at a time—which serves as a common framework for both. We apply our model to data from language, gastronomy and technology. By strategically choosing which components to adopt as the innovation process unfolds, we can alter the innovation rate to achieve short-term gain or long-term growth.



Innovation is essential to institutions, companies [2] and governments [3, 4]. Organizations that innovate are more likely to prosper and stand the test of time; those that fail to innovate fall behind their competitors and succumb to market and environmental change. The need to improve and adapt is amplified by a stagnant economy because organizations must innovate their way to growth rather than merely participate in it. How far and how fast an organization innovates is determined by the choices it makes. Firm managers, research leaders and policymakers regularly face difficult innovation decisions: whether to seek incremental improvement or radical innovation; whether to pursue novel combinations of existing components or search for altogether new ones. Despite the importance of innovation, there is a perennial tension between a managerial school, which views innovation as a rational process [5] which can be measured and prescribed [6–8], and a visionary school, which sees innovation outside of rational decision-making, reliant instead on serendipity [9, 10] and the intuition of extraordinary individuals [11]. The managerial perspective is seen in companies like P&G and Unilever, which use process manuals, consumer research and portfolio optimization to maintain a reliable innovation factory [12], and Zara, which systematically scales new products up and down based on continuous sales data. In scientific discovery, ‘traditional scientific training and thinking favor logic and predictability over chance’ [9]. Judging by the exposition of discovery in the scientific literature, the path to invention is a step-by-step rational process. On the other hand, Tesla Motors has invested heavily for years in their vision of long-distance electric cars [13], and Apple is notoriously opposed to making innovation choices based on incremental consumer demands. In biology and medicine, the majority of the most important discoveries have serendipitous
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FIG. 1: The distribution of product complexity alone determines the average innovation rate. We studied products and components from three sectors. (A) In language, the products are 39,915 English words and the components are the 26 letters. (B) In gastronomy, the products are 56,498 recipes from the databases allrecipes.com, epicurious.com, and menupan.com [17] and the components are 381 ingredients. (C) In technology, the products are 1158 software products catalogued by stackshare.io and the components are 993 development tools used to make them. The dots are the innovation rate for a pseudo-random (alphabetical) component ordering. The lines are our predictions of the innovation rate, averaged over all orderings (eq. (2), n = 26, 381 and 993), which solely depend on the distributions of product complexity (D).
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FIG. 2: Front-loaded product complexity distributions have much higher innovation rates. (A) Examples of 24 products made from 8 components with constant, binomially-distributed and Poisson-distributed complexity; all have average complexity s = 2. (B) Rates of innovation for the three distributions of product complexity, all with the same s. (C) We glued together all of the recipes end-to-end, then cut the giant strip into pieces to make new recipes. The piece lengths were constant, then binomially-distributed, then Poisson-distributed, all with s = 8. The size of our product space p(n) depends on which n components we adopt. In this sense innovation is the acquisition of components that enable the creation of new products. The innovation rate is the growth rate of our product space, that is, how quickly the number of products we can make increases as we acquire more and more components [16]. Typical rate of innovation Before we try to increase the innovation rate by the choice of components we adopt, we need to first know it for components adopted in an arbitrary order. We do so by averaging over all choices of our n components from the N possible, which gives the expected number of makeable products p(n). The number of ways of choosing s distinct components from the n that we  possess is ns ; of these, p(n, s) are products. Thus the probability that an arbitrary combination of s components is a product  is p(n, s)/ ns . We prove (SI A) that the expected value of this quantity is invariant over all stages of the innovation process:  0 p(n, s)/ ns = p(n0 , s)/ ns , (1) 0 0 where we have n components at stage n and  n at stage n . What does the invariance of p(n, s)/ ns tells us? When at stage n we can make some set of products p(n), we might think naively that these represent an unbiased draw across all possible products in the universal recipe book. In fact, the draw is not at all unbiased, but is strongly weighted toward simpler products, as we’re much more likely to have hit upon them. In other words, the chance of drawing complex products is dis-
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FIG. 3: By strategically choosing which components to adopt, the innovation rate can be influenced to achieve short-term gain or longterm growth. The expected number of new products we can make by adopting a specific component depends on how many components we already have. From our gastronomy data, we see that adding garlic to a small kitchen with few ingredients yields almost no new recipes, but adding garlic to a big kitchen with many brings a windfall. This is because the average complexity of recipes containing garlic (10.5) exceeds that of honey and strawberry. The curves (eq. (4)) implicitly average over all possible sets of ingredients present at each stage.



 0 counted, by the factor ns / ns . For example, if a child knows only half the letters in the alphabet,  26he’s  a lot more likely to be capable of writing ‘banana’, 13 / 3 = 11%, than ‘orange’, 3  26 13 / 6 = 0.7%: ‘banana’, made of three distinct components, 6 is a simpler word than ‘orange’, made of six. His vocabulary, far from falling uniformly over all English words, is strongly weighted towards simpler words. Suppose we know the number and complexity of products we can make at stage n, but not some other stage n0 . We can predict the size of our product space at n0 from the information we have at n. Summing eq. (1) over s shows us how: p(n 0 ) ' p(n0 ) =



n X



p(n, s)



n0 s



 n / s .



(2)



s=1



For example, from the 45 words makeable from a–f, we estimate the total number of words to within 4%, in log terms (SI H). A striking consequence of eq. (2) is that the average size of our product space p(n) depends only on the distribution of product complexity (SI C), regardless of which components are used to make each one. To verify this, we analysed data from three sectors: language, gastronomy [17] and technology (Fig. 1). For each sector we compare our prediction of the expected size of the product space with the size given by an alphabetical component ordering. In each sector, the two closely overlap. If we assume a specific distribution of product complexity, we can calculate p(n0 ) exactly. We evaluate three typical distributions, all with the same average complexity s: constant, and binomial- and Poisson-distributed complexity (Fig. 2A). We prove (SI D) that the number of products we can make at stage n0 can be expressed solely in terms of n0 /n and s (Fig. 2B). The three distributions yield dramatically different innovation rates: Poisson complexity yields much faster innovation than binomial complexity, which in turn yields much faster innovation than constant. To verify this, we glued together all of the gastronomy recipes, then cut them into pieces to make new recipes (Fig. 2C). We did this three times, in each case choosing the sizes of the pieces to have one of the three complexity distributions, all with the same average recipe length. Fig. 2 highlights a surprising aspect of how innovation occurs through time: ‘front-loaded’ distributions of product complexity have much higher innovation rates. By front-loaded we mean that there are more simple products, keeping the average complexity fixed. For instance, in Fig. 2A, in the top set there are no products with complexity s = 1, in the middle 7, and in the bottom 10. A small difference in the proportion of simple products makes a big difference in the innovation rate, because (i) simpler products are exponentially more likely to be makeable, and (ii) the product space is exponentially smaller early on. Increasing the rate of innovation We now turn to altering the innovation rate by using information from the unfolding innovation process to guide the choices
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FIG. 4: For some sectors, the most important components when an organization is less developed are not the same as when it is more developed. (A–C) Scatter plots of component prevalence versus valence (for gastronomy and technology, we only show the top 40). (D–F) Innovation bumps charts, showing the relative prevalence of components at each stage of the innovation process. (G–I) Both the pragmatic and far-sighted strategies beat an arbitrary component ordering, but they diverge from each other only to the extent that there are crossings in the bumps charts. (I) Adopting components ordered by their actual year of creation is superior to arbitrary but inferior to both strategies.



we make. To see how, consider that adopting a new component offers two benefits: it is the missing link for products for which we already have all the other components; and it is the missing link for products for which we will have all the others. To quantify these benefits, we characterise components in two ways. The prevalence pα (n) of some component α is the number of products it appears in at stage n. The valence sα (n) of α is the average complexity of the products it appears in at stage n; think of it as the typical number of co-stars that α performs with, plus one. We calculated the prevalence and valence for each of the components in our three sectors for when we have all 26 letters, 381 ingredients and 993 tools (Fig. 4A–C, SI F). For a more valent component to be useful, we need to possess a lot of other components to have a good chance of possessing its co-stars. On the other hand, a component that belongs to simpler products is more likely to boost our product space straightaway. The products containing α can be grouped together by their size s. Let pα (n, s) be the number of products we can make of complexity s that contain α. Similar to before, we prove (SI B) that the expected value of pα (n)/ ns is invariant over all stages of the innovation process:  0 pα (n, s)/ ns = pα (n0 , s)/ ns . (3)



 Like before, the invariance of pα (n, s)/ ns tells us that the draw of products containing α is strongly weighted towards products with lower complexity. Therefore components with a low valence have a big advantage, since being part of simpler products, they are more likely to show up, all else being equal. We can predict the prevalence of α at stage n0 from information we have at n by summing eq. (3) over s: pα (n 0 ) ' pα (n0 ) =



n X
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n0 s



 n / s .
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s=1



There are two ways to choose component α so as to boost the right side of eq. (4): increase the first term (prevalence); or increase the second term (correction to the complexity discount). This translates into two strategies for increasing the innovation rate. A pragmatic strategy considers what a potential new component can do for us now ; it orders components by the current prevalence pα (n). A far-sighted strategy, on the other hand, considers what a potential new component could do for us later. The later we look (n0 /n → ∞), the more it orders components by valence sα (n); but in the very near future (n0 /n → 1), the far-sighted strategy approaches the pragmatic strategy. Thus we have a spectrum of strategies, depending on our desire for short-term gain versus long-term growth.



4 The pragmatic and far-sighted strategies are compared in Fig. 4G–I. Both are superior to adopting components in an arbitrary order, but we were puzzled to find that the extent to which they differ from each other varies. For language, the two strategies are nearly identical. For gastronomy, pragmatic has a two-fold advantage at first, but later far-sighted wins by a factor of two. For technology, pragmatic has a five-fold advantage, but again the roles reverse and far-sighted wins. To help solve this puzzle, for each sector we created its ‘bumps chart’: the relative prevalence p(n) of the components at each stage of the innovation process (Fig. 4D–F). Crossings in these rankings mean that the most important components at one stage are not the same as at another stage. There are few crossings in language, some in gastronomy and many in technology. To get a sense of what this means, imagine we are allowed only 13 letters. Which are most important for making a lot of words? A slice down the middle of Fig. 4D tells us: e a r i o t n l s d u c. A slice down the right side gives the top 13 when we are allowed all 26 letters: e i a r n t o l s c u d. The two sets are 100% identical, with some swaps in ordering. For gastronomy, the 20 most important ingredients when allowed 190 ingredients overlaps 80% with the top 20 when allowed all 381; for technology, this drops to 40%. A far-sighted strategy can only appear ‘visionary’ if the best components for the future are different from the best components for today. This explains the puzzle: farsighted can outperform pragmatic only to the extent that there are crossovers in the importance of different components. Finally, in the case of technology, we were able to order components by their historical date of creation (SI G). The associated innovation rate lies between an arbitrary ordering and the two strategies (Fig. 4I). This suggests that rapid innovation cannot be reduced to simply adopting the newest components as they are discovered. Discussion The simplicity of our model—products made up of components adopted one at a time—belies its underlying rich and surprising structure. In particular we have demonstrated four things: (i) The distribution of product complexity alone determines the average rate of innovation. (ii) Front-loaded distributions of product complexity have much higher innovation rates. (iii) By strategically choosing which components to adopt, the innovation rate can be influenced to achieve short-term (pragmatic) gain or long-term (far-sighted) growth. (iv) The potential for far-sighted innovation depends on the presence of crossovers in component importance as the innovation process unfolds. These four insights are shown visually in Figs. 1–4. A key consequence of this research is that the most important components when an organization is less developed may not be the same as when it is more developed. The extent to which priorities depend on the stage of development varies from sector to sector. As we saw, the letters most likely to lead to words in Scrabble (seven letters) are essentially the same as in everyday English (26 letters); the most used ingredients in a small kitchen (10 ingredients) are moderately different from those in a big one (40 ingredients); the top development skills for a young software company (experience with 20 tools) are significantly different from those for a more advanced one (80 tools). Failure to recognise the extent to which an organization’s priorities depend on its stage of development can lead it to seek a far-sighted strategy when it shouldn’t, and neglect to do so when it should. For instance, the optimal order in which to teach children letters to quickly build vocabulary is disputed [18]. But because there are few crossovers in language (Fig. 4D), ordering letters by everyday prevalence is at least as good as any other ordering: from the eight letters a–h, we can make 101 words; from the first eight letters suggested by Montessori learning, c m a t s r i p, we can make 234; from the most prevalent, e i a r n t o l, 509. In contrast, start-up companies are wise to adopt a pragmatic strategy and aim to release a ‘minimum viable product’. Without the resources to sustain a far-sighted strategy, they are obliged to quickly bring a product to market.



Crossovers in the importance of components as innovation occurs through time suggest a quantitative understanding of serendipity, frequently identified as a key element of visionary innovation [9, 10]. Writing about the The Three Princes of Serendip, Horace Walpole records that the princes ‘were always making discoveries, by accidents and sagacity, of things they were not in quest of’. Serendipity is the fortunate development of events, and many organizations known for far-sighted innovation stress its value. Our model helps us see why. Components adopted by far-sighted innovators are of little immediate benefit. However, as the innovation process unfolds and the far-sighted strategy pays off, the results will seem serendipitous, because a number of previously low-value components become invaluable. Thus, what appears as serendipity is not happenstance but the confluence of components previously adopted according to a farsighted strategy. Understanding how innovation occurs through time helps us see the managerial and visionary schools as two sides of the same coin. A visionary strategy that adds value rests on two things: (i) components—skills, materials or IP—of apparent low consequence now that are of higher consequence later; and (ii) a means of recognising these undervalued components. While the ‘visionary’ innovator will anticipate these, managerial practitioners will only later revise their outlook. For example, the low value attributed to Flemming’s experiments on bacterial inhibitors was later revised to high value in the years leading to the discovery of penicillin [9]. The means for identifying undervalued components is sometimes called intuition, vision or a ‘trained mind’; in our framework for how innovation occurs through time, it is the far-sighted strategy. Without both parts, a visionary approach reduces, at best, to a managerial one. [1] D. H. Erwin, D. C. Krakauer, ‘Insights into innovation’, Science 304, 1117 (2004). [2] M. Reeves, K. Haanaes, J. Sinha, Your Strategy Needs a Strategy (Harvard Business Review Press, 2015). [3] R. Van Noorden, ‘Physicists make ‘weather forecasts’ for economies’, Nature, 1038, 16963 (2015):. [4] A. Tacchella et al., ‘A new metric for countries’ fitness and products’ complexity’, Sci Rep, 2, 723 (2012). [5] P. Drucker, ‘The discipline of innovation’, Harvard Bus Rev 8, 1 (2002). [6] V. Sood et al., ‘Interacting branching process as a simple model of innovation’, Phys Rev Lett, 105, 178701 (2010). [7] C. Weiss et al., ‘Adoption of a high-impact innovation in a homogeneous population’, Phys Rev X, 4, 041008 (2014). [8] J. McNerney, D. Farmer, S. Redner, J. Trancik, ‘Role of design complexity in technology improvement’, Proc Natl Acad Sci, 108, 9008 (2011). [9] M. Rosenman, ‘Serendipity and scientific discovery’, Res Urban Economics, 13, 187 (2001). [10] F. Johansson, ‘When success is born out of serendipity’, Harvard Bus Rev 18, 22 (2012). [11] W. Isaacson, The Innovators: How a Group of Hackers, Geniuses, and Geeks Created the Digital Revolution, (2014). [12] B. Brown, S. Anthony, ‘How P&G tripled its innovation success rate’, Harvard Bus Rev 6 (2011). [13] K. Bullis, ‘How Tesla is driving electric car innovation’, MIT Tech Rev, 8 (2013). [14] F. Tria, V. Loreto, V. D. P. Servedio, S. H. Strogatz, ‘The dynamics of correlated novelties’, Sci Rep 4, 5890 (2014). [15] J. Comroe, ‘Roast pig and scientific discovery: Part II’, Am Rev Respir Dis, 115, 853 (1977). [16] We make no assumptions about the values associated with specific products, which will depend on the market environment. But we can be sure that maximising the number of products is a proxy for maximising any reasonable property of them. A similar proxy is used in evolutionary models, where evolvability is defined to be the number of new phenotypes in the adjacent possible (1-mutation boundary) of a given phenotype; see A. Wagner, ‘Robustness and evolvability: a paradox resolved’, Proc Roy Soc B 91, 275 (2008). [17] Y.-Y. Ahn, S. E. Ahnert, J. P. Bagrow, A.-L. Barabsi, ‘Flavor network and the principles of food pairing’, Sci Rep 1, 196 (2011). [18] A. Lillard, N. Else-Quest, ‘Evaluating Montessori education’ Science, 313, 1893 (2006).
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observations from our three sectors (Fig. 1) suggest it is reasonable.



A. Proof of products invariant In proving this invariant and the one below, we posit the existence of N , the total number of components ‘in God’s own cupboard’, but make no reference to this inaccessible quantity in our actual results. Let N be the set of N possible components, let n be a subset of n components chosen from N , and let s be a subset of s components chosen from n. The number of products of complexity s we can make from n components n is X prod(s), p(n, s) = s⊆n



where prod(s) take the value 0 if the combination of components s forms no product, 1 if s forms one product, 2 if s forms two products, and so on. (Recall that the same components s occasionally form multiple products, such as ad, add and dad, or flour, water and yeast used in different proportions in different bread recipes.) The expected number of products we can make, p(n, s), is the average of p(n, s) over all subsets n ⊆ N ; there are N such subsets. Therefore n 
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For a Poisson complexity distribution, f (s) = ss e−s /s!, and thus
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B. Proof of components invariant The prevalence pα (n, s) is the number of products of complexity s we can make from n components and that contain component α. Using the same notation as before, and with β some component, X X pα (n, s) = prod(s) δαβ , β⊆s



where the Kronecker delta function δαβ = 1 if α = β and 0 otherwise. The expected prevalence of component α, pα (n, s), is the average of pα (n, s) over all subsets n ⊆ N . Therefore   X XX pα (n, s) = 1 N prod(s) δαβ n
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Substituting this into eq. (2) yields p(n0 ) = p(n)



The same must be true when we replace n by n0 , and therefore  0 p(n, s)/ ns = p(n0 , s)/ ns .
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Consider some particular combination of components s . The double sum above will count s 0 once if s = n, but multiple times if s < n, because s 0 will belong to multiple sets n. How many? In any set n that contains s 0 , there are n − s free elements to choose, from N − s other components. Therefore eq. (5) will  −s count every combination s a total of N times, and n−s 
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D. Innovation rate for specific complexity distributions Let f (s) be the probability distribution of product complexity s. Then p(n, s) = p(n)f (s).
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Thus the number and complexity of the products in the universal recipe book alone determine the expected innovation rate.
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= p(n) e(n /n−1)s(n) . Summarising our results,  0 s(n)  (n /n) , 0 0 p(n ) = p(n) · ((1+n /n)/2)2s(n),   (n0/n−1)s(n) e ,
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constant complexity, binomial complexity, Poisson complexity.
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The same must be true when we replace n by n0 , and therefore  0 pα (n, s)/ ns = pα (n0 , s)/ ns . C. Average innovation rate By definition, p(n) is the average of p(n), and therefore p(n) is an unbiased estimator of p(n). How accurate it is depends on the details of the particular innovation sector; empirically,
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FIG. 5: Complete scatter plots for gastronomy and technology, showing all 381 and 993 ingredients and technology tools.
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FIG. 6: Histogram of the creation date of the 993 technology tools. E. Data We studied products and the components used to make them from three sectors: language, gastronomy and technology. Language. We analysed the 39,915 common English words made from the 26 lowercase letters a–z. Our word list is derived from the built-in WordList library in Mathematica 10. WordList has 40,127 words, but not all are made from the lowercase letters a–z; for example, some words contain a hyphen (‘pro-life’) or a capital letter (‘pH’). Gastronomy. We analysed 56,498 recipes made from 381 ingredients. The complete list of recipes can be found online in the supplementary material of [17]. Technology. We analysed 1158 software products made from 993 development tools. The data is from stackshare.io. Pseudo-random component order. In Fig. 1, we adopted the components in alphabetical order so as to have a reproducible pseudo-random ordering and to avoid cherry-picking from different random orders. However in Fig. 1C, we adopted the technology components in reverse alphabetical order; this is because 35 of the 993 tools are made by Amazon and have names starting with ‘Amazon’ or ‘AWS’; this anomaly is less noticeable when the order is reversed. Limitations of historical data sets. All records of innovation data are biased in two ways. First, they favor the trophy case of high-value components; the dustbin of ineffectual components



have been largely forgotten. For gastronomy, there will have been countless unsuccessful new ingredients or ingredient substitutes which provided little immediate or long-term benefit. They are not recorded in published cookbooks. Similarly for technology, unpopular or obsolete development tools are unlikely to be listed on the stackshare.io or other practical databases. Second, innovation records come to an abrupt end at the present moment in time, because we don’t know which new ingredients or development tools the future will bring. For this reason the results of our data analysis are most applicable away from the present-day boundary of 381 ingredients and 993 development tools. Innovation should be viewed as an infinite or large finite game, rather than a finite one. F. Component scatter plots The complete valence-prevalence scatter plots for the 381 ingredients and 993 technology tools are shown in Figure 5. G. Historical ordering for technology tools We obtained the year of creation for the 993 technology tools in the technology data set using the Amazon Mechanical Turk crowdsourcing platform (Fig. 6). H. Language prediction example From the letters n∗ = {a,b,c,d,e,f }, we can make p(n∗ ) = 45 words: a, ad, be, fa, ace, add, baa, bad, bed, bee, cab, cad, dab, dad, deb, ebb, eff, fab, fad, fee, abbe, abed, babe, bead, beef, cafe, caff, cede, dace, dead, deaf, deed, face, fade, feed, decaf, faced, faded, accede, beaded, bedded, decade, deface, efface, facade. Removing duplicate letters, and grouping by complexity s, p(n∗, 1) = 1, p(n∗, 2) = 11, p(n∗, 3) = 17, p(n∗, 4) = 12 and p(n∗, 5) = 4. Then we find (26) (26) (26) (26) (26 1) + 11 26 + 17 63 + 12 46 + 4 56 6 (1) (2) (3) (4) (5) = 58266,
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and ln(58, 266)/ ln(39, 915) = 1.036.
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