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1 Introduction
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Introduction



Physics simulation is a field of growing interest in the game industry. Due to today’s computing power embedded into the CPU and the available power aside of it (GPU’s for example), it becomes normal for the developers to exploit it. Nowadays, a game has to have more than catchy graphics and thus must immerge the player in a realistic “simulation” (to a certain extend). So the games started to include models for Artificial Intelligence as well as physics. After this observation, my curiosity in this domain came to a point where I wanted to know how it works behind the scenes. As a programmer, I also wanted to explore this domain beyond that and actually work on my own simulation. As a result, I would be able to understand why this or that game is buggy or simply behaving weirdly sometimes. The common example is a crate that stays steady flat on a slope. Why? Furthermore, this dive into the physics world creates a bridge between two major domains in my curriculum: physics and computer science. This is an opportunity to apply these equations and answer an old question: “Why am I studying this?”. To start gently in this paper, the first part will be dedicated to the spring model, the entry point to the physics simulation world. From here, an application for simulating ropes and flags will be described, from the theory and concepts to the problems encountered and the possible extensions. Then, as we go deeper in the topic, I will introduce the collision detection, its importance and its concepts. Being a vast topic, I will break it down into several parts including an introduction to my requirements, an overview of the math needed, a two steps description of the implementation, an analyze of the results and problems faced, to end with the possible improvements. Finally, after a brief summary on the current engine, I will enter a personal reflexion on the possible extensions for this simulation.



2 Introduction to the field
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Introduction to the field



2.1 2.1.1



The market and the evolution The situation



Physics simulation is now used in a wide variety of software, from a CAD program to a simulator or more obviously a game. It is taking more and more importance since it provides the user with a better idea of the interactions between objects. In a CAD program for example, it helps the designer to define the coordinates of an object. You can switch to a physics-enabled mode that guides you in the positioning by snapping the object to a steady state (ie. lying on a plane, around an axis or suspended to a cable). From these pieces of information, the program can now simulate the behavior of this assembly in real conditions. For a bridge, it can simulate the maximal extension of the structure before it collapses giving the engineer a way to verify his own calculus and designs. In a simulator, the physics can be combined to AI modules to allow people to practice in situations they might have to face in the real life. This includes driving simulators, aircraft / boat simulators or burning buildings drills. Accurate and efficient algorithms are required to produce real-time simulations. Concerning games, the situation is a little bit different since it appeared just a few years ago. Before that, programmers were not even thinking of physics simulation, but more like “that would look more natural if we could add this feature”. The first games were just allowing the player to move in a more or less 3D world, due to the restricted power available. Then, basic simulator made an apparition with full-3D games like Quake. The program implemented basic collision detection algorithms, for single objects only and there was barely no interaction with the environment. The pace of the evolution remained the same since then. No real improvement were made until the graphic video card became powerful enough to handle most of the rendering process. The forthcoming games like Half-Life 21 and Doom32 are based on advanced physics simulators that provide more than a ‘lookreal’ game play. The blockbusters now provide extended interaction with the environment, every object is considered as a solid, potentially moving and colliding with something else. Solely the CPU power will push the limits in this domain. 1 2



Half-life 2 is produced by Valve software. See Valve Software for more details Doom 3 is developed by id Software. See id Software for more details



2.1



2.1.2



The market and the evolution



The available libraries



The gaming industry reacted quickly to this phenomenon and companies were created to provide middleware libraries. The most famous ones are: Havok, MathEngine, Renderware and Criterion. The Havok livrary is used by Half-Life 2 and many other games. These libraries offer a lot of flexibility to the developers, like working on deformable objects, calculating on-the-fly deformation, allowing creation of objects linked by joints and different types of frictions. This brings new possibilities to the physics simulation, like the so-called rag-doll simulation, where a body falls down stairs or structure collapses for a building as well as liquid simulation like water, smoke or fire. There also exists a free open-source library called Open Dynamics Engine (ODE) that also provides advanced functionalities for the physics simulation developments under the C/C++ language. 2.1.3



Game evolution



Games profited a lot from the advances in this area due to hardware improvements and computing power offered to a wide public. Who does not remember playing a game and being frustrated because this ‘stupid program’ was blocking you somewhere you could not be, or taking advantage of the engine that allowed you to perform tricks in a very special, but well identified situation? In 1997, when Quake 2 was released, the fact that bodies would not follow the slope’s angle if they were also lying on a flat portion of the ground did not surprise anybody and was acceptable. Today, these games



Figure 1: Collision example in Quake 2



are based on rigid body simulation and interaction to avoid these artifacts. Remember shooting a crate (when possible) that would stay steady on a slope, totally irrealistically? Now, the same situation would make the crate to rollover and go down the slope eventually hitting another one that may



2.2



Where are we going?



of may not absorb part of the motion energy at collision time. Models’ complexity skyrocketed in the last 2 years with the ignition of development for tomorrow’s games. As some people stated recently, this is just the beginning of a revolution.



2.2



Where are we going?



Creating a physics simulation is not a lightweight problem and one must consider several aspects before jumping into the coding process. First of all, the simulation has a purpose, something that will give us a frame, an idea of where we are heading to. The simulation can take into account a lot of parameters. Do we want to simulate gravity? Certainly, it is the base of all the simulations. But do we also want to simulate wind, or friction or real-time deformation? What is the kind of interaction we want in our program? Will it just be based on physical collision or also on magnetic fields, will we be able to simulate an air aspiration? Do the simulation has to deal with liquids? And what about objects with non-homogeneous mass, how can we handle this case? Secondly, when simulating a scene, you may want to somehow represent the results so the user has feedback. This representation can be text-based or graphical. From the graphical choice, we will have to choose between static rendering or real-time representation. The static rendering will more likely be able to produce better outputs, more accurate, but is not suited for a software such as a game. Continuing on this line, the developer will have to choose an Application Programming Interface or A.P.I. Will it be Direct3D, OpenGL or a home-made one? The last point to consider is how precise our simulation is expected to be. The results would be different if we want to develop a game or a program to define and validate bridge structures for a given trial.



2.3



Defining the rules



My original intention when starting this project was not to produce a code that would outperform all the other libraries out there, but to experiment and possibly come up with a reusable design. For the programming language, I chose C++ over Java for several reasons: • C++ is an Object Oriented programming language. This is particularly well suited for this problem and provides the programmer reusable code. • As I did a lot of C programming before, this was a logical step and a good opportunity to delve that language



2.3



Defining the rules



• Java, from its intrinsic nature would produce a code too slow for my needs • The OpenGL implementation for Java is not yet very stable because originally developed for C. Concerning the precision and the depth of the simulation, I oriented the project toward a game-like precision. This means that based on known equations, the result has to look real enough : • Simple air-friction: this is based on a viscous damping, i.e. only a multiplying factor on the magnitude of the force, • Simple deformation: it is performed wherever a mass is defined. So an object with masses paired to its vertices will be deformable on all its edges, • Interaction with objects: collision detection being something very complicated, I focused my attention on a basic but nevertheless realistic sphere collision detection. This simulation works only for sphere-plane collision at the moment. There is no interaction on the objects except gravity and object-object collisions, • The objects are assumed to have a constant mass distribution over the whole volume. The main goal of this project was to come up with something working so the performance issue is not really of interest here. Moreover, the computation precision is restricted to normal float and sometimes double variables. No specific design was created to ensure the correctness of the computation as one would do for a CAD program for example. On the graphics side, I chose to represent all these pieces of information using the OpenGL library. Because this paper is not the place to debate on which of either Direct3D or OpenGL is the best, I will just argue that I prefer OpenGL. I did several programs under this API before and I did not have the will neither the time to learn a new one. Moreover, OpenGL is portable, meaning I could easily compile my code to run under Linux. The general design / architecture of my program is based on a trivial hierarchy: - The CScene class is wrapping all the other classes. In a scene, we have a vector of objects that will be simulated and rendered. A call to redraw() will start the rendering loop.



3 Simulation entry point: the spring model



- The CObject class contains all the information about an actual object. The basic attributes of an object are: - vector of vertices. A vertex is defined as a CVector3D, a class representing a position in a 3-D environment - vector of Faces. Faces are defined by 3 points, indexes in the previous array - vector of Normals. For every vertex, a normal is defined. This information is useful in numbers of cases, like the rendering and the collision detection. - CVector3D class for the center of gravity of the object. - CMass class representing the mass of the object Objects are inherited from this parent class and can be extended to a CObjectDeformable. Then, they can specialize in either a rope or a flag. A CObjectDeformable is an object where all the vertices are also masses and all the faces are springs. - The CMass class. Forces are applied only on masses. - The CSpring class. A spring connects 2 masses. For all these classes, the definition of a CVector3D class was mandatory. For this purpose, I wrote a CVector3D class that overloads almost all the C++ arithmetic operators to make more user-friendly to write equations in the code. For example, we can add or multiply vectors by scalars and performs the common operations like assignment without thinking of it as a vector but as a scalar. I also defined the basic functions like the dot and cross product, the normalize() and getLength() methods. From now on, we can start coding a physics simulation, the skeleton is ready and the basic mathematical functions are present.
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Simulation entry point: the spring model



Why do we want to start with the spring model? Firstly, technically, a spring is easy to simulate and involves basic math. Secondly, when springs are simulated, they quickly bring up good results and the developer feels good about his introduction to the physics simulation world.



3.1



Physic explanation



3.1 3.1.1



Physic explanation Springs



A spring is ruled by well known equations, that everybody saw at least once before in a physics class. Actually, to begin with, we just need one equation: Hooke’s Law. This law states that a spring will apply a force F~ proportional to its extension on a mass M . F~ (x) = −k · ∆x · ~u



(1)



This formula is right but incomplete, we have to take into consideration the inner-friction. This is a way to introduce inertia in the simulation. The force F~ cannot extend or shrink the spring suddenly, it depends on the relative speed of the 2 concerned masses. Hence the formula: −−−−−−→ −−−−−−→ F~ (x) = −k · ∆x · ~u − (mass1.vel() − mass2.vel()) · If



(2)



If is the inner friction coefficient of the spring. The greater the coefficient, the more damping we add. Despite the correctness of the above formula, it does not show all the elements we use during the computation. It is necessary when defining a spring to know the length at which no forces are applied on it. This is the steady state. We now introduce the length at rest d. The formula does not change that much and this is the actual formula we will use in the simulation: −−−−−−→ −−−−−−→ F~ (x) = −k · (x − d) · ~u − (mass1 .vel() − mass2 .vel()) · If x is the length of the spring d is the steady length of the spring This formula is now easy to transform into an algorithm: Listing 1: Spring algorithm s p r i n g v e c t o r = v e c t o r between t h e 2 masses i f s p r i n g v e c t o r s i z e i s not 0 F( x)=−k . ( x − d ) . u − ( mass1 . v e l ( ) − mass2 . v e l ( ) ) I f Apply F on mass 1 Apply −F on mass 2



(3)



3.2



3.1.2



The C++ implementation



Masses



Physically, a mass is defined by at least 4 parameters: 1. a scalar value m, representing the weight of the mass (i.e. on Earth) 2. a 3-D vector to define its position in space 3. a 3-D vector to define its velocity 4. a 3-D vector representing the forces applied on this mass At this point, we can find out all the parameters we need to iterate over time. From Newton’s second law: X F~ = m · ~a (4) on mass



Then, from the acceleration, we can easily integrate the speed and the position using Euler’s formula. To improve the computation precision, a method call Heun’s method A.1.2 consist in writing the whole integration (instead of just the first order elements). For every expression, we integrate for a ∆t lap of time: F~ (5) ~a = m Now, we integrate the acceleration to obtain the speed: ~v = ~a · ∆t + ~v0



(6)



From the speed, we integrate again to obtain the position: p~ = ~a ·



3.2



∆t2 + ~v0 · ∆t + p~0 2



(7)



The C++ implementation



First, to get an idea of the implementation, we will have a look at the class interfaces: first for a mass and then for a spring. The full code for the CVector3D class can be found in appendix A.1.1, but it is nothing more than three coordinates wrapped in user-friendly class. The CMass class represents a mass as we described it before: Listing 2: The CMass class /∗ ∗ CMass c l a s s d e f i n i t i o n



3.2



The C++ implementation



∗/ c l a s s CMass { private : // The mass v a l u e f l o a t m; // P o s i t i o n i n s p a c e CVector3D &pos ; // V e l o c i t y CVector3D v e l ; // Force a p p l i e d on t h i s mass a t an i n s t a n c e CVector3D f o r c e ; public : // C o n s t r u c t o r CMass ( CVector3D &p , f l o a t m) ; // Copy c o n s t r u c t o r CMass ( const CMass &M) ; CMass &c l o n e ( const CMass &M) ; CMass &operator=(const CMass &M) ; // Add a f o r c e t o t h e c u r r e n t mass void ApplyForce ( CVector3D f o r c e ) ; // Add a v e l o c i t y t o t h e c u r r e n t mass void ApplyVel ( CVector3D v e l ) ; // R e s e t f o r c e s void R e s e t F o r c e ( ) ; void ResetPos ( ) ; void R e s e t V e l ( ) ; // Updates t h e c o o r d i n a t e s f o r a d t l a p o f time void P r o c e s s ( f l o a t dt ) ; // A c c e s s o r s float getMass ( ) { return m; } CVector3D ge tPos ( ) { return pos ; } CVector3D g e t V e l ( ) { return v e l ; } CVector3D g e t F o r c e ( ) { return f o r c e ; } void s e t L i n k T o V e r t e x ( CVector3D &p ) { this−>pos = p ; }



3.2



The C++ implementation



void s e t V e l ( CVector3D v ) { this−>v e l = v ; } };



The CMass class uses a reference to a vertex, because a mass has to be bound to an existing vertex, i.e. a physical mesh has to exist before a mass is created. Methods to apply a force on the mass or even a velocity (in certain cases, you want to instantly change the velocity) will add the vector in parameter to the corresponding data. The Process method corresponds to the Heun’s iteration algorithm described above A.1.2. To be able to work with the STL library, this class has to overload the operator= method used when arrays are created. To lighten the workload, I defined a clone method that can be used by both the operator= method and the copy constructor. This also forces to have all the update information in only one place. Now, we can move on the CSpring class that defines all the data and methods to operate on springs. Listing 3: The CSpring class /∗ ∗ CSpring c l a s s d e f i n i t i o n ∗/ c l a s s CSpring { private : // A s p r i n g i s d e f i n e d btw 2 masses // We assume a s p r i n g cannot be d e f i n e d CMass &mass1 ; CMass &mass2 ; // Constant s p r i n g f a c t o r float SpringFactor ; // Rest a t l e n g t h ( no f o r c e produced ) f l o a t RestLenght ; float InnerFriction ; public : /∗ ∗ Constructors ∗/ CSpring ( CMass &m1, CMass &m2, f l o a t K, f l o a t D, f l o a t F ) ; CSpring ( const CSpring &S ) ; CSpring& c l o n e ( const CSpring &S ) ; CSpring& operator=(const CSpring &S ) ;



3.3



The Rope Simulation



// Compute t h e p h y s i c s void ComputePhysics ( ) ; // A c c e s s o r s CMass& getMass1 ( ) CMass& getMass2 ( ) float getSpringFactor () float getRestLenght ( ) float getMassesDistance () { void



LinkToMasses ( CMass &m1, CMass &m2 ) ;



};



In this class definition, the spring is made, as expected, of three variables to define the spring parameters plus two masses referring to the already defined CMass classes. The reason I used references here is that a spring cannot exist without masses so the declaration of a spring requires the declaration of two masses. Then, it is also defined by the SpringFactor (k), the RestLength (d) and the InnerFriction (If ). On the methods side, the constructor are as usual covering the default and copy cases. Here again we can see the operator= and the clone method defined, reminding us the STL compatibility. The interesting method here is LinkToMasses() that create the spring, i.e. linking it to two predefined masses.



3.3



The Rope Simulation



The basis of the spring model being done, we can now direct ourselves toward a rope simulation. This is not a complicated task since a rope really is just a group of springs and masses connected together. The algorithm to create a rope is straightforward: Listing 4: Rope creation algorithm CObject : : RopeCreation ( HookPoint , TotalMass , NumberOfMasses , LenghtAtRest , Stiffness , InnerFriction ) m = TotalMass / NumberOfMasses d = LenghtAtRest / ( NumberOfMasses −1) k = Stiffness



3.3



The Rope Simulation



d i s p l a c e m e n t = v e c t o r (− I n d i v i d u a l L e n g h t , 0 . 0 f , 0 . 0 f ) O r i g i n = v e c t o r ( HookPoint ) // F i r s t l y , we c r e a t e t h e a r r a y o f v e r t i c e s f o r i i s 0 t o NumberOfMasses l o o p Define vertex ( Origin + displacement ∗ i ) // Se con dly , we c r e a t e t h e a r r a y o f masses f o r i i s 0 t o NumberOfMasses l o o p D e f i n e mass ( v e r t e x [ i ] , I n d i v i d u a l M a s s ) // Then we c r e a t e t h e a r r a y o f s p r i n g s f o r i i s 0 t o NumberOfMasses − 1 l o o p D e f i n e s p r i n g ( mass [ a ] , mass [ a +1] , k , d , I f ) // We want a t l e a s t one f i x e d mass S e t up t h e f i r s t mass t o be hooked



There is a little flaw in this code, in the definition of K. Indeed, when two springs defined by k1 and k2 are connected in a serial manner, the equivalent K for the whole spring is: 1 1 1 = + (8) K k1 k2 As I will explain later, this comes from the fact that the stiffness is not easily configurable due to some stability issues. By assigning K as the stiffness, I have more control over the creation of the spring. At this point, we have a spring defined, ready to be simulated. What we need now is an iteration method that will generate the waving of the spring according to the amount of time elapsed. We will call this the PhysicsLoop() method Listing 5: The Physics Loop function CObject : : EnterPhys icsLoop ( d e l t a t ) ComputePhysics ( dt ) S i m u l a t e ( dt )



The ComputePhysics() method applies all the default forces on the objects and can be overloaded to be specialized, for example in the case of a deformable object. Listing 6: The Compute Physics function CObject : : ComputePhysics ( d e l t a t )



3.3



The Rope Simulation



i f t h e Object i s not PHYSICAL return G r a v i t y = Scene−>g e t G r a v i t y ( ) Wind = Scene−>getWind ( ) Reset Force on M a s s e s i ; Apply Force ( G r a v i t y ∗ Mass . getMass ( ) ) on M a s s e s i Apply Force (−Mass−>g e t V e l ( ) ∗ this−>A i r F r i c t i o n ) on M a s s e s i



The Simulate() method on the other hand just calls the Process method of the masses. Listing 7: The Simulate function CObject : : S i m u l a t e ( d e l t a t ) P r o c e s s t h e i t e r a t i o n on a l l t h e Masses



3.3.1



Results



Now that the skeleton is ready, these algorithms can be included inside any existing code to simulate a spring waving in the air, hooked at one extremity. To obtain a good-looking waving spring, the easiest way is to add masses and springs. The more springs, the better the simulation, but also the more power consuming. Adjusting the parameters can lead to very different results. For example, the bigger the k, the more elastic the rope. Increasing the If factor gives us the possibility to strengthen the rope. It becomes possible to have a very elastic material that cannot be stretched too suddenly, bringing interesting material simulation. When variating the air-friction factor, we can simulate different sizes of rope. This could be useful to simulate heavy cables or hairs waving in the wind. From these experiments, some problems will quickly arise. The first one will be the impossibility to simulate very stiff ropes, i.e. a great k in the range of 10000 or more. The second problem will show up when trying to run the program on a different configuration. The waving might slower, faster or (unlikely) equal. The first issue is explained in the next section while the speed simulation problem will be discussed later, because not related only to this model.
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The stiffness problem



Why? This question is obviously what comes up first our minds. However, before the explanation, we should have a closer look at the simulation itself. What happens when the stiffness goes beyond a given limit and gets out of control? “Remember the spring coefficient that was applied to the particles? This coefficient represented the stiffness of the springs used. If I set that value fairly high because I want really stiff springs, the little Euler integrator cannot handle it. If you run that cube I had with stiff springs, you may see something like Figure 5 [the figure 5 represents a difform object] or something equally interesting. The still frame doesnt do it justice. This is a rigid body way out of control” Jeff Lander [7]



Figure 2: A pendulum simulation that diverges The above picture has been taken without clearing the display buffer for every frame. We can clearly see what happens here. The rope starts its curved motion as expected and starts to drift away from its ‘real’ position after a few milliseconds. We can clearly distinguish the growing distance between the theoretical curve and the actual one. This distance very quickly becomes huge and finishes to infinity. Why is that spring behaving like this? The previous quote gives us a little hint concerning the stiffness factor and the integration method. Indeed, the problem comes from the little error introduced by the approximation error when iterating in the time. The algorithm approximates a function with a linear curve. This brings a very little
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error in the approximation. Because this error is related to the time step ∆t, the smaller the time step, the smaller the error. What happens here is that the mass will iterate to a position farther than the desired position. In Hooke’s law, it results in a growing difference between the actual size of the spring and its length at rest. Since this quantity is multiplied by k, the bigger the k, the bigger the error. When using fairly high values for k in orders of 10000, the error propagates itself in the iteration process for every step. This produces an exponential divergence in the rope motion. The approximation function is too weak, it does not see the variations of the function, it only sees the big picture. We loose a little bit of information every time we render the scene. After multiple renders, the ‘picture’ is totally different and our simulation fails. Knowing this, the physics articles should say: “This simple approximation method works in almost all the situation where the motion is close to be linear”. Even though Heun’s method is better than Euler’s, the following graph applies to it as well:



Figure 3: Euler simulation for a simple pendulum The figure 3 shows two important things: - the Euler function is drifting away from the beginning of the iteration process,
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- the difference between the reality and the approximation is strictly increasing. None of the error produced cancel each other, they cumulate. We will expose in the next section a method to solve this problem at the expense of the computation time. 3.3.3



Possible extensions



A first extension to this rope simulation will be replace the approximation function by a more appropriate one. The Euler and similar methods are way too simple to handle cases like curved motion. One solution comes from the “Computer Graphics with OpenGL”[1] book. A more accurate way to approximate integration is to use the Runge-Kutta algorithm. This algorithm is based on the Taylor series and uses coefficients of order 4. The approximation is then much better since it is not a linear approximation but a curve. Even on highly variating functions, the approximation stays close. However, using this method requires more computation power. This has to be taken into consideration carefully due to the huge number of calls during one frame for a normal scene. From a presentation at the Game Developers Conference ’04 3 , this method is be about 40 times more stable than Euler’s method but also requires 3 times longer to compute. A second extension to this simulation model is to include bending information in the rope. Currently, the rope could wrap itself around a cylinder or a box, perfectly following the contour of the object. It has no information related to its bending capabilities. This can be solved by creating new springs on top of these, binding vertices vi and vi+2 . Called bend springs, they would give us control over the general behavior of the rope. Increasing their stiffness will decrease the overall bending factor of the defined rope.
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From our first experience in the physics world, we noticed that the simulation ran differently on different configurations. Depending on several parameters like the video card or the CPU frequency, the simulation was set up in a different time space. A reason to that is the structure of the program. The basic design was: Listing 8: The application’s main loop 3



The Game Developers Conference takes place every year in late march in the USA. The goal is to have an independent forum for developers to share their ideas, theirs skills, to promote and advance the game industry. More information can be found at the Game Developers Conference website
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do{ i f Windows Events Process or redraw t h e s c e n e } while ( A p p l i c a t i o n d o e s not e x i t )



Depending on the overall performance of the machine, the redraw method is called more or less often in a second generating different execution speeds. To solve this problem, the solution is to set up a fixed refresh rate. When dealing with physics simulation, and therefore approximation, developers want their code to produce the same output on all the machines. By defining a fixed refresh rate, the programmer stays in control of the situation. If the machine is too powerful, skip some frames and don’t compute anything more than necessary. When the machine is too slow, the situation is a little bit more complicated. A slow machine will normally follow the algorithm and compute the iterations requested then render a frame. However, if the simulation time is longer than the fixed refresh rate, the program will end up simulating time it spent simulating. Here are some iteration steps with a refresh rate of 30 times·s−1 : t the program computes iterations for a lap of time t1 = ∆t in T1 > t1 t + T1 the program computes iterations for a lap of time t2 = ∆t + (T − ∆t) in T2 > t2 t + T1 + T2 . . . The iteration process is simulating time steps of increasing amplitude and behaves like a recursion. It can be an unsolvable problem if it occurs even for very simple calculations. It will undoubtedly end up in a frozen-like state where the user cannot input anything. Nevertheless, for a punctual occurrence, it is more likely that this overload will not diverge and the program will run at its normal speed again. In this case, this excess of computation is activated by a special event, something that will most of the time be punctual. This phenomenon is often observed in games where the players triggers a massive computation, for example an explosion with multiple fragments generated, the program looks like it is freezing, and suddenly “spits” its computation. Depending on the implementation, this time lag can be smoothed but not avoided, except if the physics engine is robust enough to perform all the operations in a pre-defined time-window.
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Concerning the implementation, the C++ function getTickCount() provides a good timer for the everyday use, but its precision is not sharp enough for our purposes. The smallest time step it can give is about 15ms, which is close to the time equivalence of a 60 frames cdotss−1 refresh rate. Even though it would be the precision we require, it is not really accurate and can vary from 15 to 18 ms. In addition, we cannot increase the refresh rate to a value like 100. The solution goes with the QueryPerformanceTimer(). This multimedia timer provides us with a precision as good as the computer it runs on. The counter represents the number of ticks the processor performed so far with a frequency of several millions or billions per second.
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A flag simulation is an immediate extension of the rope simulation. A flag, or a piece of cloth, can be viewed as a patch of multiple thin strands of material. Naturally, we think of simulating it with the spring model. A 2 dimensional piece of material like a flag is just an extension of the 1-D rope: this is a group of connected ropes arranged in a certain way. Creating a flag is straightforward if we follow this algorithm: Create n*m masses Create (n-1)*(m-1) springs Connect the springs to the masses For interesting results, adding a wind effect can help. There is no general formula to generate wind and in a lot of case, such a complex situation is modeled more or less with tricks. For my part, I first started with a basic 1-D wind, on the X axis. The wind is represented with a force vector that will be applied on all the masses. This becomes part of the ComputePhysics() loop, in addition to the gravity, the air-friction and other forces we can apply. But a wind effect can barely be represented with a 1-D vector since we are assuming something perfect, constant and uniform at all points. To solve part of this problem, I included randomness on the X-axis and a small sidewind also multiplied by a random factor. In the end, the wind is defined as a major component on an axis and a percentage of it (like 10%) on a different axis (like Z). The formula I used is simple: F~ = W~ind · (1 + rand(1 . . . 100))



(9)
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Where the W~ind  is a 3-D vector that I defined in a 2-D plane: 1.0 ~ = 0.0 Wind 0.1 3.5.1



Results



Coding the flag simulation while having the rope working is not really a problem, the core being identical. The results are close to the rope simulation, just the addition of the wind changes a little bit the observation. From the first sight, the simulation produces good results. The flag waves in the wind in a nice looking manner and as usual changing the parameters allows us to define different material. However in this case, the stiffness problem is even more present because all the springs are connected together. As soon as one of them goes crazy, the error spreads in the whole object. Another really observable glitch pops up when the flag collides with itself. Well, there is actually no collision and the flag can move all around, some parts of it flying across its body, in the case of a violent change in the wind force for example. Related to this problem is the capacity of the flag to bend with impossible angles. If the flag could not fold on itself, it would more unlikely experience the collision problem. These two problems are closely related and a general technique will be described in the following section. With a closer look, we can see that the effect of the wind on the flag never stops. To be more precise, the flag will start extending itself a little bit under the sudden wind influence and continue, slowly but surely, its extension. The spring is not defined with any Extensionmax parameter and the explanation can come from two sources. • the lack of Extensionmax parameter. If we could have a limit in the extension, passed a certain length, the spring would snap under the strain. Including this parameter would be very nice but would complicate the computation for only very special cases. • the error introduced by the approximation algorithm. Despite the linear aspect of the flowing, the coordinates might change by a small error step every frame, combining with the intrinsic computer precision. Which one of these two is really relevant to the problem, I do not know for sure and further experiments would be needed.
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Extensions



The extensions described here are inspired from the work of two students from the University of Washington, Will Portnoy and Dan Grossman4 .



Figure 4: The interleaved springs model The first improvement that can be added in order to obtain a ‘real’ piece of cloth is the bending effect. We can recognize the difference between a piece of silk and a piece of felt by just observing its reaction to bending forces. One way to do so is to add shear springs and bend springs on top of the structural springs. In the mesh definition, the faces will be the structural springs. They define the shape of the model and contain some information about its elasticity and friction. The shear springs are here to help the propagation of a force in an square-based patch. “. . .translational forces on the cloth as a whole are not adequately transmitted through the cloth by a model that breaks oblique forces into orthogonal components along a small number of nodes.” Will Portnoy and Dan Grossman 4



These two students worked, for a Computer Graphics class, on a cloth simulation with complex springs definition and realistic results. More information about their project can be found on their website
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As a consequence, this method helps in simulations of objects with a small number of faces. This is a desirable feature for a simulator, especially realtime. Bending springs give us a means to control the flexibility of the material. They connect two vertices indexed by a step of 2: (vi ;vi+2 ). Setting the stiffness to a high value will prevent the cloth from bending too much out of the original plane of the grid. Controlling these parameters yields to very different and more realistic simulations for a piece of cloth. To address the collision problem, we need some kind of collision detection among the nodes and springs of the object. But taking into consideration the number of faces in such an object, we have to exclude the basic pointto-face and edge-edge collision detection method. From a method described by McDonald and Welland, instead of detecting collisions, we can simply apply a repulsive force on all the particles that come close enough to each other. That is, for a give node, we apply a force, called repulsive force, that drops off in inverse proportion to the square distance with the other node. With a small coefficient, most of the nodes will not be affected by this force, but those that come too close will be strongly restrained from coming closer. This mathematical model in hand, we can produce very realistic effects like sliding, rolling and even bouncing.
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3.6.1



Generalize the spring model



The spring model, despite being mathematically simple, is used for simulating a lot a complex situation. Using the advanced springs (with bending parameters and repulsive forces), one may be able to simulate hair waving in the wind. The repulsive forces will prevent the hair from passing through each other thus creating thickness. When a force like wind is applied on them, the waving will naturally come as the flag simulation does. Interleaved springs and repulsive forces are two elements of importance when considering realistic spring-based simulations. A general algorithm to convert a rigid mesh into a deformable object, converting faces into springs, can be easier for the programmer to create deformation on objects. The conversion can be used to define 3-D deformable objects like jelly cubes. Right now, the engine does not support this kind of conversion due to the spring redundancy it would generate. Indeed, a vertex can be shared by 3 faces or more, for example if the vertex is the top of a pyramid, and connecting them in such a way that only one spring connects 2 vertices



3.6



Spring model extensions



is not a trivial problem. Deriving from jelly blobs, different kinds of material can be simulated: tennis ball, squash ball or any kind of more or less bouncing deformable objects. If the algorithm is fast enough, we can imagine an on-the-fly conversion and objects would be considered rigid until a collision occurs. Then, the object would be converted and the deformation processed. This could be very useful for objects that do not usually deform, or under certain condition. For example a door could be considered as a normal object, only the center of gravity being physically concerned, and turn into a deformable object as soon as a high speed object, like a car, hits it. The converted door can now process the physics according to the forces in presence.
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Miscellaneous



Multiple improvements can be brought to the current simulation regarding the spring model. First of all, the time iteration approximation algorithm must be chosen gauging its pros and cons. Despite the very good accuracy of the Runge-Kutta algorithm, the computational power required is not insignificant. Different approaches are possible: either integrate with higher order coefficient, according to Taylors development or use the previous steps to curve and approximate the next step. This function is called so often that the choice must ormance . Names like Adams-Bashforth, Adams-Moulton, consider the ratio perf precision Backward Difference Formula or Verlet approximation might be interesting starting points to a discrete time approximation algorithm. Maybe an adaptive function can be used in order to adapt itself depending on the computation required. While springs are very sensitive to variations, an object under gravity only does not require any special precision. Secondly, an interface to all the physical objects that allows us to create hook points would permit easy connection and uniformity of use when connecting two entities together. Springs and masses can be easily connected as well as objects and springs, or objects and objects. Templates can be created for predetermined types of objects with for example 2 connection points by default on a spring. Connecting the spring to an object would be as easy a Spring.connect(Object). Physical connections can have a maximum constraint variable that would break the link in case of overwhelming forces. Even though the dynamic creation might not be that useful, the dynamic separation has a lot more of interest. Defining objects as connected elements would give the possibility for the user to break things down into
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pieces. Definitely an extension to pay attention to.
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Collision detection



Why do we need collision detection? Because when sending primitives to the OpenGL subsystem, there is absolutely no computation regarding the intersection of polygons. The rendering API is simply drawing elements to a buffer in order to prepare them for the display. As a consequence, anybody willing to have interaction between objects will necessarily have to code algorithms to detect these collisions. This is not an easy task and might be one of the most interesting. Because every decent engine now has to implement this, the subject is well known and good papers are written to help novices in this domain. Basic collision detection (usually highly approximated) is very easy, concept speaking, but often applies to specific cases. Broadening the algorithms, however, is a different problem. Physics and maths quickly become intricate and transform the programming challenge into physics theory understanding, involving a lot of algebra. The way I got through this is more or less represented by the outline of this section: - Construct a math library for 3-D operations, to have a basis for the upcoming equations - Read a lot of papers or books to get the gist of the problem - Start coding with modest plans - Build and add features to the kernel, either specializing or generalizing the algorithms Good references to start with are included at the end of this paperA.1.2.
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Before running blindly into the code, the definition of some rules has to be done and requirements have to be determined. The first step is to get familiar with the math involved in these situations to choose an adapted design for the math library. Then, to be able to easily test the algorithms, I had to be able to work on real objects. In that context, real object has to be interpreted as a group of polygons that can be used for an interesting purpose. As a result, I decided that I would test the algorithms on meshes defined by 3DStudio. The advantages are multiple, the file format has been used for years and is now widespread and well known from the developers.
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4.1.1



Math



The math involved in 3-D software is all based on matrices. They can be 3 by 3 or 4 by 4. So the first point of attention is the library. To handle all the equations with a nice style, the matrices have to be C++ operators compatible. The guts of the matrix class, is simple: a simple n by n array of templated elements. There are 3 major ways to initialize a matrix: - The default constructor. The matrix is set to the identity, the neutral element for all the operations - The copy constructor. Initialize the matrix by copying the parameter into it. - By a list of elements. The user can specify the elements one by one. The C++ operators are of course overloaded to aid the programmer, for scalar and matrix operations. Besides this, operations like identity(), transposition(), determinant() and inversion() are also defined. To consolidate the flexibility, special methods are defined to build a 4 by 4 matrix from a 3 by 3 one and from vectors. The elements are inserted in the upper left corner of the matrix. But why do we have two different sizes of matrices to define? The answer is simple, but the demonstration is not. When working in a 3-D environment, every operation is defined by three coordinates. A rotation is defined by a 3 by 3 matrix M1 and a translation matrix is defined by a 3 by 1 matrix M2 . To transform a point P by a rotation and a translation, we have to use the following formula: P0 = M1 · P + M2



(10)



where coordinate positions P and P0 are column vectors. For translation, the matrix M1 is the identity and for a rotation or a scale, the matrix M2 contains the terms related to the pivot point or the scaling fixed point. Because these operations are often combined, a more efficient approach is to combine the transformation into only one matrix, without calculating the intermediate values. The solution is in the homogeneous coordinates, a technique to combine matrices into a bigger one. As this is not a math paper, the demonstration will not be explained here5 . Using this technique on 2-D operations, a translation matrix will look like this:  0     x 1 0 tx x y 0  = 0 1 ty  · y  1 0 0 1 1 5



The reader can refer to the Computer Graphics with OpenGL for more information [1]
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and a 2 dimensional rotation matrix looks like this:  0     x cosθ −sinθ 0 x y 0  = sinθ cosθ 0 · y  1 0 0 1 1 To obtain a general matrix for rotation, translation and scale, we have a matrix of the following form:  0     x rsxx rsxy trsx x y 0  = rsyx rsyy trsy  · y  1 0 0 1 1 The denomination of the coefficient correspond to the transformation they refer to: r is a rotation, s is a scale, t is a translation. The magic comes here: when the user wants to apply transformation to an object, he can specify everything in 3 by 3 matrices. For example, a scale then a rotation and finally a translation. The final matrix M will be: M=T·R·S



(11)



Then all the operations can be accumulated in a transformation matrix and at rendering time, the object’s vertices will be transformed by the matrix M. As a consequence, the matrix class definition is dependent on the CVector3D class defined earlier6 . In the CObject class, a member TCMatrix Transformation can be included to accumulate the transformations until rendering time. 4.1.2



3DS importing utility



The 3DS file format, mainly use by the Discreet / Autodesk applications like 3DStudio and Autocad is really useful as an importing format. Firstly, this file format is widespread enough so that third-party application often include an ‘Export to’ function compatible with the 3DS format. Using a professional 3-D modeler frees me from writing my own program and insures a good functionality and compatibility. The power of these software is portable to my programs, allowing me to focus more on my goals than on secondary requirements. This is a ready-to-use approach. Secondly, the internal structure of the format is very advantageous for who wants to extract only partial information. The structure is based on chunks 6



This is not a drawback simply because they both belong to the math library and are required as a whole.
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of data identified by id s. When parsing the file, you select only the information you are interested in and can jump to the next chunk if it is irrelevant to you. It also gives flexibility and evolutivity to the file because of backward compatibility. Thirdly, probably the most important character to point out is the information stored in it. Here are some relevant characteristics of the .3DS files: 1. The faces are defined clockwise. This is useful in many computations, especially for cross product and face orientation. If you compute the ~ and AC, ~ you can safely tell that the recross product of vectors AB sulting vector is the face normal, pointing outward. This is used in face culling, to remove faces the user cannot see at rendering time. 2. In addition to that, the normals are already precomputed, saving us computation time when loading a file. 3. Texture coordinates are also included. Even if the engine does not support this data, an add-on can easily be coded in the importing method. Above all, I already had an importing class for this file format, saving me a lot a coding time / debugging / reviewing. This is part of the code reusability C++ (and OO languages in general) is known for.
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The above requirements were only a very minimum to proceed to the next step, i.e. collision detection. Before writing up algorithms, the elements involved in the resolution must be perfectly understood: - Faces and plane equation formulas, - Checking whether a point lies on a plane or not, - Checking whether a point is in a polygon or not. Those three elements are essential to the collision detection and will be checked in the order described above in the final algorithm. Lets explain these keys points separately.



4.2



Math to consider for collision



4.2.1



Faces and plane equation



A faces is formed by three points noted P t1 , P t2 and P t3 . In the 3DS file format, they are saved clockwise, that is P t1 then P t2 then P t3 . To find the plane equation of the facet, we would have to solve four determinants of 3 by 3 matrices to get the coefficients[9]7 . This is a general case that we do not need to apply because we already have the normal to the face. The problem simplifies drastically. In the following plane equation: A·x+B·y+C ·z+D =0



(12)   A ~ B  . the coefficients A, B and C are the components of the normal N C Then, because any point of the face belongs to the plane, it verifies the plane equation. Therefore, the last coefficient D can be easily found with: D = −(A · xP t1 + B · yP t1 + C · zP t1 )



(13)



In the general case, to find the normal of a face, we just need to apply the −−−−→ −−−−→ cross product on P t1 P t3 and P t1 P t2 : −−−→ −−−−→ ~ =− N P t1 P t3 ∧ P t1 P t2 4.2.2



Checking whether a point belongs to a plane



To know whether a point lies on a plane or not, we have two options: 1. Compute the minimum distance between the point and the plane 2. Plug this point’s coordinates in the plane equation. If it equals to 0, it’s in, otherwise, depending on the sign we can tell on which side it lies Both of these methods have their interests, depending on the needs. Computing the minimum distance between a point and a plane tells us if there is a collision, and if yes, by how much. The other method will just tell us on which side of the plane the point is. That could be enough for pre-selection purposes. To find the minimum distance from a point A to a plane (P ), containing −→ ~ . That a point B, we need to project the AB vector on the unit normal N gives us this formula: ~ −→ N Distmin = AB · ||N || 7



The detailed algorithm is at this address
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~ since it is the normal of the face and we know We know the components of N −→ AB. This gives us: Distmin =



A · (xa − xb ) + B · (ya − yb ) + C · (za − zb ) √ A2 + B 2 + C 2



Since B verifies the plan equation, we can simplify and obtain the final formula: A · xa + B · ya + C · za √ Distmin = A2 + B 2 + C 2 The last equation is useful because it tells us how far the point is, but the trade-off is the computation intensive square root. If we require less information, we can use the following technique. Pick up a point A to test whether or not it is on the plane. Plugging the coordinates into the plane equation of (P ) and solving it will give the following results:   < 0, the point is below the plane A · xa + B · ya + C · za + D = ≈ 0, the point is very close to the plane   > 0, the point is above the plane The ≈ 0 case serves as an error reduction procedure. The result of this computation performed on doubles on a computer is very unlikely to be equal to 0. Usually two of these cases are grouped together into a ≤ 0 for example. No matter what, if the point is on or under the plane, a collision occurred and we have to do something. More advanced simulations will consider these three cases since different algorithm can apply if the object deeply penetrated or just landed on the face. 4.2.3
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The last point to figure out to be sure there has been a collision is to know if the point actually is in the polygon, not just on the plane. Several techniques are available to answer this question, but I decided to use my own which is based on a basic fact: a point is in a polygon if it is on the same side for all the edges, assuming the edges are defined clockwise or anti-clockwise. In our case, the assumption is always valid thanks to the 3DS file format. To check for the position of the point relatively to the edge, I perform the following cross product followed by a dot product with the face’s normal: −−−−→ −−−→ ~ u = (P t2P t1 ∧ AP t1 ) · N −−−−→ −−−→ ~ v = (P t3P t2 ∧ AP t2 ) · N
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Collision algorithms −−−−→ −−−→ ~ w = (P t1P t3 ∧ AP t3 ) · N



If the values u, v and w are of the same sign, then the point is in the polygon. Another technique consists in calculating the sum of the angles between the point A and every pair of edge points, clockwise. The advantage is that if the sum equals to 2π, then the point is on the plane and in the polygon. Otherwise the sum will tend to 0 as its distance from the polygon increases. Another possibility, probably faster than the cross product is to perform a dot product. If the scalars in the end are of the same sign, the point is in the polygon, thus saving us three cross products in the above system. A lot of optimization has to be made here due to the number of times this procedure is called. The current suite of algorithms, despite its correctness, is eligible for a lot of improvements.
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There exists probably as many collisions detection algorithms as developers writing them. However, some techniques are well explained on the Internet, usually written to be used as ’a starting point to your own algorithms’. Nonetheless, the general technique is common to all them, only improvements really change the big picture. 4.3.1



First approach



To start with collision detection, the easiest model is the sphere collision detection. When working with spheres, you can easily transpose the problem to a point-polygon collision. The outline is quite simple and with our math library in hands, it should not be a big deal to code. This method requires some pre-work to be done at load time: • For every object we load, compute the gravity center. In this simulation, we assume the center of mass equals the center of gravity. Moreover, this is true for uniform gravitational fields, which is the case here. One approximation method is to sum up all the coordinates and find the average. This gives us a good approximation in most cases. To have a more accurate result, we would have to consider the volume of the objects. For example, consider an object made of a cube (8 vertices) and a sphere (1000 vertices) connected by a rod. This method would move the gravity center toward the sphere even if it weights less.



4.3



Collision algorithms



• Then we need to find the maximum distance from this point to any vertex. The greatest distance will define the radius of the bounding sphere of center G (gravity center) Once this object is ready, for every collision detection loop, we will apply the following algorithm: Listing 9: The Make a Preselection algorithm Make\ a \ P r e s e l e c t i o n ( Scene , C o l l i s i o n s ) For a l l t h e o b j e c t s i n t h e C o l l i s i o n L i s t i f ( t h i s o b j e c t c o l l i d e s with a n o t h e r one ) Find t h e c o l l i s i o n p o i n t Apply t h e p h y s i c s on t h e o b j e c t s a t t h a t p o i n t Apply P h y s i c s a t t h e C o l l i s i o n p o i n t s



The Make a Preselection method can be any kind of algorithm to break down the number of objects to work on. It can be a simple bounding sphere collision detection or more advanced algorithms. A simple bounding sphere pre selection was used in this program. The C++-like code follows: Listing 10: The Sphere collision detection D = ( O b j e c t i −>g e t G r a v i t y C e n t e r ( ) − O b j e c t j −>g e t G r a v i t y C e n t e r ( ) ) . l e n g t h ( ) ; R = ( O b j e c t i −>g e t R a d i u s ( ) + O b j e c t j −>g e t R a d i u s ( ) ) ; i f ( R > D) { // We might have a c o l l i s i o n // add t h e o b j e c t s t o t h e P r e S e l e c t i o n l i s t ... }



Now we work on a subset of the original set of objects. If the pre-selection is good, this step will not perform too many operations. In my simulation, the GetCollidingInformation(Objects, Collisions) is structured like this: 1. For all objects, select an appropriate collision detection method. Special algorithms are used when dealing with rope, sphere or normal objects. 2. If the objects are colliding, we check their relative speed. If the dot product of the speed vector of Object1 is pointing toward the Object2 ,
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they do collide. Otherwise, they do not. The equation is: ( ~ Object2 = ≤ 0, Objects are colliding ~vObject1 · N > 0, Object1 is moving away from Object2 A special case can be added here on the ≤ 0 case. If equals to 0, Object1 is sliding on Object2 meaning the collision might have been handled at the previous iteration. In addition to this reason, a sliding collision can also be an almost steady state for Object1 . Different algorithms can be applied here to simplify the general computation: there is no need to compute with the same accuracy as required for a random object hitting Object2 at a given angle, with a certain bouncing and/or friction factor. The user would not be able to distinguish it anyway. The algorithm checking for collisions ends with a call to the physics resolution function. The principle is to take all the collision points one by one and apply the corresponding reactions at these points, according to the normal of the impact. Handling a basic sphere-plane collision can be done easily, as explained in this article8 , by reflecting the speed vector against the normal vector of the face. The formulas are:  ~ · V~ ) · N ~  V~n = (N V~ = V~ − V~n  ~t0 ~ V = Vt − Kr · V~n These are the steps to follow to get a collision detector. However, the implementation of this is fated to failure. The reason is, again, simple. Because the simulation works by steps, increments of ∆t, when an object collides another one, it is very unlikely that the collision will occur on the face. Instead, the object will penetrate a little bit the object and this error will accumulate from frame to frame. Here comes the secondary approach, an extension to the collision detection core we just saw. 4.3.2



Second approach: the rollback function



The update to the core we have relies on three points: 1. The estimation of the penetration of one object into another 8



This is the same article that was cited in a previous section, by Jeff Lander. The article explains the useful laws and equation to apply during a basic sphere-plane collision
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2. The evaluation of the ∆t necessary to find the collision 3. The ability to cancel/validate an update concerning the objects coordinates From the three points described above, I called this algorithm the rollback function. Imagine that Object1 is getting in collision with Object2 . When running the simulation, we will run the whole computation for a given ∆t corresponding to the physics’ refresh rate. From the computations, we find



Figure 5: Rollback function out that there is a collision, between Objecti and Objectj at points Pi with ~ i 9 . The penetration PObject normals N is determined and compared to a i→j small value  that corresponds to an approximation error for the 0. If this coefficient is bigger than , we cancel the previous state and start again with a ∆t0 < ∆t. Finding a good ∆t0 can be a problem in itself, but by keeping dividing by 2, we get good results. The loop will iterate once more and will either find a collision or nothing. • In the best case, no collision, the algorithm keeps going over the original time step, in this case ∆t − ∆t0 . No extra computation is needed and the current transformation is validated • If there is a new collision, depending on the penetration PObjecti→j we have two cases: 1. PObjecti→j ≤ . We accept this little error and go on with the next time step 9



Lists of points and normals are not mandatory but necessary when the object hits multiple faces, like a cube lying on a plane
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2. PObjecti→j > . The error is not acceptable and we start the iteration again, with a smaller time step. In case of a validation despite the collision, we translate the object by −PObjecti→j to position it at the collision point. This ensures that even though the collision is not perfect, we accept an approximation error and correct it, if and only if it is small enough, considered negligible. Written as an algorithm, we obtain this: Listing 11: Collision detection with rollback function As long a s t h e time s t e p i s not c o m p l e t e l y s i m u l a t e d { P r o c e s s a chunk o f time , a s long a s t h e c o l l i s i o n i s not c l e a r { EnterTemporaryState ( ) ComputePhysics ( ) C h e c k F o r C o l l i s i o n s and ApplyPhysics ( C o l l i s i o n L i s t ) i f any c o l l i s i o n { In t h e C o l l i s i o n L i s t f i n d t h e Maximum P e n e t r a t i o n for t h i s time s t e p i f t h e Maximum P e n e t r a t i o n e n c o u n t e r e d i s < $\ e p s i l o n $ { Move back t h e o b j e c t t o t h e c o l l i s i o n p o i n t Collision is clear }



i f t h e C o l l i s i o n i s NOT c l e a r { NextChunkOfTime = NextChunkOfTime / 2 Check f or a d i v i s i o n l i m i t , t o a v o i d i n f i n i t e l o o p a c c o r d i n g t o $ I t e } } else the c o l l i s i o n i s c l e a r if Collision is clear Validate State else Cancel S t a t e }
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NextChunkOfTime = O r i g i n a l T i m e S t e p − T i m e Pr o c e s s e d }



The quality of the collision can be adjusted via two parameters: - the  factor, defining how good a collision is when penetrating in an object - the Iterationmax coefficient, defining how many times we will try to rollback the system before we give up or consider it takes too much time.
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Described in the previous section is a very simple collision detector that works mostly with moving spheres and immobile planes or cubes. It has the advantage to be easily configurable and methods can be improved independently. After several test cases, it appears that the collisions looks most of the time realistic. The simple bouncing equation introduced in the ApplyPhysics() function gives us a nice feedback concerning the collision and can be tweaked to take into consideration different materials. In spite of being stable for most of the cases, there a few where the problem remains unsolved. Firstly, because of the way the sphere collision is handled, when a sphere should collide in a box on its edge, the sphere passes through it. The gravity center of the sphere GSphere is projected on the plane formed by the face to test. This is the orthogonal projection that gives us the minimal distance to the plane. In the above picture 6, a side view, the collision detection will fail. This is because we use the projection of the gravity center, P to perform the inpolygon test. This point is obviously not in the polygon while the object is nevertheless colliding with the box. Whenever the distance D is 0 ≤ D ≤ r, the collision will not be detected. To solve this problem, the simulation has to handle edge-edge collision, which is a difficult task I have not read about yet. This is necessary to solve this problem to have a robust and reliable collision detector. Even with improvements of any kind, there will be soon or later the need to call this brute force algorithm to get a precise answer. The basis has to be as sane as possible in order to use approximation algorithm. Secondly, because the simulation is discrete time based, it produces side effects. When the program enters the rendering loop, the objects are in a
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Figure 6: Edge-edge collision state A, representing all the objects’ parameters. After the iteration process of a ∆t amount of time, the objects are in a state B, representing the new parameters. We don’t know what happened in between, the objects just moved from state A to state B. This generates problems. For example, an object is behind a wall at time T and in front of it after the iteration process, at time T + ∆t. The object might have jumped the wall as well as gone through it! When an object is moving so fast that its average displacement per frame is bigger than the size of another object, a collision might have occurred during this time the simulator would not be able to see it. Fast moving object like bullets suffer from this discrete time simulation and special techniques have to be utilized to prevent this from happening. Finally, the last observation is that the program was really slow on older computers. The models and equations involved in the simulation are not that complex and the scene was populated with only a few objects. Moving on to a real application, the current code would probably not be able to handle a real-time rendering. Considering other elements like A.I. and more advanced graphics, this program stays at the experimentation level. However, it is far from being optimized, the main goal being to come up with a working simulator.
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There are plenty of possible improvements for this simulation as we will see now. Some are more complex than others but all are absolutely feasible with
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the actual core. 4.5.1



Rollback optimization



Starting easily, the time estimation during a rollback can be greatly improved. Currently dividing by 2 gives us a safe and easy way to find the corresponding ∆t. However, using the approximation function backward (for example with a negative time step if the function permits), we can estimate precisely the collision point and the according ∆t. This would avoid us computing the scene 3 or 4 times before finally finding the collision point. Moreover, by dividing the world into different areas, we could think of rolling back only in the region we are working on, to the condition of non-interaction between the areas for this time step. This would surely speed up our simulation significantly. 4.5.2



Bounding objects



Concerning the use of the sphere collision as a pre-selection method, its accuracy does not equal its simplicity.



Figure 7: Different bounding shapes The sphere and Axis Aligned Bounded Box are easy to implement because based on the same principle. The closer to the object the approximation is, the more time it requires to compute it. But this is static computation, done once at startup. Summing up from some reading, the OOB solution seems to be flexible and easy to implement while providing good performances when tightly defined. A recursive OOB is generally used to break down elements into smaller OOB’s. The use of one of these method can boost the rendering in scenes with a lot of objects by smartly choosing the objects that need to be proceeded. 4.5.3



The O.F.G. approximation algorithm



These methods could be qualified as conservative algorithms because they only optimize a situation without any loss of data. However, some other
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algorithms that I would qualify as approximative are based on some assumptions or conditions that objects have to fulfill. One of these is the Opposing Face Geometry algorithm[5] that comes just after the pre-selection process and just before the brute force verification. The method attempts to find the closest faces two objects have. This is developed in 6+2 steps: - Pre-selection: Proceed to a preselection, like a sphere collision detection on the two objects 1. Find the closest k faces of object A relative to object B. 2. Calculate the geometric center of the new selection and the bounding sphere radius. 3. Find the closest k faces of object B relative to object A’s new selection of k faces. 4. Calculate the geometric center of object B’s new selection of faces and their maximal bounding sphere radius. 5. Optimization: Proceed to a new pre-selection on the newly defined selection. Can simply be sphere collision. 6. Sort the two sets of faces by increasing distance - Final brute force test: Test the two sets of faces against each other, starting with the closest pairs of faces. The main advantage of this algorithm is its speed. The runtime is in O(k 2 ) where k is a predefined constant, influencing the accuracy of the computation. k represents the number of faces the subset will be made of during the selections (steps 1 and 3). When vertices share between 4 and 8 triangles, k is also in this 4–8 range. Many objects are sharing only 4 triangles per vertex, so the average running time is O(k 2 ) where k is less than 8. Compared to the brute force method that would make O(n · m) comparisons, with n and m being the number of vertices in the objects, in the range 100-10000, the speed up is really welcome. The preprocessing time for the resolution is O(n + m) due to the linear analysis in steps 1 and 3. When increasing the geometry complexity, the OFG’s O(n + m) + O(k 2 ) takes the advantage over the O(n · m) of the brute force approach. The more complex the scene, the greater the speedup. One of the drawbacks of this method is that increasing the object’s complexity requires increasing the constant factor k, which may eventually reduce the
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gap between the two techniques. Also, the algorithm makes some assumptions we have to use carefully: “Object B can be considered as a point object located at its center”. The direct consequence of this constraint is that the objects cannot be concave, but have to be convex. Despite the importance of such restrictions, most of the programmers use it when creating a simulator, because it is possible to get around it and only a very few cases can break the simulator down. 4.5.4



The time discrete problem



The intrinsic nature of a simulation brings up the discrete time problem discussed earlier. A method introduced in the O.F.G. article describes a solution to the problem. Because an object A can move too quickly and pass through another one, the idea is to check the trajectory of the object during the ∆t lap of time for collisions. But instead of checking only the intersection of a line and a 3-D polygon, we extrude the silhouette of the object and check it for collisions. As we are creating a new polygon, all the previous technique we have seen can be applied to fasten the collision detection process. We can approximate the extrusion with a bounding polygon and apply part of the O.F.G. algorithm, depending on the complexity of the extrusion (pre-computing time versus actual computation). At this point, including all these features, we would have a fully functional 3-D collision detector, solving most of our problems.
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General extensions for a further study



After consolidation of the current simulation, general improvement can be made. Graphically speaking, the current display is for outputting results only. Graphics are also important for the realism of the simulation, helping the user to visualize and understand the interactions going on in the environment. On the physics side, the next really important feature is the collision response; handle more cases, give more freedom to the designer and finally add a default realistic behavior to all objects.



5.1



Graphical improvements



The first feature to add is the texturing support. Since 3DS files already include the texture coordinates, if defined, the development should not be as though as it could be. A parent class to handle all the texture management can make good use of the STL library, thus simplifying the code. A second
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very important component of realism is lighting. Without shades, an object does not really show its structure. Shades, in some way, emphasize the object’s shapes hence giving us a better visualization of the mesh. A flag waving in the air without shading looks flat, the wrinkles being visible only because of the texture displacement it produces. Moreover, a lighting system can be combined to a material library. Depending on the properties of the material, the lighting is rendered differently. If we combine the material’s aspect with physics properties, the user will definitely get a much more accurate idea of how the object is supposed to behave. The next improvement will be mandatory soon or later: a camera system. The user has to be able to move around the scene and interact with the objects. A camera system might also be useful if combined with paths for cinematic alike demonstrations. To conclude this part, the current program is for experimentation purposes only and does not offer any kind of user friendly interface. These points will move the program to a user-friendly simulation and make it much easier to convince people during demonstrations or interactive use. Because, even though the simulation works, the current rendering is not sexy at all and does not play in its favor. This is not only a cosmetic idea but also an improvement for the programmer, an aid to appreciate its work and fix it.
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Physics improvements Collision response



One of the most interesting improvement for the physics is the collision response. When an object collides with another one, the collision point and the normal being known, the resulting trajectory of both object can be found with the resolution of complex systems. Depending on the impact angle, the speed, the absorption factor, the friction factor, the angular velocity of both objects... The first feature to implement is the torque, to determine the angular velocity of the objects. All these pieces of information are known to be representable by a matrix. Chris Hecker’s columns10 describe well the theory and the matrices involved in the computations. With this in mind, we can simulate pool balls collisions because of the particularly good transmission of energy at the contact point. It is often considered as an almost perfect 10



Chris Hecker’s columns for physics simulation are often referenced on the Internet as a source of good explanation. For more information about him and his company Definition Six, go to this URL
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transfer of energy. For the friction and absorption factors, they end up being multiplicative coefficient to apply to these matrices. In other words, once the system is able to simulate forces and torques and apply the corresponding equation during a collision, friction and other kind of factors come easily into the formula. These parameters are concerning both the CObject class and the CMass class. A nice demonstration of the usefulness of these equations would be a domino cascade. Pushing the first one would hit the second, changing its angular velocity according to the friction factor of the objects, producing a chain reaction for the remaining dominoes. 5.2.2



BSP trees



When dealing with large scenes and predefined meshes, like a whole building or so, the data can be saved into a BSP tree. Let’s have a look at the Binary Space Partioning definition: “A Binary Space Partitioning (BSP) tree is a data structure that represents a recursive, hierarchical subdivision of n-dimensional space into convex subspaces. BSP tree construction is a process which takes a subspace and partitions it by any hyperplane [i.e. a plane of dimension n − 1] that intersects the interior of that subspace. The result is two new subspaces that can be further partitioned by recursive application of the method.” www.Gamedev.net [8] BSP trees are used by games from Doom to Quake 3, because the data are organized in a way that suits a lot of problem resolutions. The main uses are: • Hidden surfaces removal. For non static (pre-computed) geometry, a depth-first tree traversal, or a back to front “painter’s algorithm”. The display from any arbitrary point in done in linear time • Ray tracing. It is very similar to the hidden surface removal, the tree is walked forward with a few additions that apply to ray casting • Collision detection. Knowing whether a point moving along a line intersects some object in space is essentially a ray tracing problem. Determining if two complex objects intersect is a tree merging problem (another feature of the BSP trees)
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As we can see, BSP trees are useful for collision detection and even more. Using this format brings a lot of good things, worth the time spent to write the code because of the so many different uses this tree is eligible for. There are a lot of tutorials on the Internet to guide the programmer in the development of BSP trees code. Moreover, the Quake 1 and 2 source codes are available, making it worth seeing how it is implemented in a professional environment.
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Summary about the current simulation



The current simulation model is able to handle deformable and non-deformable objects. The interaction is not yet extended to the general case so demonstration scenes are a little bit specific. However, all the foundations are present in the code and improvements can easily be done. The spring model is waiting for a more stable time iteration function to really show its usability and efficiency. The shell is ready, the core has to be updated. Concerning the collision detections, the general brute force algorithm was in development just before the beginning of this paper. It is still unstable and needs debugging but works fine for most cases. The general design of the code looks flexible enough to handle and integrate all the improvements discussed earlier. A long time has been needed to build this little framework, that was oriented a lot on C++ programming and general design. The physics responses are now to be built up on top of this general architecture. A bridge among entities still has to be developed, in order to connect together masses, objects, springs. The common Hookable interface can be implemented to all the objects to provide a good flexibility for multi-models objects. This would allow the program to handle cases like beads on a necklace or connections of smaller elements. For example, a table can be modeled with a top and four legs glued to it. When forces are applied on certain points, the connection could break up and free one object. Such an addition can really change the way things behave in the environment. On top of adding features, the engine really needs optimization to be able to render more interesting scenes without requiring a top of the line workstation. Most of the code has be written with the goal of making it robust, no care about the performance. Besides the equation simplification and optimization, a lot has to be done in the code generation by itself. There is no doubt the general simulation can be speeded up by a factor of 2 or 3.
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Appendix Code samples The CVector3D class



The CVector3D class is one of the first classes I wrote because it is the basis of most of the classes in the program. It has the requirements of being complete and user-friendly so even though only 3 variables are needed for a vector, the class contains a lot more code than that, due to the interface and operators overloading. Most of the operators are overloaded for scalar and vector purposes. Moreover, this class is STL compliant with the overloading of the operator= method. Listing 12: The CVector3D class c l a s s CVector3D { public : // X, Y, Z c o o r d i n a t e s float x ; float y ; float z ; /∗ ∗ ∗ Constructors ∗ ∗/ // D e f a u l t C o n s t r u c t o r CVector3D ( ) { x = 0 ; y = 0 ; z = 0 ; } // Components C o n s t r u c t o r CVector3D ( f l o a t X, f l o a t Y, f l o a t Z) { x = X; y = Y; z = Z; } // Copy c o n s t r u c t o r CVector3D ( const CVector3D &v ) { x = v.x; y = v.y; z = v.z; } /∗ ∗ ∗ Operators S u r d e f i n i t i o n ∗ ∗/
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// Operator s u r d e f i n i t i o n = CVector3D& operator= ( const CVector3D &v ) { x = v.x; y = v.y; z = v.z; return ∗ t h i s ; } // Operator s u r d e f i n i t i o n + CVector3D operator+ ( CVector3D &v ) { return CVector3D ( x + v . x , y + v . y , z + v . z ) ; } // Operator s u r d e f i n i t i o n − CVector3D operator− ( CVector3D &v ) { return CVector3D ( x − v . x , y − v . y , z − v . z ) ; } // Operator s u r d e f i n i t i o n ∗ CVector3D operator ∗ ( f l o a t v a l u e ) { return CVector3D ( x ∗ value , y ∗ value , z ∗ v a l u e ) ; } f l o a t operator ∗ ( const CVector3D &v ) { return ( x∗v . x + y∗v . y + z ∗v . z ) ; } // Operator s u r d e f i n i t i o n / CVector3D operator / ( f l o a t v a l u e ) { return CVector3D ( x / value , y / value , z / v a l u e ) ; } // Operator s u r d e f i n i t i o n += CVector3D& operator+= ( const CVector3D &v ) { x += v . x ; y += v . y ; z += v . z ; return ∗ t h i s ; } // Operator s u r d e f i n i t i o n −= CVector3D& operator−= ( const CVector3D &v ) { x −= v . x ; y −= v . y ; z −= v . z ; return ∗ t h i s ; } // Operator s u r d e f i n i t i o n ∗= CVector3D& operator∗= ( f l o a t v a l u e ) {
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x ∗= v a l u e ; y ∗= v a l u e ; z ∗= v a l u e ; return ∗ t h i s ; } // Operator s u r d e f i n i t i o n /= CVector3D& operator/= ( f l o a t v a l u e ) { x /= v a l u e ; y /= v a l u e ; z /= v a l u e ; return ∗ t h i s ; } // Operator s u r d e f i n i t i o n unary − CVector3D operator− ( ) { return CVector3D(−x , −y , −z ) ; } /∗ ∗ ∗ Methods D e f i n i t i o n ∗ ∗/ float length () { return ( f l o a t ) s q r t ( x∗x + y∗y + z ∗ z ) ; } void n o r m a l i z e ( void ) ; CVector3D u n i t ( void ) ; void r e s e t ( void ) { x = 0.0 f ; y = 0.0 f ; z = 0.0 f ; } CVector3D c r o s s P r o d u c t ( CVector3D v ) ; float dotProduct ( CVector3D v ) ; };
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Heun’s iteration approximation method



The approxiation function used in this paper is called the Heun’s method, used for integration approximation. This is nothing more than a normal integration for discrete time equations. This is simple and more stable than the Euler method and performs well in most of the cases. When the evolution function varies too much (the derivative is not linear), the method introduces an error than can become overwhelming and lead to a divergence. Heun’s method applied to the acceleration, velocity and position properties of a mass
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in C++ code: Listing 13: The CMass::Process method - Heun’s method void CMass : : P r o c e s s ( f l o a t dt ) { // This i s c a l l e d t h e Heun ’ s method , // b e t t e r than t h e E u l e r method , // b u t t a k i n g t h e same co mp u ta t io n time CVector3D A( f o r c e / m) ; v e l += ( f o r c e /m) ∗ dt ; pos += v e l ∗ dt + ( f o r c e /m) ∗ dt ∗ dt / 2 ; }
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