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Foreword



As we expand networks to include new services, we must continually strive to secure them. It is not an inherently easy thing to do. First, we need to balance growth and total security without duplicating operations. Second, our networks need to support the mobility of our workforces as the number of remote sites that are connected continues to multiply. And finally, while one cannot predict what will be needed for tomorrow, we must build in the flexibility to adapt to whatever unknown priorities may arise in the near future. These challenges are why Juniper Networks is so focused on providing mission-critical products for today with the capacity to adapt for tomorrow’s shifting priorities. And the authors of this book have done a wonderful job collecting and collating what we need to know to make intelligent networking decisions. Delivering performance and extensibility is one of the key traits of Juniper Networks.We allow networks to grow without duplicating operations, all the while securing them from multiple levels of potential attack. As you read through this book, please remember that performance and flexibility are fundamental to how Juniper Networks’ VPN, firewall, and intrusion prevention products are built and how they will work for you. —Scott Kriens, CEO, Juniper Networks November 2006
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Networking, Security, and the Firewall Solutions in this chapter: ■



Understanding Networking



■



Understanding Security Basics



■



Understanding Firewall Basics
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Introduction Every organization that connects to the Internet has business partners and other external entities, requiring them to use firewall technology. Firewalls are a required component of your data network, and provide a protective layer of security. Security risks have greatly increased in recent years, and so the call for a stronger breed of firewall has been made. In the past, simple packet filtering firewalls allowing access to your internal resources have helped to mitigate your network’s risk.The next development was stateful inspection, allowing you to monitor network sessions instead of single packets.Today’s risks are far greater, and require a new generation of devices to help secure our networks’ borders from the more sophisticated attacks.The industry calls these firewalls L4/L7 firewalls. L4/L7 stands for Layer 4 through Layer 7, which refers to layer 4 through layer 7 of the OSI security model.These firewalls are often equipped with IPS, and are generally known as firewalls with application layer support. Later in this chapter, we delve deeper into L4/L7 firewalls. Firewalls police your network traffic. A firewall is a specialized device that allows or denies traffic based upon administratively defined policies.They contain technologies to inspect your network’s traffic.This technology is not something that is exclusive to firewalls, but firewalls are designed specifically for inspecting traffic, and therefore do it better than any other type of device. Many networks can have millions of packets transverse it in a short period of time. Some firewall models are built upon software, like firewalls from Cisco Systems, Checkpoint, and Secure Computing. Conversely, such as with the Juniper Networks NetScreen firewall, they can be constructed around a purpose-built operating system and hardware platform. Juniper Networks (Juniper) NetScreen firewall appliances were originally designed to support 100-Mbps and 1-Gbps connection speeds of early secure Internet service providers such as Korea Telecom, as well as customers like NASA. Performance of the stateful packet inspection method of firewalling was crucial for these early deployments.Therefore, Juniper firewalls are engineered much like layer 3 switches rather than software only–based firewalls. The Juniper NetScreen firewall product line has complete offerings from the home office to the carrier-class networks. In this chapter, we will review networking basics. Security requires a strong basic knowledge of networking protocols. In our first section, “Understanding Networking,” we will look at networking from a top-down approach.This section starts with the basic ideas of networking models and then works into full networking communications. We will also discuss the components and prerequisites of IP addresses and how they are divided up to make networks. We will next look at networking in general by breaking it down to a layered approach. This will help you understand the flow of networking. Each specific layer in the networking model has a purpose. Working together, these layers allow for data to seamlessly pass over the network between systems. An example of browsing a Web site will be used.You will see all of the effort it takes just to fetch a Web page. We will then focus on the TCP/IP protocol suite.This is the most commonly used networking protocol, and is the protocol used for Internet communications. Finally, we will take a look at network security fundamentals.
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There are many important concepts to be aware of for information security.This will help you understand some network design considerations and the background behind them. Layered security is now the tried-and-true method of protecting your organization. Many organizations choose to implement a variety of technology from a variety of manufacturers in a variety of locations. As an example, it is typical to see Internet-facing firewalls to be of brand A, while the internal, corporate-facing firewalls are brand B. At the same time, intrusion prevention technology from brand C is deployed in the DMZs (demilitarized zones), and antivirus and anti-spam technology is then deployed by brand D. By choosing the best-of-breed for each layer, you are insuring a higher degree of protection than you could if you chose to pick a single vendor for all layers. Juniper NetScreen firewalls are designed to fit specific layers, and they are created to provide protection and performance at these specific layers. It is possible, however, to deploy a Juniper NetScreen firewall in a layer that it was not designed for, making your protection and performance suffer.



Understanding Networking To understand networking is to understand the language of firewalls. A firewall is used to segment resources and limit access between networks. Before we can really focus on what a firewall does for us, we need to understand how networking works.Today in most environments and on the Internet, the protocol suite TCP/IP (Transmission Control Protocol/Internet Protocol) is used to transport data from here to there. We will begin this chapter by looking at networking as a whole with a focus on the Open System Interconnection (OSI) model.



The OSI Model The OSI model was originally developed as a framework to build networking protocols on. During the time when the Internet was being developed, a protocol suite named TCP/IP was also developed.TCP/IP was found to meet the requirements of the Internet’s precursor, ARPANET. At this point,TCP/IP was already integrated into UNIX, and was quickly adopted by the academic community as well. With the advent of the Internet and its widespread usage,TCP/IP has become the de facto standard protocol suite of internetworking today. The OSI model consists of seven distinct layers.These layers each contain the fundamental ideas of networking. In Figure 1.1, we can see the way that the seven layers stack on top of each other.The idea is that each upper layer is encapsulated inside of each lower layer. So ultimately, any data communications are transformed into the electrical impulses that pass over the cables or through the air that surrounds us. Understanding the OSI model gives you knowledge of the core of networking. In many places throughout this book, the OSI model is used to create a visual representation of networking.
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Figure 1.1 The Seven-Layer OSI Model 7. Application Layer 6. Presentation Layer 5. Session Layer 4. Transport Layer 3. Network Layer 2. Data Link Layer 1. Physical Layer



The reality, however, is that the OSI model is just a reference model that protocols are based upon.The next section, called “Moving Data Along with TCP/IP,” demonstrates how some of the layers blur together. All in all, the OSI model is a great tool to help anyone understand networking and perform troubleshooting. Over the years, the OSI model has served as a reference for all protocols that have been developed. Almost every book, manual, white paper, or Web site that talks about networking protocols references the OSI model. It is important to have a baseline when discussing every topic. For example, let’s compare cars and trucks.They are effectively the same device. Both are used to get from here to there, but they are designed very differently. A truck has a sturdier frame to allow it to tow heavy loads. A car is smaller and is designed to transport people. While these devices are very different, they still have common components: wheels, doors, brakes, and engines.This is much like the different components of a network protocol, which is essentially a vehicle for data. Networking protocols have components to help get the data from here to there, like wheels.They have components to control the flow of data, like brakes.These are all requirements of any protocol. Using and understanding the OSI model makes protocol usage and design easier. Whether TCP/IP or IPX/SPX, most protocols are built around the same framework (model).



Layer 7:The Application Layer The application layer contains application data.This is the layer at which applications communicate to one another.The reason for all of the other layers is essentially to transport the messages contained at the application layer. When communicating with each other, the applications use their own language, as specified by that application’s standard. A perfect example of an application protocol is Hypertext Transfer Protocol (HTTP). HTTP is used to send and receive Web content. When HTTP is used to pass data from server to client, it employs something called HTTP headers. HTTP headers are effectively the language of HTTP. When the client wants to request data from a server, it issues a request to get the content from the server.The server then responds with is headers and the data that was requested.This communication cycle is performed at the application layer. Other examples of application layer protocols are File Transfer Protocol (FTP), Domain Name Service (DNS),Telnet, and Secure Shell (SSH).
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Layer 6:The Presentation Layer The presentation layer controls the presentation or formatting of the data content. At this point in the OSI model, there is no data communication per se.The focus of this layer is having a common ground to present data between applications. For example, let’s take image files. Billions of image files are transferred every day. Each of these files contains an image that ultimately will be displayed or stored on a computer. However, each image file must be the proper specified file format.This way, the application that reads the image file understands the type of data and the format contained in it. A JPEG file and a PNG file may contain the same image, but each uses a separate format. A JPEG file cannot be interpreted as a PNG, and vice versa. Additionally, file-level encryption occurs at the presentation layer.



Layer 5:The Session Layer The session layer controls sessions between two systems. It is important to have sessions since they are the core of any communications for networking. If you did not have sessions, all communications would run together without any true idea of what is happening throughout the communication. As you will see in the following,TCP/IP really has no session layer. Instead, the session layer blends together with the transport layer. Other protocols such as NetBIOS, used on Microsoft networks, use the session layer for reliable communications.



Layer 4:The Transport Layer The transport layer provides a total end-to-end solution for reliable communications. TCP/IP relies on the transport layer to effectively control communications between two hosts. When an IP communication session must begin or end, the transport layer is used to build this connection.The elements of the transport layer and how it functions within TCP/IP are discussed in more detail later in the chapter.The transport layer is the layer at which TCP/IP ports listen. For instance, the standard port which HTTP listens on is TCP Port 80, although HTTP could really run on any TCP port; this is the standard. Again, there is no difference between TCP port 80, 1000, or 50000; any protocol can run on it. Standardized port numbers are used to help ease the need to negotiate the port number for well-known applications.



Layer 3:The Network Layer When packets are sent between two stations on a network, the network layer is responsible for the transportation of these packets.The network layer determines the path and the direction on the network in order to allow communications between two stations.The IP portion of TCP/IP rests in this part of the OSI model. IP is discussed in detail in the following section.



Layer 2:The Data Link Layer Layer two, or the data link layer, is the mechanism that determines how to transmit data between two stations. All hosts that communicate at this level must be on the same physical
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network.The way in which the transmission of data at this level is handled is based upon the protocol used. Examples of protocols at the data link layer are Ethernet, Point-to-Point Protocol (PPP), Frame Relay, Synchronous Data Link Control (SDLC), and X.25. Protocols such as Address Resolution Protocol (ARP) function at the Data Link Layer.



Layer 1:The Physical Layer The last but most important layer of the OSI model is the physical layer.The physical layer consists of the objects that connect stations together physically.This layer is responsible for taking the bits and bytes of the higher layers and passing them along the specified medium. You have probably already heard of many examples of the physical layer, such as Cat5 cable, T1, and wireless.



Moving Data along with TCP/IP On the Internet and most networks,TCP/IP is the most commonly used protocol for passing along network data. At the time of its development,TCP/IP used a very advanced design. Decades later,TCP/IP continues to meet the needs of the Internet.The most commonly used version of IP used today is version 4, the version covered in this book.The next generation IP, version 6, is starting to be used much more throughout the world. Many vendors (including Juniper Networks, Cisco, Microsoft, and Apple) are developing software productsthat support the new IP version 6 standard. Over the course of this section, we will cover how systems use TCP/IP to interact, and we will review the IP protocol and how its protocol suite compares to the OSI model. We will also discuss how IP packets are used to transmit data across networks, and we will examine the transport layer protocols TCP and User Datagram Protocol (UDP) and how they are used to control data communications in conjunction with IP. Finally, we will wrap up the discussion of TCP/IP with information about the data link layer.



Understanding IP The Internet Protocol is used to get data from one system to another.The IP protocol sits on the third layer of the OSI model: the network layer. When you need to send data across a network, that data is encapsulated in a packet. A packet is simply a segment of data that is sent across the network. In TCP/IP, however, there are not seven true layers, as there are in the OSI model (see Figure 1.2 for a comparison of TCP/IP and OSI model layers).
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Figure 1.2 OSI Model Layers vs. TCP/IP Layers O S I Ne tw o rk
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When an application needs to pass its communication to another system on the network, it passes its information down the protocol stack.This is the process that creates an IP packet. Let’s look at an example of IP connectivity. We will be referencing the TCP/IP model since it will be easier to understand for this example. Remember that the TCP/IP model is a condensed version of the OSI model. Use Figure 1.2 to reference the steps of the OSI model on the left to the TCP/IP model on the right.You can use your Web browser to connect to www.syngress.com and view the series of events that occur during a network (in this case, the Internet) connection. We will look at the course of action that happens for the first packet that is created for this connection. First, enter the address in the Web browser and then press Enter.The browser will make a request to get the data from the server.This request is then given to the transport layer where it initiates a session to the remote machine.To get to the remote machine, the transport layer sends its data to the network layer and creates a packet.The data link layer’s job is to get the packet across the local network. At this point, the packet is called a frame. At each junction point between systems and routing devices, the data link layer makes sure that the frame is properly transmitted.The physical layer is used during the entire connection to convert the raw data into electrical or optical impulses. When the end station receives the packet, that station will convert the packet back to the application layer.The electrical impulses are changed at the physical layer into the frame. The frame is then decapsulated and converted to individual packets. Because the packet is at its end destination, the network layer and transport portions of the packet are removed and then the application data is passed to the application layer.That sounds like a lot of work for just one packet to transverse the Internet, but all of this happens on a broadband connection in 30 milliseconds or less.This, of course, is the simplified version of how all of it occurs. In the following sections, we will expand on this example and show you what happens behind the scenes when two stations have a network conversation. www.syngress.com
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The following list provides a rundown of the phases of connectivity: 1. The URL www.syngress.com is entered into the browser. 2. The user presses Enter and forces the browser to connect to the Web site. 3. The browser makes a request to the server. 4. The browser request is handed to the transport layer. 5. The transport layer initiates a session to the remote server. 6. The transport layer passes its request to the network layer. 7. The network layer creates a packet to send to the remote server. 8. The data link layer takes the packet and turns it into a frame. 9. The frame is passed over the local network by the physical layer. 10.



The physical layer takes the frame and converts it into electrical or optical impulses.



11.



These impulses pass between devices.



12.



At each junction point or router, the packet is transformed to the data link layer.



13.



The packet is taken from the data link layer to the network layer.



14.



The router looks at the packet and determines the destination host.



15.



The router forwards the packet to the next and all subsequent routers until it reaches the remote system.



16.



The end station receives the packet and converts it back through the layers to the application layer.



17.



The remote system responds to the client system.



IP Packets As discussed in the previous sections, IP is essentially used to transfer data from one system to another.The anatomy of IP is very straightforward. In Figure 1.3, you can see what exactly makes up an IP packet header. An IP packet contains the very important application data that needs to be transported.This data is contained in the last portion of the packet.The IP portion of a packet is called the IP header. It contains all of the information that is useful for getting the data from system to system.The IP header includes the source and destination IP addresses.
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Figure 1.3 IP Packet Header Contents V e rs io n (4b its )
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So the question remains, “how do IP packets actually get from system to system?” Let’s reference our previous example of browsing to www.syngress.com. When the IP packet is formed, it includes the source IP address (the IP address of the client system making the request).This is like the return address on an envelope that tells the recipient where to send return mail to.The packet also receives the destination address of the Web server being contacted.There are other parts that are set in the IP header, but are not germane to this discussion. After the packet is created, it is sent to the originating system’s routing table.The routing table is referenced and then the operating system determines which path to send this packet to. In routing, each system that receives the packet determines the next location or hop to send the packet to. So when sending information or requests across the Internet, there may be 15 hops or routers to go through before you get to the final system you are trying to connect to. Simply stated, a router is a system whose primary function is to route traffic from one location to another. As each router receives a packet, it determines the next best location to send it to. This, of course, is very simplified since there are millions of routers on the Internet. Once the destination system receives the IP packet, it formulates a response.This is then sent back to the client system.The IP header contains the source address of the server that received the first packet and then the destination address of the initiating client machine. This is the fundamental basis of IP communications. One of the confusing things about IP is that IP packets are not just used to transport data; the IP protocol suite does more than that. If you refer back to Table 1.1, you can see a field called protocol.This determines which IP protocol the packet is using. All of the available IP protocols are specified in RFC 1700.Table 1.1 is a short reference of the IP protocols we will be discussing in this book. For example, if the packet was UDP, it would be using IP protocol 17, and if the packet was IP Security (IPSec) ESP, it would be using IP protocol 50.
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Table 1.1 IP Protocol Suite Protocol Number



Name



Protocol



1 4 6 17 50 51



ICMP IP TCP UDP ESP AH



Internet Control Message Protocol IP to IP Encapsulation Transmission Control Protocol User Datagram Protocol Encapsulating Security Payload Authentication Header



One of the most important protocols in the IP protocol suite is the Internet Control Messaging Protocol (ICMP). ICMP is used as a messaging protocol to give information to the source or destination machine that is engaging in IP communications.Table 1.2 lists all of the commonly used ICMP types and codes.To give an example of ICMP, let’s look at the common application ping. Ping is an application that is on pretty much any operating system, including Screen OS, the underlying security operating system of Juniper NetScreen firewalls. It is used to test if a host is responsive from a network perspective. When you ping a host, an IP packet is generated that has the source IP address of the requesting system, and the destination IP address of the system you are trying to contact.This packet then has an ICMP type of eight and a code of zero.The destination system then would receive the packet and recognize that the IP packet is echo or echo request packet. It then creates an ICMP packet that is a type zero code zero.This is an echo reply packet, acknowledging the original request.



Table 1.2 ICMP Types and Codes Type



Name



0



Echo Reply



Codes



Name



0



No Code



Type



Name



3



Destination Unreachable



Codes



Name



0 1 2 3



Network Unreachable Host Unreachable Protocol Unreachable Port Unreachable
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Devices use ICMP for other reasons as well. If a system had a route in its routing table that specified a host could be found at a location that did not exist, the router it points to would send an ICMP message to the initiating host.That router would send a type three code zero or code one message specifying that the network or host is not available. Now apply that to the Internet and all of those millions of routers out there.This makes the ICMP protocol very helpful for notifying users when there is a problem with getting IP packets from one location to another.



What Does an IP Address Look Like? IP addresses are 32 bits in length.They consist of four eight-bit numbers. An example of an IP address is 1.2.3.4.This looks like a very simple format, but it has a great deal of meaning. Each of the four numbers can contain a value from 0 to 255. IP addresses are allocated in blocks or subnets. A subnet is a grouping of IP addresses based upon a subnet mask.There are three major types of IP address blocks: class A, B, and C. Each class is determined based upon the three leading bits for each number.The class A grouping of IP addresses all start with the binary digit 0.The class B grouping of IP addresses all start with binary digits 10 (not read as ten). Finally, the class C grouping of IP addresses all starts with binary digits 110 (not read as one-hundred ten). In Table 1.3 you can see all of the ranges of IP addresses based upon class.There are two other classes of IP addresses, classes D and E, which have special functions not covered in this book.



Table 1.3 IP Address Ranges by Class Class



Address Range



A B C D E



0.0.0.0 to 127.255.255.255 128.0.0.0 to 191.255.255.255 192.0.0.0 to 223.255.255.255 224.0.0.0 to 239.255.255.255 240.0.0.0 to 255.255.255.255



You can also use your own local computer to look at your IP address. We will use both a Windows system and a UNIX-based system as an example. Open up a DOS window on your Microsoft Windows system, then enter the command ipconfig. An example of this is shown in Figure 1.4.You can also do the same thing on a UNIX-based system by using the command ifconfig (shown in Figure 1.5).
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Figure 1.4 Microsoft Windows ipconfig Output



Figure 1.5 UNIX ifconfig Output



IP Address Allocation When creating a network, deciding on IP address allocation is very important. But with billions of options, how does one decide? The Internet Assigned Numbers Authority, or IANA, is responsible for allocating IP addresses.They determine which organizations get which IP address ranges.They are also responsible for conserving IP addresses and planning for future uses for IP addresses. Does this mean you need to contact them to get IP addresses? Unless you are starting your own Internet service provider (ISP) the size of Qwest or SBC, you do not need to contact them.Your ISP will always assign any Internet or public IP addresses, and for private IP address networks you would use the IP addresses specified in RFC 1918. See Table 1.4 for a list of the private IP address ranges. A non-Internet routable IP is an IP address that is not routed on the Internet. If a packet was to leave your network with a source or destination IP address in one of these ranges, it might be dropped by an ISP firewall or router. Even if it did make it to the remote network, the machine on that side would not be able to route the traffic back to the private IP address which the packet came from because it is not unique and not publicly routable.



Table 1.4 RFC 1918 IP Address Ranges Class



Address Range



A B C



10.0.0.0 to 10.255.255.255 172.16.0.0 to 172.31.255.255 192.168.0.0 to 192.168.255.255
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NAT and Private IP Addresses Most companies need to access Internet resources while preserving Internet IP addresses. The solution is Network Address Translation, or NAT. NAT is used to hide your private IP address behind a public IP address.This allows private IP-addressed systems to access publicly addressed systems. NAT also provides a layer of security by hiding the real IP addresses of your internal network. A gateway device such as a Juniper NetScreen firewall performs NAT for IP packets that pass through the device. Once the firewall receives an IP packet with the source IP address, it changes the private IP address into a public IP address. When the Juniper NetScreen firewall receives the return packet, it translates the new destination address to the private IP address.Two types of NAT exist: NAT source and NAT destination.



TCP Communications The Transmission Control Protocol is used to control the creation and form of data transfer connections.TCP is one of two transport layer protocols used as part of the TCP/IP protocol suite.TCP is designed to provide many functions, mostly based on reliability.TCP is used for applications that require reliability over speed. When talking about speed at this level, we are talking about calculations of milliseconds or less.TCP functions as a stateful protocol.This means that during the communications, the connection has specific states in which it functions.There is a clear beginning, middle, and end to a TCP connection. When a TCP session begins, it goes through a three-way handshaking process. Inside of a TCP header, options (called flags) are set.These flags identify the type of TCP message that has been sent.The three-way handshake process is shown in Figure 1.6. Let’s continue to use our earlier example of employing your Web browser to access www.syngress.com. When your Web browser attempts to make its connection to the Web server, it attempts to open a connection to TCP port 80. A port is a particular communications channel specific to a particular application.TCP port 80 is the default port for HTTP.



Figure 1.6 TCP Session Initialization Example of a Three-Way Handshake for a TCP Session Initialization SYN



SYN ACK ` Client



ACK



Server
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The first packet that is sent to the Web server is a SYN packet, which is used to synchronize a connection between two hosts.This packet is also sent with a sequence number that is used to identify the packet inside of this connection.This sequence number is to be used for the initiating systems packets. Next, the Web server that receives the packet acknowledges it.To do this, the server creates and sends a packet with the TCP flags SYN and ACK. A packet that has the ACK (or acknowledgement) flag set is sending a message to the other system that says, “I have received your packet.” A sequence number is also given to this packet that is independent of the sequence number associated with the initiating system’s sequence number.The system that initiated the connection now sends an ACK packet to acknowledge the connection.The ACK packet has a sequence number that is incremented since it is the second packet that has been sent from this system.The TCP session has now been created and the requested data from the Web server can begin to pass to the client. The data that was requested is divided into packets by TCP.The client sends a TCP packet with the ACK flag for each part of the data. Again, each packet sent from the client has a sequence number that is incremented by one.The sequence number is used to identify all of the packets of a TCP exchange. If, for example, a client receives packets with sequence numbers 6, 7, 8, and 10, but never receives packet 9, the client will request that packet 9 be re-sent from the server. On the client, all of the packets would be reordered before passing the data back to the application. When the connection is completed, the server system would send a packet with the FIN flag.This indicates that the connection is finished.The client would then send an ACK packet back to the server acknowledging that the conversation has completed.



UDP Communications The User Datagram Protocol is a connectionless protocol that is designed to stream data. When a UDP connection occurs, there is no beginning, middle, or end to the conversation. Data simply begins to flow between the two systems. UDP is a very simple protocol and is used when speed is an issue. UDP packet receipt is not verified. An example of a use of the UDP protocol is DNS queries. When you attempt to use your Web browser to access www.syngress.com, it must first resolve the name to an IP address.This would require a DNS query.The query is sent over a single UDP packet.The DNS server would then respond by telling the originating system the IP address of the Web server. Because the UDP response is faster than setting up a TCP session, UDP makes sense in these situations. Another example of using UDP is Voice over IP (VoIP).The downfall, of course, is the lack of reliability, so you may have to employ other methods to guarantee delivery.



What Is a Port? Both TCP and UDP support the use of ports. But what exactly is a port? Let’s look at an example that can help further explain this. When you turn on your television, you get a picture and sound. Every time you change the channel, each new channel contains different content.This is much like a TCP or UDP port. Each port contains a specific type of content
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or application. When you tune to that port, you can access those specific resources. Theoretically, you can put any application on any port, but by specifying specific ports for specific applications, you can always be assured of the type of content you will find on a specific port. This is why a specification of well-known ports has been established.Table 1.5 lists wellknown TCP and UDP ports. Using our earlier television example, this is much like a channel lineup. If television programming could appear on any television channel, there would be a lot of confusion about which programming you were watching. When you use your television, the service provider gives you a channel lineup.This lineup is specified so that you know which channel is which. Most Web servers serve data over port 80. Again, they can serve the data over any port, but it would be very hard to get the content if you did not know which port to use.



Table 1.5 Well-Known TCP and UDP Ports Well-Known TCP Ports Well-Known UDP Ports FTP SSH Telnet SMTP HTTP IMAP HTTPS



21 22 23 25 80 143 443



DNS DHCP-Relay TFTP NTP IKE Syslog H.323



53 67 69 123 500 514 1719



Data Link Layer Communication The last part of networking we are going to discuss is the data link layer, or layer two.This layer is essentially the protocol that operates on the specific physical medium. Each of the following function differently on the data link layer: Ethernet, ATM, Frame Relay, HDLC, SDLC, PPP, and Serial Line Internet Protocol (SLIP) to name a few. In this section how Ethernet functions will be focused on. As of the time of this writing the main layer two protocol that is used by NetScreen firewalls is Ethernet. Ethernet is the most commonly used medium today in corporate networks. It is inexpensive to purchase, easy to set up, and can operate at incredible speeds.The data link layer is used to communicate across the local medium. Figure 1.7 shows the breakdown of the use of layers and where they take place during system-to-system communication. When systems need to talk over Ethernet, they cannot use IP addresses, because Ethernet is at a lower level and it is used to move IP between layer three devices. So each device on an Ethernet segment uses a Media Access Control (MAC) address. When a station needs to have a conversation, the source and destination systems use their MAC addresses to identify each other. Each
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manufacturer is assigned a range to use when creating Ethernet adapters.Then each individual adapter is given a unique number to create the MAC address.



Figure 1.7 A Layered Look at Network Communications



Because systems communicate via IP, but need to talk over Ethernet (which requires the use of MAC addresses), there has to be a way to resolve an IP to a MAC address.The method used is called the Address Resolution Protocol. For example, if system A, which has an IP address of 192.168.1.10, wanted to view the Web pages on system B, which has an IP address of 192.168.1.25, before the communications can begin, system A must learn the MAC address of system B. System A broadcasts a request over the local broadcast domain asking who has the IP address 192.168.1.25. A broadcast is a communication that is sent out to every system that is within a broadcast area. All of the systems in the broadcast area get this request and the system with the requested IP address responds with a unicast message that specifies it has the IP address of 192.168.1.25 and also provides its MAC address. Because almost everyone uses a computer today, a typical company can contain at least 20 computers or more.There are many ways to connect computers together. If you have just two systems, you can connect them with just a crossover Ethernet cable. A crossover cable is an Ethernet cable that allows two systems to directly connect to each other back to back. If you have two to four computers, you could use a hub or bridge. If you have four or more computers, you will likely want to use a switch. A hub or bridge is a device that connects several systems together. When two systems want to access the Ethernet media to transfer data, their communications take up the use of the media while they are talking. If a third system wants to talk over the network, it simply starts talking and the data frames will collide with those of the already ongoing communication. An Ethernet segment where the media is shared between them is called a collision domain. Switches, however, do not have this problem. When two systems begin a network conversation on a network with a switch, the packets
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are isolated and the switch prevents packets from colliding. If a system was to broadcast, however, the broadcast would be sent to every system connected to the switch. When the switch sends the data between two hosts, it sends it in such a way that other network conversations are not interrupted.



Understanding Security Basics The first key to understanding network security is to understand networking. We hope, the previous section has started you on the path to understand networking. Just be patient while reading this book.There may be many new concepts you have never heard of before. Working with these technologies over time will help solidify your knowledge.You can also reach for other Syngress Publishing books on the topic of information security (infosec) that can help build on your body of knowledge. In this section, we discuss basic security concepts that will prepare you for the final section about firewalls, and focus on some of the different aspects of what it takes to have a secure organization. As you will see, there are no hard and fast rules about what it really takes to make your network secure. I have been to many organizations that would fall well below the line I would call good security practices. However, some of those same organizations have gone years without a security breach. On the other hand, I have seen other companies spend much more on their security and have more problems with break-ins and data loss.



The Need for Security Enterprise security is the hottest technology trend today. Every aspect of a company’s data infrastructure has a need for security. With ever-growing, ever-evolving networks in all organizations, managing security has become harder. For many companies, the operating budget for security is less than one percent of their total budget. When it comes down to purchasing security products, firewalls are the core product used to secure the enterprise network. However, firewalls should by no means be the only method used to secure your network, but if used effectively, they can mitigate the risks of network security breaches and data loss. With integrated technologies such as antivirus software, deep packet inspection, Uniform Resource Locator (URL) filtering, and virtual private networks (VPNs), the firewall can provide a host of security applications all in one system. Nevertheless, as the old saying goes, never put all your eggs in one basket.



Introducing Common Security Standards Security and network professionals use a number of currently accepted procedures and standards to conduct business and ensure we are following the accepted practices for security and access. Although we have a responsibility as network and systems administrators to try to attain perfection in the availability and integrity of our data, we also have constraints placed on us in accomplishing those tasks.These constraints include budgets, physical plant capa-
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bility, and the training of users and technicians to maintain the security and integrity of the data.These constraints do not relieve us of our responsibility of maintaining the data safely and securely.To that end, we currently employ some accepted standards for security that help us perform our tasks to the best possible level. In this section, we remind you of the common security standards and briefly discuss them: ■



Authentication, authorization, and auditing (AAA) AAA use is required in security operations for creating and maintaining the method of authenticating users and processes, and validating their credentials prior to allowing access to resources. It is also the method we use to grant access or deny access to the resource. Auditing of activity is a crucial part of this function.



■



Confidentiality, integrity, and availability (CIA) CIA is the originally defined process that establishes the goals we have used to try to protect our data from unauthorized view, corruption, or unauthorized modification, and to provide constant availability. Over the past few years, the CIA processes have expanded to include a more comprehensive guideline that also includes the process of defining risk and use of risk management tools to provide a more complete method of protection.



■



Least privilege This concept is used by the security planners and teams to define the levels of access to resources and the network that should be allowed. From a security standpoint, it is always preferable to be too restrictive with the capability to relax the access levels than to be too loose and have a breach occur.



Remember, too, that the security process involves a three-tiered model for security protection: ■



Computer security, including the use of risk assessment, the expanded CIA goals, and enterprise planning that extends throughout the entire enterprise, rather than to just a portion of it.



■



Physical security, in which we must build and include physical access systems and coordinate them with our network access systems.



■



Trusted users, who become an important cog in maintaining the integrity of our security efforts.



Common Information Security Concepts A generic dictionary definition of security (taken from the American Heritage Dictionary) is, “freedom from risk or danger; safety.”This definition is perhaps a little misleading when it comes to computer and networking security, because it implies a degree of protection that is inherently impossible to achieve in the modern connectivity-oriented computing environment.
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For this reason, the same dictionary provides another definition specific to computer science: “The level to which a program or device is safe from unauthorized use” (emphasis added). Implicit in this definition is the caveat that the objectives of security and accessibility—the two top priorities on the minds of many network administrators—are, by their very nature, diametrically opposed.The more accessible your data, the less secure it is. Likewise, the more tightly you secure your data, the more you impede accessibility. Any security plan is an attempt to strike the proper balance between the two.



Defining Information Security Over the last couple of decades, many companies began to realize that their most valuable assets were not only their buildings or factories but also intellectual property (Known as IP in the industry) and other key business information. Company managers, who are used to dealing with risk in their business activities, started to worry about what might happen if this information fell into the wrong hands, perhaps a competitor’s. In addition, the Sarbanes-Oxley Act of 2002 (a.k.a. SOX or SARBOX) generally legislated IT governance and controls, thrusting information security to the front stage in publicly traded companies For a while, this risk was not too large, due to how and where that information was stored. Closed systems was the operative phrase. Key business information, for the most part, was stored on servers accessed via terminals or terminal emulators and had few interconnections with other systems. Any interconnections tended to be over private leased lines to a select few locations, either internal to the company or to a trusted business partner. However, over the last five to seven years, the Internet has changed how businesses operate, and there has been a huge acceleration in the interconnectedness of organizations, systems, and networks. Entire corporate networks have access to the Internet, often at multiple points.This proliferation has created risks to sensitive information and business-critical systems where they had barely existed before.The importance of information security in the business environment has now been underscored, as has the need for skilled, dedicated practitioners of this specialty. We have traditionally thought of security as consisting of people, sometimes with guns, watching over and guarding tangible assets such as a stack of money or a research lab. Maybe they sat at a desk and watched via closed-circuit cameras installed around the property.These people usually had minimal training and sometimes did not understand much about what they were guarding or why it was important. However, they did their jobs (and continue to do so) according to established processes, such as walking around the facility on a regular basis and looking for suspicious activity or people who do not appear to belong there. Information security moves that model into the intangible realm. Fundamentally, information security involves making sure that only authorized people (and systems) have access to information. Information security professionals sometimes have different views on the role and definition of information security. The three primary areas of concern in information security have traditionally been defined as follows:
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Confidentiality Ensuring that only authorized parties have access to information. Encryption is a commonly used tool to achieve confidentiality. Authentication and authorization, treated separately in the following discussion, also help with confidentiality.



■



Integrity Ensuring that information is not modified by unauthorized parties (or even improperly modified by authorized ones!) and that it can be relied on. Checksums and hashes are used to validate data integrity, as are transaction-logging systems.



■



Availability Ensuring that information is accessible when it is needed. In addition to simple backups of data, availability includes ensuring that systems remain accessible in the event of a Denial-of-Service (DoS) attack. Availability also means that critical data should be protected from erasure—for example, preventing the wipeout of data on your company’s external Web site.



Often referred to simply by the acronym CIA, these three areas serve well as a security foundation.To fully scope the role of information security, however, we also need to add a few more areas of concern to the list. Some security practitioners include the following within the three areas previously described, but by getting more granular, we can get a better sense of the challenges that must be addressed: ■



Authentication Ensuring that users are, in fact, who they say they are. Passwords, of course, are the longstanding way to authenticate users, but other methods such as cryptographic tokens and biometrics are also used.



■



Authorization/access control Ensuring that a user, once authenticated, is only able to access information to which he or she has been granted permission by the owner of the information.This can be accomplished at the operating-system level using file system access controls, or at the network level using access controls on routers or firewalls.



■



Audit capability Ensuring that activity and transactions on a system or network can be monitored and logged in order to maintain system availability and detect unauthorized use.This process can take various forms: logging by the operating system, logging by a network device such as a router or firewall, or logging by an intrusion detection system (IDS) or packet-capture device.



■



Nonrepudiation Ensuring that a person initiating a transaction is authenticated sufficiently such that he or she cannot reasonably deny that they were the initiating party. Public key cryptography is often used to support this effort.



You can say that your information is secure when all seven of these areas have been adequately addressed.The definition of adequately depends, however, on how much risk exists in each area. Some areas may present greater risk in a particular environment than in others.
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Insecurity and the Internet The federation of networks that became the Internet consisted of a relatively small community of users by the 1980s, primarily in the research and academic communities. Because it was rather difficult to get access to these systems and the user communities were rather closely knit, security was not much of a concern in this environment.The main objective of connecting these various networks together was to share information, not keep it locked away.Technologies such as the UNIX operating system and the TCP/IP networking protocols that were designed for this environment reflected this lack of security concern. Security was simply viewed as unnecessary. By the early 1990s, however, commercial interest in the Internet grew.These commercial interests had very different perspectives on security, ones often in opposition to those of academia. Commercial information had value, and access to it had to be limited to specifically authorized people. UNIX,TCP/IP, and connections to the Internet became avenues of attack and did not have much capability to implement and enforce confidentiality, integrity, and availability. As the Internet grew in commercial importance, with numerous companies connecting to it and even building entire business models around it, the need for increased security became quite acute. Connected organizations now faced threats that they had never had to consider before. When the corporate computing environment was a closed and limited-access system, threats mostly came from inside the organizations.These internal threats came from disgruntled employees with privileged access who could cause a lot of damage. Attacks from the outside were not much of an issue since there were typically only a few, if any, private connections to trusted entities. Potential attackers were few in number, since the combination of necessary skills and malicious intent were not at all widespread. With the growth of the Internet, external threats grew as well.There are now millions of hosts on the Internet as potential attack targets, which entice the now large numbers of attackers.This group has grown in size and skill over the years as its members share information on how to break into systems for both fun and profit. Geography no longer serves as an obstacle, either.You can be attacked from another continent thousands of miles away just as easily as from your own town. Threats can be classified as structured or unstructured. Unstructured threats are from people with low skill and perseverance.These usually come from people called script kiddies—attackers who have little to no programming skill and very little system knowledge. Script kiddies tend to conduct attacks just for bragging rights among their groups, which are often linked only by an Internet Relay Chat (IRC) channel.They obtain attack tools that have been built by others with more skill and use them, often indiscriminately, to attempt to exploit vulnerabilities in their target. If their attack fails, they will likely go elsewhere and keep trying. Additional risk comes from the fact that they often use these tools with little to no knowledge of the target environment, so attacks can wind up causing unintended results. Unstructured threats can cause significant damage or disruption, despite the attacker’s lack of sophistication.These attacks are usually detectable with current security tools.
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Structured attacks are more worrisome because they are conducted by hackers with significant skill. If the existing tools do not work for them, they are likely to modify them or write their own.They are able to discover new vulnerabilities in systems by executing complex actions that the system designers did not protect against. Structured attackers often use so-called zero-day exploits, which are exploits that target vulnerabilities that the system vendor has not yet issued a patch for or does not even know about. Structured attacks often have stronger motivations behind them than simple mischief.These motivations or goals can include theft of source code, theft of credit card numbers for resale or fraud, retribution, or destruction or disruption of a competitor. A structured attack might not be blocked by traditional methods such as firewall rules, or be detected by an IDS. It could even use non-computer methods such as social engineering.



NOTE Social engineering, also known as people hacking, is a means of obtaining security information from people by tricking them. The classic example is calling up a user and pretending to be a system administrator. The hacker asks the user for his or her password to ostensibly perform some important maintenance task. To avoid being hacked via social engineering, educate your user community that they should always confirm the identity of any person calling them and that passwords should never be given to anyone over e-mail, instant messaging, or the phone.



Another key task in securing your systems is closing vulnerabilities by turning off unneeded services and bringing them up-to-date on patches. Services that have no defined business need present an additional possible avenue of attack and are just another component that needs patch attention. Keeping patches current is actually one of the most important activities you can perform to protect yourself, yet it is one that many organizations neglect. The Code Red and Nimda worms of 2001 were successful primarily because so many systems had not been patched for the vulnerabilities they exploited, including multiple Microsoft Internet Information Server (IIS) and Microsoft Outlook vulnerabilities. Patching, especially when you have hundreds or even thousands of systems, can be a monumental task. However, by defining and documenting processes, using tools to assist in configuration management, subscribing to multiple vulnerability alert mailing lists, and prioritizing patches according to criticality, you can get a better handle on the job. One useful document to assist in this process has been published by the U.S. National Institute of Standards and Technology (NIST), which can be found at http://csrc.nist.gov/ publications/nistpubs/800-40/sp800-40.pdf (800-40 is the document number). Also important is having a complete understanding of your network topology and some of the key information flows within it, as well as in and out of it.This understanding helps
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you define different zones of trust and highlights where re-architecting the network in places might improve security—for example, by deploying additional firewalls internally or on your network perimeter.



Identifying Potential Threats As you prepare your overall security plan and demilitarized zone (DMZ), it is important that you identify and evaluate the potential risks and threats to your network, systems, and data. You must evaluate your risks thoroughly during the identification process to assign some sort of value to the risks in order to determine priorities for protection and likelihood of loss resulting from those risks and threats if they materialize. In this vein, you should be looking at and establishing a risk evaluation for anything that could potentially disrupt, slow, or damage your systems, data, or credibility. In this area, it is important to assign these values to potential threats such as: ■



Outside hacker attacks



■



Trojans, worms, and virus attacks



■



DoS or Distributed Denial-of-Service (DDoS) attacks



■



Compromise or loss of internal confidential information



■



Network monitoring and data interception



■



Internal attacks by employees



■



Hardware failures



■



Loss of critical systems



This identification process creates the basis for your security plan, policies, and implementation of your security environment.You should realize that this is an ongoing evaluation that is subject to change as conditions within your company and partners (as well as the employee need for access) change and morph over time. We have learned that security is a process and is never truly “finished.” However, a good basic evaluation goes a long way toward creating the most secure system we can achieve.



Using VPNs in Today’s Enterprise Ensuring that your data arrives safe and sound when it passes through a network is something everyone wants to have. In an ideal world, your data’s integrity and confidentiality would be guaranteed. If you believe this all sounds like nothing more than a fantasy, you are wrong.These types of guarantees can be made when you use IP Security (IPSec as defined in RFC 2401 and later in RFC4301) VPN technologies. When you use an IPSec connection either between two networks or a client and a network, you can ensure that no one looked at the data and no one modified it. Almost every company today uses VPN technologies to secure its data as it passes through various networks. In fact, there are many regulations that specify that a VPN connection must be used to pass specific types of data.
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IPSec provides integrity checking to ensure your data was not modified. It also provides encryption, ensuring no one has looked at the data. When two sides create a VPN connection, each side is authenticated to verify that each party is who they say they are. Combined with integrity checking and encryption, you have an almost unbeatable combination.



The Battle for the Secure Enterprise This book covers the Juniper NetScreen firewall product line and focuses on that specific product and technology. A firewall is the core of securing your network, but there are other products out there that should also be implemented in your network.These additional devices help ensure a network that has security covered from all angles.The following technologies are usually the minimum that companies should implement to provide security in the organization. A firewall can contain many different types of technology to increase its importance in your network. Many firewall products today can integrate several different technologies. Almost all firewalls today provide VPN services.This allows secure streams of data to terminate to your firewall.This is usually over the Internet, but may also be over other unprotected networks. When the traffic gets to your secured network it no longer requires encryption.You can also force users to authenticate before accessing resources through the firewall.This commonly used practice denies access to systems until the user authenticates. When doing this, clients cannot see the resource until authentication has occurred. URL filtering is another requirement in many organizations. URL filtering provides a way to accept or reject access to specific Web sites.This allows companies to reduce liability by users accessing inappropriate Web content. Many firewalls can integrate with this type of scanning when used with another product. Antivirus software is a requirement for any organization today. With more viruses being written, the last thing you want to have happen in your network is a virus outbreak.The Windows operating system is built to provide so many different functions that there are many ways it can be exploited. In recent months, Microsoft has done a great job of coming out with security patches when or before an exploit is discovered.Typically though, when a vulnerability is discovered, an antivirus software company has a way to stop it much faster than Microsoft. An outbreak on your network can mean disaster, data loss, or loss of your job. Data is a company’s most valuable asset today, and loss of that data or access to it can cost companies millions of dollars or more per day. Firewalls can be used to perform virus scanning.These devices are usually deployed in a central area on the network. A tiered antivirus solution is a requirement for any organization. You should have antivirus scanning on all of your desktops and servers to stop infections at the source.This will help prevent most virus outbreaks. Also, you should have antivirus scanning on your Simple Mail Transfer Protocol (SMTP) mail forwarder, and it should be resident directly on your mail server.Your chances for a virus outbreak should be small as long as you keep all of those devices up-to-date with the appropriate virus definitions. New technologies such as inline virus scanning in firewalls and other network appliances can also provide extra protection from viruses.
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Patch management has become a truly Herculean effort with all of the software an organization needs to run today. Patching operating systems and applications as soon as a vulnerability occurs is a must. With limited staff and increased software deployed, this task is almost impossible to accomplish. However, by employing an antivirus system, you can provide a first level of defense against the spreading of malicious software or malware. No matter what device or security you provide, everything usually comes down to some type of access token, usually a username and password. Unfortunately, using static usernames and passwords is not enough anymore. Even 15 to 30 days may be too long to keep the same password.Two-factor authentication, digital certificates, and personal entropy are leading the march to provide a stronger nonstatic type of authentication that is hard to break. Your network has millions if not billions of packets traversing it every day. Do you know what they are all doing? This is where an intrusion detection or intrusion detection and prevention device comes into play.These devices detect application- and network-based attacks. Intrusion detection devices sit on your network and watch traffic.They provide alerts for unusual traffic as well as TCP resets to close TCP sessions.The newer technology of intrusion detection and prevention provide the capability to stop malicious traffic altogether, as well as alert users about it. However, heavy tuning of the products is required to make it effective. Access into your network should be encrypted whenever possible.This ensures that parties that are not authorized to see your data do not get access to it by any means. IPSec VPN clients are one of the most popular ways to do this.This type of client provides strong encryption of your data as well as access to your internal resources without having them be publicly accessible. A new trend in VPN solutions is the Secure Sockets Layer (SSL) VPN. These products allow you to put more behind them and do not require pre-deployment of a VPN client.



Making Your Security Come Together In today’s security battlefield, it almost seems impossible to win.You must identify the best products and procedures for your organization. If you have all of the suggested security solutions, but not enough staff to manage it, then the solutions may not be effective enough. Simply having the appropriate products is not going to resolve all of your problems; you must effectively understand how to use and configure the products.There is no easy solution regarding the best way to go about securing your organization.This is why companies all over the world spend hundreds of millions of dollars on consulting companies to come in and make security decisions for them. Three common types of threats exist: physical, network, and application.Today, physical threats, those that come from someone gaining physical access to equipment and data, can be mitigated by several implementations of corporate policy and access control. Network threats, those that come from communications across one’s data network infrastructure, are best mitigated by today’s available technology that checks data network transmission policies and blocks violations. Finally, application threats—those that come from someone wanting to gain access to the application and data—are the focus of the leading-edge security technology (see Figure 1.8).
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Figure 1.8 Mitigating Three Common Types of Threats D iffe r e n t S o lu tio n s fo r D iffe r e n t T y p e s o f T h re a ts … Ty p e o f T h re a t P h y s ic a l A c c e s s to e q uip m e n t S o c ia l e n g in e e rin g



W a y to M itig a te S tro n g C o rp o ra te P o lic ie s



C u rre n t te c h n o lo g ie s a re g o o d a t a d d re s s in g … N e tw o rk P o lic y v io la tio n a n d a tta c ks



S t r o n g T e c h n o lo g y fo r S t r o n g N e tw o r k S e c u r it y P o lic ie s



M a jo r it y o f y o u r t im e fo c u s e d o n … A p p lic a tio n P o lic y v io la tio n a n d a tta c ks



S t r o n g T e c h n o lo g y fo r S t r o n g A p p lic a t io n S e c u r it y P o lic ie s



Understanding Firewall Basics A firewall is a device that is part hardware and part software that is used to secure network access.Throughout this book, we will cover every aspect of the Juniper NetScreen firewall product line, its usage, and configuration. Before we begin to look at the various aspects of the Juniper NetScreen firewall, we need to look at some general firewall information.This will give you a better perspective on the pros and cons of the Juniper NetScreen firewall. Firewalls have come a long way since the original inception of the idea. In the first part of this section, we discuss the firewall in today’s network. We look at the types of firewalls and how their importance has increased, as well as their increased deployments in each network. Next, the many types of firewalls are discussed and contrasted and compared. Finally, we will review some common firewall concepts that will be used throughout the book.



Types of Firewalls In the past, an organization may have had one firewall that protected the edge of the network. Some companies did not have their network attached to the Internet, or may have had perhaps one or two stations that would dial up to the Internet or to another computer they needed to exchange data with. After the late 1990s, however, the need for the Internet, its information, and e-mail was undeniable. With the requirement for instantaneous e-mail access comes the requirement for an always-on Internet connection. At first, companies would place their systems directly on the Internet with a public IP address.This, of course, is not a scalable solution for the long term. With limited IP addresses and unlimited threats, a better solution is required. At first, the border router that connected the Internet medium to the local network was used to provide a simple layer of access control between the two networks. With the need for better security, new types of firewalls were developed to meet the new needs for an Internet-enabled office.
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Better security, the capability of the firewall to provide more secured segments, and the need to thwart newer styles of attacks brought firewalls to where they are today.



Packet Filters The most basic firewall technology is the packet filter. A packet filter is designed to filter packets based on source IP, destination IP, source port, and destination port, and do so on a packet-per-packet basis to determine if that packet should be allowed through. The basic security principles of a packet filter, such as allowing or denying packets based upon IP address, provide the minimum amount of required security. So then, where does the packet filter go wrong? A packet filter cannot determine if the packet is associated with any other packets that make up a session. A packet filter does a decent enough job of protecting networks that require basic security, as depicted in Figure 1.9.The packet filter does not look to the characteristics of a packet, such as the type of application it is or the flags set in the TCP portion of the packet. Most of the time this will work for you in a basic security setting. However, there are ways to get around a packet filter. Because the packet filter does not maintain the state of exactly what is happening, it cannot determine the proper return packets that should be allowed through the connection. For example, if you wanted to permit outbound access to DNS on UDP port 53, you would need to allow access for the return packet as well. A packet filter checks only for a packet match as it traverses the router, and the router cannot determine what the proper return packet will be in order to let it also through. So now you have to allow access inbound for that DNS entry to return. So its source port would be UDP 53 and the inbound destination port would be the source port, which could be 1024-65535. Now add that up with all of the other applications you need to allow through the firewall and you can see the problem. Because the packet filter has no way to dynamically create an access rule to allow inbound traffic, the packet filter is not effective as a security gateway. Packet filters in modern routers can be extremely important. Cisco and Juniper routers, for example, use access lists (in the case of Cisco) and firewall filters (in the case of Juniper, JUNOS) to do more than just provide packet filtering.These packet filters are also used in CoS/QoS, policy-based routing, rate-limiting and policing, as well as controlling what can reach the router. Packet filters in modern routers are also very high performance. Many ASICs-based routers, like the Juniper M and T series routers, are able to filter traffic without any discernible performance degradation.This is extremely important when the routers are used at the Internet edge, either at the carrier side or the customer side of the Internet link. Routers here may have to perform some “course screening” of inbound Internet traffic.This is commonly done to offload the impact of these inbound sessions on the perimeter firewalls next in line. An example of such a case would be a SYN flood from the Internet inbound to a Web server protected behind a perimeter firewall in the DMZ. With today’s Internet speeds available to companies/organizations being DS-3 (45 Mbps) or greater, with many opting for 100Mbps Fast Ethernet Internet “drains,” it is possible to have a SYN flood, or other denial-
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of-service (DOS) attacks from the Internet hit your perimeter firewall and overload its ability to “fend off ” the attack, compromising the other sessions/flows traversing the firewall. In this case, the upstream, Internet-facing router may be utilized with a packet filter to ratelimit the inbound SYN traffic, or the precise characteristics of the DOS attack, to a level in which the perimeter firewall is able to withstand.



Figure 1.9 Packet Filter (ACL) Advantages/Disadvantages



Access Control Lists, or ACLs, in Cisco routers are packet filters. Juniper routers, running JUNOS, call packet filters firewall filters.These are high-performance packet filters that look at L3 and L4 information for filtering. It is important to note that packet filters in either Cisco’s or Juniper’s case, are able to look at information only in the packet header, and not the payload.



Application Proxy Application proxies provide one of the most secure types of access you can have in a security gateway. An application proxy sits between the protected network and the network you want to be protected from. Every time an application makes a request, the application intercepts the request to the destination system.The application proxy initiates its own request, as opposed to actually passing the client’s initial request. When the destination server responds back to the application proxy, the proxy responds back to the client as if it was the destination server.This way the client and the destination server never actually interact directly.This is the most secure type of firewall because the entire packet, including its application portion, can be completely inspected. However, this is not dominant technology today for several reasons.The first downfall of the application proxy, as depicted in Figure 1.10, is performance. Because the application proxy essentially has to initiate its own second connection to the destination system, it takes
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twice the amount of connections to complete its interaction. On a small scale, the slowdown will not be a persistent problem, but when you get into a high-end requirement with many concurrent connections this is not a scalable technology. Even today, with extremely high performance, general-purpose CPUs and efficient operating systems, application proxies still tend to have significant variation in performance in real-world environments. Furthermore, when the application proxy needs to interact with all of today’s different applications, it needs to have some sort of engine to interact with the applications it is connecting to. For most highly used vanilla applications such as Web browsing or HTTP, this is not a problem. However, if you are using a proprietary protocol, an application proxy might not be the best solution for you.



Figure 1.10 Application Proxy Advantages/Disadvantages



Stateful Inspection Stateful inspection is today’s choice for the core inspection technology in firewalls. Stateful inspection functions like a packet filter by allowing or denying connections based upon the same types of filtering. However, a stateful firewall also monitors the “state” of a communication. So, for example, when you connect to a Web server and that Web server must respond to you, the stateful firewall has the proper access open and ready for the responding connection. When the connection ends, that opening is closed. Among the big three names in firewalls today, all of them use this reflexive technology.There are, as mentioned earlier, protocols such as UDP and ICMP that do not have any sort of state to them.The major vendors recognize this and have to make their own decisions about what exactly constitutes a UDP or ICMP connection. Overall though, most uses of stateful technology across vendors have been in use for some time and have worked the bugs out of those applications. Many companies that implement stateful inspection use a more hybrid method between application proxy and stateful inspection when inspecting specific protocols (see Figure 1.11). For example, if you were to do URL filtering on most firewalls, you might need to actually employ application proxy-type techniques to provide the proper inspection.This, much like application proxy firewalls, does not scale and is not a good idea for a large amount of users. However, depending on the vendor and function, your mileage may vary.
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Figure 1.11 Stateful Packet Inspection Advantages



Firewall Incarnate A firewall can function in many different ways, but it always has the same basic requirements. A firewall is part hardware and part software, and the combination of each makes a huge difference. In this section, we will look at the differences between an appliance-based firewall and a standard operating system (OS) running a firewall as an application. First, we will look at the firewall application that sits on an OS. In this case, there is an underlying operating system that runs on a standard computer system.The computer system consists of a processor, memory, and hard disk drive.The operating system will most likely be used for other functions without the firewall application.The operating system may be a multifunction operating system such as Microsoft Windows, Red Hat Linux, or Sun Solaris. To provide the utmost security, the operating system will have to be stripped down either by the end user or the manufacturer before it is suitable for use as a secure gateway.The firewall software is then installed on top of the operating system, permitting the OS to provide additional services or resources to other systems or users. The other scenario is an operating system that has the firewall application integrated with it. In this case, the operating system is not used for any purpose other than to provide the firewall application.The device has a processor, memory, and flash memory for longterm storage.This device is an appliance. In the first scenario, the device has some clear advantages. It does not require a singlepurpose device to be used and the underlying hardware most likely can be employed for another purpose besides the firewall.This type of firewall can use third-party applications on the system and ultimately the firewall application may be able to have more advanced features because it has so much system behind it.The firewall application is also limited based upon the limits of the specified hardware it is running upon, as well as the underlying OS.
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For example, if you wanted to add additional interfaces, it is limited to the specific type of hardware you are running. In most cases, you can upgrade your hardware and then simply reinstall your application to upgrade the system. In the second scenario, we have an appliance whose sole purpose is to provide a firewall that will pass packets in and out as fast as possible while inspecting them based upon the defined security policy.The device’s hardware is specialized for providing that single application. However, one disadvantage of using this type of firewall is that you cannot load other third-party applications on that system. Furthermore, the device may have some specific limitations, such as limited memory or physical interfaces, and the only way to upgrade the device is to do a forklift upgrade and replace the entire device.



Firewall Ideologies No matter which type of firewall you choose, there are some basic design considerations involved. Placement is usually the biggest question. Where is the most effective location to place my firewall to maximize its effectiveness? Is one firewall enough? How do I protect the servers that I need to make publicly accessible? These and many other questions come to mind when discussing firewall effectiveness. Unfortunately, the answers to all of these questions are beyond the scope of this section.



DMZ Concepts The use of a DMZ and its overall design and implementation can be relatively simple or extremely complex, depending on the needs of the particular business or network system. The DMZ concept came into use as the need for the separation of networks became more acute when we began to provide more access to services for individuals or partners outside the LAN infrastructure. One of the primary reasons that the DMZ has come into favor is the realization that a single type of protection is subject to failure.This failure can arise from configuration errors, planning errors, equipment failure, or deliberate action on the part of an internal employee or external attack force.The DMZ has proven to be more secure and to offer multiple layers of protection for the security of the protected networks and machines. It has also proven to be very flexible, scalable, and relatively robust in its ability to provide the protection we need. Figure 1.12 shows how “sandwiching” of DMZs between Internet-facing firewalls and intranet/corporate-facing firewalls is used to protect segments of a corporate network such as e-commerce, e-mail, Web access, and virtual private networks (VPNs). DMZ design now includes the ability to use multiple products (both hardware- and software-based) on multiple platforms to achieve the level of protection necessary, and DMZs are often created to provide failover capabilities as well. When we are working with a DMZ, we must have a common ground to work from.To facilitate understanding, we examine a number of conceptual paths for traffic flow in the following section. Before we look at the conceptual paths, let’s make sure we understand the basic configurations that can be used for firewall and DMZ location, and how each of them can be visualized. In the following figures, we’ll see and discuss these configurations. Please
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note that each of these configurations is useful on internal networks needing protection, and in addition helps protect your resources from networks such as the Internet. Our first configuration is shown in Figure 1.13.



Figure 1.12 Common Perimeter Firewall Deployment In te rn e t
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Designing & Planning… Know What You Want to Secure First As you begin your DMZ design process, you must first be clear about what your design is intended for. A design that is only intended to superficially limit internal users’ access to the Internet, for instance, requires much less planning and design work than a system protecting resources from multiple access points or providing multiple services to the public network or users from remote locations. An appropriate path to follow for your predesign path might look like the following: ■



Perform baseline security analysis of existing infrastructure, including OS and application analysis



■



Perform baseline network mapping and performance monitoring



■



Identify the risk to resources and outline appropriate mitigation processes Continued
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Identify potential security threats, both external and internal



■



Identify needed access points from external sources



■



Public networks



■



VPN access



■



Extranets



■



Remote access services



■



Identify critical services



■



Plan your DMZ



Figure 1.13 A Basic Network with a Single Firewall Untrusted or Internet



Router



Hardware or Software Firewall



LAN



In Figure 1.13, we can see the basic configuration that would be used in a simple network situation in which there was no need to provide external services.This configuration would typically be used to begin to protect a small business or home network. It could also be used within an internal network to protect an inner network that had to be divided and isolated from the main network.This situation could include payroll, finance, or development divisions that need to protect their information and keep it away from general network use and view. Figure 1.14 details a protection design that would allow for the implementation and provision of services outside the protected network. In this design, it would be absolutely imperative that rules be enacted to not allow the untrusted host to access the internal network. Security of the bastion host machine would be accomplished on the machine itself,
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and only minimal and absolutely necessary services would be enabled or installed on that machine. In this design, we might be providing a Web presence that did not involve e-commerce or the necessity to dynamically update content.This design would not be used for provision of virtual private network (VPN connections, FTP services, or other services that required other content updates to be performed regularly.



Figure 1.14 Basic Network, Single Firewall, and Bastion Host (Untrusted Host) Untrusted or Internet



Bastion Host (untrusted Host)



Firewall



Internal Network



Figure 1.15 shows a basic DMZ structure. In this design, the bastion host is partially protected by the firewall. Rather than the full exposure that would result to the bastion host in Figure 1.14, this setup would permit us to specify that the bastion host in Figure 1.14 could be allowed a full outbound connection, but the firewall could be configured to allow only port 80 traffic inbound to the bastion host (assuming it was a Web server) or others as necessary for connection from outside.This design would allow connection from the internal network to the bastion host if it was necessary.This design would potentially allow the updating of Web server content from the internal network if permitted by firewall rule, which could let traffic flow to and from the bastion host on specific ports as designated. Figure 1.16 shows a generic dual-firewall DMZ configuration. In this arrangement, the bastion host can be protected from the outside and allowed to connect to or from the internal network. In this arrangement, like the conditions in Figure 1.15, flow can be controlled to and from both of the networks away from the DMZ.This configuration and method is more likely to be used if more than one bastion host is needed for the operations or services being provided.
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Figure 1.15 A Basic Firewall with a DMZ Untrusted or Internet
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Bastion Host (untrusted Host)
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Figure 1.16 A Dual Firewall with a DMZ Untrusted or Internet



Outer Firewall



Bastion Host (untrusted Host)



Inner Firewall Internal Network



Traffic Flow Concepts Now that we’ve had a quick tour of some generic designs, let’s take a look at the way network communications traffic typically flows through them. Be sure to note the differences between the levels and the flow of traffic and protections offered in each of them.
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Figure 1.17 illustrates the flow pattern for information through a basic single-firewall setup.This type of traffic control can be achieved through hardware or software and is the basis for familiar products such as Internet Connection Sharing (ICS) and the NAT functionality provided by digital subscriber lines (DSLs) and cable modems used for connection to the Internet. Note that flow is unrestricted outbound, but the basic configuration will drop all inbound connections that did not originate from the internal network.



Figure 1.17 Basic Single-Firewall Flow Untrusted or Internet ...Inbound Traffic ...



Router



Inbound stopped at FW unless allowed by rule



Hardware or Software Firewall



LAN --- Outbound Traffic



--



Figure 1.18 reviews the traffic flow in a network containing a bastion host and a single firewall.This network configuration does not produce a DMZ; the protection of the bastion host is configured individually on the host and requires extreme care in setup. Inbound traffic from the untrusted network or the bastion host is dropped at the firewall, thus providing protection to the internal network. Outbound traffic from the internal network is allowed. Figure 1.19 shows the patterns of traffic as we implement a DMZ design. In this form, inbound traffic flows through to the bastion host if allowed through the firewall and is dropped if destined for the internal network.Two-way traffic is permitted as specified between the internal network and the bastion host, and outbound traffic from the internal network flows through the firewall and out, generally without restriction.
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Figure 1.18 A Basic Firewall with Bastion Host Flow Untrusted or Internet
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Figure 1.19 A Basic Single Firewall with DMZ Flow Untrusted or Internet
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Figure 1.20 contains a more complex path of flow for information but provides the most capability in these basic designs to allow for configuration and provision of services to the outside. In this case, we have truly established a DMZ that is separated and protected from both the internal and external networks.This type of configuration is used quite often when there is a need to provide more than one type of service to the public or outside world, such as e-mail, Web servers, DNS, and so forth.Traffic to the bastion host can be
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allowed or denied as necessary from both the external and internal networks, and incoming traffic to the internal network can be dropped at the external firewall. Outbound traffic from the internal network can be allowed or restricted either to the bastion host (DMZ network) or the external network.



Figure 1.20 A Dual Firewall with DMZ Flow Untrusted or Internet



Outer Firewall



Bastion Host (untrusted Host)



Inner Firewall Internal Network



As you can see, there is a great amount of flexibility in the design and function of your protection mechanisms. In the sections that follow, we expand further on conditions for the use of different configurations and on the planning that is done to implement them.



Networks with and without DMZs As we pursue our discussions about the creation of DMZ structures, it is appropriate to also take a look at the reasoning behind the various structures of the DMZ and when and where we’d want to implement a DMZ or perhaps use some other alternative. During our preview of the concepts of DMZs, we saw in Figures 1.15 to 1.20 some examples of potential design for network protection and access.Your design may incorporate any or all of these types of configurations, depending on your organization’s needs. For instance, Figure 1. 17 shows a configuration that may occur in the case of a home network installation or perhaps with a small business environment that is isolated from the Internet and does not share information or need to provide services or information to outside customers or partners.This design would be suitable under these conditions, provided configuration is correct and monitored for change.
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Figure 1.14 illustrates a network design with a bastion host located outside the firewall. In this design, the bastion host must be stripped of all unnecessary functionality and services and protected locally with appropriate file permissions and access control mechanisms.This design would be used when an organization needs to provide minimal services to an external network, such as a Web server. Access to the internal network from the bastion host is generally not allowed, because this host is absolutely subject to compromise. Figure 1.19 details the first of the actual DMZ designs and incorporates a screened subnet. In this type of design, the firewall controls the flow of information from network to network and provides more protection to the bastion host from external flows.This design might be used when it is necessary to be able to regularly update the content of a Web server, or provide a front end for mail services or other services that need contact from both the internal and external networks. Although better for security purposes than the design shown in Figure 1.14, this design still produces an untrusted relationship in the bastion host in relation to the internal network. Finally, Figure 1.20 provides a design that allows for the placement of many types of service in the DMZ.Traffic can be very finely controlled through access at the two firewalls, and services can be provided at multiple levels to both internal and external networks. Some vendors call this design a “firewall sandwich”; it is also commonly called “defense in depth.” In modern financial services perimeter environments, several layers of these DMZs may occur. It is not uncommon to see 3, 5, or 7 layers within a DMZ environment. Intra-DMZ traffic is also a concern at the Internet perimeter.There might be a need to have one application server sitting in the DMZ to communicate with another application server sitting in another DMZ. The intra-DMZ security policy, performance characteristics, and L7 protection differ greatly from the traffic that is inbound from the Internet. Finally, the Internet-facing firewall(s) have typically different security policies, performance requirements, and SLA requirements than the intranet/corporate-facing firewall(s). Therefore, it is logical to segregate these different characteristics into different platforms. In the next section, we profile some of the advantages and disadvantages of the common approaches to DMZ architecture and provide a checklist of sorts to help you make a decision about the appropriate use (or not) of the DMZ for protection.



The Pros and Cons of Basic DMZ Designs Table 1.6 details the advantages and disadvantages of the various types of basic design discussed in the preceding section.
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Table 1.6 The Pros and Cons of Basic DMZ Designs Basic Design



Advantages



Disadvantages



Single firewall



Inexpensive, fairly easy configuration, low maintenance



Much lower security capabilities, no growth or expansion potential



Single firewall with bastion host



Lower cost than more robust alternatives



Single firewall with screened subnet and bastion host



Firewall provides protection to both internal network and bastion host, limiting some of the potential breach possibilities of an unprotected bastion host



Dual firewall with DMZ



Allows for establishment of multiple serviceproviding hosts in the DMZ; protects bastion hosts in DMZ from both networks, allows



Bastion host extremely vulnerable to compromise, inconvenient to update content, loss of functionality other than for absolutely required services; not scalable Single point of failure; some products limit network addressing to DMZ in this configuration to public addresses, which might not be economic or possible in your network Requires more hardware and software for implementation of this design; more configuration work and monitoring required much more granular control of resources and access; removes single point of failure and attack
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Appropriate Utilization Home, small office/home office (SOHO), small business without need to provide services to others Small business without resources for more robust implementation or static content being provided that doesn’t require frequent updates



Networks requiring access to the bastion host for updating of information



Larger operations that require the capability to offer multiple types of Web access and services to both the internal and external networks involved
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Tools & Traps… Bastion Hosts Bastion hosts must be individually secured and hardened because they are always in a position that could be attacked or probed. This means that before placement, a bastion host must be stripped of unnecessary services; fully updated with the latest service packs, hot fixes, and updates; and isolated from other trusted machines and networks to eliminate the possibility that its compromise would allow for connection to (and potential compromise of) the protected networks and resources. This also means that a machine being used for this purpose should have no user accounts relative to the protected network or directory services structure, which could lead to enumeration of your internal network.



DMZ Design Fundamentals DMZ design, like security design, is always a work in progress. As in security planning and analysis, we find DMZ design carries great flexibility and change potential to keep the protection levels we put in place in an effective state.The ongoing work is required so that the system’s security is always as high as we can make it within the constraints of time and budget while still allowing appropriate users and visitors to access the information and services we provide for their use.You will find that the time and funds spent in the design process and preparation for the implementation are very good investments if the process is focused and effective; this will lead to a high level of success and a good level of protection for the network you are protecting. In this section of the chapter, we explore the fundamentals of the design process. We also incorporate the information we discussed in relation to security and traffic flow to make decisions about how our initial design should look. Additionally, we’ll build on that information and review some other areas of concern that could affect the way we design our DMZ structure.



NOTE In this section, we look at the design of a DMZ from a logical point of view. Physical design and configuration are covered in following chapters based on the vendor-based solution you are interested in deploying.
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Why Design Is so Important Design of the DMZ is critically important to the overall security of your internal network— and the success of your firewall and DMZ deployment.The DMZ design can incorporate sections that isolate incoming VPN traffic, Web traffic, partner connections, employee connections, and public access to information provided by your organization. Design of the DMZ structure throughout the organization can protect internal resources from internal attack. As we discussed in the security section, it has been well documented that much of the risk of data loss, corruption, and breach actually exists inside the network perimeter. Our tendency is to protect assets from external harm but to disregard the dangers that come from our own internal equipment, policies, and employees. These attacks or disruptions do not arise solely from disgruntled employees either. Many of the most damaging conditions that occur are because of inadvertent mistakes made by wellintentioned employees. Each and all of these entry points is a potential source of loss for your organization, and ultimately can provide an attack point to defeat your other defenses. Additionally, the design of your DMZ will allow you to implement a multilayered approach to securing your resources that does not leave a single point of failure in your plan.This minimizes the problems and loss of protection that can occur because of misconfiguration of rule sets or Access Control Lists (ACLs), as well as reduces the problems that can arise due to hardware configuration errors. In the last chapters of this book, we look at how to mitigate risk through testing of your network infrastructure to make sure your firewalls, routers, switches, and hosts are thoroughly hardened so that when you do deploy your DMZ segment, you can see for yourself that it is in fact secure from both internal as well as external threats.



Designing End-to-End Security for Data Transmission between Hosts on the Network Proper DMZ design, in conjunction with the security policy and plan developed previously, allows for end-to-end protection of the information being transmitted on the network.The importance of this capability is explored more fully later in the chapter, when we review some of the security problems inherent in the current implementation of TCP/IPv4 and the transmission of data.The use of one or more of the many firewall products or appliances currently available will most often afford the opportunity not only to block or filter specific protocols but also to protect the data as it is being transmitted.This protection may take the form of encryption and can utilize the available transports to protect data as well. Additionally, proper utilization of the technologies available within this design can provide for the necessary functions previously detailed in the concepts of AAA and CIA, utilizing the multilayer approach to protection that we have discussed in earlier sections.This need to provide end-to-end security requires that we are conversant with and remember basic network traffic patterns and protocols.The next few sections help remind us about these, and further illustrate the need to design the DMZ with this capability in mind.
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Traffic Flow and Protocol Fundamentals Another of the benefits of using a DMZ design that includes one or more firewalls is the opportunity to control traffic flow into and out of the DMZ much more cohesively and with much more granularity and flexibility. When the firewall product in use (either hardware or software) is a product designed above the home-use level, the capability usually exists to not only control traffic that is flowing in and out of the network or DMZ through packet filtering based on port numbers but often to allow or deny the use of entire protocols. For instance, the rule set might include a statement that blocks communication via ICMP, which would block protocol 1. A statement that allowed IPSec traffic where it was desired to allow traffic utilizing ESP or AH would be written permitting protocol 50 for ESP or 51 for Authentication Header (AH). (For a listing of the protocol IDs, visit www.iana.org/assignments/protocol-numbers.) Remember that like the rule of security that follows the principle of least privilege, we must include in our design the capability to allow only the absolutely necessary traffic into and out of the various portions of the DMZ structure. To understand Juniper NetScreens and how they work as high-performance firewalls, one must be able to understand how an IP packet is processed through the firewall.This is important in terms of understanding the performance of the appliance and where to look when troubleshooting problems. A Juniper NetScreen firewall works similar to early layer 3 switches and hardware-accelerated routers in that the device has slow-path and fast-path avenues thru the appliance.The first packet of a new session to enter the firewall, or a nonIPSec packet destined for the firewall, is handled by the CPU of the firewall. All subsequent packets of the existing session, or all IPSec packets, are handled by ASICs in all of the NS5x00 and ISG series firewalls. For all other Juniper NetScreen firewalls that do not include an ASIC, as in the case of the NS-5GT and SSG series firewalls, the flows are processed efficiently via the CPU (see Figure 1.21).



Figure 1.21 The Path of a Packet through a Juniper NetScreen Firewall
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Juniper NetScreen firewalls set up the flows with the routing lookup, firewall rules, and access control being performed once on the first packet of the flow only. After that, fast lookup occurs for the remainder of the packets in the flow.This allows the Juniper NetScreen to have no performance penalty for having a large rule set (10,000 entries takes just as little time as eight entries).This also allows fast handling of NAT and route table lookups. All session matching occurs on a five tuple–based policy: source and destination zone, source and destination address, and finally service. An example of the five policy entries is shown in Figure 1.22.



Figure 1.22 Policy Entries



Zone trust, source network(s), zone untrust, destination network(s), and finally the service are used to match the five-tuple policy.



Summary In this chapter, we reviewed the many different fundamental concepts that are important to networking. First, we looked at the OSI model. As you can see, it’s very important to understand the OSI model. It’s used throughout this book and other documentation from Juniper Networks. In fact, almost any documentation referencing networking uses the OSI model as a base to explain how networking functions. An important fact to remember is that the OSI model is just that; a model. As you saw in the explanation of the TCP/IP model, the OSI model does not exactly fit together with TCP/IP. However, once you understand TCP/IP and how it works, you will understand it for all platforms and applications. If you were to truly have a book titled Understanding Security Basics, it could easily span over a thousand pages. In this chapter, we have brought together a concise version of that material to help you begin to understand the expansive world that is security. In the battle for the secure enterprise, the most important thing to remember is that there is no single solution to secure everything. Many products claim to have the silver bullet for securing your network, but this is nothing more than marketing. Each company has different restrictions on resources and has different security requirements. In the last section, we reviewed the basics of firewalls.The evolution of firewalls has been a long and harrowed path. As new threats come to light, new technologies will always be created
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to stop these threats.The concept of a DMZ is an important one to understand. Segmenting your important hosts is one of the critical things you can do to secure your network.



Solutions Fast Track Understanding Networking  The OSI model is used as a reference for all networking protocols.  TCP/IP is used as the core networking protocol today on both the Internet and in the enterprise.  The TCP protocol has clearly defined points where a session begins and ends.



Understanding Security Basics  Security is a process that is never finished; security needs are constantly changing as well as the needs for new technologies.  There is no single product or solution that can be used to ensure your network’s security.  Each organization has its own specific needs to best help it minimize security risks.



Understanding Firewall Basics  Juniper NetScreen firewalls use stateful inspection to ensure the security of connections passing though the firewall.  Firewall technology is constantly changing to meet the security needs of today’s organizations.  DMZ design depends on the designer’s ability to accurately assess the actual risks in order to design an adequate structure.
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Frequently Asked Questions The following Frequently Asked Questions, answered by the authors of this book, are designed to both measure your understanding of the concepts presented in this chapter and to assist you with real-life implementation of these concepts. To have your questions about this chapter answered by the author, browse to www.syngress.com/solutions and click on the “Ask the Author” form.



Q: If the OSI model does not match the way in which TCP/IP functions, then why is it still used?



A: The OSI model is just that; a model. It was to be originally used as the model for the development of networking protocols. However, developers found the specifications too rigid for practical use. Most networking protocol suites do not follow the OSI model fully, but do follow the layered concept that was identified first during the development of the OSI model.



Q: Why would I want to use a Juniper NetScreen firewall appliance when I could just use Red Hat Linux with ipchains?



A: A Juniper NetScreen firewall appliance is built with one thing in mind: security. It doesn’t have to provide any other services. Many more services and applications run on conventional operating systems that can contain security vulnerabilities. Furthermore, Juniper NetScreens do not have hard drives.This is the most likely part to fail on a computer when running for an extended period of time. Finally, the Juniper NetScreen firewall architecture runs on Application-Specific Integrated Circuit (ASIC) chips.These are specifically designed to perform special tasks, providing more performance with less horsepower, while general-purpose processors are not optimized for networking performance.This requires you to have more horsepower to provide the same function as a lower-end Juniper NetScreen firewall.



Q: You mention that each organization has different security needs. Why don’t you provide a definite answer that can resolve my security issues?



A: Every organization has different types of requirements that they need to provide for their users. Some companies may have hundreds of Web servers, while others have only a few file-sharing servers. Some good baselines have been outlined that do a fine job of securing your resources, such as every organization’s need for antivirus software; however, application-level protection may not be required for some organizations.
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Q: Do I really need a DMZ? It only confuses my users. A: Segregated networks should be a requirement for any company that has resources that must be accessible to the Internet or resources that everyone in the company does not need access to.The slight complexities that the DMZ creates simply do not outweigh its benefits.



Q: If I follow your guidelines for security, is this all I will ever need to secure my network? A: Your organization’s security requirements are something that should never be written in stone.You should always be on the lookout for new technologies and methodologies that can provide additional security to your environment.



Q: Why do I need to know so much about networking? A: Knowing networking allows you to truly understand the risks that can occur in a network. When using networking, the more you know about it, the more options you give yourself. For example, if you were trying to build a house to provide protection against a hurricane, and all the knowledge you had concerned using sticks and straw to build with, your chances of building a successful house would be close to zero. However, if you were familiar with several construction styles, you would have more flexibility in choosing methods and materials that would provide you a better chance of creating a better house.
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Solutions in this chapter: ■



The Juniper Security Product Offerings



■



The Juniper Firewall Core Technologies



■



The NetScreen and SSG Firewall Product Line



 Summary  Solutions Fast Track  Frequently Asked Questions 49
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Introduction This chapter will introduce you to the Juniper firewall product. We will begin by looking at all of Juniper Networks’ security products, exploring the wide range of products available, and allowing you to determine which is best suited for your security needs. A well-designed and properly implemented security infrastructure must be multitiered. Juniper Networks now offers a host of security solutions for your organization. Over the past several years Juniper has increased its product portfolio dramatically.Through both acquisition and internal development, Juniper has become a premier security vendor. Juniper Networks delivers an integrated firewall and virtual private network (VPN) solution, the NetScreen firewall.The firewall product line has several tiers of appliances and systems.These tiers allow you to choose the right hardware for your network, giving the precise fit for your needs. Juniper has recently released a new firewall product line, the Security Services Gateway (SSG).This firewall line is designed to allow you to use new enhanced software features to better help protect your network from attack. Many of the SSG firewall products also enable you to use wide area network (WAN) interfaces as well. Juniper also offers a Secure Sockets Layer (SSL) VPN product.The Secure Access series offers a clientless remote access solution as well as a collaboration tool. With a clientless VPN approach, you remove the need for software deployment and management of the remote clients.You can easily deploy the SSL portal to thousands of users in mere hours.This is a great boon to any organization. Also available in the SSL VPN product line is the secure meeting application, which allows for online collaborative meetings where users can share their desktops and engage in chat.These are secured by SSL.You can use this feature to conduct presentations or to perform remote support. It’s a great tool for any organization. In recent years, access control for desktop PCs has become increasingly important. In the past organizations have focused primarily on protecting servers from external threats.Today, new technologies allow companies to restrict access to the network itself, thereby allowing administrators to deny untrusted users from accessing the network and its available resources. Juniper today uses its Unified Access Control (UAC) product to address this industry need. The last part to the security product line is intrusion detection and prevention (IDP). Whereas some products allow you only to detect incoming malicious traffic, the IDP allows you to fully prevent it from continuing on your network.The IDP is a necessary device for any network. We will explore the core technologies of the Juniper firewalls.These are the frameworks that are used throughout this book.This discussion will give you an idea of the features of the Juniper firewall and will prepare you to actually implement these solutions on it. We will look at fundamental concepts such as zones. Zones are used to logically separate areas of the network.They allow you to take a more granular approach when you begin writing access rules to allow or deny network traffic. In the last section of the chapter, we will look thoroughly at the NetScreen and SSG firewall products.The products range from small office devices that would allow for VPN
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connectivity into a central location to the carrier class products that can serve as much as 12 gigabits per second (Gbps) of firewall traffic—a gigantic level of throughput for a firewall. The options provided in the Juniper firewall product line enable you to take your network to new heights.



The Juniper Security Product Offerings NetScreen is the fastest-growing firewall product line on the market today. It has clinched the number two spot among the worldwide security appliance market.The NetScreen product line is robust and competitive, and it is now part of Juniper networks. On April 16, 2004, Juniper Networks completed its purchase of NetScreen for $4 billion. Juniper chose to purchase NetScreen to enter the enterprise market space. Previously, Juniper focused on the carrier class market for high-end routers. Juniper is aiming high; it is vying directly with Cisco for the position as the number one firewall appliance vendor, as well as the number one router vendor in the world. ■



The Juniper firewall appliance is Juniper’s firewall/VPN solution.Throughout the book, the firewall is referred to as a NetScreen firewall because Juniper chose to keep the NetScreen firewall product name for brand recognition.The other products in the NetScreen security line all kept their original names as well.



■



The NetScreen IDP product is used to provide protection against network attacks. The IDP can alert you, log events, and capture attacks as they occur.This product offers several modes of operation that allow it to be used in one of several different network designs. It can also prevent against worms, viruses, and Trojans.



■



The third part to the NetScreen security product line is the SSL VPN.The NetScreen Secure Access SSL VPN allows for clientless access into your network. The SSL VPN is currently the fastest-growing product line for Juniper.The Secure Access SSL VPN appliance is the market leader in its segment with 45 percent of the market share as of the first quarter of 2004. An offshoot from the SSL VPN product line is the secure meeting product. Secure Meeting can be integrated with the SSL VPN appliance, or it can be run on its own dedicated appliance. It provides Web conferencing collaboration to share your desktop and documents over the Web.



■



The UAC product solution is the next generation of security.The UAC architecture provides network access control to client systems.The deployment architecture can be twofold.You can use the firewalls to provide enforcement or you can also use switches that are 802.1x compatible to provide access management to clients as well.
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Juniper Firewalls Juniper Networks’ premier security platform is the NetScreen firewall product line.This product line provides integrated firewall and Internet Protocol Security (IPSec) VPN solutions in a single appliance.The NetScreen firewall core is based on stateful inspection technology.This technology provides a connection-oriented security model by verifying the validity of every connection while still providing a high-performance architecture.The NetScreen firewalls themselves are based on a custom-built architecture consisting of application-specific integrated circuit (ASIC) technology. ASIC is designed to perform a specific task at a higher performance level than a general-purpose processor. ASIC connects over a high-speed bus interface to the core processor of the firewall unit, a reduced instruction set computing (RISC) CPU. The firewall platform also contains additional technologies to increase your network’s security. First, the products support deep inspection.This technology allows you inspect traffic at the application level to look for application-level attacks. It can help prevent the next worm from attacking your Web servers or someone from trying to send illegal commands to your SMTP server.The deep inspection technology includes a regularly updated database as well as the capability for you to create your own custom expression-based signatures. All the appliances include the capability to create IPSec VPNs to secure your traffic.The integrated VPN technology has received both the Common Criteria and the ICSA (www.icsalabs.com) firewall certifications.Thus, the IPSec VPN technologies have good cross-compatibility as well as standards compliance. Juniper also offers two client VPN solutions to pair with the NetScreen firewall. First, NetScreen-Remote provides the user with the capability to create an IPSec connection to any NetScreen firewall or any IPSec-compliant device.The second client product is NetScreen-Security Client.This product not only creates IPSec tunnels but also includes a personal firewall to secure the end user’s system.The NetScreen firewall product line leverages the technologies of Trend Micro’s and Kaspersky Lab’s antivirus software.This software allows you to scan traffic as it passes directly through the firewall, thus mitigating the risks of viruses spreading throughout your network. The latest product set for the firewall line from Juniper is the SSG.The SSG product line was designed with key ideas in mind. First, it provides at high speeds advanced security features such as antivirus protection, antispam protection, IPS capabilities, and integrated URL filtering. Second, all the SSG products allow you to use WAN interfaces on the firewall, thereby enabling you to connect your firewall directly to a T1, digital subscriber line (DSL), or ISDN (Integrated Services Digital Network) link, to name a few. It gives you the capability to bypass the need to have a router on every WAN link. Because the SSG products are also built for future services, the architecture on the devices has changed from that of the traditional NetScreen firewall. SSG firewalls do not contain ASICs as the NetScreen firewalls do. However, this does not mean that the SSG firewall does not offer the same levels of performance as its cousin, the NetScreen product. The Juniper firewall platform provides you with three management options:
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Command-Line Interface (CLI) The CLI provides the most granular control over the platform through straightforward interaction with the operation system (ScreenOS).



■



Web User Interface (WebUI) The WebUI is a streamlined Web-based application with a user-friendly interface that allows you to easily manage the NetScreen appliance. Both WebUI and CLI are consistent among all the NetScreen firewall products—this means that once you have experience using one firewall model (for example, 5GT), you can easily apply your knowledge to other models (such as 208) in the NetScreen firewall product line.



■



NetScreen Security Manager (NSM) A centralized enterprise-class solution that allows you to manage your entire NetScreen firewall infrastructure.The NSM provides not only a central console to manage your firewalls and Juniper IDP products but also consolidated logging and reporting.This is a great option that allows you to see all your network’s activity from a central location.



SSL VPN The need for remote access to a company’s resources is at an all-time high.The traditional mode of the past was to use IPSec VPN clients. However, in many situations, the process of deploying and managing remote VPN clients is impractical, especially considering that you must maintain the software over time. Juniper Networks offers a product known as Secure Access SSL VPN.This product allows you to secure your internal resources behind a single entry point device. Remote users require only a Web browser capable of SSL encryption. The user connects to the SSL VPN gateway and begins his or her secure session. At this point, the user can access many different types of resources.This product provides secure ubiquitous client access, and because you do not have to deploy a client, you can easily deploy access to thousands of users in a matter of hours. An important feature of the SSL VPN is client-side security.The SSL VPN offers several solutions that provide additional security to the end user’s system. First, the Secure Access product offers the host checker.The host checker performs client-side checks for specific options. It can check to ensure the existence and the validity of any file on the client’s system, such as an antivirus scanner or a personal firewall. It can check for the existence of specific registry settings as well. Finally, the host checker can tie into other third-party products and talk to the applications running on the client’s system. One example would be the Sygate host integrity-checking client. It can ensure that the client meets or exceeds the company’s defined standard for a remote software load. Based on the options that pass or fail, you can give the end user various levels of access. If users had an antivirus program running on their systems, you could allow the users to access network file-shares, as well as first-level access of Web mail. If the users had a personal firewall running as well, they could safely be allowed to access servers using Microsoft terminal services—as well as the two other levels of access.The host-checking functions allow you to provide granular access to network resources based on the client’s own security.
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A second security application that users can run is called cache cleaner. Cache cleaner identifies all files cached by the Web browser and deletes them after the client’s session is completed, thereby ensuring that no trace of the client’s session remains on the remote system. There are three levels of application access available through the SSL VPN device: ■



Tier 1 The first tier of access allows you to access Web-based and file-based resources. When you are accessing Web sites or Web-based applications, all HTML, JavaScript, and Java are rewritten to direct access through the SSLVPN gateway. This ensures that access to all resources can be secured, and not directed to another location without the administrator’s explicit configuration. In the first level of access you can also access both common Internet fire system/server message block (CIFS/SMB) Microsoft file shares, as well as UNIX standards network file system (NFS) shares. Access to these resources is all done through a Web interface where you can upload and download files to modify them. Also included is a Java-based component that allows you to access systems via either Telnet or secure shell (SSH).



■



Tier 2 The second tier of access uses a component called secure application manager. Secure application manager runs as either a browser-based Java component or an Active-X component.This allows you to access resources via a clientinitiated Transmission Control Protocol (TCP) or User Datagram Protocol (UDP) unicast connection.You can use this to access various popular applications such as Microsoft Exchange, Citrix, and Microsoft Terminal Services.



■



Tier 3 The third tier of access allows full network connectivity, allowing the clients to connect into the network as if they were directly on the network.This allows systems to connect back to the client using applications such as XWindows.



The SSL VPN product also provides a secure collaboration tool, secure meeting. Secure meeting allows users to share applications and collaborate from any Internet-connected computer.This is similar to services such as WebEx. It is a powerful tool to be used on an SSL VPN device, or as a stand-alone solution.The Secure Access products provide applicationlevel logging, allowing you to record each user’s activities.The Secure Access product line offers the enterprise the capability to integrate a remote access solution.



Intrusion Detection and Prevention Juniper Networks’ IDP product is a network appliance designed to provide intrusion detection and prevention for today’s enterprise networks. It can be deployed in several different configurations to accommodate needed functionality. First, it can be deployed as a nonintrusive network traffic sniffer to detect incoming attacks, and to record, and alert on them. In this mode, you can easily install them to provide a network baseline, or to quickly replace
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your other IDS devices. Second, you can install the device in gateway mode. In this mode, you can use the IDP as an active defense mechanism. In this mode, it provides several ways to stop network attacks. It can close or drop the connection on both the client and server sides. It can also capture the session for subsequent analysis.This product is great for doing forensic research on the attack. The IDP platform provides a trademarked multi-method detection (MMD), which combines several detection mechanisms. Various applications require distinctively different methods of detecting attacks.The applied detection methods ensure that critical attacks are detected, providing you the information you need to identify network threats in your environment.The IDP currently provides nine different mechanisms to detect attacks. ■



Stateful signatures Detect known attack patterns.This mechanism allows you to detect a greater number of attacks, and reduce the incidence of false positive alerts. A false positive is an alert that falsely detects an attack. A false positive can waste valuable time and resources.



■



Protocol anomaly detection Reviews the different types of connections that go through the IDP and acknowledges any connections that deviate from the proper protocol standards.This can be used to detect new attacks and expose vulnerabilities.



■



Backdoor detection Looks through interactive traffic for possible malicious communications. A backdoor is an application that resides on a host system unknown to the end user.These malicious applications, when installed on a user’s system, can allow attackers to access your network’s resources. When using the backdoor detection mechanism on your IDP, you can identify these intrusive connections and then block these connections to eliminate this harmful traffic.



■



Traffic anomaly detection Allows you to look further than a single packet or a single session. It allows you to look across multiple sessions and identify anomalous traffic. An example of this type of traffic is a reconnaissance attack such as a port scan. A port scan is a series of sessions or connections that individually may not raise a red flag. However, when you add many of these probing packets together, this constitutes a traffic anomaly, which can be detected with this mode of operation.



■



Network honeypot Mimics a system’s services pretending to be a vulnerable system.This entices an attacker to access these services first, drawing attention away from your critical systems.



■



Layer-2 detection Monitors network traffic on the second layer of the Open Systems Interconnect (OSI) model.This allows you to detect address resolution protocol (ARP) attacks on your network.
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DoS detection Allows you to detect certain types of Denial of Service (DoS) attacks. Denial of Service attacks can bring your network to its knees and early detection is critical to mitigate these attacks.



■



Spoofing detection Provides the capability to detect spoofed IP packets. A spoofed IP packet is a packet that seems to be coming from a host, but really is coming from a malicious attacker.



■



Compound signatures Combine multiple detection methods for complex attack detection. Juniper Networks combines stateful signatures and protocol anomaly to create a powerful detection mechanism.



Managing the IDP is simplified with its integrated management system, or by using Juniper’s NSM (IDP software version 4.0 and later). Logging of attacks is detailed, providing extensive information in order to determine what is happening on your network. The policy editor component, Policy Editor, is a graphical interface that allows for granular control over what type of traffic you want to detect and defend.Your configuration and signature information is readily available to use from within the policy editor.This allows you to easily create effective policies, thereby providing detection of, and prevention from, network attacks.The IDP product is an excellent product to use in your network to provide a new layer of security for your organization.



Unified Access Control (UAC) Many security products focus on the security of the network at its perimeter. However, the need to focus on securing the accessibility of each client on the network is important. Imagine having the capability dynamically allow or deny access based upon each individual client, anywhere on the network.The UAC product set allows limited access to a network based on user credentials.This can be accomplished in one of two ways. In any network topology, you can use a Juniper firewall, or Infranet Enforcer, to provide access control at choke points in your network. Another option that you can use or use in conjunction with an Infranet Enforcer is an 802.1x switch infrastructure. Using an 802.1x switch infrastructure allows you to authenticate users before the user even gets an IP address.This is highly secure because if the user fails to authenticate then they do not get an Internet Protocol (IP) address to allow access on the network.The UAC product uses a combination of both strategies to secure access on your network. Infranet Enforcers are used in locations of the network where you do not have 802.1x switching available.This provides a choke point type strategy where users’ access is limited beyond the Infranet Enforcer. Combining 802.1x and the Infranet Enforcer strategy, you can secure your client infrastructure.
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The Juniper Firewall Core Technologies The Juniper firewall platform was designed from scratch, allowing the developers to develop new concepts for how a firewall works by combining both conventional, and original security approaches.These concepts are repeated throughout the book.



Zones Zones are the core of the Juniper architecture. A zone can be defined as a logical area.There are several types of zones that can exist on a Juniper firewall.The first and most commonly used zone is the security zone. A security zone is a segment of network space where security measures are applied.These are used to determine the different network locations assigned to a Juniper firewall. For example, the most commonly used security zones are trust and untrust. The trust zone is assigned to the internal local area network (LAN) and the untrust zone is assigned to the Internet.The name of the zone is arbitrary, but is used to help the administrator determine what the zone is used for. Security zones are used in policy configuration and are a key component of them. Another zone type is the tunnel zone.Tunnel zones are used in conjunction with tunnel interfaces.They are defined as a logical segment to which a VPN tunnel interface is bound. The last type of zone is a function zone. An example of a function is the management zone (MGT). It specifies that an interface is to be used only for management traffic and will not allow traffic to be routed over it. A function zone is defined as a physical or logical entity that performs a specific function.The use of zones allows you to clearly define the separation between two or more areas.The Juniper firewall product line provides for various and multiple usage of zones.



Virtual Routers A firewall is nothing more than a security router. It essentially sends traffic from one location to another, determining the best path based on its routing table.The firewall has the capability to allow or deny traffic.The NetScreen firewall provides simple routing services, as you would expect, but it also offers much more. A normal device that uses IP has a single routing table.The routing table contains all of the known or learned routes. A NetScreen device uses the concept of the virtual router (VR). A virtual router is a logical construct within a NetScreen device. It provides you with multiple routing tables on the same device.The virtual router has many uses. Virtual routers are bound to zones, and the zones are bound to interfaces.The NetScreen router will function much like a standard firewall device with one routing table. However, using two separate routing tables gives you the capability to separate your routing domain. For example, if you were to run Open Shortest Path First (OSPF) internally and Border Gateway Protocol (BGP) externally, you would have two separate routing domains.This allows you to securely separate your internally trusted routes from your externally untrusted routes. Later in the
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book, we will discuss the configurations and virtues of virtual routers on Juniper firewalls in much more depth.



Interface Modes As we have discussed, a Juniper firewall, by default, operates as a router. It allows each physical interface to use an IP address, allowing traffic to be forwarded between each interface. A Juniper firewall, however, is not limited to this traditional type of firewall configuration. A Juniper firewall allows its physical interfaces to run in a special mode, transparent mode. Transparent mode allows you to put the Juniper firewall into layer two mode, which operates at the network layer.This allows a Juniper firewall to act similarly to a switch, while providing normal firewall filtering.This serves many purposes. If, for example, you have a flat network with one subnet, and no routing, but you want to separate your network and provide security for critical devices, you can install a Juniper firewall in transparent mode.



Policies A policy is a statement that allows or denies traffic based on a defined set of specifications. The base specifications are source IP address, destination IP address, source zone, destination zone, and service or port. With this information, you can create a policy.There are three types of policies and a policy is classified as one or the other based on which zones are used in the policy: intrazone, interzone, and global. By default, there is an invisible global policy that denies all traffic from passing through the firewall. So if the traffic is not implicitly allowed by another policy, it is denied. Creating policies allows you to perform one of four actions on the traffic: allow the traffic, deny the traffic from passing, reject the traffic, or tunnel the traffic into a VPN. Allowing the traffic is the action you would want to use when the matching traffic is traffic you want to pass through the firewall.You would want to deny traffic when you want to prevent traffic from passing through your firewall. Rejecting the traffic stops the traffic; however, it allows the firewall to send a TCP reset, or a message stating, “Internet Control Message Protocol (ICMP) destination port unreachable.” Finally, you would tunnel traffic when you want to permit traffic as well as place the traffic into a VPN tunnel. Each Juniper device has a limited number of policies.This can be a license restriction, capacity restriction or both.You cannot create new policies once you reach the maximum number of policies per device. Juniper enforces this to ensure the performance numbers on the specification sheets. It would not make sense to allow a low-end 5-GT appliance to run 40,000 policies, only to have the performance reduced to less then one Mbps.These restrictions are not modifiable, and they apply to each platform.There are many different elements involved in configuring an advanced policy.This includes traffic shaping, user authentication, network address translation (NAT), alarms, uniform resource locator (URL) filtering, and scheduling.There are a great number of configuration options. Administering policies can be done in one of three ways: from the WebUI, CLI, or the NetScreen Security Manager (NSM). Each method creates the same result, but performing
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each task is slightly different. On some competitive firewall products, using access lists can be frustrating. It can be a huge pain to reorder, view, and manage access lists. When the NetScreen platform was designed, it was calculated with those pains in mind. Once you start looking at the configurations in the next chapter, you will begin to understand the power of the NetScreen and its CLI.



VPN All Juniper firewalls are also VPN devices.They can facilitate both site-to-site VPNs as well as client-to-site VPNs, or as Juniper calls them, dial-up VPNs. Juniper’s NetScreen firewall supports all the standard elements that you would expect a VPN device to include. It supports Internet key exchange (IKE), authentication header (AH), encapsulating security payload (ESP), tunnel mode, transport, aggressive mode, quick mode, main mode, message-digest algorithm 5 (MD5), secure hash algorithm 1 (SHA-1), data encryption standard (DES), triple data encryption standard (3DES), advanced encryption standard (AES-128), and perfect forward secrecy (PFS), to name only a few. Juniper gives you several options when configuring a firewall on a Juniper appliance.There are two different methodologies: a route-based, or a policy-based VPN. A policy-based VPN allows the creation of a VPN through a policy or rule.This is the traditional method and it is similar to other VPN products.This gives you a simplified method to create VPNs. A route-based VPN uses a special type of virtual interface to connect via a VPN.This virtual interface, a tunnel interface, allows you to provide special types of services. It allows you to run routing protocols between these two virtual interfaces.You could run OSPF, which requires two devices to be directly connected.This, of course, would not normally be possible over the Internet, but if you create a route-based VPN between two NetScreen firewalls, this limitation for OSPF is removed because of this special virtual interface.



Intrusion Prevention Today’s firewalls have to provide much more then just your regular Layer 3 and Layer 4 inspection. Filtering your ports, protocols, and IP addresses no longer provides the security necessary for preventing sophisticated attacks.You need the capability to look inside the packet for specific data that indicates an attack. A packet product, such as an IDP, is far more capable of pointing out an attack than a basic firewall.Typically, any device designed to specifically provide a service would do a much better job than a multifunction device.There are many instances where the implementation of application layer inspection can be a great benefit to a network. A smaller network may not have the same management needs, or financial means, to install an IDP device.The integration of application-level inspection may be a better fit. Application-level scanning of an integrated device can provide a second level of protection to your network by blocking specific attacks.
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Deep packet inspection technology is the next step in the evolution of firewalls. Deep inspection allows you to inspect traffic at the application layer, relying on regular expressions (Regex) to determine malicious content in a packet. For example, if a worm spreading over the Internet attempts to exploit your Internet Information Server (IIS) Web server vulnerabilities by sending a harmful string of characters to your Web server. A custom signature can identify that attack string and stop it. By applying the custom signature to a policy, the traffic in that policy is inspected for that specific string. Deep inspection is truly the next jump in evolution for the firewall. Look to the future to provide much more strength in this field for development. In recent years, Juniper has also released IDP modules for the NetScreen Integrated Security Gateways (ISG).These modules are hardware cards that are installed on the backplane of an ISG chassis.The firewall can then direct sessions into the IDP modules.This allows a single device to provide firewall, and IPS features in a single unit. More importantly, this is done on independent hardware modules providing the best possible throughput for your network.



Are you 0wned? Application-Level Inspection Firewalls have conventionally focused on layer three and layer four filtering. This means that the connection is filtered based only on IP addressing, TCP, UDP ports, and options set at those layers. This can prevent unwanted systems from accessing your servers. What do you do when an attacker uses your firewall configuration against you? Suppose, for example, that your firewall is blocking all ports except for the HTTP port. The attacker slips through your allowed port and manipulates your Web application without detection by your firewall. It is unaware of attacks at the application level. Regardless of the fact that your Web server is on a separate demilitarized zone (DMZ) than your database server, the attacker uses your Web application to access the secured database, and steals your customers’ credit card information, and identities. If you think that this is nothing more than a good story, think again. This method of attack goes on everyday, and many organizations are not yet aware of the threat. Skilled persons who understand Web applications and design can easily snake through your applications and extract data from your database. So does this mean that you need to disable all access to your Web server, and dismantle your e-commerce efforts? Of course not. You must, however, use security products that provide application-level inspection to identify these Continued
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attacks. The best method is to perform a penetration test on your application to determine what type of vulnerabilities your applications may be susceptible to. Next, begin implementing products that can determine attacks from normal traffic. The deep inspection software integrated into the NetScreen firewall can help protect against many of the unstructured attacks that can potentially do damage via your Web server. However, structured attacks require a stronger tool such as the IDP to mitigate the risks of these attacks. Using tools such as IDPs and the deep inspection technology is not something that you just turn on and hope for the best. To make this type of application-level inspecting technologies work effectively you need to tune them for your network. This can take a great deal of effort and time to ensure that your network is using these devices effectively. Many times organizations purchase external devices in an attempt to secure a system of poorly written applications. Many times safe programming techniques can enhance the security of your applications.



Device Architecture The device’s hardware architecture was developed as a purpose-built device. Developed from the ground up to provide exceptional throughput, the firewall devices provide a level of security that leads the pack in firewall design. Juniper’s NetScreen firewall product line is a layered architecture depicted in Figure 2.1. It is designed to provide optimal performance for critical security applications.The top layer of the NetScreen firewall architecture is the integrated security application.This application is integrated with the operating system to provide a hardened security solution.The integrated security application provides all of the VPN, firewalling, denial-of-service, and traffic management. The second layer in the NetScreen firewall platform is the operating system.The operating system for the NetScreen firewall product, ScreenOS, was designed as a real-time operating system (RTOS). A real-time operating system is defined as an operating system that can respond to external world events in a time frame defined by the external world. Because only one task can run at a time for each CPU, the idea is to minimize the time it takes to set up and begin executing a task. A large challenge for RTOS is memory allocation. Allocating memory this takes time, which can slow down the OS from executing a task. ScreenOS preallocates memory to ensure that it will have enough memory to provide a sustained rate of service. ScreenOS is more secure than open source operating systems because the general public cannot inspect the source code for vulnerabilities. ScreenOS also does not have the exposure of Microsoft Windows. Consequently, fewer people have been exposed to SecureOS, thereby denying them the opportunity to learn about the operating system (OS), or possible uses for it.The OS on a NetScreen firewall provides services such as dynamic routing, high-availability, management, and the capability to virtualize a single device into multiple virtual devices.
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The third layer in the NetScreen architecture comprises the hardware components themselves.The firewall connects all of its components together with a high-speed multibus configuration.The bus connects each ASIC with a RISC processor, synchronous dynamic random access memory (SDRAM), and the network interfaces. An ASIC is a chip designed for a single purpose. A single-purpose chip performs tasks much faster than a general purpose microprocessor chip.The NetScreen firewall architecture has been designed to provide the features that a firewall running on a general-purpose operating system cannot. It is not limited by connection table restrictions, and processing limitations found in firewall designed for general-purpose hardware, and general-purpose operating systems. In the new SSG firewall product line, Juniper chose not to include ASIC processors in the devices. Using other components Juniper can provide the same high level of throughput and reliability without a specialized chip.This design allows devices to be more cost-effective for the consumer yet provide the same solid performance as the older platforms.The SSG architecture is designed to best perform while providing the new security features, Unified Threat Management (UTM).These four features: Antivirus, Antispam, IPS/DI, and Web Content Filtering are available on each member of the SSG platform at maximum possible throughput. All SSG products have the option of field upgradable memory. Each product has two memory configurations: a base memory and max memory configuration.The max memory option is required to provide the UTM features.



Figure 2.1 The NetScreen Device Architecture
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The NetScreen and SSG Firewall Product Line The Juniper Firewall product line has several tiers of products that span over its entire product line. One of the great parts of the NetScreen firewall product line is that no matter what tier of device, the configuration of each device remains similar.This allows you to configure each device as you would the other. Every device supports the same three management options; the WebUI, CLI, and NSM configuration of each device is relatively similar. However, the higher up the firewall product line, the more ports and options you will get to use. Each firewall device is configured by using the same methods, no matter what tier the device is in. Other vendors offer inconsistent configurations among their devices, but the NetScreen remains unvarying. Each device is a purpose built platform to provide specific functions for which it is designed. All of the devices use flash memory as the long-term storage option. None of the firewalls relies on a hard disk to run. The NetScreen-Security manager provides lasting storage for the firewall devices, eliminating the need for long-term storage on the devices for logs.You can also stream logs to a syslog server for storage.



Product Line In this section, we review the products in the current Juniper firewall line, starting with the low-end devices, and finishing with the high-end products. At the end of this section, we review enterprise management options that Juniper Networks has to offer. In Table 2.1, you can see the layout of the product line from the low end to the high end.



Table 2.1 Juniper Networks’ Firewall Product Line Overview Product Name



Product Class



NetScreen-Remote VPN Client Remote Client Software NetScreen-Remote Security Remote Client Client Software NetScreen-Hardware Security Small Office Client Home Office NetScreen-5-XT Small Office Home Office NetScreen-5-GT Small Office Home Office SSG 5 Small Office Home Office



Max Interfaces Ethernet / Wan



Throughput



N/A



N/A



N/A



N/A



5/0



50 Mbps



5/0



70 Mbps



5 / 1 ADSL



75 Mbps



7 / 1 (v.92, ISDN, RS232)



90 Mbps



Continued
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Table 2.1 continued Juniper Networks’ Firewall Product Line Overview Product Name SSG 20



Product Class



NetScreen-25 NetScreen-50 SSG 140



Small Office Home Office Mid Range Mid Range Mid Range



NetScreen-204 NetScreen-208 SSG 520



High Range High Range High Range



NetScreen-500 SSG 550



Enterprise Class Enterprise Class



NetScreen-ISG 1000



Next Gen Enterprise Class Next Gen Enterprise Class Carrier Class Carrier Provider Class



NetScreen-ISG 2000 NetScreen-5200 NetScreen-5400



Max Interfaces Ethernet / Wan 6 / 2 (v.92, ISDN, DSL,T1,E1) 4 4 10 / 8 (2xT1, 2xE1, 2xSerial, 1xISDN) 4 8 12 / (2xT1, 2xE1, 2xSerial, 1xDS3) 8 20 / (2xT1, 2xE1, 2xSerial, 1xDS3) 20



Throughput 90 Mbps 100 Mbps 170 Mbps 350 Mbps



400 Mbps 550 Mbps 600 Mbps 700 Mbps 1 Gbps 1 Gbps



24



2 Gbps



26 78



10 Gbps 30 Gbps



Tools & Traps… Choosing the Right Tool for the Job When you plan to purchase a NetScreen device, consider your future needs as well as current needs, because most devices cannot be upgraded. Realistically, you should look at the life of the product over the next three years. This will provide you for the right amount of growth for your network. The NetScreen-208 product would serve most companies well. Equipped with eight total interfaces and featuring up to 700Mbps throughput, it can provide solutions for most networks. Continued
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In many lower-end networks where you have just an internal LAN and an Internet connection only four interfaces, a lower level of throughput would be required. Even the lowest end NetScreen firewall device can easily handle even a hefty DS3 circuit to the Internet providing 45 Mbps. This said, choosing a firewall can be hard work. Because of the low upgrade capability of these devices, many people looking at a device such as NetScreen might think twice. However, as you can see with the large selection, a proper selection of a device can easily overcome your cognitive dissidence when choosing a NetScreen firewall. The SSG product line also supports WAN interfaces. You have the option of dispensing with the need for a router. There are a number of options in Table 2.1. Juniper’s firewalls support simple serial interfaces through to a DS3 interface.



NetScreen-Remote Client Juniper Networks’ NetScreen-Remote Client line includes two products: ■



NetScreen-Remote VPN Client



■



NetScreen-Remote Security Client



Remote access to company resources is a requirement for most organizations. Company resources must be secured. For remote access security, Juniper offers NetScreen-Remote VPN client, and NetScreen-Remote Security client.These products provide an easy-to-use interface to configure and connect to IPSec gateway endpoints.You are not limited to client access of the NetScreen-based VPN firewalls. It is capable of connecting to any IPSec gateway. Providing standards-based IPSec connectivity is just part of the NetScreen-Remote VPN client.The XAuth Extended Authentication protocol is also supported by NetScreen Remote. XAuth supports delivery of IP addresses and DNS (domain name system) settings to a virtual interface on the client.The Remote VPN client is capable of supporting up to 100 concurrent IPSec VPN tunnels. NetScreen-Remote VPN and Security clients provide easy, secured access to your mobile workforce. NetScreen-Remote Security client has an integrated client firewall to protect the remote users system.This client allows the end user to connect securely to the enterprise network over the industry-standard IPSec.The interface of the client allows the user to easily configure a VPN connection. It also provides the administrator with the capability to create and then export a VPN policy that can be deployed to all remote users.The crowning feature of the security client is the integrated firewall.This allows you to protect the end user’s system from intrusions and network attacks. Not only does this protect the end user’s system, but it protects your company’s network by preventing malicious attackers from connecting through a VPN client’s system through to the company’s network.
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Small Office/Home Office (SOHO) Juniper Networks’ SOHO line includes the following products: ■



NetScreen-Hardware Security Client



■



NetScreen 5XT



■



NetScreen 5GT



■



SSG 5



■



SSG 20



For remote locations or remote users with a need for a dedicated security appliance, the SOHO line of NetScreen firewall appliances provide enterprise-class security at a relatively affordable price.This product provides great power in a small footprint.These devices support the easy-to-use CLI and WebUI management interfaces that the high-end appliances and systems do.The SOHO product line is illustrated in Table 2.2.
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2



N/A



Security Zones



Virtual Routers



VLANs (Trust-Untrust port mode only)



N/A



2



3



N/A



N/A



Virtual Systems



10 100



2



Maximum Policies 50



Maximum VPN Tunnels



Maximum Throughput 50 Mbps Firewall 10 Mbps VPN Maximum Sessions 1,000 70 Mbps 20 Mbps 2,000



10



Max IP address behind



N/A



2



3



N/A



100



10



70 Mbps 20 Mbps 2,000



No limit



N/A



N/A



5 10/100 Ethernet



10



2



3



N/A



100



10



75 Mbps 20 Mbps 2,000



10



802.11 a/b



ADSL



5 10/100 Ethernet ADSL



5 10/100 Ethernet



5-GT Extended



1 (v.92, ISDN, RS232)



7 10/100 Ethernet



SSG 5



10



2



3



N/A



100



10



75 Mbps 20 Mbps 2,000



No limit



10



2



3



N/A



100



10



3



10



N/A



200



25



4,000



4,000 25



90 Mbps 50 Mbps



No Limit



75 Mbps 20 Mbps



No limit



802.11 a/b 802.11 a/b 802.11 a/b/g



ADSL



5 10/100 Ethernet



5-GT Plus 7 10/100 Ethernet



SSG 5 Extended



10



3



10



N/A



200



25



4,000



90 Mbps 50 Mbps



No Limit



802.11 a/b/g



50



3



10



N/A



200



50



8,000



90 Mbps 50 Mbps



No Limit



802.11 a/b/g



2 (v.92, 1 (v.92, ISDN, ADSL, ISDN, T1,E1) RS232)



5 10/100 Ethernet



SSG 20



50



3



10



N/A



200



50



8,000



90 Mbps 50 Mbps



No Limit



802.11 a/b/g
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2 (v.92, ISDN, ADSL, T1,E1)



5 10/100 Ethernet



SSG 20 Extended
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5



N/A



Wireless N/A (Optional On 5GT)



5 10/100 Ethernet N/A



5 10/100 Ethernet



5-GT 5-XT Elite 10 User



11/7/06



Wan Interfaces N/A (Optional On 5GT)



Interfaces



Hardware Security Client 5-XT



Table 2.2 Juniper Networks’ SOHO Product Line
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No No Yes No Yes



No No Yes No Yes



Yes No Yes Yes Yes



N/A



Yes No Yes Yes Yes



N/A



Yes Yes Yes



Yes Yes Yes



Yes No Yes Yes Yes



Yes No Yes Yes Yes



N/A



Yes Yes Yes



Antivirus Scanning Embedded External Deep Inspection Antispam Web Filtering



N/A



Yes Yes Yes



5-GT Extended



Yes No No No



N/A



Yes Yes Yes



5-GT Plus



Yes No Yes Yes Yes



N/A



Yes Yes Yes



SSG 5



Yes No Yes Yes Yes



N/A



Yes Yes Yes



SSG 20



Yes No Yes Yes Yes



Yes Yes No No



Yes Yes Yes



SSG 5 Extended



Yes No Yes Yes Yes



Yes Yes No No



Yes Yes Yes



SSG 20 Extended
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High Availability HA Lite Active/Passive Active/Active Active/Active Full Mesh



Yes Yes Yes



5-GT 5-XT Elite 10 User
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Routing Protocol Support RIP v2 OSPF BGP



Hardware Security Client 5-XT
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Table 2.2 continued Juniper Networks’ SOHO Product Line
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The NetScreen Hardware Security Client is at the low end of NetScreen’s firewall product line.This device is designed as a hardware-based version of the remote software client. It still provides huge throughput for being the lowest performing device.This device passes a maximum of 50 Mbps for its firewall performance and 10 Mbps for a 3DES VPN. These numbers can easily support the fastest residence-installed broadband connection. Protecting home users from viruses is easy with this device. It includes Kaspersky’s scan engine embedded directly into the device.This allows you to scan Post Office Protocol 3 (POP3), Internet Message Access Protocol (IMAP), File Transfer Protocol (FTP), Simple Mail Transfer Protocol (SMTP), Hypertext Transfer Protocol (HTTP) Web mail in real time to protect users from viruses.This is a great way to prevent infected home users from spreading viruses to the company’s network.The newest firewall technology, deep inspection, is supported to help protect against application-level attacks and vulnerabilities.The NetScreen-Hardware security client has to be managed from a NetScreen-Security Manager. Policies cannot be created on the device absent the NetScreen-Security Manager. The next product in the small office, home office (SOHO) product line is the NetScreen 5-XT.This device has many more capabilities then the NetScreen-Hardware security client. It allows up to 70Mbps firewall performance, as well as 20Mbps 3DES VPN performance.The 5-XT supports the deep inspection application level, scanning for attacks at up to a maximum of 55 Mbps. It has a total of five 10/100 Ethernet ports.Two ports can be connected to the Internet to provide redundant Internet connectivity. However, if you require total uptime, the 5-XT also supports the capability to connect an external modem providing dial backup capabilities.The 5-XT does not support any sort of antivirus capabilities, though.This is an older product that is being replaced by the 5-GT. The NetScreen-5-GT is the answer to your needs if you need a low-end remote appliance.Truly, the only two low-end things about this device are the price and the model number.The 5-GT provides a speedy 75Mbps firewall throughput, a full 75Mbps deep inspection scanning, and 20Mbps 3DES VPN performance.This device is similar in design to the 5-XT and has five 10/100 Ethernet ports. Again, two Internet-connected interfaces to provide redundant connectivity in case one Internet service provider experiences a failure. A modem port is provided to allow for dial-up Internet connectivity as well. In ScreenOS release 5.3 and later, the 5GT supports the creation of up to 10 VLAN subinterfaces.This is only supported in Trust-Untrust mode. The 5-GT has Kaspersky’s antivirus engine embedded, allowing for inline virus scanning of the POP3, IMAP, FTP, SMTP, and HTTP Web mail protocols.This is a separately licensed subscription.The 5-GT has a separate model, which is the same as the aforementioned features, but it also contains an asynchronous digital subscriber line (ADSL) port.This model is the 5-GT ADSL.The 5-GT has several different licensing choices to give you a range of options on this low-end appliance. On a 5GT appliance, you can configure several different port modes. A port mode configures the device to use a group of ports together into a single zone.This gives you the flexibility to better use zones on the device. Instead of just using four ports for the trust zone and one for untrust, you can use them in various ways. Port modes are covered in more depth in Chapter 3.
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10-User License Allows for only 10 users behind the 5GT to access through the device at one time



■



Unlimited User License Allows for an unlimited about of users to access through the device at one time



■



5GT Extended This licensing option provides up to 4,000 concurrent sessions. It allows you to create a DMZ on the firewall through the use of a dedicated DMZ port.The extended license also allows for a two-unit high-availability cluster with two 5GT Extended firewalls.



The SSG firewall product line is the next step up in the product line for the small office/home office product set.These products really are much more powerful then should fit into this low category.These products provide much more flexibility then the predecessor products.The first of these two products is the SSG 5.The SSG 5 and the SSG 20 are very similar to the 5GT in design. However, there have been some significant improvements in the design of the products.The first focus of the SSG products is the WAN interfaces. On the SSG 5, there are three options for WAN interfaces built into the unit.These interfaces are noted in Table 2.2 and are fixed ports that are installed in the factory.The SSG 20, however, has two separate WAN interface slots.The interface types are also listed in Table 2.2. In the SSG firewall line, they also include the capability to create bridge groups.This is a more flexible implementation of the port mode option found in the 5GT. Bridge groups allow you to take one or more ports and place them into a group.This group can then have a zone bound to them.This allows for more flexibility on your device. Between the bridge groups, and the additional physical ports and VLAN support the SSG products are extremely versatile devices.The performance of the SSG 5 and the SSG 20 is not much more then the performance found in the 5GT product line. However, in most situations where these devices are deployed you will not require more performance.You also have the option to purchase the extended license key.This extends the capability of the device to increase the number of sessions, VPN tunnels, and VLANs. If you do need more performance, however, you can move into the midrange product line for the firewalls.The SSG 5 and SSG 20 come with two memory configurations: 128MB and 256MB.You can purchase this preinstalled version or install it after the fact.You are required to have the 256MB configuration to use the UTM features.



Midrange Juniper Networks’ midrange line includes the following products: ■



NetScreen-25



■



NetScreen-50



■



SSG 140 The NetScreen-25, NetScreen-50, and SSG 140 are the next step up the Juniper Firewall ladder (see Table 2.3).These devices are a perfect fit for branch and remote offices, or for medium-sized and small companies.The only difference between the NetScreen-25 and NetScreen-50 devices is the performance that they provide. Both devices are physically



www.syngress.com



418_NetScrn_SSG_02.qxd



11/7/06



2:10 PM



Page 71



Dissecting the Juniper Firewall • Chapter 2



identical otherwise.The SSG 140 is a new class of device that provides more performance and the flexibility of WAN interfaces as well.



Table 2.3 Juniper Networks’ Midrange Line of Firewalls



Interfaces



NS-25 Baseline



NS-25 Advanced



NS-50 Baseline



NS-50 Advanced



4 10/100 Ethernet



4 10/100 Ethernet



4 10/100 Ethernet



4 10/100 Ethernet



WAN Interfaces



SSG 140 8 10/100 Ethernet 2 10/100/1000 Ethernet 4 WAN Slots ISDN, Serial, T1, E1



Maximum Throughput Firewall VPN



100 Mbps 20 Mbps



100 Mbps 20 Mbps



170 Mbps 45 Mbps



170 Mbps 45 Mbps



300 Mbps IMIX 100 Mbps IMIX



Maximum Sessions



24,000



32,000



48,000



64,000



32,000



Maximum VPN Tunnels



50 Shared



25 Site to Site



100 Dial-Up



150 Shared



500 Shared



125 Shared



Maximum Policies



500



500



1,000



1,000



500



Virtual Systems



N/A



N/A



N/A



N/A



N/A



Security Zones



4



4



4



4



40



Virtual Routers



3



3



3



3



3



VLANs



0



16



0



16



100



Routing Protocol Support RIP v2 OSPF BGP



Yes No No



Yes Yes Yes



Yes No No



Yes Yes Yes



Yes Yes Yes



High Availability HA Lite Active/Passive Active/Active Active/Active Full Mesh



Yes No No No



Yes No No No



Yes No No No



No Yes No No



Yes Yes No No



Antivirus Scanning Embedded External Deep Inspection Antispam Web Filtering



No No Yes Yes Yes



No No Yes Yes Yes



No No Yes Yes Yes



No No Yes Yes Yes



Yes No Yes Yes Yes



The NetScreen-25 is the weaker of the two devices in the midrange category.The NetScreen-25 provides a total of 100Mbps firewall performance, 20Mbps 3DES VPN per-
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formance, and up to 75Mbps deep inspection performance. It has a total of four 10/100 Ethernet ports. It also has a console port and modem port.The console port provides access for console CLI management.The modem port allows you to connect a modem for out-ofband management capabilities.The NetScreen-25 (and all later model devices) allows you to configure network ports tailored to your needs.This gives you control over your network, and it provides multiple configuration options.You can have four separate security zones for these interfaces.The NetScreen-25 device allows only for high-availability (HA) Lite mode. This mode will provide failover in case of a hardware failure. However, it will not allow you to fail all of your active sessions. All active sessions are lost when a device fails over to the backup device when you are using an HA Lite configuration.The NetScreen-25 comes in two licensed models: baseline and advanced. In Table 2.3, you can see the performance benefits of using the advanced feature set. NetScreen-50 is the high-performer of the two devices in the midrange category.The NetScreen-50 provides a total of 170Mbps firewall performance, 45Mbps 3DES VPN performance, and up to 75Mbps deep inspection performance. It has a total of four 10/100 Ethernet ports that you can use. It also has a console port and modem port.The console port provides access for console CLI management.The modem port allows you to connect a modem for out-of-band management capabilities.The NetScreen-50 device allows for highavailability in Active/Passive mode.This mode would provide for failover in case of a hardware failure. It would also failover all your sessions for a seamless failover.The NetScreen-50 has two licensed models: the baseline and advanced. In Table 2.3, you can see the performance differences between the baseline and the advanced models. The new SSG 140 product is truly a leader in its class.The SSG 140 provides unmatched connectivity matched with feature rich software options.The SSG 140 provides eight 10/100 Ethernet ports and two 10/100/1000 Ethernet ports. Besides the 10 Ethernet ports the firewall also has the capability to use up to four pluggable interface modules (PIMs). Each PIM is capable of using a combination of T1, E1, ISDN, or Serial ports.The SSG 140 product provides up to 300Mbps throughput for the firewall and 100Mbps VPN throughput. A muchneeded upgrade from the NS-25 and NS-50 is the additional VLAN and security zone support. An amazing 40 security zones and up to 100 VLANs are available. As the SSG 5 and SSG 20 discussed the SSG 140 also supports the UTM features.The SSG 140 comes in two memory configurations: 256MB and 512MB.You can purchase this preinstalled, or you can install it after the fact.You must have the 512MB configuration to use UTM features.



High End Juniper Networks’ high-end line includes the following products: ■



NetScreen-204



■



NetScreen-208



■



SSG 520



The high-end line of NetScreen products is shown in Table 2.4.
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Maximum Throughput Firewall VPN Maximum Sessions Maximum VPN Tunnels Maximum Policies Virtual Systems Security Zones Virtual Routers VLANs 400 Mbps 200 Mbps 64,000 500 4,000 N/A 4 2 0



400 Mbps 200 Mbps 128,000 1,000 4,000 N/A 4 2 32



4 10/100 Ethernet



550 Mbps 200 Mbps 64,000 500 4,000 N/A 8 2 0



8 10/100 Ethernet



NS-208 Baseline



550 Mbps 200 Mbps 128,000 1,000 4,000 N/A 8 2 32



8 10/100 Ethernet



NS-208 Advanced



N/A N/A N/A N/A +10 +5 +32



N/A



N/A



Continued



600 Mbps IMIX 300 Mbps IMIX 64,000 500 1000 N/A 60 5 125



4 10/100/1000 Ethernet 4 PIM Slots 2 EPIM Slots Serial, T1, E1, DS3 Serial, T1, E1, DS3, 10/100/1000, SFP, FE Serial, T1/E1, DS3



Virtualization License SSG 520
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WAN Interfaces (EPIM or PIM Slot) EPIM Slot Card Support



4 10/100 Ethernet



NS-204 Advanced
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Interfaces



NS-204 Baseline



Table 2.4 Juniper Networks’ High-End Line of Firewalls
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www.syngress.com Yes Yes Yes No Yes Yes No No Yes Yes 180 Mbps No No



Yes No No No Yes No No No Yes No N/A No No



NS-204 Advanced



No Yes No N/A No No



No Yes Yes 180 Mbps No No



No Yes Yes Yes



Yes Yes Yes



NS-208 Advanced



No No



N/A



N/A



N/A



N/A



No Yes Yes 300 Mbps Yes Yes



Yes Yes No No



Yes Yes Yes



Virtualization License SSG 520
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No Yes No No



Yes No No



NS-208 Baseline
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Routing Protocol Support RIP v2 OSPF BGP High Availability HA Lite Active/Passive Active/Active Active/Active Full Mesh Antivirus Scanning Embedded External Deep Inspection Throughput Antispam Web Filtering



NS-204 Baseline
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Table 2.4 continued Juniper Networks’ High-End Line of Firewalls
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The NetScreen-200 series is the first model of high-end NetScreen features.This is the first series of devices that support an active/active high-availability configuration.This allows both NetScreen appliances in a high-availability cluster to be active at the same time, which allows for higher throughput, and maximum capacity.This class of firewall is typically required for one of three reasons. First, you require the use of more than four interfaces, similar to NetScreen-208. Second, you require higher throughput on these devices.Third, you require the more advanced features available for the NetScreen-200 series. The NetScreen-204 has the same genetic make up as the NetScreen-25 and NetScreen50.The NetScreen-204 provides double the performance of the NetScreen-50, providing 400Mbps firewall performance, 200Mbps 3DES VPN performance, and 180Mbps deep inspection capability. Much like the other devices of the same form factor, this device provides four 10/100BaseT ports. It also has a console port and modem port.The console port provides access for console CLI management.The modem port allows you to connect a modem for out–of-band management capabilities.This is the first platform that allows a function in Active/Passive mode or Active/Active mode. Antivirus scanning is performed via an external Trend Micro antivirus server.The NetScreen-204 comes in two licensed models: baseline and advanced. In Table 2.4, you can readily see the performance advantages gained by using the advanced featured set.You can also purchase a virtualization license for this platform.This provides 32 additional virtual LANs (VLANs), 10 additional security zones, and five additional virtual routers. The NetScreen-208 comes with a similar one-rack unit form factor but it is the first device to have more than four physical interfaces.The NetScreen-208 offers impressive performance by all security standards. Providing 550Mbps firewall performance, 200Mbps 3DES VPN performance, and 180Mbps deep inspection capability, it also offers support for up to 128,000 concurrent sessions.The NetScreen-208 has the capability to easily support an ecommerce deployment.This device provides eight 10/100BaseT ports. It also has a console port and modem port.The console port provides access for console CLI management.The modem port allows you to connect a modem for out of band management capabilities.This enables you to use a Personal Computer Memory Card International Association (PCMCIA) flash card to back up your configuration.This is the first platform that allows you to have an Active/Passive, Active/Active, and Active/Active Full mesh configuration. Antivirus scanning is performed via an external Trend Micro antivirus server.The NetScreen-208 comes in two licensed models: baseline and advanced. In Table 2.4, you can see the performance advantages gained by using the advanced featured set.You can also purchase a virtualization license for this platform. NetScreen-208 provides 32 additional virtual LANs (VLANs), 10 additional security zones and five additional virtual routers (VRs). The SSG 520 differs from the other products in this category. However, in today’s day and age the need for flexibility at every location in the network is a requirement.The SSG 520 provides you with four 10/100/1000 ports that are built into the product. In addition, the devices come with the capability to add a mix of additional LAN and WAN ports.The SSG 520 comes with four PIM and two Enhanced Pluggable Interface Module (EPIM) slots. A PIM slot can use a WAN interface (T1, E1, DS3, or Serial) module. In an EPIM slot,
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you can use a LAN (10/100/1000, SFP, FE Serial,T1/E1, DS3), or a WAN module.This allows the firewall to aggregate WAN interfaces while still providing the capability to provide high throughput LAN firewall features.The SSG 520 just as the rest of the SSG products provides the full UTM feature set.The SSG 520 can support up 125 VLAN interfaces and 60 security zones.That is more than double the number supported by the NS-208 firewall.The SSG 520 has two memory options: 256MB and 1GB.The 1GB memory option is required to support UTM features.



Enterprise Class Juniper Networks’enterprise class includes the following products: ■



NetScreen-500



■



SSG 550



■



NetScreen-ISG 1000



■ NetScreen-ISG 2000 If you are looking for a high-performance, readily available, and expensive platform, then the enterprise class of NetScreen products is where you should begin browsing (see Table 2.5).There are two devices similar in design, with one outclassing the other in number of features. Both systems are the first devices in the NetScreen firewall line to provide redundant power supplies.This is a great option when uptime is crucial. Both devices have interchangeable interface modules.These modules allow you to have either 10/100BaseT ports, or Gigabit fiber ports. Copper Gigabit ports are not supported at this time: only fiber connections are supported.



Table 2.5 Juniper Networks’ Enterprise-Class Product Line



Interfaces



NS-500 Baseline



NS-500 Advanced



8 10/100 Ethernet or 8 Mini-GBIC or 4 GBIC



8 10/100 Ethernet or 8 Mini-GBIC or 4 GBIC



SSG 550



WAN Interfaces (EPIM or PIM Slot)



Serial, T1, E1, DS3



EPIM Slot Card Support



Serial, T1, E1, DS3, 10/100/1000, SFP, FE Serial, T1/E1, DS3



Maximum Throughput Firewall 700 Mbps VPN 250 Mbps Maximum Sessions 128,000



700 Mbps 250 Mbps 250,000



1 Gbps IMIX 500 Mbps IMIX 128,000 Continued
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Table 2.5 continued Juniper Networks’ Enterprise-Class Product Line NS-500 Baseline Maximum VPN Tunnels 5,000 Dial-Up 1000 Maximum Policies 20,000 Virtual Systems Up to 25 Security Zones 8 Virtual Routers 2 VLANs 100 Routing Protocol Support RIP v2 Yes OSPF No BGP No High Availability HA Lite No Active/Passive Yes Active/Active No Active/Active No Full Mesh Antivirus Scanning Embedded No External Yes Deep Inspection No Throughput N/A Antispam No Web Filtering No



NS-500 Advanced



SSG 550



1,000



5,000 and



20,000 Up to 25 8 2 100



4000 N/A 60 8 150



Yes Yes Yes



Yes Yes Yes



No Yes Yes Yes



Yes Yes Yes Yes



No Yes Yes 180 Mbps No No



Yes Yes Yes 600 Mbps Yes Yes



The NetScreen-500 is truly an enterprise-class device.This tool is capable of providing a highly available firewall scenario. First, it allows you to have redundant power supplies.This is essential when managing a network that requires 100 percent uptime. Secondly, components, like fans are also redundant to ensure that this device does not overheat. Finally, you can have high-availability interfaces to ensure you never have downtime. As far as high-availability modes go, the NetScreen-500 supports all three modes: Active/Passive, Active/Active, and Active/Active Full Mesh. When using a NetScreen device in high-availability mode, you need to have ports dedicated to enable both a heartbeat and the passing of session synchronization information.The NetScreen-500 provides two ports dedicated only to this purpose. The NetScreen-500 has very large performance numbers, providing 700Mbps firewall performance, 250Mbps 3DES VPN throughput, and 300Mbps performance while doing deep inspection. It supports up to 250,000 concurrent sessions and up to 18,000 new ses-
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sions per second.This is the first device in the NetScreen firewall line that can have a modular interface configuration.The NetScreen-500 can provide up to eight 10/100BaseT Ethernet ports, eight mini-GBIC (SX or LX) ports, or four GBIC (SX or LX) ports.This is not an overly dense port configuration, but it is the lowest-end device to provide for Gigabit ports. Virtual Systems (VSYS) are supported on this appliance and on all later-model appliances. A VSYS allows you to segment a device into several virtual systems.These virtual systems allow you to have a completely separate management domain to provide a virtual firewall. The NetScreen-500 has two separate licensing modes: baseline and advanced.Table 2.5 includes the differences in the devices.You may also purchase virtual systems in three separate options: an upgrade to five virtual systems, upgrades from five virtual systems to 10 virtual systems, and from 10 virtual systems to 25 virtual systems are all available. NetScreen-500 GPRS is a subsequent version of NetScreen-500.This device allows you to secure the general packet radio services (GPRS) protocol as well.The performance of the device is similar to NetScreen-500. The SSG 550 is similar in design to the SSG 520. However, the SSG 550 also provides you with four 10/100/1000 ports that are built into the product.The devices come with the capability to add a mix of additional LAN and WAN ports.The SSG 550 comes with two PIM, and four enhanced pluggable interface module (EPIM) slots. A PIM slot can use a WAN interface (T1, E1, DS3, or Serial) module. In an EPIM slot, you can use a LAN (10/100/1000, SFP, FE Serial,T1/E1, and DS3) or WAN module.This allows for a generous mix of LAN or WAN interfaces.The SSG 550 is capable of providing a mix of LAN or WAN ports but it might be considered more of a LAN device because of the higher throughput of the unit. Another added bonus of the SSG 550 versus the SSG 520 is the fact the 550 can have dual hot-swappable power supplies.The SSG 550 just as the rest of the SSG products provides the full UTM feature set.The SSG 520 can support up 150 VLAN interfaces and 60 security zones.That is more than double the number supported on the NS-208 firewall.The SSG 550 has two memory options: 256MB and 1GB.The 1GB memory option is required to support the UTM features. The Integrated Security Gateway (ISG) firewall products are more then just firewalls. They include all of the features of a Juniper Firewall/VPN device. Secondly, the ISG firewalls also allow you to provide full IDP integration as well.The IDP integration is enabled by installation of an additional system board, a security module (SM).The security module offloads the IDP traffic processing from the rest of the firewall.The ISG product line includes the ISG 1000 and ISG 2000 devices (see Table 2.6).
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Table 2.6 Juniper Networks’ Enterprise-Class ISG Firewalls NetScreen-ISG NetScreen-ISG NetScreen-ISG NetScreen-ISG 1000 Baseline 1000 Advanced 2000 Baseline 2000 Advanced Interfaces



4 fixed CG plus up to 4 Mini-GBIC (SX or LX), or up to 8 10/100/1000, or 20 10/100



4 fixed CG plus Up to 8 Miniup to 4 MiniGBIC (SX or GBIC (SX or LX), LX), or up to or up to 8 8 10/100/1000, 10/100/1000, or up to 28 or 20 10/100 10/100



Up to 8 Mini-GBIC (SX or LX), or up to 8 10/100/1000, or up to 28 10/100



Security Modules



0



2



0



3



Maximum Throughput Firewall VPN IPS



1000 Mbps 1000 Mbps N/A



1000 Mbps 1000 Mbps 1000 Mbps



2000 Mbps 1000 Mbps N/A



4000 Mbps 2000 Mbps 2000 Mbps



250,000



250,000



256,000



512,000



N/A



500,000



N/A



1,000,000



Maximum VPN Tunnels



1,000



2,000



1,000



10,000



Maximum Policies



30,000



10,000



30,000



30,000



Virtual Systems



Up to 10



Up to 10



Up to 50



Up to 50



Security Zones



20 up to 20 more with VSYS



20 up to 20 more with VSYS



26



26 up to 100 more with VSYS



Virtual Routers



3 up to 10 more with VSYS



3 up to 10 more with VSYS



3



3 up to 50 more with VSYS



VLANs



50



1000



100



2000



Routing Protocol Support RIP v2 OSPF BGP



Yes No No



Yes Yes Yes



Yes No No



Yes Yes Yes



No Yes No No



No Yes Yes Yes



No Yes No No



No Yes Yes Yes



Maximum Sessions With IPS Configuration



High Availability HA Lite Active/Passive Active/Active Active/Active Full Mesh
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Table 2.6 continued Juniper Networks’ Enterprise-Class ISG Firewalls NetScreen-ISG NetScreen-ISG NetScreen-ISG NetScreen-ISG 1000 Baseline 1000 Advanced 2000 Baseline 2000 Advanced Antivirus Scanning Embedded External Deep Inspection Full IPS/IDP Capability



No Yes



No Yes



No Yes



No Yes



No N/A



Yes Yes



No N/A



Yes Yes



The first product in the ISG line is the ISG 1000, providing 2 Gbps firewall throughput, 1 Gbps 3DES VPN performance, and up to 1 Gbps IPS performance.The NetScreen-ISG 1000 has two interface modules that allow you to combine any of the following: four-port 10/100 Ethernet module, eight-port 10/100 Ethernet module, or a dual-port mini-GBIC module. Onboard the ISG 1000 is four 10/100/1000 copper Ethernet ports. The ISG 1000 allows you to install up to two security modules.This allows you to provide up to 1 Gbps throughput for IPS inspection.The security modules are individual computing boards added to the main location of the chassis. If you use the security modules, you must purchase an IDP upgrade kit.The kit includes a memory upgrade for the management modules, tools, NSM 5 device license, and an IDP license for the ISG. NSM is required to manage an ISG 2000 with security modules.You must purchase support separately with the included NSM 5 support license. The ISG 1000 does not have a modular power supply configuration; it has one fixed alternating current (AC) power supply. In the advanced license model, the device supports the Active/Passive, Active/Active, and Active/Active Full Mesh high-availability configurations. However, with a baseline license, the device supports only an Active/Passive mode HA configuration. A NetScreen device in high-availability mode requires two dedicated ports to enable both a heartbeat and the passing of session synchronization information. The NetScreen-ISG 2000 provides 4 Gbps firewall throughput, 2 Gbps 3DES VPN performance, and 2 Gbps IPS performance.This is a tremendous amount of throughput for a firewall device.The second important feature is port density.The NetScreen-ISG 2000 has four expansion slots that allow you to combine any of the following: four-port 10/100 Ethernet module, eight-port 10/100 Ethernet module, or a dual-port mini-GBIC module. That means you could have a maximum of 28 Ethernet ports or eight mini-GBIC modules. For a firewall appliance, that is a huge number of total ports.This gives you and plethora of options for this device on your network. As discussed earlier the ISG 2000 allows you to install up to three security modules.This allows you to provide up to 2 Gbps throughput for IPS inspection. The NetScreen-ISG 2000 includes two hot-swappable AC power supplies to start your device for total redundancy. In the advanced license model, the device supports the Active/Passive, Active/Active, and Active/Active Full Mesh high-availability configurations.
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However, with a baseline license, the only device supports an Active/Passive mode HA configuration. A NetScreen device in high-availability mode requires you to have ports dedicated to enable both a heartbeat and the passing of session synchronization information.The NetScreen-500 provides two dedicated ports specifically for this purpose. It can also support up to 50 virtual systems, half a million sessions for the firewall, one million sessions with the IDP modules, and up to 10,000 concurrent VPN tunnels.



Service Provider Class Juniper Networks’ Service Provider class includes the following products: ■



NetScreen-5200



■



NetScreen-5400



Welcome to the top of the NetScreen firewall product line.These are the true Service Provider class firewall.These firewall devices are some of the highest performing firewalls in the world. With a colossal level of throughput and port density, these devices are exactly what you need for a company that has a massive network infrastructure.The Service Provider Class Line features are listed in Table 2.7.



Table 2.7 Juniper Networks’ Service Provider Class of Firewalls NetScreen-5200 NetScreen-5400 NetScreen-5200 NetScreen-5400 (Management (Management (Management (Management One Modules) One Modules) Two Modules) Two Modules)



Interfaces



8 Mini-GBIC or 2 Mini-GBIC and 24 10/100 Ethernet



24 Mini-GBIC or 6 Mini-GBIC and 72 10/100 Ethernet



8 Mini-GBIC or 2 10 GigE ports



8 Mini-GBIC or 2 10 GigE ports



4 Gbps 2 Gbps



12 Gbps 6 Gbps



10 Gbps 5 Gbps



30 Gbps 15 Gbps



Maximum Sessions



1,000,000



1,000,000



1,000,000



1,000,000



Maximum VPN Tunnels



25,000



25,000



25,000



25,000



Maximum Policies 40,000



40,000



40,000



40,000



Virtual Systems



Up to 500



Up to 500



Up to 500



Up to 500



Security Zones



16 up to 1000 16 up to 1000 additional additional



16 up to 1000 additional



16 up to 1000 additional



Maximum Throughput Firewall VPN
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Table 2.7 continued Juniper Networks’ Service Provider Class of Firewalls NetScreen-5200 NetScreen-5400 NetScreen-5200 NetScreen-5400 (Management (Management (Management (Management One Modules) One Modules) Two Modules) Two Modules)



Virtual Routers



2 up to 500 additional



2 up to 500 additional



2 up to 500 additional



2 up to 500 additional



VLANs



4,000



4,000



4,000



4,000



Routing Protocol Support RIP v2 OSPF BGP



Yes Yes Yes



Yes Yes Yes



Yes Yes Yes



Yes Yes Yes



No Yes Yes Yes



No Yes Yes Yes



No Yes Yes Yes



No Yes Yes Yes



Antivirus Scanning Embedded External



No Yes



No Yes



No No



No No



Deep Inspection Throughput



Yes 500 Mbps



Yes 500 Mbps



Yes



Yes



High Availability HA Lite Active/Passive Active/Active Active/Active Full Mesh



Both devices are almost identical except for two things: port density and throughput. The core component of the devices is the chassis.The chassis contains two slots in the NS5200, and four slots in the NS-5400.These slots allow you to add management modules; one is required per chassis, and interface card.There are two versions of modules: M1 and M2. The two models cannot be intermingled. The first device the NetScreen-5200 series appliance is allowed a maximum of eight mini-GBIC ports, two mini-GBIC ports, and 24 10/100BaseT Ethernet ports, or two 10 GigE ports. It has a maximum throughput of 10Gbps firewall inspection. For VPN performance, it provides 5 Gbps 3DES throughput.The other enterprise-class device, the NetScreen-5400, has even more impressive performance and port density.This device can have either a maximum of 24 mini-GBIC ports, six mini-GBIC ports, and 72 10/100BaseT Ethernet ports, or six 10 GigE ports. Without little explanation required, you can appreciate the astounding statistics on these two devices.The NS-5400 can provide up to a 30Gbps throughput firewall and 15Gbps VPN. For the most part, these two appliances have identical overall performance statistics.The NetScreen-5000 product line can support up to 1,000,000 concurrent sessions. In addition,
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they can support up to 25,000 VPN tunnels, 500 virtual systems, and up to 4,000 virtual LANs (VLANs). Both devices can support all three modes of high-availability: Active/Passive, Active/Active, and Active/Active Full Mesh. Both devices support the HA ports to provide both heartbeat and session synchronization.



Enterprise Management Using Juniper Networks’ firewalls in your enterprise provides you with these benefits: ■



A unified management interface



■



Lower administrative costs



■



Centralized logging



■



Simplified VPN deployment



Juniper offers you two easy-to-use methods for managing a firewall.You can operate the easy-to-use WebUI, or you can use the command-line interface to control your Juniper firewall.This is a great way to administer multiple devices. However, what if you need to manage 10, 100, or maybe even 1,000 devices? Managing each individual firewall turns into a giant chore. Merely accounting for the logging from multiple devices can be daunting. Is it practical to use a simple syslog server to manage all devices.This points to the need for a centralized management console. Enter the NetScreen-Security manager (NSM).This product is an all-in-one solution to manage up to 1,000 NetScreen firewall appliances concurrently.The NetScreen-Security manager is the solution to control multiple devices. Each individual device is entered into the NSM. Once the device has been imported, you can manage each individual aspect of the firewall directly from the NSM.You can add and delete security zones, create new policies, and tweak existing policies. If you have dozens of locations requiring the same policy, you can easily deploy that policy to all of devices at once. If you need to make a change to that policy, rather than accessing each device individually, you can change the policy once, and update all the other device policies.This simplifies large-scale deployments, and allows the administrator to gain control over the unwieldy enterprise security as a whole.The NSM incorporates logging to one central location and stores it for historical purposes, as well as providing real-time monitoring capability. Sorting through log information can be hassle. Juniper Networks provides a quick reporting system to summarize the priority information you need, when you need it.This helps to quickly identify network areas requiring your focused attention. Consolidating all devices into a tightly knit VPN solution can be complicated when you have multiple devices. Verifying that each device it is properly configured can lead to big headaches—especially if you need to make configuration changes. However, the NetScreenSecurity Manager makes deploying large-scale VPNs a snap.You simply define all protected resources for the level of access that you desire.Then configure your VPN topology, designating which are hubs and which are spokes.Then deploy that configuration to all of your devices at once, and your VPN is up and running.You can monitor your enterprise’s VPNs
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using the VPN monitor built in to NSM. From one screen, you can determine which locations have their VPNs up and which are connected to each other.This takes the guesswork out determining what is happening within your secured infrastructure. There are a number of reasons to use NSM to take control of your NetScreen infrastructure. If you have all of your devices deployed, but you have enterprise management issues to address, this is an easy task for NSM. Simply import all existing configurations into the NSM, and then you can begin to use the helpful features of NSM. All policies, address objects, and VPNs are imported directly into the NSM.This allows you to retain these configurations. Secondly, if you are performing a new deployment, you can simply preconfigure your devices to contact the NSM for details of configuration. Once the device is online, and can contact the NSM, you can conduct all management from the NSM. Finally, if you are using the legacy Global Pro product, your configuration can be easily imported into NSM. This allows you to take advantage of the newer technologies of the NSM product. For any NetScreen deployment, small or large, the NSM can easily empower the administrator into gaining full control over your network. In its latest release the NSM server can manage two new types of device classes.The inclusion of IDP management is one device type. It allows you to utilize the NSM architecture to manage your IDP deployment.The management interface is streamlined to allow for this new device, and it offers many benefits over the older IDP software manager. Secondly, you can manage the integrated ISG/IDP devices.This allows you to create a firewall policy, and an IDP policy for the device. It utilizes a simple workflow to ease the management of complex solutions.
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Summary In Chapter 2, we explored the various components that a Juniper firewall comprises. Juniper consistently brings to market a secure, speedy, and cost effective solution. In the past two years, Juniper has rounded out its firewall product line to fit many of the needs you, and your organization, require in other areas of security: such as remote access, Intrusion Prevention, and Unified Access Control. The NetScreen security product line contains an amazing collection of security products.The three core product lines offer the enterprise customer a good selection of products for their networks.The firewall product line offers a core set of products to secure network focal points.To minimize your network risks, the IDP product provides the capability to perform a detailed inspection of your traffic. With the proper configuration, you can block malicious traffic before it has a chance to affect your systems, or to compromise them to create a loss of data.The Secure Access SSL VPN product is a new solution to an old problem. Remote access to the company’s network has been a long, tedious, and strife-filled journey to provide an easy-to-deploy, yet secure, solution.The NetScreen SSL VPN solution can deploy to thousands of users without the actual deployment of software.This helps organizations because it does not require a large staff to manage the software.These security products provide secure options for any company’s size. We explored the core technologies that make up the Juniper firewall product line. Zones are a core part of the NetScreen firewall. Zones allow the administrator to divide networks into logical divisions.This allows you to simplify the policy creation process by clearly enabling, or denying, access to the various network segments based on zones. Juniper truly bends the idea of a firewall with the incorporation of virtual routers. Virtual routers allow you to separate routing domains into separate logical entities.This allows a firewall to utilize the firewall as a true router, without compromising security.The Juniper firewall product again bends the traditional look of a firewall by acting as a transparent device on your network, yet it continues to provide the full spectrum of firewall features. Policies in the NetScreen firewall are the rule base, security policy, or access list of competitive products. In addition to serving as a firewall gateway, the Juniper firewall is also a fully integrated VPN gateway, which provides the capability to act as a site-to-site gateway. It also provides remote VPN access to mobile users.The industry standard IPSec implementation provided by NetScreen gives the enterprise a truly enterprise-class VPN solution. Application-level security is necessary for each organization. It provides inspection capability of the application layer that, otherwise, could be provided only by a dedicated device such as the IDP product. The intriguing design of the hardware architecture proves that the single-purpose design can provide a high-end, high-performance firewall device. The Juniper firewall product line provides a complete selection of firewall products that cover all network security needs. Each product is tailored to provide exactly what you need for a solution to enterprise firewall needs.The NSM product brings all firewalls together for centralized management solutions.
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Solutions Fast Track The Juniper Product Offerings  The NetScreen firewall products have both the ICSA and Common Criteria certification.  Kaspersky antivirus is used for virus scanning on the firewall product line.  The secure access SSL VPN is a clientless solution that does not require the predeployment of software.  The Secure Access SSL VPN product can be deployed to thousands of users in a matter of hours.  The IDP product allows you to inspect traffic for malicious intruders.  The IDP deploys nine mechanisms to detect attacks.



The Juniper Firewall Core Technologies  Zones separate logical areas inside the firewall.  Virtual routers allow multiple routing tables to exist in a single device.  Juniper firewall, in transparent mode, allows the firewall to act as a switch while still providing its usual firewall functions.  A policy is used to allow or deny traffic to pass through the firewall gateway.  Juniper firewalls are integrated VPN devices.  You can use a Juniper firewall in both site-to-site VPN configurations as well as client-to-site configurations.  There are two different ways to create a VPN in a Juniper firewall, either routebased or policy-based.  Deep inspection allows you to look inside of a packet for a malicious code.  The Juniper firewall is based on ASICs in order to increase its performance.  The Juniper VPN clients are supported only on Microsoft Windows operating systems.
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The NetScreen and SSG Firewall Product Line  The NetScreen-5-GT products contain an internal antivirus scanning engine.  The NetScreen-25 and NetScreen-50 products are perfect solutions for small- to medium-size businesses.  Both of the NetScreen-204 and NetScreen-208 products are good solutions for larger organizations.  The entire SSG Product line supports the capability to perform multiple functions: antivirus, antispam, IPS/DI, and Web filtering  The ISG product line supports the capability to function as a standalone firewall, and an integrated intrusion prevention solution  The NetScreen-5400 is the highest performing NetScreen firewall providing 12 Gbps of firewall throughput.



Frequently Asked Questions The following Frequently Asked Questions, answered by the authors of this book, are designed to both measure your understanding of the concepts presented in this chapter and to assist you with real-life implementation of these concepts. To have your questions about this chapter answered by the author, browse to www.syngress.com/solutions and click on the “Ask the Author” form.



Q: You mention several times that the NetScreen firewall is ICSA certified. Why does this matter?



A: The ICSA certification ensures that the firewall device meets a certain level of criteria. This is important when determining interoperability between various vendor devices. For example, automotive companies use a special network, the automotive network exchange (ANX). You are required to use an ICSA-certified device to ensure that your device will be interoperable with other trading partners on that network.



Q: Security zones are a confusing concept. Other vendors get along with out them, so why use them at all?



A: Zones are excellent tools to provide logical separation between multiple areas of your network. As you will see in later chapters that delve into creating policies, zones simplify the process by identifying the two separate areas of your network that you want to enable access to.This can prevent you from accidentally creating access rules that allow unintended access to specific sections of your network.
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Q: Deep inspection seems like a great technology, but you seem to have a negative opinion about it. Why?



A: I am a firm believer in the deep inspection technology. It truly is the next step in the evolution of firewall devices. However, technologies like deep inspection should be used as a supplement rather than as a single solution for application-level security. Using deep inspection alone is a great solution for many companies, but it is not recommended as the only solution for a large e-commerce infrastructure. Security is best served as a layered model.



Q: Is it true that the SSG firewalls do not contain an ASIC based architecture? A: The SSG product line is based upon the architecture of the very successful 5GT product line. An ASIC is not capable of providing all of the advanced features such as deep inspection and antivirus at rapid rates.Therefore, by utilizing a faster processing architecture we can provide these features at faster rates to our customers.The architecture is custom built to enable the fastest possible packet processing.



Q: Why would Juniper limit the number of policies that each device can have? A: Each NetScreen device is designed to perform at a specified rate of performance. Each NetScreen device could probably support a greater number of policies, but the greater number of policies could degrade its performance. For each policy in the list, the NetScreen firewall checks from a top-down perspective.Therefore, the longer the list of policies, the more time it takes to traverse the line.
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Deploying Juniper Firewalls



Solutions in this chapter: ■



Managing Your Juniper Firewall



■



Configuring Your Firewall for the First Time



■



Configuring System Services
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Introduction In this chapter we will look at the basics of deploying a Juniper firewall.The Juniper firewall has a large number of configuration options. Before you can deploy a device, you must first understand how to manage it, so in the first section of this chapter we look at the various methods of managing your Juniper firewall. Each option and best known procedure is discussed. Strong system security is important, but no more so than preventing intruder attacks. There are many management options available on the Juniper firewall. Of these options, there are, effectively, two ways to manage the device directly.The first is from the command line interface (CLI). Many people still prefer this method of device management. Fully comprehending the command line interface allows you to better understand the Juniper firewall. There are specific functions that can only be done from the command line interface. Many of these commands are not commonly used, but are switches to enable or disable specific system features. The second firewall management option is the Web User Interface (WebUI).This streamlined interface is user friendly and intuitive, allowing anyone to jump in and manage the firewall with ease. Even command line junkies will use the WebUI to reference the configuration, or to see a configuration more clearly. Since a firewall is a core component of the network, we will focus heavily on how to configure your device to interact with the network.This covers zone configuration and Internet protocol (IP) address assignment. Properly configuring the network is crucial to the functionality of your network entity. Each type of zone and interface is documented to explain the available configuration options. Finally, we will configure various system services available from your Juniper firewall.



Managing Your Juniper Firewall The first step in learning about firewalls is how to effectively manage them. In this section, we will look at the various management configuration options.The core configuration component for the firewall is the CLI. Even if you are using the WebUI it still ultimately generates the CLI configuration for you. While not required to memorize the CLI, it will greatly help if you do. When managing your firewall you are required to authenticate to the device. Securing your management access is key to your network security. If you lose control of your access points, you lose control to your network. Creating a strong authentication policy for your administrators is essential for the effectiveness of your firewalls. There may be times when you mistakenly erase parts of your configuration, or lose your configuration altogether. We will review how to recover from this type of mistake. Losing access to your device can be devastating. With so many different passwords to remember, you can easily forget how to gain access to your Juniper firewall. Even the most experienced administrators can find themselves in this predicament. However, several methods of recovery have been documented.
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Finally, we will look at how to update the operating system on your Juniper device. Staying current with software revisions is very important. It provides you with securityrelated fixes as well as new software enhancements. For each type of management option, there is a specific way to update ScreenOS. Some options may be more effective then others, depending on your needs. At the completion of this section you should be familiar with WebUI and CLI. Knowing this is a requirement for managing your Juniper firewall.



Juniper Management Options Every Juniper management option centers around two forms of management: the WebUI and the CLI.There is a third type of management, an enterprise class of security, called the NetScreen Security Manager (NSM). Because NSM’s configuration options are extensive, NSM is outside of the scope of this book.



Serial Console The Serial Console is a nine-pin female serial connection.This option gives you CLI access to the firewall. Serial Console is used to initially connect to your device, and to conduct out-ofband management. Out-of-band management is management that is not network based, such as access via modem.There are certain benefits to using a serial console that you do not get from using any other type of connection.The console provides a secure, physical, and dedicated access. Network connectivity issues cannot interrupt this type of connection, and no one can intercept your management traffic. It is completely secure because of its direct connection. When configuring over a serial port, you are not using any type of network connectivity. In the case when you need to change Internet Protocol (IP) addressing on the firewall, and guarantee connectivity, using the serial console is an excellent option. With, and only with, serial console can you view and interact with the booting process.This cannot be accomplished remotely because the operating system (OS) has not started, and it is unable to provide management services. Many devices from UNIX servers, as well as other embedded devices, use serial consoles to provide serial console management. Most of the devices use an RJ-45 serial cable with a DB9 female connector. However some older devices use a DB9 female to DB9 male straight through serial cable.Table 3.1 outlines the proper connection settings when connecting with a serial terminal, or serial terminal emulator.



Table 3.1 The Serial Terminal Settings Setting



Value



Speed Character Size Parity Stop Bit Flow Control



9600 bps 8 Bit None 1 None
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Telnet A second form of CLI management is Telnet.Telnet is a protocol that has been used for years, and it is like a network based version of a serial console. However, it lacks many of the advantages of a serial console. First of all, it is a very unstable connection.The connection is made over the network in clear text format.This means that the transmitted data is not encrypted in any way, thereby allowing easy access to your login and password. Most client operating systems provide an easy to use Telnet client. A Telnet connection is not an ideal configuration for managing your device from a remote location.You can have a maximum of two active concurrent Telnet sessions. Most operating systems come with a built-in Telnet client. If not, you can use a program called Tera Term. Its download location can be found in the Resources section at the end of this chapter.



Secure Shell The third form of command line management is secure shell (SSH). Like Telnet, SSH is a remote command line session. When using SSH,Telnet’s security concerns are not an issue. Secure Shell provides an encrypted command line session to the Juniper firewall. It also provides protection from IP spoofing, and Domain Name System (DNS) spoofing attacks. SSH has two versions, v1 and v2.The versions are not backwardly compatible. Version two is more popular because of its higher level of security.You are required to have a client that is compatible with the version of SSH that you are using. Many UNIX based operating systems include clients, but Windows based operating systems do not.You can use a client named PuTTY for Windows. It is free, and it is easy to use. Information on the PuTTY client can be found in the Resources section at the end of this chapter.



WebUI The Web user interface is the easiest type of management to use. Because of its simple pointand-select nature, it gives the end user a jumpstart into the management of the Juniper firewall.You can see in Figure 3.1 that the interface is very straightforward. On the left-hand side of the browser is the menu column. From here you can choose from the various configuration options.This menu can be either Dynamic Hypertext Markup Language (DHTML) based, the default, or Java based.The functionality is the same, but the look and feel is slightly different. By default, the WebUI is configured to work over only the Hypertext Transfer Protocol (HTTP). It can, however, be configured to work over Hypertext Transfer Protocol Secure (HTTPS).This provides a mechanism to secure your Web management traffic. Most of the popular Web browsers such as Internet Explorer, or Firefox work well with it.
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Figure 3.1 Web User Interface



The NetScreen Security Manager The NetScreen Security Manager (NSM) is a separate tool that can be used to manage a Juniper firewall device.The NSM is an application that runs on either a Solaris server, or a Red Hat Linux server. It requires a separate license, and it is licensed based on how many devices you want to manage.This product is used most effectively when you need to manage several devices at the same time. It uses an object-oriented management design.



Administrative Users When connecting to a Juniper firewall for management purposes, you must always authenticate to the firewall.There are several types of users that you can employ to connect a Juniper firewall.The first user is the root user.This user is the principal user of the Juniper firewall device.The root user has the most power of any user on a Juniper firewall.There is only one root user per device. By default, the root user’s name is netscreen and the default password is netscreen. It is highly recommended that you immediately change the login name and password.The root user has the greatest number of administrative privileges of any device.The root user administrative privileges are listed below:
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Add, remove, and manage all other administrators



■



Create and manage virtual systems



■



Create, delete, and manage virtual routers



■



Add, delete, and manage security zones



■



Assign security zones to interfaces



■



Perform asset recovery



■



Set the device to Federal Information Processing Standards (FIPS) mode



■



Reset the device to default settings



■



Manage the device’s firmware



■



Load configuration files



■



Perform management on the root system



The next level of administrator is read/write. Read/write is very similar to the root user; however, read/write users cannot create other administrators.This type of access is most useful when you want to distribute administrative privileges to others, yet control access.The Juniper firewall provides a very detailed audit log of the actions of each administrator.You should capitalize on this by creating administrative users for each person who administers your firewall.This way you can identify the user with the modification.There is no reason to share an administrator user account between two users.The read/write administrative privileges include: ■



Create and manage virtual systems



■



Create, delete, and manage virtual routers



■



Add, delete, and manage security zones



■



Assign security zones to interfaces



■



Perform asset recovery



■



Set the device to FIPS mode



■



Reset the device to default settings



■



Manage the device’s firmware



■



Load configuration files



■



Perform management on the root system



The next type of user is the read-only administrator.This user has limited access to the system. As the name suggests, the user can only view the configuration, and they are unable to modify the system in any way.This is useful if you want to assign a technical writer to document your configurations, or if you want to give anyone limited access to the device to
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perform troubleshooting on the network.The following list includes the limited privileges of the read-only administrator. ■



Read-only privileges in the root system



■



Read-only privileges in all virtual systems



On some devices you can have virtual systems. A virtual system acts as its own separate security domain. Virtual system administrators have permission only on a specific system. The virtual system administrator privileges are shown in the following list. ■



Create and manage auth, Internet Key Exchange (IKE), Layer 2 tunneling protocol (L2TP), Extended Authentication (Xauth), and Manual Key users



■



Create and manage services



■



Create and manage policies



■



Create and manage addresses



■



Create and manage virtual private networks (VPNs)



■



Modify the virtual system administrator login password



■



Create and remove virtual system read-only administrators



The last type of user is the virtual system read-only administrator who has almost the same privileges as a read-only administrator.The difference is that they can see only the configuration of a single, specified virtual system. Becoming familiar with the privileges associated with the different types of administrator can give you the tools to create an efficient strategy for delegating authority on your system. Do not be afraid to create many different administrative users for your Juniper device.This will provide you with granular access to your system. Again, all users’ actions are logged.This log provides a detailed list of access for each user.This can be helpful when determining issues related to a particular administrator, or in determining whether or not an administrator account has been compromised. Chapter 6 reviews the use of external authentication sources for administrative users.This can provide additional security in cases where you use technologies such as SecurID to remove the use of a single static password.



The Local File System and the Configuration File Each Juniper firewall device has a similar design for its internal system components. Longterm storage on the device is stored into flash memory. Flash memory is a non-volatile memory that retains information after the system is turned off. Some devices have a Compact Flash (CF), Secure Digital Memory (SD) card slot, or a universal serial bus (USB) port for external storage.This is flash memory, but it is removable.The internal flash is not



www.syngress.com



95



418_NetScrn_SSG_03.qxd



96



11/7/06



2:13 PM



Page 96



Chapter 3 • Deploying Juniper Firewalls



removable. All component information that Juniper needs to store is in flash memory, including ScreenOS log files, license keys, attack databases, and virus definitions. Each Juniper device also contains random access memory (RAM).This is a volatile type of memory that is cleared whenever the system is powered off, or reset. When the Juniper device powers on, and after the power on self test (POST) is completed, the ScreenOS image is loaded into RAM. After ScreenOS is up and functional, it loads the saved configuration file from flash memory.The configuration that is stored in RAM is called the running configuration. Whenever you make a change to the configuration, it is always saved to the running configuration. If you make changes to your configuration but fail to save it, the file would revert to the last saved configuration whenever you reset or rebooted your device. When you remove power to the device, and then restore power, it causes a return to previously saved configuration. When using the CLI, your configuration must be manually saved.This can be done by using the save command.The save command is simply save. By typing that command, your running configuration is saved as the saved configuration, which is stored in flash memory.The file system components are shown in Figure 3.2.



Figure 3.2 File System Components
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Using the WebUI is even easier.The WebUI automatically saves your configuration after every change. However, when using the CLI, if you exit your session or attempt to reset the device, you will be notified that your configuration has changed. At that point you are given the option of saving the configuration.The Juniper device is much more user friendly than other devices when it comes to advising you that your configuration has changed, and offering you the option to save it. There are times when flash may not provide you with the type of storage that you need.You may require long term storage of log files, or perhaps a backup of your configuration file.There are two ways to accomplish this: ■



When using the command line, you can apply the command get config to view your configuration, then copy and paste it into a simple text document.



■



From the command line, you can copy the configuration to a Trivial File Transfer Protocol (TFTP) server.TFTP is a simple type of File Transfer Protocol (FTP) server. It requires no authentication, but only specification of the filename you are placing on the server.To save your configuration to a TFTP server, use the command save config to tftp , where is the IP address of the TFTP server, and is the filename you want use for the save.



Depending on the data that is being transferred from the file system, you may prefer a more secure option than TFTP.You can use secure copy (SCP) to transfer files as well. Secure copy is similar to secure shell. It requires a special client in order to interact with it. Many UNIX systems include this feature. Windows has many clients. I prefer the PuTTY Secure Copy (PSCP) software, which is part of the PuTTY freeware secure shell clients. In the following example we will turn on SCP, and copy a file from the Juniper firewall to our UNIX system. From the CLI: Syngress-> set scp enable Syngress-> get scp SCP is enabled SCP is ready Syngress-> get file flash:/envar.rec



98



flash:/golerd.rec



1220



flash:/burnin_log1



10240



flash:/burnin_log0



10240



flash:/dhcpservl.txt flash:/ns_sys_config flash:/dnstb.rec



52 1092 1



flash:/license.key



395



flash:/$lkg$.cfg



922



flash:/expire.rec



23
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198833



Syngress-> From the UNIX Host: UNIX-Host:~ syngress$ scp [email protected]:license.key license.txt The authenticity of host '10.6.0.1 (10.6.0.1)' can't be established. DSA key fingerprint is f9:a7:4c:53:4c:0a:cc:5a:50:6b:eb:df:42:42:63:c0. Are you sure you want to continue connecting (yes/no)? yes Warning: Permanently added '10.6.0.1' (DSA) to the list of known hosts. [email protected]'s password: license.key



100%



395



4.8KB/s



00:00



UNIX-Host:~ syngress$ cat license.txt 1k=d2f5fb8aa5b9a000&n=capacity_key k=2JQcSPh1ogana6h82NJeAfDwgb3aiOXT2UFcm9OFQDkuK4iT6YfKefMZjTODboIN2JQ0oWnWWX+nKkY SMytB8gF1ID7tWXI9lvZ11JURDENckexZ7IwtmRmDEh+YT3dJvDSOAYeGuuWFtGYE5tVnPfZq6cnlO254 GPPm5HJ3qTG4sRBSRR/QFqL6WAnfnoSpByJu/Xr9vxx9GSU4fTMGLFkWsbRP5cVpTGWmyOBapFfn1qWzu /bMLzDkox8zUHFZ2NcNCOSGOk5PvCMcZwOaADRIFqJj1oh4u7+toY37gdrEM5sQqmELemAlUi90dhLPl7 jsTy1R/V0/ourYn00XcMw==&n=di_db_key UNIX-Host:~ Syngress$



As you can see, we enabled SCP, allowing us to view all of the files stored in flash memory. Next we went over to the UNIX host and copied the file from the Juniper device to the local UNIX system. Finally, we used the cat command to concatenate the contents of the file so you can see them. SCP can be effective and easy to use for removing files from Juniper devices. If you are using WebUI, you can access Configuration | Update | Config File and then select the button labeled Save To File.This will allow you to save the configuration to your local PC as shown in Figure 3.3. Alternatively, from this same screen you can select the text in the text window, then copy and paste the configuration to a text file. As you have seen from these files, the config files are a collection of commands.The configuration file operates similar to manually typing these commands in line by line.This is great because it requires that you understand only one format. It also allows you to easily modify saved configuration files to reflect changes. Becoming familiar and comfortable with the use of the CLI cannot be stressed enough. In the next section, we will examine the configuration of the device, and the commands available to administer the device.
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Figure 3.3 WebUI Save Screen



Using the Command Line Interface The command line interface is at the core of configuring your Juniper firewall device. No matter which method you use to manage your firewall, the CLI commands control the device, and a thorough understanding the CLI is crucial to effective management.The NSM generates the same commands that you may manually enter via the CLI. CLI commands are straightforward, and easy to learn. Other devices use cryptic commands, or commands that seem to do one thing, but actually perform an unrelated action. When this firewall was designed, the engineers took the need for simplicity into consideration. In Figure 3.4, an example of the help screen is shown.This gives you an idea of the information provided by the Help command. Figure 3.4 shows an example of the command line.The prompt shows the device’s current host name.This is very useful if you have several devices that are not readily distinguishable from the command line. Starting at the root, there are literally thousands of command options. Memorizing this great number of commands could be a daunting task. However, there is an easy-to-use built-in help system. From anywhere on the command line, simply type ? to access the Help system, which will list most available commands. Some are not listed; however, these specific commands will be discussed in later sections.



www.syngress.com



99



418_NetScrn_SSG_03.qxd



100



11/7/06



2:13 PM



Page 100



Chapter 3 • Deploying Juniper Firewalls



Figure 3.4 Command Line Session Using Help



From here there are several base commands, including clear, exec, exit, get, ping, reset, save, set, trace-route, and unset. Under each one of these commands are subcommands. An example is in order. We will explore the command used to retrieve information from the device, the get command. If we wanted to look at system information device such as uptime, serial number, and configuration information, we would use the get system command. At the end of any get command you can do one of three things. ■



You can press Enter and have the information displayed in your terminal window.



■



You can redirect the output to a TFTP server much as we did earlier when we saved the configuration.You would use this command get system > tftp to send the output to a TFTP server, where is the IP address of the TFTP server, and is the filename you want to save.



■



You can also use the pipe ( | ) to match output. If you were to use the get system command to search for the serial number of your device, you would use the command: get system | include “Serial Num”.This would then display only the serial number, and omit the rest of the data.You can also exclude specific information.You would use the same procedure as described earlier, but substitute the term exclude for include.This helps filter the information provided from a get command.



The next command we will examine is the set command.This command is used to set a configuration in the current running configuration. Suppose you wanted to set the hostname of your Juniper device to Syngress.You would use the set hostname Syngress command to cause your prompt to appear as Syngress->. This prompt appears only in the running configuration. If you want to ensure that this is the default prompt for your device, simply save the configuration: use the command save to commit the running configuration to the saved configuration.The set command is used throughout this book; therefore, there will be ample exposure.
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It is important that you familiarize yourself with the five, system-controlling commands: save, exec, exit, delete, and reset. Each of these commands performs a system task.The save command can be used to perform functions other than the obvious.The save command is used to save files to, and from, the local system.The reset command is used to reboot the Juniper device.There are several suboptions that allow you to reboot without being prompted to confirm the configuration.You can also force a reboot with a choice of saving the running configuration, or discarding it.This way, when you want to reboot the system you do not have to answer prompts before the reboot.This is helpful if placed inside a configuration script. The exec command is powerful and multi-purposed.The exec command runs a command on the system. For example, the command exec save software from flash to tftp 1.2.3.4 CurrentOS.bin would save the current version of ScreenOS to a TFTP server. So it would be much like copying a file in DOS or UNIX shell from one location to another. This is an example of the type of function that the exec command can provide. The delete command allows you to manage your local system by deleting several types of stored information.This can range from you local stored SSH information to files on the local flash file system. For example, if you wanted to delete a file named old_data that was stored in flash memory, you would use the following command: delete file flash:old_data. This would delete that file permanently from flash memory. The exit command serves one purpose: to exit your current session. When you use this command, your current CLI session is terminated. If you have made unsaved configuration changes, you will be prompted to save them before you exit. The clear command allows you to clear current data from memory.This can include dozens of options anywhere from the current local DNS cache to the current sessions passing though the firewall.This is useful if you want to remote this information, and to then to accumulate it again. Sessions are a perfect example of something that you may want to clear.You would want to clear you session table if you were troubleshooting a connectivity problem, and you wanted to see the session recreated in your debugging logs.This is as easy as typing clear session at the command line, and pressing Enter to clear all sessions.You could also selectively delete your sessions depending on your needs. There are two commands that you can use to for troubleshooting purposes, ping and trace-route.Though you may have used these before on other operating systems, ping is a tool to test connectivity between two systems.You use ping to verify that your firewall can see a specific host.The ping command can be used with options other than host.You can also specify how many ping packets you want to send, as well as the size and the timeout for each packet.To use the ping command, just type ping, and then the hostname or IP address of the device you want to contact.The other command is trace-route. Trace-route is similar to ping, but it is designed to determine the IP addresses of all routers in the path from your network to the specified remote host. When using the command line, there are a few special commands that you can use to make things easier for the end user. We previously covered the ? command for getting help. This can be used for every subcommand, as well as partial commands, to list available options
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for that command.The help command is very useful, and it should be used often. Next is the Tab key, which is used to provide command completion. For example, you can type set add, and then press Tab to have the command completed for you.This results in the command set address. If there is more then one match to the command, both matches will be listed, and you can select the appropriate one.You must continue to type the individual characters of the command until it becomes a unique entity in order for command completion to work.This is universal for the CLI on the Juniper device.This is the same functionality provided by the UNIX bash shell.Table 3.2 displays other special key combinations.



Tools & Traps… Command Line Interface Quandaries When you use the command line there are occasions where some functions do not appear to be functioning, or where some commands do not seem to cause the expected action. For example, sometimes Tab completion will not work. Though frustrating, luckily there are only a few situations in which this can happen. One such situation is when you attempt to use Tab completion with the name of an interface. Each time you press the Tab key, you see the same line again and again. You can use the question mark to bring up the interface list. The other situation occurs when you use Tab completion to complete the name of a zone. You will get the same results as with interface completion. The command line allows use of truncated commands rather your having to type the complete command name. For example, rather than typing the command get interface ethernet3 you could use the command g int e3. For the first command we type only the letter g. The first command that it matches with the g is get. Since no other command matches it, ScreenOS interprets the g as the get command. The second command we typed was int, and the third was e3, which corresponded to ethernet3. The more you use the command line, the more familiar you will become with the short, or truncated, version of the commands. As you can see, each command is separated by a space. However, if a space between two command line entries is required, you simply surround the space/text with quotes. For example, the command set snmp location Dearborn, MI would fail. However, if we used the command set snmp location “Dearborn, MI”, the text enclosed in double quotation marks would count as a single word.
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Table 3.2 Special Key Combinations for the CLI Special Key



Action



Up-arrow key Down-arrow key Control+A Control+E Ctrl+C Left-arrow key Right-arrow key Tab Question mark (?)



Recalls previous command Recalls next command Brings cursor to beginning of the current line Brings the cursor to the end of the current line This is the escape sequence Move cursor back one position Move cursor forward one position Completes partially typed command Displays Help and command options



The command line interface environment offers you the capability to tailor commands specifically for your purposes. In fact, the more advanced options, such as debugging, can only be carried out from the CLI. Administrators generally find the WebUI easier to use at first; however, they soon realize the power of the CLI.



Using the Web User Interface The Web User Interface (WebUI) is a simple to use tool for managing your Juniper firewall. It is intuitive, and it allows those with little firewall experience to easily control a Juniper device. Figure 3.1 shows the main WebUI page following authentication.The menu bar on the left is where you select configuration options.The current status is displayed on the right-hand side of the screen. On this screen, there are six different boxes: Device Information, System Status, Resource Status, Interface Link Status,The most recent alarms, and The most recent events. Each box reports the status of current events. Current uptime, and the current system time are displayed at the top of the screen.The Device Information box shows information such as the hardware version, current firmware version, serial number, host name, and its current operations mode.The System Status box performs as its name suggests. It shows the current number of logins to the device, and it shows the login identities.The Resources Status displays in a bar graph format, four device resources: CPU, memory, sessions, and policies. If you hover the mouse pointer over any of the bars in the graph, it will display the numerical values for that bar. These are the core performance metrics of the Juniper device. As we discussed earlier, the memory bar graph will read higher then you would expect it to do, because ScreenOS preallocates memory for performance. If you look at the box entitled Interface Link Status, you will see the status of all interfaces.This is handy for determining which interface is up, and which is down. The most recent alarms list performs as its name suggests. Finally, as its name implies, The most recent events box lists the most recent events. Some boxes in the upper right-hand corner have more hyperlinks, which takes you directly to the detail page for each item.
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Securing the Management Interface Now that you understand management of the Juniper firewall device, it is time to secure management access to your device.The last thing you want to do is leave the door wide open for an intruder to control your device.There are some easy steps that you can take to prevent this. First, you should change the root username and password. Everyone who owns a Juniper firewall is aware of the default login and password to the device. Use the following steps to change the root username and password via the WebUI. 1. Select Configuration | Admin | Administrators. A screen similar to Figure 3.5 will be displayed.



Figure 3.5 WebUI Administrators Screen



2. Press the Edit link for the user with root privileges. In our example, the root user is the only username entry. A screen similar to that in Figure 3.6 will be displayed. Figure 3.6 is identical to Figure 3.5, with the exception that Figure 3.6 must be replaced with a screenshot of the Edit screen.
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Figure 3.6 Edit Administrator



3. Change the Administrator Name from Juniper to synadmin. 4. Enter Juniper in the Old Password field. 5. Enter the new password in the New Password and Confirm New Password fields. 6. Press OK Use the following steps to change the root username and password via the CLI: 1. Enter the following command to change the admin name: Syngress-> set admin name synadmin



You will see the following message: Password has been restored to default "Juniper". For security reasons, please change password immediately.



2. Enter the following command to change the password: Syngress-> set admin password password



3. Use the following command to verify the changes:
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You will see an output similar to the following: Name



Privilege



-------------------------------- --------------synadmin



Root



Syngress->



The device now has its root users name set to synadmin, and its password has been changed. It is suggested that you create a password of a minimum of eight characters.The maximum number of characters allowed in the password is thirty-one. It is also suggested that you create a read-write administrator to use for regular maintenance. If that administrator is compromised, there will be no direct root access to the device. Use the following steps to create a read-write administrator via the WebUI: 1. Select Configuration | Admin | Administrators | New.The screen shown in Figure 3.7 will appear.



Figure 3.7 Administrator Configuration



2. Use the Administrator Name field to enter the new name. In this example, backupadmin.



www.syngress.com



418_NetScrn_SSG_03.qxd



11/7/06



2:13 PM



Page 107



Deploying Juniper Firewalls • Chapter 3



3. Enter this user’s password in the New Password and Confirm New Password fields. 4. Enable the Read-Write option. 5. Press OK. Use the following to create a read-only administrator via the WebUI. 1. Select Configuration | Admin | Administrators | New. 2. Use the Administrator Name field to enter the new name. In this example, roadmin. 3. Enter this user’s password in the New Password and Confirm New Password fields. 4. Enable the Read-Only option. 5. Press OK. Enter the following command to create a read-write administrator via the CLI: Syngress-> set admin user backupadmin password %so%back privilege all



Verify the entry by using the get admin user command.The output will look like the following: Name



Privilege



-------------------------------- --------------synadmin



Root



backupadmin



Read-Write



Enter the following command to create a read-only administrator via the CLI: Syngress-> set admin user roadmin password n0tru$t privilege read-only



Verify the entry by using the get admin user command.The output will look like the following: Name



Privilege



-------------------------------- --------------synadmin



Root



backupadmin



Read-Write



roadmin



Read-Only



Another option that you should configure is the idle timeout. I have been to many locations where you only have to connect to the console to have a privileged account ready and waiting for you.This opportunity exists because the previous user left the console unattended, and they failed to log out.This is a common setup for a serious security breach. Anyone with a little know-how can cause trouble on your network if allowed to connect to your system with readily available privileged access. In order to avoid this situation, set the
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idle timeout to a reasonable amount of time.The default is ten minutes for the console,Telnet, SSH, and WebUI sessions. Use the following steps to set the console,Telnet, and WebUI sessions to timeout after five minutes via the WebUI: 1. Select Configuration | Admin | Management. A screen similar to the one shown in Figure 3.8 will appear.



Figure 3.8 Admin Management



2. Ensure the Enable Web Management Idle Timeout option is enabled and type 5 in the corresponding text field. 3. Press Apply. You can also modify the console timeout option via the CLI by typing set console timeout 5. Note that a timeout value of 0 will disable the timeout feature. Use the get console command to verify the change.The output will resemble the following: Console timeout: 5(minute), Page size: 22/22, debug: buffer privilege 250, config was changed and not saved! ID State 0 Login



Duration Task Type



Host



660 13433716 Telnet 10.254.5.32:49401



1 Logout



0 13435768 Local



2 Logout



0 13424824 Local



3 Logout



0 13410460 Local
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To set the admin authentication timeout, type set admin auth timeout 5. Use the get admin auth command to verify the setting.The output will resemble the following: Admin user authentication timeout: 5 minutes Admin user authentication type: Local



The next step is to limit system access to your firewall. By specifying permitted IP addresses, you can limit which IP addresses are authorized to perform management services. You are limited to a total of six entries for both network and host entries. Once you enable this setting, it immediately takes effect. If you set this up remotely, ensure that you add your own IP address and/or source network. Use the following steps to create a permitted IP address entry via the WebUI: 1. Select Configuration | Admin | Permitted IPs. A screen similar to that shown in Figure 3.9 will be displayed.



Figure 3.9 Permitted IPs



2. Use the available text fields to enter the IP address and netmask, and then select Add.You can remove an IP address from the list by selecting its Remove link. Note that if the list contains no IP addresses, any IP address will be able to access the firewall.
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To add a permitted IP address via the CLI, type the command set admin manager-ip ipaddress, where ipaddress is the full IP address using dotted quad (###.###.###.###) notation.You can verify the setting by entering get admin manager-ip.To remove an IP address entry via the CLI, type the command unset admin manager-ip ipaddress. Secure Shell is highly suggested over Telnet, as we discussed earlier when we were looking at our different management options. However, SSH must be enabled before you can use it. Again earlier we looked at using SSH version two. In the following code snippet we enable SSH version two in either the CLI, or the WebUI. After enabling SSH it may take several minutes for the SSH servers to be enabled.This is because the SSH keys are generating during this time. Use the following steps to enable SSH via the WebUI: 1. Select Configuration | Admin | Management. 2. Enable the Enable SSH (v2) option. 3. Press Apply. To enable SSH via the CLI, type the command set ssh version v2.To set version 1 rather than version 2, simply replace v2 in the command with v1. It is strongly recommended that you use SSL when using the WebUI. In general, it is very easy to set up and configure. Included in ScreenOS 5.2 and later is a self-signed certificate. WebUI allows you to turn on SSL right out of the box.You can also generate a certificate signing request (CSR) and submit it back to a certificate authority (CA) to get the certificate signed. Once you have the signed certificate, you can load it back onto your Juniper device. We will review how to generate the CSR, and how to load the certificate. However, signing a certificate varies based upon which certificate authority you choose. If you are using your device from your company’s network, you should use a certificate purchased from a reputable Web site such as www.verisign.com or www.godaddy.com. Either site can provide you with a certificate. However, if you want to get a signed certificate for testing purposes, go to www.cacert.org to get a free one. Use the following steps to generate a certificate request. Note that this example includes company-specific information that you should substitute with your own information. 1. Access Objects | Certificates.The screen will display the existing certificates (Figure 3.10). 2. Press New.The New Request screen will be displayed as shown in Figure 3.11. 3. Enter your Name, Phone, Unit/Department, Organization, County/Locality, State, Country, Email, IP Address, and Fully Qualified Domain Name (FQDN). 4. Select the Rivest, Shamir, and Adelman (RSA) option. 5. Select 1024 or 2048 from the Create new key pair drop-down list: the higher the number, the more secure the certificate.
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Figure 3.10 Certificates



Figure 3.11 New Certificate Request
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6. Press Generate. In several minutes a new page will displayed that contains a section of text. 7. Copy the text contents from “-----BEGIN CERTIFICATE REQUEST----“ to “-----END CERTIFICATE REQUEST-----”. 8. Supply this to your certificate authority.They, in turn, will supply you with a certificate file. 9. Access Objects | Certificates and select Browse. Choose the certificate file from the CA and select Load.The certificate is now active and loaded. 10.



Access Configuration | Admin | Management. Select the certificate from the Certificate field.



Use the following steps to request and set up a certificate via the CLI using your own personal and company information. 1. Enter the following commands to request a certificate: Syngress-> set admin mail server-name 123.123.123.100 Syngress-> set pki x509 dn country-name US Syngress-> set pki x509 dn email [email protected] Syngress-> set pki x509 dn ip 123.123.123.123 Syngress-> set pki x509 dn local-name “Dearborn” Syngress-> set pki x509 dn name “Rob Cameron” Syngress-> set pki x509 dn org-name “Rob’s Juniper division” Syngress-> set pki x509 dn org-unit-name Books Syngress-> set pki x509 dn phone 555-555-5555 Syngress-> set pki x509 dn state-name CA Syngress-> set pki x509 cert-fqdn manage.Juniper.com Syngress-> set pki x509 dn default send-to [email protected] Syngress-> exec pki rsa new-key 1024



2. The certificate will be e-mailed to the address you originally specified. Copy the contents starting with “-----BEGIN CERTIFICATE REQUEST----” and ending with “----END CERTIFICATE REQUEST----”. 3. Supply this information to your certificate authority.They, in turn, will supply you with a certificate file.The CA may also supply you with a local certificate and a certificate revocation list (CRL). A CRL contains a list of all revoked certificates. These are certificates that the CA has signed that are no longer valid. 4. To import these files, use the following commands: Syngress-> exec tftp 123.123.123.100 cert-name newcer.cer Syngress-> exec tftp 123.123.123.100 cert-name localpro.cer Syngress-> exec tftp 123.123.123.100 crl-name notrust.crl
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Now that we have the access restricted to specific hosts, there are several more options we can utilize to enhance the security.The first option is to disable unnecessary management services. Management services are bound to individual interfaces. It is important to restrict them to the bare minimum.This can be done easily from either the WebUI or the CLI. In this case, we are using a Juniper-5GT so we will be modifying the untrust interface. We are going to enable the WebUI, SSL for the WebUI, and SSH. We will use only the WebUI with SSL and SSH because they are secured. Use the following steps to disable unnecessary management services via the WebUI: 1. Access Network | Interfaces. Press the Edit link for the entry titled untrust. A screen similar to Figure 3.12 will be displayed.



Figure 3.12 Editing Network Interfaces



2. Ensure that WebUI, SSH, and SSL are all enabled, and ensure the remaining option are disabled. 3. Press Apply. To disable unnecessary management services via the CLI, type the following commands:
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Chapter 3 • Deploying Juniper Firewalls Syngress-> unset interface untrust manage ping Syngress-> unset interface untrust manage snmp Syngress-> unset interface untrust manage telnet Syngress-> set interface untrust manage ssh Syngress-> set interface untrust manage web Syngress-> set interface untrust manage ssl



Use the get interface trust command to verify the settings.The output should resemble the following: Interface untrust: number 1, if_info 88, if_index 0, mode route link up, phy-link up/full-duplex vsys Root, zone Untrust, vr trust-vr dhcp client enabled PPPoE disabled *ip 123.208.123.254/24



mac 0010.db61.1231



gateway 123.208.123.1 *manage ip 123.208.123.254, mac 0010.db61.1231 route-deny disable ping disabled, telnet disabled, SSH enabled, SNMP disabled Webenabled, ident-reset disabled, SSL enabled webauth disabled, webauth-ip 0.0.0.0 OSPF disabled



BGP disabled



RIP disabled



bandwidth: physical 100000kbps, configured 0kbps, current 0kbps total configured gbw 0kbps, total allocated gbw 0kbps DHCP-Relay disabled DHCP-server disabled



Next, you can change the local port that your management services listen on.This can help prevent your services from being detected if someone were to scan for open services. Telnet (TCP 23), SSH (TCP 22), WebUI (TCP 80), and WebUI SSL (TCP 443) can each be changed to a different port number. Use the following steps to change the ports via the WebUI: 1. Access Configuration | Admin | Administrators. 2. Specify new port numbers for Telnet, SSH, WebUI and WebUI SSL. Note that port numbers must be in the range 1024-32767. 3. Press Apply. Enter the following commands to set the port numbers via the CLI: Syngress-> set admin ssh port 1024 Syngress-> set admin port 32000
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So far, we have explored interface IP address management, and it is simple to determine the IP address of the firewall. If the IP address is known, it can be used to connect to it and to manage your device. However, you can set up a management IP, which is configured directly on the interface. For this example we will be using a Juniper-5GT, and we will be modifying the untrust interface. Use the following steps to set up a management IP via the WebUI: 1. Access Network | Interfaces (List).The screen shown in Figure 3.13 will be displayed.



Figure 3.13 Network Interfaces List



2. Press the Edit link for the untrust entry. A screen similar to the one shown in Figure 3.14 will be displayed. 3. Use the Manage IP * field to enter the new IP address. 4. Press Apply.
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Figure 3.14 Edit Network Interface



To set up a management IP via the CLI, type the command set interface untrust manage-ip ipaddress. For remote command line access you can set up customized login banners.This is useful to provide a legal warning, or a help message.This can also identify specific penalties for unauthorized access.There are two limitations to using banners. First, you are limited to a single line. Second, you are limited to 127 characters. A banner can be configured for both console and remote Telnet sessions.This option can be configured from either the CLI, or the WebUI. From the WebUI: 1. Access Configuration | Admin | Banners. A screen similar to Figure 3.15 will be displayed. 2. Use the Console Banner Setting Login field to enter the login banner text that will be displayed for users using the console. 3. Use the Telnet/SSH Banner Setting Login field to enter the login banner text that will be displayed for users using Telnet or SSH. 4. Press Apply.
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Figure 3.15 Banners



Use the following CLI command to set the banner for console users. Syngress-> set admin auth banner console login "Only permitted individuals are allowed to use this access. If you are not permitted please disconnect!"



Use the following CLI command to set the banner for Telnet users. Syngress-> set admin auth banner telnet login "Authorized users only!!! All actions are logged!!!"



Finally, there are three options that can be configured only from the command line that can enhance security.Two of these options will not save your system, but since they are new to the 5.0 ScreenOS release, they are worth mentioning. First, you can enforce a minimum length for administrative user passwords. Second, you can restrict how many unsuccessful login attempts that a user can have before they are kicked out of the system.The default is three and it does not lock out the user.The same person could Telnet back in to try again. Finally, you can restrict the root user to access from the console only.This can prevent anyone from gaining root access to the device unless they have physical access to it. Use the following CLI commands to set a minimum password length, limit access attempts, and restrict root user access to the console, respectively. Syngress-> set admin password restrict length 8 Syngress-> set admin access attempts 2 Syngress-> set admin root access console
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The ideas in this section will help to secure your device. Security is all about mitigating risk. With these management security procedures in place, you significantly lower the chances of incurring a security breach.You can mix and match the configurations that work best for your environment.



Updating ScreenOS Juniper Networks is committed to providing a secure and robust operating system for Juniper firewall products. From time to time Juniper will publish a new version of ScreenOS. This may include security updates, feature enhancements, or both. It is very important that you maintain the currency of the software on your firewall. It is a core component of your network security platform, and it has to be secure.There are several methods available to upgrade ScreenOS. First, we will focus on the command line methods where you can not only update your OS, but you can back up your operating system as well.You are required to use a Trivial File Transfer Protocol (TFTP) server when you use the CLI. Use the following command to back up your software: Syngress-> save software from flash to tftp ipaddress 5.0.0r8.1-5GT.bin Use the following command to update the software: Syngress-> save software from tftp 1.2.3.4 5.0.0r8.1-5GT.bin to flash



You can also use the WebUI to update the firmware. However, as we mentioned before, you cannot download the current software from the WebUI. 1. Access Configuration | Update | ScreenOS/Keys. A screen similar to Figure 3.16 will be displayed.



Figure 3.16 ScreenOS/Keys



www.syngress.com



418_NetScrn_SSG_03.qxd



11/7/06



2:13 PM



Page 119



Deploying Juniper Firewalls • Chapter 3



2.



Enable the Firmware Update (ScreenOS) option.



3. Press Browse and locate and select the previously downloaded firmware file, which is stored on the local system. 4. Press Apply. It may take several minutes to update the system with the new OS.



System Recovery There may be times when your Juniper firewall runs into problems from which you cannot recover.Three scenarios are covered in this section. One of the major issues is configuration management.There may be scenarios that cause you to make changes where you are unsure of the repercussions. For example, you may be adding a new route, or a new policy that could wreak havoc on your network, though you are actively running on a successful configuration. In cases where you need a backup copy of a correctly functioning configuration file, you can use the configuration rollback feature. The configuration rollback feature allows you maintain a backup configuration file that you can use in case your primary configuration file, saved or running, runs into problems. The configuration rollback cannot be performed from the WebUI. Use the following steps to save your system configuration. 1. Use the command get file to get a list of files in flash memory. 2. Enter the command save config to last-known good. A new file called $lkg$.cfg will be created.This file is your rollback configuration file. It is a saved copy of the running configuration at the time you executed the command.That file stays on the system unless you explicitly call the delete command to remove it.This means that even if you reset the configuration to the defaults, you still have this configuration available for use. To restore a previously saved system configuration, type the command exec config rollback. Note that this process forces your device to reboot. As long as the file exists, you can use this restoration process at any time.There is one additional way to use configuration rollback. If you are working on a new configuration that could possibly cause you to lose access to your system for any reason, configuration rollback can be placed in watching mode. In this mode, if the device is reset, it will automatically reset the configuration to the stored rollback configuration.This is a life saver in cases where you need to ensure the safe restoration of your device’s provided networking services. To put the rollback in watching mode, type the command exec config rollback enable.The command prompt will include the text “rollback enabled”.To turn this mode off, type exec config rollback disable. Now that we have discussed how to recover your configuration, we need to look at another scenario. What if you lose your root password? This is a tough situation to recover
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from, because you have lost all access to the system.There are two methods to recover from this error. Both methods require you to have console access to the device. In the first scenario, you would log into the serial console using the serial number of the device as the username and password. Once you do this, you will be notified that you will lose your configuration and all your settings. If you have performed proper configuration management, you will be fine. Note; even the configuration rollback file is deleted. So you must have saved your configuration somewhere other than the system if you want to be able to use it to restore service in an emergency. The following shows a typical serial number login and the resulting messages. login: 00642120012308289 password: !!! Lost Password Reset !!! You have initiated a command to reset the device to factory defaults, clearing all current configuration and settings. Would you like to continue? y/[n] y !! Reconfirm Lost Password Reset !! If you continue, the entire configuration of the device will be erased. In addition, a permanent counter will be incremented to signify that this device has been reset. This is your last chance to cancel this command. If you proceed, the device will return to factory default configuration, which is: System IP: 192.168.1.1; username: netscreen, password: netscreen. Would you like to continue? y/[n] y



Another way to access a system when you have forgotten the root password is to use the reset button located on the exterior of the system.To use this type of configuration use the following procedure: 1. Use a pin, place it in the resent hole, push and hold for at least four to six seconds. The status LED will blink amber once per second. 2. Wait for the status LED to begin blinking, and then remove the pin from the reset hole. 3. Wait one to two seconds, and replace the pin in the reset hole, push and hold for at least four to six seconds. 4. Wait for the status LED to turn red, and then eventually to begin blinking green before you release the pin from the reset hole. Doing this will reset the system, and you will lose all your configurations.This is done for security purposes.These are both powerful methods available to recover your device; however, you may want to disable these options.You may not want someone to be able to walk up to your device and reset your configuration. Both methods can be disabled. However, if you disable them, the device will be unrecoverable if you lose the root password. Therefore, do not lose your root password unless you want to physically return the device to Juniper Networks. To disable the ability to log in using the serial number, type unset admin devicereset.To re-enable this feature, type set admin device-reset.To disable the device’s reset button, type unset admin hw-reset.To re-enable this feature, type set admin hw-reset.
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In the previous section we looked at ways to upgrade ScreenOS. However, there are many ways in which the image can be corrupted during upload. More than likely, the file was damaged before you uploaded it.To restore your system to a functional configuration, you must have serial console access to the system, and a TFTP server on the local network to the device. During the boot process, a prompt will be displayed four times.The prompt will say, “Hit any key to run loader. Press any key, and you will be asked for the file you want to load, the IP address you want to assign to your device, and the IP address of the TFTP server.The interface that receives the IP address you assign is one of the following depending on what type of device you have:Trust, E1, or E1/1. If the file can be found on the TFTP server, it will be loaded into flash, and your device will reboot. When the device reboots it will load the new OS image. Juniper NS-5GT Boot Loader Version 2.1.0 (Checksum: 61D07DA5) Copyright (c) 1997-2003 Juniper Technologies, Inc. Total physical memory: 128MB Test - Pass Initialization.... Done Hit any key to run loader Hit any key to run loader Hit any key to run loader Serial Number [0123012123008289]: READ ONLY HW Version Number [1010]: READ ONLY Self MAC Address [0010-db61-1230]: READ ONLY Boot File Name [ns5gt.5.0.0r8.1]: Self IP Address [192.168.1.1]: TFTP IP Address [192.168.1.31]: Save loader config (56 bytes)... Done



Configuring Your Firewall for the First Time Now that you are familiar with the basics of managing your Juniper firewall, it is now time to configure your firewall.This section discusses basic configuration requirements to make your system functional on your network.There are three basics for getting your device up and running on the network.The first thing you need is a zone. We touched on zones in the previous chapter. In this section we will explore how to use existing zones, create new zones, and how to bind zones to interfaces.The primary type of zone that exists is the security zone, but there are several other types of zones that can be used. It is important to know how each type of zone functions, because it determines how an interface will function. Some zones may never be used; however, being aware of their existence is important.
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There are several types of interface on a Juniper firewall.You will always have physical interfaces because they are required in order to connect to the network. Juniper also offers several other types of interfaces. These interfaces provide different functions, and they are not all physical devices.These types of interfaces include subinterfaces, management interfaces, high availability interfaces, and tunnel interfaces. Each type of interface was designed to provide a specific function on the Juniper device. We will look at each interface type, its function, and how you can leverage their special abilities on your network. Your newly configured interface will require an IP address if you want it to interact with your network. In Chapter 1 we discussed IP addressing. It is assumed that you are already familiar with IP addressing, and that you have used it on at least one type of system. The process is similar for every device because each system operates on the IP standard. A Juniper firewall is no exception. Some Small Office Home Office (SOHO) class devices have a configuration mode called port mode.The SOHO devices have five physical interfaces. By default, there is one external untrust interface and four trust interfaces. However, you can change the port mode number to modify the distribution of ports.This feature can be used to extend the value of the SOHO class devices. In this section we will also look at the various options you can use when configuring a network interface using the built-in PPPoE client.



Types of Zones There are three types of zones on a Juniper firewall. Each zone provides its own specific function, and each is used for a specific purpose.The security zone is the most commonly used zone type.The other two zone types are used much less commonly. One of these types is the tunnel zone.This type of zone is used for creating route-based VPNs.The other type of zone is the function zone.This zone is used for special purposes in high availability. Each type of zone is used to bind to an interface.



Security Zones A security zone is used to break your network into logical segments. At a minimum, you need to define two security zones. Most Juniper firewall devices come with predefined zones that you can use.These zones are usually trust, untrust, and demilitarized zone (DMZ); however, this varies from device to device.You need to use two zones because this will allow you to separate your network into two parts. Each Juniper firewall can use only a limited number of zones. On some devices you can only have a few, while on the higher-end firewalls you could have several hundred zones.There is another type of security zone called a layer two zone, which is covered in a later chapter.



Tunnel Zones Tunnel zones are used with tunnel interfaces.Tunnel interfaces are a special type of virtual interface that can terminate VPN traffic.Tunnel interfaces are first bound to the tunnel zone.
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Then the tunnel zone is bound to a security zone, which is in turn bound to a physical interface.Tunnel zones are covered in depth in Chapters 11 and 14.



Function Zones There are five types of function zone, and each is used to provide a single, unique function. The first type is the null zone.The null zone is used as a placeholder for interfaces that are not bound to a zone.The next type of function zone is the management (MGT) zone.This zone is used on out-of-band management interfaces.The high availability (HA) function zone is used for high availability interfaces.There are no configurable options for the HA zone.The self zone is used to host management connections. When using the remote management protocols to connect to, and manage, your Juniper device, you are connecting to the self zone.The last type of zone is the virtual local area network (VLAN) zone. It is used to host the VLAN1 interface.The VLAN1 interface is used to manage a Juniper firewall that is running in transparent mode.



Virtual Routers As we have discussed, any device that uses the IP protocol must have a routing table that determines how to send information from one place to another. Juniper takes this idea to a whole new level by allowing you to have multiple routing tables, or virtual routers. Each virtual router has its own routing table that is complete and separate routing domain from other virtual routers. In this chapter, we will discuss the trust virtual router, and how to configure routes in it. A full explanation of routing is covered in Chapter 7.



Types of Interfaces A Juniper firewall can contain several types of interfaces. An interface allows traffic to enter a zone and leave a zone. If you want an interface to pass traffic, you need to bind it to a zone. Once you bind an interface to a zone, you can apply an IP address to it.There are four types of interfaces: security zone interfaces, function zone interfaces, tunnel interfaces and loopback interfaces. As you can see, each type of interface has a corresponding zone type, except for the loopback interface, which is a special type of interface.



Security Zone Interfaces Security zone interfaces are used primarily for passing traffic from one zone to another. In this category any type of interface related to physical interfaces or virtual interfaces belongs in this category.This is the interface that you will more commonly work with.



Physical Interfaces Every Juniper firewall has some kind of physical interface. Physical interfaces are used to connect the firewall to the network.The naming convention of the physical interfaces varies
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based on the platform used. On the SOHO class of Juniper appliances, the interface names are based upon the zones. For example, the internal interface is named trust and the external interface is named untrust. On the Juniper-25 through the Juniper-208 products, the interfaces are named beginning with the media type, Ethernet, and then specified by the port number, such as Ethernet1. Juniper firewalls that are systems are named using the media type, slot number, and then the port number. For example, Ethernet2/1 would be an Ethernet interface in slot number two, and port number one.The Juniper-500, ISG-2000, Juniper5200, and Juniper-5400 belong to this category. Physical interfaces can be assigned a single primary IP address. There are some situations where you may need to have multiple IP address on an interface.You can add multiple secondary IP addresses on each physical interface. When a secondary IP address is added, the Juniper firewall automatically adds a route between the two IP address segments. In this way you can connect the two segments.The route will automatically be removed if you delete the secondary IP address. If you want to segment these two networks, you can disable routing between the two.This will drop packets between the two, but the routing table will not be modified. Secondary IP addresses have some restrictions as well. First, subnets between the multiple secondary interfaces cannot overlap. Secondly, interfaces in the untrust zone are unable to use multiple secondary IP addresses. If you choose to manage your firewall with the secondary IP address, it inherits the management properties of the primary interface.The secondary interface is unable to have a gateway, which means anything connecting to that interface must be on that local network.



Subinterfaces Subinterfaces are used primarily with VLANs. For example, if you had a network that contained several VLANs, a Juniper firewall could act as a central point to connect between the separate VLANs. Each subinterface acts like a physical interface. All of the subinterfaces that are bound to a physical interface can use only the bandwidth that is provided by that interface. So if you have a single 100Mbps interface and several subinterfaces, they can only share the maximum bandwidth of that 100Mbps interface.The properties of a subinterface are otherwise identical to that of a physical interface. However, each subinterface must be assigned to a different VLAN and they must have a different IP subnet than all of physical interfaces, and the other subinterfaces defined on the firewall.



Aggregate Interfaces When you create an aggregate interface you are binding multiple physical interfaces together to create one super interface.This interface acts as if it were a single physical interface. It provides cumulative bandwidth. So if you bound two 1-gigabit interfaces together, you would have a combined throughput of 2Gbps for that interface. If one of the interfaces were to fail, the remaining interface would continue to carry the traffic. However, that remaining interface can only carry as much traffic as the interface is rated for. So if you had two gigabit



www.syngress.com



418_NetScrn_SSG_03.qxd



11/7/06



2:13 PM



Page 125



Deploying Juniper Firewalls • Chapter 3



interfaces bound together, and you lost one, you would lower your maximum throughput to 1Gbps.This feature is only available on the Juniper-5200, and the Juniper-5400 system.



Redundant Interfaces The redundant interface is much like the aggregate interface, but has only one of the two benefits of the aggregate interface. Redundant interfaces are unable to combine their bandwidth, and they provide redundancy only in case of a failure.



VLAN1 Interface The VLAN1 interface is used for one purpose. When you configure a Juniper firewall to operate in transparent mode, the physical interfaces do not have IP addresses.You need a way to manage the firewall, and to terminate VPNs.The VLAN1 interface is a virtual security interface that can have an IP address assigned to it.This allows you to remotely manage your firewall, and to have an IP address to terminate VPNs. Using a Juniper firewall in transparent mode is covered in Chapter 9.



Virtual Security Interfaces The last type of security interface is the virtual security interface (VSI).This type of interface is used when two Juniper devices are used in a high availability configuration.The two firewalls are combined to create a single entity called a virtual security device (VSD). Each device in the cluster defines a physical interface to create a VSI.This VSI has its own MAC address, its own IP address, and it operates like a physical interface. Configuring and using VSIs and VSDs are covered in Chapter 14.



Function Zone Interfaces Function zone interfaces are special interfaces that are used for a single purpose, or task. These interfaces are dedicated to that task, and they cannot be used to do anything else.



Management Interfaces Some Juniper firewalls contain an interface dedicated for management of the device.This interface is called the MGT interface. It allows you to separate the management of the device from the rest of the network by using this special interface. It is ensures that you will have bandwidth for management applications. Because the interface does not pass generalpurpose traffic, it provides additional security by being dedicated only to management.



HA Interfaces On Juniper systems, Juniper-500 and later models, each device contains two HA interfaces, HA1, and HA2.These interfaces are used exclusively for high availability. One interface passes control messages to each device.The second HA interface is used for traffic synchro-
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nization. If one of the interfaces fails, the remaining HA interface would provide both services.You must use a minimum of 100Mbps interfaces for high availability interfaces. Some devices that can function in a HA cluster do not have dedicated interfaces for high availability.You can use a virtual HA interface, which is bound to a physical interface. This allows you to use the high availability configurations even though you do not have a dedicated interface to do so.



Tunnel Interfaces A tunnel interface is used as a gateway to a VPN.This allows you to create a VPN configuration, and to bind that VPN to the tunnel interface. If you want to pass traffic to the VPN, you simply create a route on your firewall to point to the tunnel interface for the remote network.The VPN will be automatically established, and traffic will be encrypted before being sent to the remote gateway.Tunnel interfaces are used only for VPNs. VPNs are explained in Chapter 11.



Loopback Interfaces The last type of interface is the loopback interface.The loopback interface is a special interface that exists logically inside the firewall. A loopback interface is assigned to a zone, and it is not accessible from other zones unless you specify a policy to permit that traffic. A loopback interface can be used to manage your firewall.



Configuring Security Zones Security zones are the core for creation of policies in the Juniper firewall. Policies are discussed in the next chapter. It is important that you become an expert on managing security zones. Once you have the security zones created and configured, it will be much easier for you to effectively create policies. As mentioned before, there will be several predefined security zones on your firewall.These are typically trust, untrust, and DMZ.The trust zone is designed for the internal protected network.The untrust zone is designed typically for the Internet or other undesirable places.The DMZ zone is used for your DMZ network.The trust zone and untrust zone have some unique properties that will be discussed later in this chapter.The predefined zones cannot be deleted, but they can be modified. In ScreenOS version 5.4 and later, these zones no longer count toward the upper limit of your device. Previously, you were allowed eight zones on the device, and three (Trust, Untrust, and DMZ) were already taken.You can now create eight user zones for the device. First, we will inspect zone configurations on our device.This can be done from both the command line as well as the WebUI.To view the zones using the WebUI, access Network | Zones. A screen similar to the one shown in Figure 3.17 will be displayed.
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Figure 3.17 Network Zones



To view the zones using the CLI, type the command get zone.You will see each zone listed in an output similar to the following: Total 10 zones created in vsys Root - 5 are policy configurable. Total policy configurable zones for Root is 5. --------------------------------------------------------------------ID Name



Type



Attr



0 Null



Null



Shared untrust-vr



hidden



Root



1 Untrust



Sec(L3) Shared trust-vr



untrust



Root



2 Trust



Sec(L3)



trust-vr



trust



Root



4 Self



Func



trust-vr



self



Root



5 MGT



VR



Default-IF



VSYS



Func



trust-vr



null



Root



10 Global



Sec(L3)



trust-vr



null



Root



11 V1-Untrust



Sec(L2)



trust-vr



None



Root



12 V1-Trust



Sec(L2)



trust-vr



v1-trust



Root



14 VLAN



Func



trust-vr



vlan1



Root



16 Untrust-Tun



Tun



trust-vr



hidden.1



Root



---------------------------------------------------------------------



Both the WebUI and the CLI look very similar regarding the way that zones are displayed. Both show the following information:
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ID The ID is used when doing debugging. It is important to understand where to locate the zone ID.



■



Name The name is used as a label for the zone.



■



Type This tells you what type of zone this is. As you can see, there are several of the zone types we have mentioned.



■



Attr This specifies any additional attributes for the zone. Shared means that the zone is shared among all local virtual systems. By default, untrust and null are shared.



■



VR This specifies which virtual router that the zone is operating in.



■



Default-IF This identifies which interface is bound to the zone by default.



■



VSYS This lists which vsys, or virtual system, the zone is bound to. It is a simple task to create a new zone. However, before doing so, you should know the following information: ■



Name A descriptive name for your zone. If you have a DMZ for Webservers, naming it WebDMZ is more helpful than if you chose DMZ02.This is a personal preference; however, if you are creating a layer two security zone, the zone must be prefixed with L2-



■



Type of zone You can create three types of zones: security layer three zones, security layer two zones, and tunnel zones.



This is the minimum information you would need to configure a zone.There are some additional options that can be configured on a zone. ■



Screen Screen options are defense options that protect against specific attacks, and malicious traffic. Chapter 10 covers this topic in more detail.



■



Malicious URL protection This feature provides pattern matching for HTTP traffic. It allows you to identify malicious universal resource locators (URLs) and to block those requests.



■



Block Intra-Zone Traffic If this option is selected, it will allow you to block traffic between two interfaces bound to the same zone.



■



If TCP non SYN, send RESET back This option is valid only for layer three security zones and tunnel zones. If this option is enabled, the Juniper firewall will send a RESET TCP packet to any host that sends a TCP segment with a TCP flag set to something other than SYN, and that does not belong to an existing session. If you have SYN checking enabled, from CLI type set flow tcp-syn-check, the unsolicited SYN packet is dropped, and the session initiator is notified to reset the TCP connection without initializing a new session in the session table. If the Juniper firewall were to skip sending the RESET notice, the system attempting to
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initiate the session would continually send SYN packets until its connection attempt timed out. If SYN checking is disabled, the Juniper firewall passes the SYN packet to the end system if a policy permits it.This is useful for blocking packets that can be used in different types of network scans. If you are unsure if this will help you, it is best to leave it at the default setting. ■



IP/TCP Reassembly for ALG (Application Layer Gateway) If this option is selected, the Juniper firewall will reassemble fragmented HTTP and FTP packets before they are inspected.This will allow for more efficient enforcement for the Mal-URL engine to inspect the traffic. If you are not using the Mal-URL feature, leave this option off.



■



Shared Zone This option is only available if you have a Juniper device that supports virtual systems.This option enables the zone to be shared among all virtual systems. Once you enable this option, you cannot disable it.You must either delete the zone, or disable all virtual systems, in order to disable it.



■



IP Classification This option is used only with virtual systems. If this option is selected, the firewall will associate all traffic with this zone to a specific virtual system.



■



WebUI (layer two zones only) Selecting this option enables management for the WebUI on this zone.



■



SNMP (layer two zones only) Select this option to enable Simple Network Management Protocol (SNMP) services on this zone.



■



Telnet (layer two zones only) Select this option to enable Telnet management on this zone.



■



SSL (layer two zones only) Selecting this option enables SSL WebUI management on this zone.



■



SSH (layer two zones only) Selecting this option enables SSH management on this zone.



■



NSM (layer two zones only) Selecting this option enables NSM management on this zone.



■



Ping (layer two zones only) Selecting this option enables ping from the firewall in this zone.



■



Ident-reset (layer two zones only) Some services such as SMTP and FTP send an ident, or identification request. If you have Ident-reset enabled, it will reset this ident request and allow you access to that service.



■



WebAuth (layer two zones only) Selecting this option enables Web authentication when traffic passes through the interface to which this zone is bound.
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Generally, you would define the name for the new zone, and specify its type. However, it is always a good idea to familiarize yourself with available options when creating a new zone. As we step through the zone creation process, we will focus on layer three zones, and the other zone types will be covered in later chapters. Use the following steps to create a zone using the WebUI: 1. Access Network | Zones and select New. A screen similar to Figure 3.18 will be displayed.



Figure 3.18 Create a New Zone



2. Enter the Zone Name. 3. Ensure trust-vr is selected in the Virtual Router Name drop-down list. 4. In the Zone Type section, select the Layer 3 option. 5. Press OK. To create a zone using the CLI, type the command set zone name name, where name is the name for the zone.



Once a zone is created, you can modify all of its properties except for its name.To change the name, you must delete the zone, and then re-create it using the desired name. Use the following steps to delete a zone using the WebUI:
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1. Access Network | Zones and select the Remove link of the zone you wish to delete. 2. Press OK to confirm. To remove a zone using the CLI, type the command unset zone name, where name is the name of the zone you wish to remove. Use the following steps to modify an existing zone via the WebUI: 1. Access Network | Zones and select the Edit link of the zone you wish to modify. A screen similar to the one shown in Figure 3.19 will be displayed.



Figure 3.19 Edit a Zone



2. Change the desired fields and select OK.



Configuring Your Firewall for the Network When configuring a Juniper device, there are several steps you should perform before it can interact with the network. A physical interface must first be bound to a zone before it can be assigned an IP address. Figure 3.20 depicts the relationship between a zone and an interface. A zone is a parent to a physical interface, and the IP address is a child to the physical interface.
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Figure 3.20 Zone Interface/IP Relationship



Binding an Interface to a Zone First we will bind an interface to a zone. In this case we will use a NetScreen-5GT, and we will bind the trust zone to the trust interface.This can be done using either the WebUI or the CLI. However, to change the zone you must first remove the IP address by setting it to 0.0.0.0/0. Afterward, you can select a new zone. From the WebUI: 1. Access Network | Interfaces. 2. Press the Edit link for the trust interface. 3. Select Trust from the Zone Name drop-down list. 4. Press OK. To bind an interface to a zone using the CLI, type the command set interface interfacename zone zonename, where interfacename is the name of the interface you wish to bind, and zonename is the name of the zone you wish to bind the specified interface to.
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Setting Up IP Addressing We will now assign an IP address of 192.168.0.1 with a twenty-four-bit subnet mask to the interface.This can be done using either the WebUI or the CLI. If you want to modify the IP address of an interface, it is the accomplished using the same steps that you would use to set it up for the first time. From the WebUI: 1. Access Network | Interfaces and select the Edit link for the trust interface, or whichever interface you want to bind. 2. Select the Static IP option. 3. Enter 192.168.0.1, or whichever IP address you want to assign, in the IP address text field, and type 24, or another numerical value to represent the bits, in the netmask text field. 4. Press OK. To assign an IP address to an interface using the CLI, type the command set interface interfacename ip ipaddress netmask, where interfacename is the name of the interface, ipaddress is the IP address you want to assign, and netmask is the netmask.



Configuring the DHCP Client Here we take the Juniper-5GT and set the untrust interface to receive an IP address from the Dynamic Host Configuration Protocol (DHCP).This will allow the Juniper firewall to be plugged into any cable modem, DSL, or internal network to seamlessly receive an IP address. From the WebUI: 1. Access Network | Interfaces and select the Edit link for the untrust interface, or whichever interface you want to configure. 2. Select the Obtain IP using DHCP option. 3. Enable the Automatic update of DHCP server parameters option. 4. Press OK. To set this configuration using the CLI, type the command set interface interfacename dhcp client enable, where interfacename is the name of the interface you wish to configure.



Using PPPoE Some DSL service providers require the use of a protocol called Point-to-Point Protocol over Ethernet (PPPoE).This requires an additional configuration.You must configure a PPPoE instance, bind to an interface, and then configure the interface to use PPPoE to
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negotiate the connection.You will then get an IP address from PPPoE, just as you would with DHCP. From the WebUI: 1. Access Network | PPPoE. A screen similar to Figure 3.21 will be displayed.



Figure 3.21 Network PPPoE



2. Press New. A screen similar to the one shown in Figure 3.22 will be displayed. 3. Use the PPPoE Instance field to enter the name. 4. Choose untrust from the Bound to Interface drop-down list, or whichever interface you wish to bind. 5. Enter your ISP-provided username and password in the Username and Password fields, respectively. 6. Select the Any Authentication option. 7. Enable the Automatic Update of DHCP Servers’ DNS Parameters option. 8. Press OK.
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Figure 3.22 Network | PPPoE | Edit



To create a PPPoE connection via the CLI, type the command set pppoe name “name” username “username” password “password”, ensuring that you include the quotation marks, and where name is the name of the interface, username is your ISP-provided username, and password is your ISP-provided password.



Interface Speed Modes By default, all of the ports on your Juniper firewall are auto-sensing.This means they negotiate Ethernet settings such as speed and duplex. Regardless of the auto-sensing feature, you will want to hard code these settings to ensure that you are getting proper performance out of your network.This configuration can be done only from the CLI. In the following example, we will hard code the trust interface port 4 interface to 100Mbps full duplex. Syngress-> get interface trust port phy Port 1:



link is down, 10 Mbps, forced to half duplex



Port 2:



link is down, 10 Mbps, forced to half duplex



Port 3:



link is down, 10 Mbps, forced to half duplex



Port 4:



link is up, 100 Mbps, auto negotiated to full duplex



Syngress-> set int trust port 4 phy full 100mb Syngress-> get interface trust port phy Port 1:



link is down, 10 Mbps, forced to half duplex
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link is down, 10 Mbps, forced to half duplex



Port 3:



link is down, 10 Mbps, forced to half duplex



Port 4:



link is up, 100 Mbps, forced to full duplex



Port Mode Configuration Some devices in the SOHO product line support port mode.These devices contain one untrust, or external port, and four internal ports. By default, the four internal ports are called trust, and they are bound to the trust zone. However, there are four other modes you can use; however, the extended mode requires an additional license. When you change between port modes, this removes your existing configuration. If you clear your configuration by using the unset all command, the port mode setting will be unaffected. In Table 3.3 you can see the differences between the different modes.



Table 3.3 Port Modes Port



Trust-Untrust



Home-Work



Dual Untrust



Combined



Extended



Int



Int



Int



Int



Int



Zone



Zone



Zone



Zone



Zone



Untrusted Untrust Untrust Eth3



Untrust Eth3



Untrust Eth4



Untrust



Eth3



1



Trust



Trust



Eth1



Work



Trust



Work



Eth1



2



Trust



Trust



Eth1



Work



Eth1



Trust



Eth2



Home



Eth1



Trust



3



Trust



Trust



Eth2



Home



Eth1



Trust



Eth2



Home



Eth2



DMZ



4



Trust



Trust



Eth2



Home



Eth2



Untrust Eth3



Untrust



Eth2



DMZ



Modem



Serial



Null



Serial



Null



Serial



N/A



N/A



Serial



Untrust



Port



DMZ-Dual-Untrust



Dual-DMZ



Int



Zone



Zone



Int



Untrusted Eth4



Untrust Eth5



Untrust



1



Eth1



Trust



Eth1



Trust



2



Eth1



Trust



Eth2



DMZ



3



Eth2



DMZ



Eth3



4



Eth4



Untrust Eth4



Untrust



Modem



Serial



Null



Null



Serial



Eth1



Eth1



N/A



Untrust Trust



DMZ2



You can change the port mode settings from either the CLI or the WebUI.You can see the port mode WebUI configuration in Figure 3.23.
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Figure 3.23 Port Mode Configuration



Use the following steps to change the port mode settings via the WebUI: 1. Access Configuration | Port Mode. 2. Select the desired mode from the Port Mode drop-down list. 3. Press Apply, then select OK to confirm.Your current configuration will be erased and the device will reboot. To change modes using the CLI, type the command exec port-mode combined and press y to confirm.Your current configuration will be erased, and the device will reboot.



Bridge Groups The SSG 5 and SSG 20 firewalls offer the option of configuring bridge groups.This new option replaces port modes.The bridge group option is more flexible because you are not subject to the limitations of the port mode.You can configure up to four bridge groups per unit. Another benefit is that you can also bind wireless interfaces to a bridge group.The wireless interfaces were previously independent of the LAN interfaces.You could not have the same IP subnet on the LAN and the Wireless LAN (WLAN) at the same. However, bridge groups allow you to bridge them together.The best part is you do not have to reboot the unit for this to take effect.
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Use the following steps to change the bridge group settings via the WebUI: 1. Access Network | Interfaces | List. 2. Select the Bridge Group you want to edit and select Edit from the Configure column (see Figure 3.24). 3. Under the Bridge Groups properties section at the top select Bind Port. 4. You can now select and deselect the interfaces you want to add to the bridge group by selecting the checkbox to the right of the interface name.



Figure 3.24 Bridge Group Configuration



Use the following commands to add an interface to a bridge group via the CLI: Syngress-> get int A - Active, I - Inactive, U - Up, D - Down, R - Ready Interfaces in vsys Root: Name



IP Address



Zone



MAC



serial0/0



0.0.0.0/0



Null



0014.f69b.e3cd



VLAN State VSD -



D



-



eth0/0



0.0.0.0/0



Untrust



0014.f69b.e3c0



-



D



-



eth0/1



0.0.0.0/0



DMZ



0014.f69b.e3c5



-



D



-



eth0/4



0.0.0.0/0



Null



0014.f69b.e3c8



-



D



-



bgroup0



192.168.1.1/24



Trust



0014.f69b.e3c9



-



U



-
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N/A



N/A



N/A



-



U



eth0/3



N/A



N/A



N/A



-



D



-



bgroup1



0.0.0.0/0



Null



0014.f69b.e3ca



-



D



-



bgroup2



0.0.0.0/0



Null



0014.f69b.e3cb



-



D



-



bgroup3



0.0.0.0/0



Null



0014.f69b.e3cc



-



D



-



vlan1



0.0.0.0/0



VLAN



0014.f69b.e3cf



1



D



-



null



0.0.0.0/0



Null



N/A



-



U



0



Syngress-> set int bg0 port e0/4 Syngress-> get int A - Active, I - Inactive, U - Up, D - Down, R - Ready Interfaces in vsys Root: Name



IP Address



Zone



MAC



serial0/0



0.0.0.0/0



Null



0014.f69b.e3cd



VLAN State VSD -



D



-



eth0/0



0.0.0.0/0



Untrust



0014.f69b.e3c0



-



D



-



eth0/1



0.0.0.0/0



DMZ



0014.f69b.e3c5



-



D



-



bgroup0



192.168.1.1/24



Trust



0014.f69b.e3c9



-



U



-



eth0/2



N/A



N/A



N/A



-



U



-



eth0/3



N/A



N/A



N/A



-



D



-



eth0/4



N/A



N/A



N/A



-



D



-



bgroup1



0.0.0.0/0



Null



0014.f69b.e3ca



-



D



-



bgroup2



0.0.0.0/0



Null



0014.f69b.e3cb



-



D



-



bgroup3



0.0.0.0/0



Null



0014.f69b.e3cc



-



D



-



vlan1



0.0.0.0/0



VLAN



0014.f69b.e3cf



1



D



-



null



0.0.0.0/0



Null



N/A



-



U



0



Syngress->



Bridge Group Caveats As with any new features there are a few caveats with the bridge group feature. It is important to point these out these potential problem areas before you get tripped up by one of them: ■



Policies cannot be configured between ports in a bridge group (Bgroup).Traffic is switched locally and is not processed by the ScreenOS engine



■



You cannot bind Eth0 and wireless port into the same Bgroup interface.This restriction applies only to Eth0 port.



■



Spanning tree is not supported. Make sure you do not create a loop in network; otherwise, there will be broadcast storm.
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Transparent mode is not supported if Wired and Wireless port are in the same Bgroup.



■



ScreenOS will allow creation of a VLAN subinterface on a Bgroup while wireless port is bound to this Bgroup. However, after the VLAN subinterface is created it will include only Ethernet ports in the Bgroup. Wireless port will not be a member port.



Configuring Basic Network Routing When you want to connect to a remote network, you must inform your firewall of its location.You do this by adding network routes to your firewall.These routes tell the firewall where the remote network can be found. In this section we will discuss adding a static route to access a remote network. We will also be adding a default route. A default route is also known as the route of last resort. So if a packet on a device needs to get to a location, and no other routes on the device are able to identify the next gateway to send it to, it will use the default gateway. When a system is determining which route to use, it will always use the most specific route first. In this example we add a static route on our Juniper firewall to determine the next hop for the 192.168.1.0/24 network. For this example, we use only the trust-vr. Chapter 7 covers routing with virtual routers. Adding routes can be accomplished from either the WebUI or the CLI. When you add a route, there are several pieces of information you need to know beforehand: ■



Remote network Identify the remote network route that you want to add. In our example we will be using 192.168.1.0/24.You can also add routes for single hosts such as 192.168.1.20/32.



■



Interface or virtual router The interface is whichever physical interface on which the gateway is located.



■



Next hop gateway You need to know which system can take your packets to the specified remote network.This device must be capable of connecting to the remote network, or if not, it must know where the remote network can be located.



■



Metric The metric is a preference number, with the lowest number having the highest priority. All directly connected networks have a metric of zero. All static routes have a default metric of one.There may be cases in which you need to add the same route twice, the preferred route with the lower metric and the less preferred route with the higher metric. If the first route is unavailable, the firewall will use the next route.



Our first example of adding a static route in the WebUI.
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1. Access Network | Routing | Routing Entries. A screen similar to the one shown in Figure 3.25 will be displayed.



Figure 3.25 Routing Entries



Figure 3.26 Configure a Routing Entry
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2. Use the drop-down list in the upper right-hand corner to select the virtual router and select New. In our example, we will select trust-vr. A screen similar to the one shown in Figure 3.26 will be displayed. 3.



Enter the Network Address/Netmask.



4. Select the Gateway option. 5. Use the Interface drop-down list to select the interface (gateway) that is the next hop and use the Gateway IP Address field to enter the gateway’s IP address. 6. Press OK. To add a static route using the CLI, type the command set route ipaddress/netmask interface interfacename gateway gatewayip, where ipaddress is the virtual router’s IP address, netmask is the virtual router’s netmask, interfacename is the next hop gateway, and gatewayip is the IP address of the next hop gateway. To remove a static route via the WebUI, access Network | Routing | Routing Entries and select the Remove link of the route you wish to delete. Press OK to confirm. The most important and most used route on a firewall is the default route, or route of last resort.This route is used when no other route matches the traffic.Typically this route will point to your Internet router. If you are running either DHCP or PPPoE, your default route will likely come from that source. However, there may be times when you need to add your own default route.This can be done from either the WebU or the CLI. It is much like adding a static route. From the WebUI: 1. Access Network | Routing | Routing Entries. 2. Select your virtual router from the drop-down list in the upper right-hand corner and select New. 3. Enter 0.0.0.0 in the Network Address field and type 0 in the Netmask field. 4. Select the Gateway option. 5. Use the Interface drop-down list to select the interface that acts as the next hop gateway and enter the Gateway IP Address. 6. Press OK. To remove the static route using the CLI, type the command set route 0.0.0.0/0 interface interfacename gateway gatewayip, where interfacename is the next hop gateway and gatewayip is the gateway’s IP address.



Configuring System Services On your Juniper firewall there are some other notable devices to configure. Configuring the time is very important for being able to correlate information in the logs to a specific time;
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therefore, configuration of the local clock is critical. Also, the firewall executes specific events at given times. If the time is configured improperly, this can prevent events from occurring at the correct time. Most Juniper firewalls contain a built-in DHCP server.Typically, you can have a server on each interface.This allows you to manage your internal IP addressing from a single location. All Juniper firewalls are able to query DNS servers.This allows them to resolve hostnames to IP addresses. It is important to have working DNS servers configured on your firewall in case you want to use the network to synchronize time to an NTP server. There is a great deal of information generated by your firewall in the form of logs. Because all Juniper firewalls have limited space for storing logs, you may want to be able to send this logging information to a remote system. We will look at how to configure, and use, two separate remote log repositories. Finally, we will look at license keys.These keys unlock the features of your firewall device. We will investigate how license keys work and how to update your license key.



Setting the Time Every Juniper device contains an internal clock that runs continually while the device is powered on.You can manually set the clock from either the WebUI or the CLI. Ideally, you would configure your firewall to contact a timeserver using the Network Time Protocol (NTP) To ensure that the clock is set to the correct time, the steps shown in Figure 3.27 replicate the time configuration page from the WebUI, and it is used to manually set the time on your firewall,.



Figure 3.27 Date/Time Configuration
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From the WebUI: 1. Access Configuration | Date/Time. 2. Use the Set Time Zone fields to specify the difference between your time zone and GMT (Greenwich Mean Time). 3. Enable the Automatically adjust clock for daylight saving changes (DST) option. 4. Press Apply. 5. Press the Sync Clock with Client button and select Yes to confirm. To set the timezone and date/time using CLI, type the following commands: Syngress-> set clock timezone vv Syngress-> set clock MM/DD/YYYY hh:mm:ss



Where vv in the first command is the difference between local time and Greenwich Mean Time (GMT) (expressed as + or -, for example, +3 or –5), and where MM/DD/YYYY is the month, date, and year, and e hh:mm:ss is the hour, minute, and second. Setting up timeservers to sync with the NTP protocol allows up to subsecond accuracy for time synchronization. NTP is a free service, and every system should use it.The only time you should not use it is when you want the firewall to generate no traffic. NTP can be configured from either the CLI, or the WebUI. However, you can force NTP synchronization only from the CLI. Figure 3.26 shows the time screen that contains the NTP settings. From the WebUI: 1. Access Configuration | Date/Time. 2. Enable the Automatically synchronize with an Internet Time Server (NTP) option. 3. Enter time.nist.gov in the Primary server IP/Name field. 4.



Enter time-nw.nist.gov in the Backup server1 IP/Name field.



5. Press Apply. To synchronize the time via the CLI, type the following commands: Syngress-> set ntp timezone -5 Syngress-> set ntp server time.nist.gov Syngress-> set ntp server backup1 time-nw.nist.gov Syngress-> set clock ntp Syngress-> exec ntp update



When asked if you want to update the system clock, press y for yes. Finally, you can use Secure Network TimeProtocol (SNTP).This provides MD5-based authentication of each packet to ensure that the packet is from the specified server.To use
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authentication, you must assign a key ID, and a preshared key for every timeserver you configure. Additionally, you must configure whether authenticaton is required, or simply preferred.



DHCP Server Juniper firewall devices can act as a DHCP server to allow the firewall to control IP address allocation on the network. Any Juniper device is capable of hosting up to eight DHCP servers.The server can assign IP addresses from a pool, or from a reserved list based on MAC address. Another feature of the DHCP server on the Juniper firewall is that it can determine whether another DHCP server is running on the network.This can prevent a conflict between two servers concurrently handing out IP addresses. In our example, we will set up a DHCP server on the Eth2 interface of a Juniper-5GT. We will assign a pool of IP addresses as shown in Figure 3.28, and create one reservation based upon MAC address. DHCP servers can be configured from either the WebUI or the CLI.



Figure 3.28 DHCP List



From the WebUI: 1. Access Network | DHCP. 2. Locate the Ethernet2 interface and select its Edit link. A screen similar to the one shown in Figure 3.29 will be displayed.
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Figure 3.29 Edit a DHCP Entry



3. Enable the DHCP Server option. 4. For Server Mode, enable the Auto (Probing) option. 5. In the Lease section, select the option button that allows you to enter a specific time, and then enter the desired days, hours, and minutes. 6. Use the DNS#1 field to enter the IP address of the primary DNS server. 7. Use the WINS#1 field to enter the IP address of the primary WINS server. 8. Press OK.The DHCP list will be displayed. 9. Locate the ethernet2 interface in the list and select its Addresses link. A screen similar to the one shown in Figure 3.30 will be displayed. 10.



Press New.



11.



Ensure the Dynamic option is selected.



12.



Use the IP Address Start field to enter the first IP address in the address pool.



13.



Use the IP Address End field to enter the last IP address in the address pool.



14.



Press OK.The DHCP Server Address List screen will be displayed.



15.



Press New.



16.



Select the Reserved option.
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Figure 3.30 DHCP Server Address List



17.



Use the IP Address field to enter the IP address that you wish to reserve.



18.



Use the Ethernet Address field to enter the MAC address of the device for which you wish to reserve the specified IP address.



19.



Press OK.



Use the following commands to configure the DHCP server via the CLI: Syngress-> set interface ethernet2 dhcp server auto Syngress-> set interface ethernet2 dhcp server enable Syngress-> set interface ethernet2 dhcp server option lease 60 Syngress-> set interface ethernet2 dhcp server option dns1 10.7.0.23 Syngress-> set interface ethernet2 dhcp server option wins1 10.7.0.23 Syngress-> set interface ethernet2 dhcp server option netmask 255.255.255.0 Syngress-> set interface ethernet2 dhcp server ip 10.7.0.10 to 10.7.0.20 Syngress-> set interface ethernet2 dhcp server ip 10.7.0.50 mac 123412341234



DNS Setting up your Juniper firewall as a DNS client is relatively simple.The firewall keeps a local cache of DNS entries, and you must decide when you want the cache to be cleared. DNS
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can be configured from either the WebUI or the CLI. Figure 3.31 shows the WebUI screen for configuring DNS.The hostname and domain name are also set from this page. If you are using a DHCP, or PPPoE, client on your firewall, the DNS server settings and domain name may be passed down and configured for you.



Figure 3.31 DNS Configuration



From the WebUI: 1. Access Network | DNS. 2. Enter a Host Name and a Domain Name. 3. Enter the IP address of the Primary DNS Server and the Secondary DNS Server. 4. Enable the DNS Refresh option and enter the refresh time and frequency. 5. Press Apply. Enter the following commands to configure the DNS server via the CLI: Syngress->set hostname Syngress Syngress-> set domain syngress.com Syngress-> set dns host dns1 2.32.23.23 Syngress-> set dns host dns2 2.32.23.24 Syngress-> set dns host schedule 10:23 interval 4
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SNMP Simple Network Management Protocol (SNMP) allows remote administrators to view data statistics on a Juniper device. It also allows a Juniper device to send information to a central server. Juniper firewalls support SNMPv1 and SNMPv2c. It also supports the Management Information Base two (MIB II), or standard groups.The SNMP agent supports sending the following traps. ■



Cold Start Trap



■



Trap for SNMP Authentication Failure



■



Traps for System Alarms



■



Traps for Traffic Alarms



By default, the SNMP manager requires no configuration.This prevents unauthorized viewing of the system based upon default parameters.To configure your Juniper device for SNMP, you must configure community strings, SNMP host addresses, and permissions. In our configuration example, we will first set up the basic system information, and then we will create a new community.This can be done from either the WebUI or the CLI.You can create up to three communities, with up to eight IP ranges in each. An IP range can consist of a single host, or a network. If you configure a network, those defined IP addresses can poll only the device. Use the following steps to configure SNMP via the WebUI: 1. Access Configuration | Report Settings | SNMP. A screen similar to the one shown in Figure 3.32 will be displayed.



Figure 3.32 SNMP Report Settings
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2. Enter the desired System Name, System Contact, and Location. 3. Enter the port numbers of the Listen Port and the Trap Port. 4. Ensure that the Enable Authentication Fail Trap option is enabled. 5. Press Apply. 6. Press New Community. A screen similar to the one shown in Figure 3.33 will be displayed.



Figure 3.33 New Community



7. Enter a Community Name. 8. Enable the Write option if you want to allow the remote SNMP user to modify this configuration. 9. Enable the Trap option to allow the SNMP agent to send traps to the defined hosts. 10.



Enable the Including Traffic Alarms option if you wish to force the local SNMP agent to send traffic alarms to the defined hosts.



11.



Use the Version drop-down list to select the SNMP version that this community will support.The Any option will cause the community to support both the v1 and v2c versions.
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12.



You must define at lease one host, or network, in the lower portion of the screen. To do so, enter the Host’s IP Address and Netmask. Next, select the Trap Version, and use the Source Interface drop-down list to select the SNMP interface.



13.



Press OK.



To remove a community, locate it in the community list and select its Remove link. Press OK to confirm. To configure SNMP via the CLI, type the following commands: Syngress-> set snmp name Syngress Syngress-> set snmp location "Dearborn, MI" Syngress-> set snmp community Syngressadmin Read-Only version v2c Syngress-> set snmp host Syngressadmin 10.4.4.4



Syslog Juniper firewalls generate a great deal of logging. Logged information is contained on the local flash file system using the first-in, first-out (FIFO) method.The first log in will be the first log removed when logging space fills to the limit. If you want to keep your logs for an extended period of time, you must archive them to an external log server. A Juniper firewall can concurrently send information to up to four syslog hosts. Syslog can be configured from either the WebUI or the CLI. Logging is discussed in depth in the next chapter. Use the following steps to configure the syslog server via the WebUI:



Figure 3.34 Syslog Configuration
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1. Access Configuration | Report Settings | Syslog. A screen similar to the one shown in Figure 3.34 will be displayed. 2. Enable the Enable syslog messages option. 3. Use the Source interface drop-down list to specify the interface from which messages will be sent. If you do not specify an interface here, messages will be sent from the interface closest to the syslog host. 4. In the row labeled No. 1, enable the Enable checkbox, and type the IP/Hostname and Port of the remote syslog server. 5. Use the Security Facility drop-down list to select the syslog facility to which emergency and critical messages will be sent. 6. Use the Facility drop-down list to select the syslog facility to which all other messages will be sent. 7. Enable the Event Log, Traffic Log, and TCP options. 8. Press Apply. If you are updating an existing syslog configuration, select Apply and Reset connections. Enter the following commands to configure syslog via the CLI: Syngress-> set syslog config 10.23.23.2 facilities local0 local0 Syngress-> set syslog config 10.23.23.2 port 514 Syngress-> set syslog config 10.23.23.2 log all Syngress-> set syslog enable



Web Trends WebTrends firewall suite is a product from the company NetIQ. It is a syslog server that collects all logs, and allows also you to generate graphical reports from the logs. A remote WebTrends server can be configured either from the CLI or the WebUI. Use the following steps to configure WebTrends via the WebUI: 1. Access Configuration | Report Settings | WebTrends. A screen similar to the one shown in Figure 3.35 will be displayed. 2. Enable the Enable WebTrends Messages option. 3. Enter the IP address and port number in the WebTrends Host Name / Port fields. 4. Press Apply.
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Figure 3.35 Web Trends Configuration



Enter the following commands to configure WebTrends via the CLI: Syngress-> set webtrends host-name 10.3.23.3 Syngress-> set webtrends port 514 Syngress-> set webtrends enable



Resources Windows SSH client PuTTY: www.chiark.greenend.org.uk/~sgtatham/PuTTY/ Windows TFTP server Pumpkin: http://kin.klever.net/pumpkin/binaries Windows Serial/telnet Client Tera Term: http://hp.vector.co.jp/authors/VA002416/ teraterm.html
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Summary In this chapter we covered a great deal of information.The purpose of this chapter was to familiarize you with the initial configuration of a Juniper firewall. Before using your firewall, you must understand how to manage it. We explored various methods to manage your firewall. It is important to understand each option available to you. Each option is a separate tool that can be used to control your firewall. There are two core types of remote management, the WebUI and the CLI. If you are using the serial console,Telnet, or secure shell, you are using the CLI. It is important to be proficient in both management tools.The WebUI is initially easier to use. However, in later chapters you will see that advanced troubleshooting techniques can be carried out only from the command line interface.These techniques are invaluable for more advanced configurations. We also mentioned a third type of management, NetScreen SecurityManager.The NetScreen SecurityManager product is an external source of management, covered in a later chapter. We also discussed configuring your Juniper firewall to run on the network. Zones are a core part of the Juniper security infrastructure.The security zone is the most commonly used zone, and it is used on every interface, and in every policy. Each interface must be bound to a zone. In the next chapter we focus on basic policy creation and policy theory. We looked at the various types of interface that the firewall supports.The physical interface will be used on each type of Juniper device to interact with the network.The firewall can operate in two modes, layer two and layer three. In this chapter, we focused on layer three configuration of the device. In a later chapter, we focus on the layer two mode, transparent mode. In the last section of the chapter, we discussed configuration of various system components. Configuring the time on your device is critical, because time is the central reference point used to correlate all events on the firewall. If someone were to break into your network, and your logs were off by several hours, or days, this could mislead your investigation of the break-in. Configuring your logs to be sent to a separate location is also important if you intend to keep your logs on a long-term basis.The syslog server and WebTrends server are powerful options. If you use NetScreen SecurityManager, it also can be used as a central log repository.



Solutions Fast Track Managing the Juniper Firewall  There are two methods to manage your firewall, the WebUI and the CLI.



www.syngress.com



418_NetScrn_SSG_03.qxd



11/7/06



2:14 PM



Page 155



Deploying Juniper Firewalls • Chapter 3



 Configuration rollback is an important tool for saving a working configuration before you implement changes on your firewall that could potentially disrupt your firewall.  If you use the WebUI the configuration still ends up in the CLI. It is a good idea to memorize the CLI commands because they are at the root of the configuration.



Configuring Your Firewall for the First Time  Security zones are used to identify a logical area of your network.  Physical interfaces can host multiple IP addresses on each interface.  Loopback interfaces are always up when they are configured, and they must be bound to a zone the same as physical interfaces.



Configuring System Services  Setting the system clock is crucial because it is your central point of reference for events that occur on the firewall.  If you need to resolve hostnames to IP addresses, you must configure DNS servers.  A Juniper firewall can hold only so many logs locally, so you must configure an external log server if you want to archive your logs.
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Frequently Asked Questions The following Frequently Asked Questions, answered by the authors of this book, are designed to both measure your understanding of the concepts presented in this chapter and to assist you with real-life implementation of these concepts. To have your questions about this chapter answered by the author, browse to www.syngress.com/solutions and click on the “Ask the Author” form.



Q: Why does Juniper use zones on interfaces? I have used this type of configuration on other devices, and I did not find it to be very effective.



A: Zones are designed to segment areas of the network from each other. On a Juniper firewall, using security zones during policy creation allows, or disallows, traffic from one zone to another.This simplifies policy creation by specifying which zone traffic can travel from and to. Furthermore, it removes the chance of an accidental configuration of access from one system to another.This can easily happen if you use a firewall that does not support zones.



Q: You cover securing the management interface extensively. Are all of those options really required?



A: Because the firewall is such a critical part of your network, you need to ensure its security well. Each option may be used in your network, or perhaps a combination of all of the options makes the most sense in your environment. By understanding all options, you will have the ability to pick and choose between them.



Q: I have looked at the command line interface, and I do not feel that it is very effective to use. Why should I use it when the WebUI is easier and quicker?



A: The WebUI is a very useful tool, and it should be used in conjunction with the CLI. Both have pros and cons. In later chapters, you will need to be proficient in using the command line interface and to be comfortable with its options. Even if you choose to use the WebUI most of the time, I encourage you to use the CLI from time to time so that you are comfortable when you have the need to access it.



Q: You have talked about several options like transparent mode and NetScreen Security Manager. Why did you give so few details on these?



A: These options are complex, and they each deserve separate discussion.There are dedicated chapters for each topic that examine each option in depth.
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Solutions in this chapter: ■



Firewall Policies



■



Policy Components



■



Creating Policies
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Introduction In the Juniper firewall, a policy is the core component of access control. In this section, we will explore the basic principles of a policy and how to create them. All firewall devices use some sort of statement that provides access control between two segments of a network. Each product implements access control differently. If you have experience with any firewall product, then Juniper policies should come easy for you. If you have never had the opportunity to create a network access control policy before, this section will help you understand the principles of access control as well as the methodology of creating a policy. First, we will look at the definition of a policy and what creating one really means. We will also look into the theory of access control and specific methodologies behind allowing or denying access to network resources. In the second part of this section, we will review what makes up a policy on a Juniper firewall. Every policy must have several basic components defined before it can be created. We will look at each component and how to create them on your firewall. Much like building a house, Juniper firewalls use different components to build policies. Several components are required for a policy. In this chapter, we will look at these components and how to create them for use in a policy. Components can be created via the Web user interface (WebUI) or the command-line interface (CLI). Each method generates the same result, but the process is different. As discussed throughout this book, becoming familiar with both methods will help you better understand the Juniper firewall platform. In the final section of this chapter, we will take the components we created and use them to form policies. For the first time in this book, we will look at the WebUI and CLI separately, because the methods differ enough that each requires separate attention.



Firewall Policies A policy permits, denies, or tunnels specified types of traffic between two points.That is the official definition of a firewall policy according to Juniper Networks. Let’s look deeper into that definition. A policy is a single statement defining whether a resource can be accessed, and by whom. On a Cisco PIX or router, a policy is the equivalent to a conduit or access list. On a Check Point firewall, a policy is the equivalent of a firewall rule. A policy does not reference a complete list of rules or the entire embodiment of the access control statements. Nor is a policy referenced as any sort of written statement in this case. A policy is a single access control statement. Every policy has the following five basic elements: ■



Direction The first element is direction.The direction is based upon security zones.You must define two security zones in each policy.The first security zone must be the source of the traffic you want to access a specific resource.The second zone is the destination zone.The destination zone is where the destination system or network is located.
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Source Address The next component of a policy is the source addresses.This component defines the source Internet Protocol (IP) address of the source hosts. These hosts must be in the source zone as well.These source IP addresses can access the destination hosts in the destination zone. At a maximum, you may use Any as the source; this specifies any IP address in the source zone.



■



Destination Address The destination hosts are the hosts that the source addresses will attempt to access.The destination hosts must be in the destination zone. Destination addresses must have a minimum of a single host. At a maximum, you may use Any as the destination; this specifies any IP address in the destination zone.



■



Service When you define a service, you define which application you want the source address to access. Defining this is based upon both port and protocol.You can allow ICMP (Internet Control Message Protocol),TCP (Transmission Control Protocol), IP, and UDP (User Datagram Protocol) protocols. Each predefined service has these protocols specified. Much like the source and destination address, you can also specify Any for the service; this will allow any protocol using any port from the source address to access the destination address through the firewall.



■



Action The specified action is what you want to happen to the traffic that matches the specified policy. Four actions can be imposed on traffic that matches the policy. The first action is permit. When specifying permit as your action, you are allowing the matching traffic to pass through the firewall.The second action you can select is deny.This action denies and drops the traffic if it matches the defined policy.The third action is reject.The reject action allows you to send a network message back to the originating host. If the connection is a TCP connection, then the firewall sends back a TCP reset. If the connection is ICMP or UDP, it sends an ICMP port unreachable message.The last action you can specify is tunnel.Tunnel first inherently permits the traffic that is specified by the policy. However, this traffic is only permitted to pass through the specified VPN (virtual private network) tunnel. If you use the action of tunnel, you must specify a VPN tunnel as well.



Additional items can also be defined for each policy.These additional items include logging, Network Address Translation (NAT), traffic shaping, counting, traffic alarms, antivirus scanning, scheduling, URL (Uniform Resource Locator) filtering, and user authentication. ■



Logging Logging is an essential tool for both troubleshooting and recording who has accessed your network. We will look at logging in more detail later in this chapter.



■



NAT NAT allows you to hide your internal IP addresses. It is used in almost every internal network. NAT has many intricacies on the Juniper platform, so it’s given its own chapter in this book.
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Traffic Shaping Traffic shaping allows you to control the amount of bandwidth certain traffic can consume. (Traffic shaping is covered in more detail in Chapter 5.)



■



Counting When you turn on counting for a policy, the Juniper firewall creates graphs for the traffic that has passed through the policy.These graphs are displayed in bytes and are useful in determining how much traffic has passed through an interface. (Configuring counting is covered in more detail in Chapter 5.)



■



Traffic Alarms Traffic alarms allow you to generate an alert when a specific number of bytes per second or bytes per minute are exceeded.To use traffic alarms, you must enable counting. (Configuring traffic alarms is covered in more detail in the Chapter 5.)



■



Antivirus Scanning Using antivirus scanning on your firewall allows you to scan traffic for viruses as the traffic passes through your firewall. (Configuring antivirus scanning is covered in Chapter 10.) Juniper currently uses the Kaspersky AntiVirus engine in its products. Included in the Kaspersky engine is the capability to scan for Spyware and Adware as well.



■



Scheduling Configuring scheduling for a policy allows you to create a policy that is in effect only at specific times.This permits you to create a policy that allows your users to browse the Internet only during specified hours. Scheduling is a powerful tool that keeps you from having to enable and disable access at specific times. (Scheduling is explained in full detail in Chapter 5.)



■



URL Filtering There are times you may want to allow a user to access the Internet, but require some method of limiting access to appropriate Web sites. URL filtering allows you to allow or deny access to Web sites based upon their content. Juniper has teamed up with Websense and Surf Control for URL filtering in the current Screen OS release. However, you can use an embedded version of Surf Control.This lets you filter the Web browsing of your users without having a central server. (Using URL filtering is covered in Chapter 5.)



■



Anti-Spam On some firewall products, you can configure the device to provide spam filtering.This functions when SMTP traffic is traveling inbound only, and is powered by Symantec’s Bright Mail engine.



■



User Authentication User authentication allows you to require authentication to the Juniper firewall before accessing specified resources in a policy. User authentication and using authentication servers are large subjects, requiring their own chapter. (Chapter 6 covers this subject in its entirety.)



Theory of Access Control The theory of access control is quite simple: allow access to the required resources and deny everything else. On a Juniper firewall, everything is denied by default unless specifically
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allowed.This makes creating your access control policies a straightforward process. If you want a resource to be accessed by another system, create a policy to allow access to it. If you do not want access allowed to a system, do not create a policy. Now that you understand the beginnings of access control on a Juniper firewall, there are a couple different ideas to add into this mix when creating a policy. When traffic passes through the firewall, policies are checked in a top-down order, so the policy at the top will be checked first and then the second policy in order will be checked and so on.The best thing you can do is to create more specific policies at the top of your policy list and less specific policies as you go down the list. Let’s look at an example. Figure 4.1 shows an example of policy ordering.This is a screenshot of a Juniper policy, showing three policies. In the first policy, you see the source is very specific with only one host (WebMaster) connecting to a single destination (WebServer).This is the most specific policy in this example.The first policy only allows one single system to connect to another single system. In the second policy, any host can connect to the destination WebServer with only HTTP (Hypertext Transfer Protocol).This is a less specific policy as it allows literally any host to connect to WebServer, as long as it uses the proper protocol. In the last policy, any host can connect to the destination “FTP Servers” with the File Transfer Protocol (FTP).This is the least specific policy as it allows any host to connect to the group of FTP servers.



Figure 4.1 Policy Ordering



Why does the idea of most specific to least specific matter so much? Let’s switch around policy number 6 and number 7 in the example in Figure 4.1.The top-most policy is now 6, while 7 is the second policy down. If we were to do this, all connections from WebMaster with the HTTP would be logged to policy number 6.This could create havoc when attempting to troubleshoot, or for long-term purposes of logging.The ID or identification for a policy is automatically generated when you create a policy from the WebUI. When creating a policy from the CLI, you get the option of setting the ID if you want or allowing the firewall to choose the next available number. The last component of access control we need to look at is zones. Zones identify the direction a policy works in. Every policy requires a source zone and a destination zone.The source zone is the location from which the source traffic is originating.The destination zone is where the destination traffic is going. When creating a policy, you must choose both a
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source and destination zone.The “Creating Policies” section later in this chapter discusses how to determine which components you need to create a policy.



Types of Juniper Policies On a Juniper firewall, there are three different types of policies, each policy containing the same five core components.The only difference is the zones that the policy contains. A policy is classified by which source and destination zones are used in the policy. If you look at Figure 4.2, you will see a diagram representing the policy checking order. Before studying the diagram, let’s briefly define the three types of policies: ■



Intrazone policies An intrazone policy is a policy in which the source and destination zones are the same.



■



Interzone policies An interzone policy is a policy in which the source and destination zones are different.



■



Global policies A global policy is a policy in which the source and destination zones are both in the global zone.



Figure 4.2 Policy Checking Order Inbound Packet Received
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Intrazone Policies There will be times on your Juniper firewall when you have multiple interfaces bound to the same zone. By default, traffic within the same zone is not blocked.You have the option of blocking intrazone traffic just as if the traffic was interzone traffic. If you do not enable intrazone blocking, all intrazone traffic is allowed. Use the following command to determine the current zone blocking state, where zonename is the name of the zone: get zone zonename



The status will be listed on the “Intra-zone block” line. For example, the following output indicates that intrazone blocking is not enabled: Intra-zone block: Off, attrib: Non-shared, flag:0x0008



To enable intrazone blocking, use the following command, where zonename is the name of the desired zone: set zone zonename block



To disable intrazone blocking, use the following command, where zonename is the name of the desired zone: unset zone home block



Interzone Policies An interzone policy (in which the source and destination are in different zones) is the most common type of policy you are going to encounter. No configuration changes can be made to change the behavior of interzone policies.



Global Policies A global policy is a policy in which the source and destination zone are in the global zone. The determination to use the global policy occurs in one of two situations.The first case is in which traffic has already gone through your interzone or intrazone policy list. So if the source zone is trust, and the destination zone is untrust, the flow will be checked against all the policies in the global zone that match that zone pairing. If the source IP, destination IP, and service also don’t match, then the flow is checked against the global policy list. In Figure 4.2, you can see where global policies fall in the policy checking order. Global policies are very useful when you want to allow or deny a specific type of traffic regardless of the type of zone. For example, if you want to allow all zones to be able to get out and browse the Internet with HTTP traffic, but you only want to make one policy, you can do so using a global policy.
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Default Policy Juniper firewalls have a default out-of-the-box policy that makes them drop any traffic that doesn’t match any other policies.This default policy is a hidden global policy. Juniper offers this as a security feature to ensure that any traffic you don’t want to allow through is automatically dropped.This mitigates the risk of the firewall on the network by dropping any unmatched traffic. It is possible to change the behavior of this traffic from the CLI. To override the default behavior (and therefore allow all traffic), enter the following command: set policy default-permit-all



To change the firewall to deny all traffic by default, enter the following command: unset policy default-permit-all



Policy Checking When a connection is attempted, the Juniper firewall will receive the source packet on an interface in the source zone.To determine the destination zone, the Juniper firewall will perform either a route lookup or an Address Resolution Protocol (ARP) lookup to determine where the destination zone is.The decision for whether to use a route lookup or ARP lookup depends on what mode the firewall is in. If the firewall is in route mode, it will use a route lookup; if it is in transparent mode (or the interfaces are in transparent mode), it will perform an ARP lookup. Once the destination zone is determined, the firewall will perform a check against the list of policies that match that zone configuration. For example, if the source zone is determined as the trust zone, and the destination zone is determined as the untrust zone, the firewall will check that list of policies. It will check the matching policy list starting from the first policy at the top of the list down to the bottom policy in that list.The first policy that matches the source IP address, destination IP address, and the service will be applied to that connection.The action of the first matching policy is then applied to that connection. If the connection is permitted, the connection creates a session in the firewall’s internal session table.The allowed session is thus granted access to pass through the firewall. If the action of the connection is to deny the connection, then the connection is dropped. Finally, if the action on the connection is to tunnel, then the connection is permitted, and a session is created and passed into the applicable VPN connection. The session table is a table that is stored in memory on the Juniper firewall. It contains a list of all of the allowed connections that have already passed through the policy and have been allowed. Before a connection is compared against the policy, it is compared against the session table to see if an active session has already been started. If the firewall sees that an existing session matches a session in the session table, that traffic is allowed through the firewall. For example, if you open your browser and access a Web site, that entire connection will be stored in one session in the session table. Figure 4.3 shows a condensed version of how a Juniper firewall determines what to do with network traffic as it passes though the firewall.This topic is fully discussed in Chapter 13.
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Figure 4.3 Juniper Packet Logic Packet Enters Firewall’s Interface
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Yes Packet No match a Policy ? Yes



No Packet match a Global Policy ? Yes
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No
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Packet is dropped by default deny



Allow Traffic



Packet is dropped



Tools & Traps… The Five-Tuple Many firewall or packet filtering products use a common filtering strategy. The matching mechanism is typically: Source IP, Destination IP, and Service or Port. It is the most basic way to identify a traffic flow. On a Juniper firewall, we increase this to five matching components. We not only use the previously mentioned components, but we also increase this to include the Source Zone and Destination Zone. These two additional components make the match a five component matching mechanism. This leads to a more discriminate match and speeds up policy lookups. The term that Juniper engineers use for this match is the fivetuple, or 5-tuple.
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Getting Ready to Make a Policy Creating policies is actually a very easy process once you have all of your components in place. Much like building a house, you cannot build if you do not have all of the materials. Let’s review our steps in creating a policy. ■



Have you determined your source and destination zones? The source zone is going to be where the originating traffic for your connection is coming from. This is tied into your interfaces. If you can determine which interface the traffic is going to come in through, you can determine which zone the traffic will come in as the interface is tied to the zone.The destination zone is the zone that the traffic will use to exit the Juniper firewall.You can determine this by identifying which interface the traffic will come out from with routing. Look at the configuration of your network and see where the packet will route as it exits your firewall.The interface it exits is bound to a zone, and that zone is your destination zone.



■



Have you determined your source and destination IP addresses? The source IP address can be a single IP address, multiple IP addresses, or every available IP address. In the interest of security, you should limit the IP addresses to as few as possible. If you are unsure which IP address you want to use, open the source up to a larger pool of IP addresses, then log the traffic as it goes through the firewall. Over time you can specify a smaller group of IP addresses for the source IP address. When determining your destination, you can use the same procedure by using logging to determine which IP addresses you can limit your traffic to. Ensure that the source and destination addresses have been created as address book entries. If the address book entries have not been created, now is the time to create them.



■



Have you determined which services you are going to allow in your policy? Determining the services you want to use in your policy is a key factor in creating your policies. It is very important that you limit the amount of allowed services to the bare minimum, even if this means you will have 500 services permitted in your policy.This amount of services is much better than allowing all 65535 possible ports. Even policies that are outbound from your internal network should be limited.The more ports you have open, the more risk there is. An example of this would be if a virus was to infect a desktop and then that desktop began sending SMTP (Simple Mail Transfer Protocol) mail out directly to the Internet. Should all desktops be allowed to access the Internet directly with SMTP? These are the questions you should ask yourself as you create your policy.



■



Which action do you want to perform on matching traffic? Now that you have narrowed down your traffic to exactly what you want to match, it’s time to determine what you want to do with this traffic.You have three options: permit, deny, or tunnel. When you select to permit traffic, you are allowing the traffic to
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pass between the two security zones on the firewall.The second option is to deny, or drop, the traffic before it passes through your firewall. By default, the firewall blocks all traffic as it attempts to pass through, so creating a policy to deny traffic allows you to apply special properties to the traffic such as logging.The last option is to tunnel the traffic. When you choose to tunnel the traffic, you are first explicitly permitting the traffic, but only to pass into a VPN tunnel. Choosing the tunnel option also forces you to choose a VPN that the traffic must pass into. (Configuring VPNs is discussed in Chapter 11.) ■



Where are you going to position your policy? The position of your policy determines when your policy will take effect. Policies are checked in a top-down order based upon your source and destination zones. Once the source and destination zones are determined, the list of policies that matched the source and destination zone is checked, starting from the top policy and going to the bottom of the policy list. Once all of the policies in the matching source and destination zone are checked, the global policies are applied to your traffic.



■



Are there any additional options you want to apply to the traffic? As we mentioned earlier in the chapter, there are many different options you can apply to your policy beyond the required components. In this chapter, we will look at the logging option only. When you turn on logging for a policy, each connection that passes through the firewall is written into the traffic log. (In the next chapter, we will look at all of the available options for policy creation.)



Policy Components Juniper uses what is called the five-tuple or 5-tuple for matching when creating a firewall policy.This breaks down that you are defining five separate components: ■



Source address



■



Destination address



■



Service



■



Direction



■



Action



Zones When creating a policy, you must first determine the source and destination zones.The source zone will be where the source traffic is going to come from.The destination zone is the location where the destination traffic is going. Because zones are bound to interfaces,
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you are also inherently choosing which interface the traffic will be using.This may help you when creating a policy since the concept of zones is different from many other firewall products.



Address Book Entries The next component you need to determine when creating a policy is which source systems should be able to access which destination systems—essentially, the source IP addresses and the destination IP addresses for your policy.This is a common firewall concept that you may have come across before. When using the command-line interface, you must create all of your address book entries before you make your policies. However, when using the WebUI to create policies, you can create new address book entries as you create the policy. If you choose this latter method of creating address book entries while creating a policy in the WebUI, you can only specify the IP address and netmask for the entry.You will have to go back at a later time and edit the address book entry if you want to associate a name with the address book entry.This idea will become clearer later in the chapter as we look at some examples of address book entry creation.



Creating Address Book Entries Figure 4.4 shows the WebUI address entry creation screen. Use the steps that follow to create an address book entry via the WebUI.



Figure 4.4 Address Book Entry Creation (WebUI)
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1. Select Objects | Addresses | List. 2. Click the New button in the upper right-hand corner of the page. 3. Enter the Address Name. Refer to the “Naming Convention Errors” sidebar in this chapter to avoid naming errors. 4. If desired, use the Comment field to enter additional information about the address book entry. 5. If you wish to identify the address book entry by IP address, select and use the IP/Netmask fields to enter the desired IP address or IP subnet. 6. If you wish to identify the entry by domain name rather than by IP address, select the Domain Name option and enter the DNS-resolvable name. Note that your system must have DNS enabled for this feature to work properly. 7. Use the Zone drop-down list to specify the zone with which the entry will belong. 8. Click OK.The new entry will be displayed in the address book list (Figure 4.5).



Figure 4.5 Address Book List (WebUI)
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Tools & Traps… Naming Convention Errors When creating objects, you can cause big problems for yourself. Juniper firewalls have no understanding of what you name your objects. This can create confusion for you in the future. When naming objects, no matter if they are address objects, address groups, custom services, or service groups, you should decide upon a naming convention for your organization, otherwise, you may get confused by what the object really does for you. Even if you add a comment to each object, you are unable to see this comment when adding an object to your policy. For example, you can create an address group with the name “WebServer.” When scrolling through address objects to add to your policy, you will see “WebServer” with no other information indicating that this object is a group. You or your colleagues may add this object to a policy without realizing what it actually is. When creating groups, it’s a good idea to add the suffix “Grp” so that address groups and service groups can easily be identified. It is also suggested that you avoid creating objects using the actual policy creation screen because of the long-term confusion it can cause for you when having address objects with no names associated with them. Many people find it to be helpful to use only IP addresses for naming their address objects. If this works best for you, go ahead and create your objects with that naming convention. There is one important caveat in doing so, however. From the object creation screen, you can create an object whose name is “10.10.10.10/32” and whose actual IP address is “10.10.10.0/24.” So when you attempt to add this to your policy, all the objects that are listed for you to add to your policy are listed by the name and not the actual IP address. So if your name represents an IP address, but that name does not match the actually defined IP address, you could have unexpected results in your policy.



You can also create an address book entry via the CLI.To do so, enter the following command: set address zone name IPaddress "comment"



In the preceding command, zone is the zone to which this entry will belong, name is the name of the entry, IPaddress is the IP address/subnet that specifies the range, and “comment” is a text string (in quotes) that serves as an optional comment about the entry. For example, the following command specifies that the WebServer entry (at 10.2.2.2/32) belongs to the untrust zone and includes the comment, “This is Darren’s Web Server”: set address untrust WebServer 10.2.2.2/32 "This is Darren's Web Server"
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Modifying and Deleting Address Book Entries You can update existing address book entries via the WebUI.You may wish to do so as servers change IP addresses, or you may want to update the comments about an address object.You can modify everything about an address book entry except its zone. Note that you cannot modify an address object from the CLI; if you wish to change an address object’s properties via the CLI, you must first delete it and then re-create it. Use the following steps to modify an existing address book entry via the WebUI: 1. Access Objects | Addresses | List. 2. Click the Edit link of the address entry you wish to modify. 3. Update the desired fields and click OK. Use the following steps to delete an existing address book entry via the WebUI: 1. Access Objects | Addresses | List. 2. Click the Remove link of the address entry you wish to delete. 3. Click OK to confirm. Use the following commands to delete and re-create an address book entry (in lieu of being able to modify it directly). unset address domain "name" set address domain name IPaddress "comment"



Address Groups As you begin to amass many address objects, you will want a method to bring all of these address objects together into logical containers.This is accomplished with the use of address groups. An address group is a logical container that literally groups together address objects. Address groups are very handy when creating policies. Use the following steps to create an address group via the WebUI: 1. Access Objects | Addresses | Groups. 2. Click New. A screen similar to the one shown in Figure 4.6 will be displayed. 3. Enter the Group Name and, if desired, a Comment. 4. To place hosts in this group, select them from the list of Available Members on the right and click the > button. Continue this process until the Group Members list contains all of the desired hosts. 5. Click OK.
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Figure 4.6 Address Group Creation (WebUI)



To modify a group, access the group list and click its Edit button.To delete a group, access the group list and click its Remove button, then click OK to confirm. To create an address group using the CLI, enter the following command: Set group address zone groupname comment "commenttext"



In the preceding command, zone is the zone to which the group will be placed, groupname is the name you wish to give the new group, and commenttext is the text you wish to place in the comment field (must be in quotes). Use the following command to add an address to the group: Set group address zone groupname add addressname



In the previous command, zone is the zone that contains the desired address and group, groupname is the name of the group, and addressname is the name of the address you wish to place in the specified group.



Services The next component in creating your policy is using services. Services are the protocols that you would use to access a system over the network. Services on a Juniper firewall are represented by service objects. A service object is used to specify which applications can be used in a policy. Every Juniper firewall comes with a predefined set of services.The set of services that comes on your firewall varies per version of Screen OS you are running on your firewall.
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Currently, Screen OS contains about 80 predefined services.These services are some of the more commonly used services you will use when defining your policies. Some protocols are also predefined because they function in a nonstandard way. One example is the FTP protocol. Because FTP sends special port redirects during its communication, Juniper has created a special mechanism to read inside the FTP connection to determine which ports to open up during the communication. Even though the predefined service only allows TCP port 21, the firewall is still able to dynamically allow ports based upon the FTP communication. It would be impractical for Juniper to create every service that exists. Juniper allows you to create your own custom service objects.These custom service objects can be used just like a predefined service object in your policy. When Juniper firewalls match in a policy, they match based on the destination port in the packet.This is how a service matching is performed on a Juniper firewall.



Creating Custom Services A service object has several defining properties that tell the firewall how to identify traffic. These properties are specified when defining a new service object.The options you use when creating a new policy depend on the type of protocol you are creating. Use the following steps to create a custom service via the WebUI: 1. Access Objects | Services | Custom. 2. Click New. A screen similar to the one shown in Figure 4.7 will be displayed.



Figure 4.7 Service Object Configuration (WebUI)
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3. Enter the Service Name. 4. Use the Service Timeout options to specify how long the service session should stay open.The protocol default is 30 minutes for TCP and one minute for UDP. Select Never if you do not want to impose a timeout value.To specify your own timeout value, select the Custom option and enter the desired number of minutes (up to a maximum of 40 minutes). 5. You can define up to eight protocols for this service object.This can be useful in creating a service that uses multiple ports.To define a protocol, select its type from the Transport Protocol field. Next, enter the Low and High Source Ports and the Low and High Destination Ports.To specify a single port, enter the same number in the High and Low fields. 6. Click OK. To create a custom service via the CLI, enter the following command: set service servicename protocol protocol src-port srclow-high dst-port dstlowhigh



In the preceding command, servicename is the name of the service, protocol is the protocol type (TCP, UDP, or ICMP), srclow-high is the low and high source port range, and dstlow-high is the low and high destination port range.



Tools & Traps… What Exactly Is “Any”? When creating policies on a Juniper firewall, you will see the option “any” available for the source, destination, and service. This is available here on Juniper firewalls and on other firewall products. The question always comes down to, “what does any actually mean?” On a Juniper firewall, any literally means any address in the zone (when used as a source or destination address) and any service (when used as a service). This is something important to note, as other firewall products do not always mean “any,” even when they say “any.”



Modifying and Deleting Services After creating your service, there may be times when you will want to modify that service or perhaps delete it. Modifying a service is much like creating it.The only difference is that
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when you come to the editing screen, the portions of the service you have created are already defined for you. From the CLI, if you want to add additional protocols to a service, you can. However, if you need to edit existing parts of the service, you must delete the service and then re-create it. Use the following steps to modify an existing service via the WebUI: 1. Access Objects | Services | Custom. 2. Click the Edit link of the service you wish to edit. 3. Make the desired changes to the Service Name and/or Service Timeout fields. 4. Modify the values for any of the existing protocols.You can add new protocols to this service simply by entering the appropriate data, and you can remove protocols by selecting the none option of the protocol you wish to remove. 5. Click OK. To delete a service via the WebUI, access the services list and click the Remove link of the service you wish to delete. Click OK to confirm.To delete a service via the CLI, enter the following command: unset service "servicename"



Service Groups Even though each individual service can contain up to eight service definitions, you will still want to group services together into logical containers.You can do this through the use of service groups. A service group functions just like an address group, and its creation is nearly identical. Use the following steps to create a service group via the WebUI: 1. Access Objects | Services | Groups. 2. Click New. A screen similar to the one shown in Figure 4.8 will be displayed. 3. Enter the Group Name and, if desired, enter a Comment. 4. To place hosts in this group, select them from the list of Available Members on the right and click the > button. Continue this process until the Group Members list contains all of the desired hosts. 5. Click OK.
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Figure 4.8 Service Group Creation (WebUI)



To modify an existing service group, access the service group list and click the Edit link of the group you wish to modify.To delete a service group, access the service group list and click the Remove link of the group you wish to delete. Click OK to confirm. Use the following command to create a service group via the CLI, where groupname is the name of the new group: set group service "groupname"



To add items to the group, enter the following command: set group service "groupname" add item



In the previous command, groupname is the name of the service group and item is the name of the service that will be added to the specified group.To delete a service group via the CLI, enter the following command: unset group service "groupname"



Creating Policies Now that you are familiar with the components of creating policies, you can begin actually creating them. Policies are the main reason why you are implementing your firewall in the first place: to control network traffic. In this section, we will begin looking at how to put policy components together to form a policy.
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Creating a Policy In this section, we will begin to work with policies. In all of the previous sections of the book we have worked with both the CLI and the WebUI in the same section. However, in this section we will look at the WebUI and the CLI in separate sections.This will bring better clarity to the two different methods of creating a policy. Even though the CLI is not as easy to use as the WebUI, knowing how to use the CLI is crucial.The configuration is always stored as CLI commands, so knowing what each command does will empower your use of the platform.



Creating a Policy via the WebUI The WebUI is easier to interpret, it allows for easier modification of the policy, and at times can be faster to use. When you start to have over 20 policies on your firewall, the CLI will seem as if all the policies run together, whereas on the WebUI, the icons and coloration of the policies will seem to flow.This is all a matter of preference, but I suggest using whatever tool makes the most sense to you.There is no reason to make the administration of the Juniper firewall harder on yourself than it has to be. In Figure 4.9, you will see what the main policy page looks like.This page is the root of all policy creation in the WebUI.



Figure 4.9 The Root of Policy Creation



From here, we can do everything we need to do with policies. We can create, remove, reorder, search, enable, disable, and clone policies.To access this screen, simply select the Policies link from the menu on the left side of the screen. As you can see in Figure 4.9,
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currently we only have one policy.This policy allows any source to go to any destination via any protocol.The action (indicated by the checkmark in the green circle) is permit.Table 4.1 lists the different icons that may be displayed on this screen, as well as their descriptions.



Table 4.1 Policy Action Icons Action Permit Deny Tunnel Bi-Directional Tunnel Policy Based NAT



Icon



Description The permits the traffic specified in the policy. This denies the traffic specified in the policy. The policy permits and then tunnels the matching traffic. The policy permits and then tunnels the matching traffic. It also has a matching policy that has the source and destination reversed. This policy permits the traffic matching the policy but it also performs NAT on the traffic.



These various policy icons are very informative and simple to understand. When defining a new policy from the WebUI, you begin by selecting the source and the destination zones. Once you select the zones and create the new policy, there is no way to change the source and destination zones. If you wish to change the source and destination zones, you must delete the undesired policy and then create a new one with the correct zones. Use the following steps to create a policy via the WebUI: 1. Access the Juniper screen administration tools page and click Policies in the menu. 2. Click New. A screen similar to the one shown in Figure 4.10 will be displayed. 3. Enter the policy Name.This should be a descriptive name that will allow you to identify what the policy does. 4. Use the Source Address options to specify the source address for the policy. If it is a new address, select the New Address option and enter the IP address range. If the address already exists in the address book, select the Address Book Entry option and enter the name of the entry.You can select multiple address book entries by clicking the Multiple button.
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Figure 4.10 Policy Definition Screen



5. Use the Destination Address options to specify the source address for the policy. If it is a new address, select the New Address option and enter the IP address range. If the address already exists in the address book, select the Address Book Entry option and enter the name of the entry.You can select multiple address book entries by clicking the Multiple button. 6. Use the Service drop-down list to specify the services you want to use in this policy. Select a single service or group of services, or select ANY, or click Multiple if you wish to specify multiple (but not all) services. 7. Use the Application drop-down list to map a custom-defined service to a specific application layer. 8. Use the Action drop-down list to specify whether matching traffic will be permitted, denied, or tunneled. If you select Tunnel, you must also select an option from the Tunnel drop-down list.To apply deep inspection groups to the policy, click the Deep Inspection button. (Deep inspection is explained in more detail in Chapter 10.) 9. The Antivirus Objects section allows you to specify which antivirus scanners will be applied to the policy.To select an antivirus object, select it from the Available AV Object Names list on the right, and then click the set policy id 3 Syngress(policy:3)-> set src-address negate Syngress(policy:3)-> exit



Continued
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Chapter 4 • Policy Configuration Syngress-> get policy id 3 name:"none" (id 3), zone Trust -> Untrust,action Permit, status "enabled" 1 source (negated): "10.10.10.0/24" 1 destination: "Any" 3 services: "DNS", "HTTP", "HTTPS" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler n/a, serv flag 00 log no, log count 0, alert no, counter no(0) byte rate(sec/min) 0/0 total octets 0, counter(session/packet/octet) 0/0/0 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set Syngress->



Other Policy Options in the WebUI Some additional WebUI options may be helpful as you begin to create policies.These options are available from the root policies page in the WebUI (see Figure 4.13). ■



Edit Use a policy’s Edit link to modify its configuration.



■



Clone Use this option to create a copy of the policy.The policy’s original information will be displayed, but can be edited for your needs.This can save time when creating multiple policies that have only slight differences.



■



Remove Click a policy’s Remove link to delete it.The policy will immediately be removed from the firewall.



■



Enable Use this option to enable or disable the policy.



Figure 4.13 Additional Policy Options
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Creating a Policy via the CLI Even though the point-and-click nature of the WebUI may make policy management easier, the CLI provides the fastest methods of policy management. Using the CLI requires more memorization of the commands and the order in which you use them. Once you get a grasp of CLI policy management, it will become an effective management tool.Three basic commands can be used to manage policies.The first command is set policy, which is the root of all policy creation. All commands that involve creating and manipulating policies begin here. The second command is get policy, which displays information about all, or specified, policies. Finally, the unset policy command is used for removing policies. Syngress-> set policy ? before



insert a policy



default-permit-all



permit if no policy match



from



from zone



global



set global policy



id



specify policy id



move



move a policy



name



specify policy name



top



put this policy as the first one in the list



Syngress-> get policy ? >



redirect output



|



match output



id



show one policy



all



show all policies(including global policy)



from



from zone



global



show global policies



Syngress-> unset policy ? 



policy id



default-permit-all



permit if no policy match



id



policy id



Syngress->



To view a list of all existing policies, enter the command get policy.You can also list policies by specifying the source and destination zones.This is done with the command get policy from to . A list of all policies matching the specified parameters will be displayed. Use the command get policy global to view all of the global policies. Finally, use the command get policy all to view all of the policies, including the global policies.The get policy command supports the following parameters: ■



ID This is the ID number of the policy. It is a unique number that is used to identify the policy.



■



From The source zone.
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To The destination zone.



■



Src-address The source address objects.



■



Dst-address The destination address objects.



■



Service The service specified for the policy.



■



Action The action to apply to the traffic that matches the policy.



■



State Whether the policy is enabled or disabled.



■



ASTLCB This represents which special properties are turned on in the policy. A = Authentication, S = Scheduling,T = Traffic Shaping, L = Logging, C = Counting, B = HA Backup.



Syngress-> get policy Total regular policies 4, Default deny. ID From



To



1



Trust



Untrust Any



Src-address Dst-address Service Action State Any



ANY



Permit enabled -----X



ASTLCB



2



Trust



Untrust 10.10.10.0/ Any



ANY



Deny



3



Trust



Untrust 10.10.10.0/ Any



DNS



Permit enabled -----X



enabled -----X



HTTP HTTPS 4



Trust



Untrust Any



Any



ANY



Permit enabled -----X



Syngress->



You can even look at the configuration of a policy by using the get policy id command, where is the policy ID. Syngress-> get policy id 1 name:"none" (id 1), zone Trust -> Untrust,action Permit, status "enabled" src "Any", dst "Any", serv "ANY" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler n/a, serv flag 00 log no, log count 0, alert no, counter no(0) byte rate(sec/min) 0/0 total octets 1301676800, counter(session/packet/octet) 0/0/0 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set



Creating a policy via the CLI requires the same components as if you were using the WebUI.The full command for creating a policy via the CLI is set policy from to 
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Five areas in the preceding example command must be filled in to complete the policy. The or source zone, or destination zone, or source address book entry, or destination address book entry, service, and action.These are the same five minimum options you would use when creating a policy from the WebUI. Once you create the policy, it is given a policy ID or unique identifier.This identifier is used to reference the policy throughout the system.The firewall will return policy ID = once the policy has been created. Notice that this command only allows you to specify one source address, one destination address, and one service.You can add more once the policy has been created by using the set policy id to enter the sub-shell that allows you to modify the policy.The subshell for policies is the only sub-command shell in the entire firewall. Once in the policy sub-shell, you have the same options as in the regular shell: set, get, and unset. Using the set command, you can add additional source addresses, destination addresses, and services, as well as other policy options.The unset command is used to remove parts from the policy, and the get command is used to obtain information about the policy. When creating policies from the CLI, you can place a policy in a specific position as it is created by entering the following command: set policy before from to 



Specify the as the ID number of the policy you want to place the policy before. If you want to create a policy and place it at the top of the list of policies with the same source and destination zone, you would use the following command: set policy top to 



The following is a snippet of code that shows an example of creating a policy and manipulating it in the sub-shell. Syngress-> set policy from trust to untrust 10.10.10.0/24 any FTP permit policy id = 6 Syngress-> get policy id 6 name:"none" (id 6), zone Trust -> Untrust,action Permit, status "enabled" src "10.10.10.0/24", dst "Any", serv "FTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler n/a, serv flag 00 log no, log count 0, alert no, counter no(0) byte rate(sec/min) 0/0 total octets 0, counter(session/packet/octet) 0/0/0 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set
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Chapter 4 • Policy Configuration Syngress-> set policy id 6 Syngress(policy:6)-> set service DNS Syngress(policy:6)-> set src-address 10.10.9.0/24 Syngress(policy:6)-> set name "Allow FTP" Syngress(policy:6)-> set log Syngress(policy:6)-> exit Syngress-> get policy id 6 name:"Allow FTP" (id 6), zone Trust -> Untrust,action Permit, status "enabled" 2 sources: "10.10.10.0/24", "10.10.9.0/24" 1 destination: "Any" 2 services: "DNS", "FTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler n/a, serv flag 00 log yes, log count 0, alert no, counter no(0) byte rate(sec/min) 0/0 total octets 0, counter(session/packet/octet) 0/0/0 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set Syngress->



Other Policy Options Available in the CLI Once you have all of your policies defined, you can use the CLI to reorder the policies.To move an existing policy above another, use the following command: set policy move before 



Specify the policy you want to move with its policy ID as and the policy you want to move it before as its policy ID as .To move an existing policy after another, use the following command: set policy move after 



Specify the policy you want to move with its policy ID as and the policy you want to move it after as its policy ID as .This may seem like an insignificant option, but if you have ever used a Cisco IOS or Cisco PIX access list, you will appreciate this option. Neither Cisco OS allows you to manipulate the policies or access lists this way. Instead, you must first remove all of the applied policies and then add them all back to the firewall. Finally, you can delete policies via the CLI.To delete a policy from the CLI, you must know the policy ID of the policy you want to remove, and then use either the unset policy id or unset policy command.
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Summary In this chapter, we focused on the basics of policy creation.The basics that we looked at are the foundation for much more to come in the way of policies. We looked at policies in this chapter as a primary tool of access control. In the next chapter, we will expand on this by looking at various other options you can apply to policies. When creating a policy on a Juniper firewall, you must have a minimum of five components.This idea is continually stressed, as it will help you ease into policy creation on a Juniper firewall. The first section of the chapter Juniper Policies took us through the main ideas of policies on a Juniper firewall. When creating your list of policies you must create policies from least specific to most specific.This will apply the specific policies first to your traffic since the least specific policies may unintentionally match your traffic. Also in the first section, we looked at the three types of policies, as well as how and where they take effect. All three policies are very similar, but they are classified based upon the combination of zones in the policy. When creating policies on a Juniper firewall, you build them out of components.These components must be created before you make a policy. Each one of the components for a Juniper firewall is treated as an object.The components that we looked at in this chapter are the main components for a policy. Address objects represent hosts or subnets of IP addresses. Service objects can be a strange concept. Many competitive firewall products create services as a single protocol. If you want to create several services and represent them as a compilation, you must make a group. On a Juniper firewall, a service object can contain up to eight protocols.This allows you to take an entire suite of protocols and make them into one logical object. Policy creation is a common task for an administrator of a Juniper firewall. In this chapter, we looked at the two methods of policy creation: the WebUI and the CLI. Each has its own merits.The WebUI may be easier to use for looking at policies, while the CLI may be faster for creating policies.The choice is yours, but never limit yourself to a single option. It always pays to be familiar with both options because in the end all policies are stored as CLI commands. If you want to use the CLI to do something, but are unsure of the command, you can probably do what you need to do from the WebUI.Then look at the configuration from the CLI to see what the commands are to use the CLI in the future.



Solutions Fast Track Firewall Policies  A policy on a Juniper firewall is what other firewall products consider a single rule.  When creating a policy, the policies at the top should start with the most specific access and descend to the least specific access.
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 Three types of policies are available on a Juniper firewall: intrazone, interzone, and global.



Policy Components  Five components are required to create a policy: source zone, destination zone, source address, destination address, and services.  When naming address objects or service objects, it is best to decide on a naming convention to ease long-term administration.  Service objects can contain up to eight individual protocols.



Creating Policies  The WebUI and the CLI can both be used for creating policies. However, it may be easier for people to use the WebUI because of its GUI nature.  If you want to keep a policy, but not have it stay active, you can disable the policy.  When creating policies via the CLI, you have more choices over where the policy will initially be placed.



Frequently Asked Questions The following Frequently Asked Questions, answered by the authors of this book, are designed to both measure your understanding of the concepts presented in this chapter and to assist you with real-life implementation of these concepts. To have your questions about this chapter answered by the author, browse to www.syngress.com/solutions and click on the “Ask the Author” form.



Q: Can you explain the least restrictive to most restrictive policy ordering again? A: The list of policies with the same matching source and destination zone are checked from the top down. If you were to place less restrictive policies, such as policies allowing entire networks as your source, before individual hosts, the policies with the networks would apply to your traffic first.This may lead to unexpected results if more specific policies are not taking effect first.The Juniper firewall has no automatic way to determine if the list of policies are listed in the right order.You can, however, use the CLI command exec policy verify to see if you have policies overshadowing each other.This still would require you to manually make changes to fix the policy ordering.



Q: Is it possible to use IP address ranges as address objects?
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A: When creating address book objects, you can only create objects based on subnetting. Even when you make a single host object, you are making it with a 32-bit mask only allowing for a single host. If you require a range of hosts, see if you can fit it into a subnet. If you can’t, you will be required to create each host individually, and then place them into a group.



Q: I clearly can make address objects while making policies. I do not understand why you are against this.



A: I firmly believe in creating each part of your policy in order. I think it is best to create all of your objects before you attempt to use them inside of policies. If you need to create a quick address object in a policy, then go right ahead. Rename the object to something that makes sense to you. Everyone has his or her own style of management, so use whatever best suits you.



Q: I am familiar with using other firewall software, and I am confused about why you would bind address objects to zones.



A: Having address objects inside of zones just furthers the zone concept. It is essentially binding that object into the logical location of a zone. Because most other firewall software does not use zones, they essentially have no need to organize address objects in any way other than by type.



Q: What are the differences between service objects and service groups? A: A service object contains the protocol definition of a service. Each service object allows you to define up to eight protocols in a single service. A service group only contains service objects.
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Solutions in this chapter: ■



Traffic-Shaping Fundamentals



■



Deploying Traffic Shaping on Juniper Firewalls



■



Advanced Policy Options
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Introduction As you may have already noticed, there is quite a lot you can do with firewall policies. In this chapter, we will cover some other functionalities that can be configured within policies and interfaces. One of the great strengths of the Juniper firewalls over other vendors is that you can configure many of the Juniper options on a very granular basis.This allows you to make specialized decisions regarding the firewall’s behavior for specific conditions, as opposed to being forced to make broad decisions across the whole platform. We will specifically focus on traffic shaping, counting, and policy scheduling in this chapter. Other chapters will cover additional policy topics such as Network Address Translation, user authentication, and attack and prevention. We will begin this chapter with a discussion of traffic shaping, which is also referred to as traffic management and quality of service (QoS).This allows you to prioritize the traffic on your network, based upon specific criteria you define.Traffic shaping can be a very complex topic, which entire books have been dedicated to covering, but we will work to demystify this powerful tool, as well as give real-world examples to help you on your way to deploying it on your firewalls. We will then follow our traffic-shaping discussion with other advanced policy topics such as counting and scheduling.These tools can be invaluable in helping you configure top-notch functionality on your firewalls.



Traffic-Shaping Fundamentals A common theme in modern networking is how to balance the needs of certain users and applications with the resources available.This has become increasingly important in recent years with the increasing popularity of real-time interactive applications.This trend is likely to continue since more and more applications are deploying these time-sensitive protocols and functionality. In this section, we will provide an introduction to traffic shaping and QoS in the real world.This should serve to help you in configuring traffic shaping on your networking equipment, but is not meant to be the definitive traffic-shaping guide. Even if you are already familiar with traffic shaping, this chapter should simply act as a refresher given the many traffic-shaping concepts.



The Need for Traffic Shaping Modern networking equipment has become faster, smaller, and more robust.Today, networks are capable of supporting much more bandwidth-intensive applications, along with newer interactive real-time protocols. Even consumer-grade Internet lines have greatly improved by bringing broadband and even fiber optics into homes. All of these advancements have been welcomed, as well as feared, by many network administrators.The problem is that not all traffic is created equal—and your users will quickly recognize a network that does not work around this fact.
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Bits on a wire are just bits on a wire, right? An electrical engineer’s answer to this question might be “yes,” while a network administrator’s would probably be “it depends.” Although many aspects of network equipment technology have improved, applications have become even more demanding on your network resources. What’s more, many new applications have become increasingly sensitive to both bandwidth and latency.These bandwidthand latency-sensitive applications are mostly focused around real-time applications such as voice and video. Why is there such a difference between interactive and other client-server model traffic such as http, e-mail, and file transfer? The answer is actually pretty logical. While you probably won’t notice much of a performance impact if your Web page took another second to load or your e-mail took 10 more seconds to get to the recipient, you would most certainly notice a gap in voice communication with a friend over the phone, or a lapse in video feed during a videoconference. Since interactive applications often have a steady stream of bandwidth, constant disruptions could easily make the communication useless, not to mention very annoying.The main issue with this type of communication is that it needs to be delivered in a timely manner. If it is not delivered quickly, the data won’t be useful.That’s why most real-time applications use UDP as the transport layer protocol, as opposed to TCP.This is because most real-time traffic can handle some packet loss without any noticeable impact. TCP, instead, would introduce overhead with acknowledgements and retransmissions that would not be worth the data that’s being sent. Of course, application developers have also done a great deal to improve their applications so they can handle some delay, jitter, and loss, but there is only so much these applications can tolerate. On the other hand, you have traffic such as HTTP, FTP, and SMTP, which tends to be bursty (sends a bunch of traffic all at once, and then becomes silent).This traffic is not as sensitive to loss as the real-time applications.You certainly wouldn’t want chunks of your e-mail messages going missing, or your Web-blog leaving out the clinching details of your weekend. That’s why these protocols employ TCP, which ensures that the data are transferred and accurate, even if it takes many times and more resources. As we mentioned before, performance on these protocols can definitely be noticeable, but the impact is often not debilitating (unless there are some really significant issues). One common misconception that administrators make is that they can simply throw more bandwidth at the problem. Of course, bandwidth is now more attractively priced than it used to be, so this seems like a logical solution to the problem. Administrators are often disappointed when they add a significant amount of bandwidth and the performance issues either don’t go away or return at a later point.The best explanation that I have for this phenomenon is from personal experiences. Back when I was in college, peer-to-peer applications were really becoming popular and were used by virtually everyone.This caused significant issues on the university network. Mission-critical applications were in contention with very demanding leisure traffic generated by students. What would happen if administrators simply doubled their bandwidth? The students would just start downloading twice as much data, while the overall percentage of load on the network would remain unchanged.
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Mission-critical applications would still face the same issues, even though the network would be double the original capacity. While pesky user traffic can put a big dent in your network performance, there is still quite a lot that can be said about legitimate user traffic causing issues.You might be able to restrict users from running unauthorized applications, but there are still a lot of issues that can occur with authorized network applications. Different network protocols might not always cooperate with each other, especially in times of network resource contention. A common scenario is a user opening an FTP session which will try to grab all the bandwidth it can, while effectively choking off VoIP traffic across a WAN link.This isn’t the only problem that can occur during heavy loads on a network. While TCP has some mechanisms for congestion control, and loss recovery, this can sometimes have a bad effect on your traffic. For instance, when TCP traffic is lost,TCP will be able to recognize this and resend the traffic to the other host.This means you have just had to transmit the same data twice. Although retransmissions are common in networking, when networks are really under contention, every session may have to retransmit much of its data, thus wasting a ton of bandwidth that could otherwise be used for stable connections.This effect will quickly add up as the available resources dwindle. Another solution that is commonly employed is to simply compress traffic over WAN links. Although this solution can aid in reducing the load on the network that connections make, you are still not addressing the problem that certain traffic that is being sent over the network requires more priority than others, that some traffic shouldn’t be transmitted, and that some traffic does not compress well.The latter is often traffic that has either already been compressed or is encrypted.This traffic can actually grow in size if the compression algorithms are run on it, so most compression engines will bypass this traffic. Compression engines are certainly valuable, but they seem to be best purposed when they are compressing traffic whose sessions have been optimized.



Different Traffic Types Every network can utilize traffic shaping to enhance network service delivery.There are many applications that are used on your network. Each type of application generates different types of traffic.These various traffic types can affect your network in different ways. Several types of common traffic include ■



Interactive Applications Telnet and SSH applications are classified as interactive applications.This is essentially any application where you input information and you gain immediate output.Thus, the application interacts with you and what you input.The application should respond to your input immediately.



■



Latency Sensitive VoIP and Streaming Video applications require that the information be delivered in order and in a timely fashion.These applications can be rendered useless in cases where effective delivery is not possible.
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Bursty HTTP (Hypertext Transfer Protocol) and SMTP (Simple Mail Transfer Protocol) applications operate by sending bursts of data instead of streams of data. Bursty is Juniper’s classification of this traffic.



■



Novelty Traffic Used by streaming media and peer-to-peer applications, novelty traffic is typically not required on a company’s network and it can over-utilize your network resources.



Each type of traffic has different requirements. However, on a typical network this comes down to a first-come-first-serve type of usage, with transport layer protocols struggling to get the most out of the available bandwidth. If you could decide which traffic takes priority in using the available resources, you could make your network more efficient.This is where traffic shaping comes into play. It allows you to determine which traffic gets priority for bandwidth usage. For protocols that are more susceptible to latency, such as VoIP, you can do two things to ensure that it will be given the proper networking environment to succeed. First, you can set the traffic to a high priority.This will ensure that the traffic is passed in a timely manner. Second, you can guarantee that bandwidth will be available for this protocol.These two powerful network tools will ensure your applications get the bandwidth they need.



How Traffic Shaping Works Now that you understand why traffic shaping is important to implement in most networks, we will now discuss how traffic shaping interacts with traffic. At a high level, traffic shaping allows you to allocate bandwidth and delivery priority to different types of data. When configuring traffic shaping, you specify how the firewall should classify traffic, and then how that classified traffic should be processed.Three main types of traffic-shaping techniques can be deployed on the Juniper firewall: interface-based traffic shaping, bandwidth-allocated traffic shaping in policies, and priority-based traffic shaping in policies.These types can be deployed at the same time on the firewall, but it is important to have a good understanding of the firewall’s traffic shaping behavior so you do not create any unwanted effects.



Bandwidth-Based Traffic Shaping The ability to control traffic by either providing or restricting the amount of bandwidth that is available to traffic is called bandwidth-based traffic shaping.This style of traffic shaping usually allows you to define either a guaranteed amount of bandwidth, a maximum amount of bandwidth, or both. With these controls, you might say that you want traffic to have at least X bits per second (bps) of bandwidth, but no more than Y bps.That would be an example of providing a guaranteed amount of bandwidth, as well as a maximum. Alternatively, you could specify that certain traffic should get at least X bps, with no limit, which would be considered simply guaranteed bandwidth. Lastly, you might say that you would like to limit the maximum amount of traffic to a certain ceiling, which would be known as maximum bandwidth. Different situations would merit different solutions.
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Guaranteed Bandwidth Sometimes you need to ensure that certain traffic can use a certain amount of bandwidth, regardless of other conditions. For instance, you might have a service level agreement to provide a client with so much bandwidth to your services.Traffic shaping would be important because if you do not implement such a control, you cannot ensure that other traffic would not overwhelm the network resources and create performance issues.



Maximum Bandwidth Let’s say you want to make sure traffic doesn’t consume a certain level of bandwidth, or perhaps you want to limit web browsing bandwidth at your organization so it doesn’t use more than a specific amount of traffic. If so, you could ensure that certain non–mission-critical traffic isn’t allowed to interfere with the performance of business-critical traffic.



Priority-Based Traffic Shaping The ability to classify traffic into different queues which have a certain level of service is called priority-based traffic shaping. Priority queuing allows you to create separate queues which act as buffers for the traffic that is placed in them. Each queue is serviced based upon a specific value that is set for each queue. By defining which queue should be serviced in what order, you can ensure that certain traffic gets processed before other traffic.This calculation isn’t based upon bandwidth, but rather it’s based upon what queue the traffic is put into.



Choosing the Traffic-Shaping Type Now that you understand the different facilities you have at your disposal for performing traffic shaping, you are probably wondering when you would want to use one traffic-shaping mechanism over another. Of course, much of this decision depends on what you need to accomplish, the resources you have available, and what type of traffic you are dealing with. A couple of guidelines are useful for many common situations. First, you must evaluate the type of traffic you are dealing with. Is the traffic interactive or not? Is the traffic sensitive to latency? Is the traffic mission-critical? Does it need to meet a service level agreement? The answers to these questions will provide you with some direction for what type of traffic shaping you ought to perform. Generally speaking, using bandwidth-based traffic shaping is a good choice for noninteractive traffic.This traffic is often bursty, but can tolerate some degree of delay. If you need to make sure it has many resources available, you would want to use the Guaranteed Bandwidth option, whereas if you needed to cap its bandwidth usage, you could assign it a maximum amount of bandwidth.You could also guarantee that it gets a certain amount of bandwidth, but does not pass a limit set.You can accomplish that scenario by using both guaranteed bandwidth and maximum bandwidth. By determining your organizational need for the different types of traffic, you will be able to evaluate what bandwidth levels you should set for the various traffic on your network.
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Interactive bandwidth can be much more difficult to deal with.The reason why interactive traffic is more volatile is because the data must be delivered in a tight time frame, without much loss, in order for it to be useful. With interactive traffic, you aren’t usually as concerned with the amount of bandwidth as you are with the speed with which it’s delivered.That is why priority-based traffic shaping is a better option for interactive traffic.This allows you to specify what traffic should be placed in the highest-priority queue, while other traffic that is not as latency-sensitive will be placed in a lower-priority queue.The firewall will service the higher-priority queue before it will service lower-priority queues, thus the interactive traffic will get the quick service it needs.



Deploying Traffic Shaping on Juniper Firewalls Now that we have discussed some traffic-shaping fundamentals, let’s cover how Juniper implements traffic shaping on their firewalls. We will begin this section with an overview of the properties and terminology that Juniper implements in their firewalls. We will then cover several examples to help tie academic and practical knowledge together.



Methods to Enforce Traffic Shaping The Juniper firewalls primarily use firewall policies to match traffic and enforce traffic shaping.This is a very powerful feature because it allows you to granularly configure traffic shaping specifically on traffic that you would like to match. Of course, you can also define other actions to be taken for the policy rule such as VPN tunneling, deep inspection, logging, NATing, anti-virus, and so on. We will thoroughly explore configuring traffic shaping in firewall policies later in this chapter. Although firewall policies are the primary mechanism to configure traffic shaping, there is another place where it is important to configure shaping. Each interface can be configured for a specific amount of ingress and egress bandwidth.The reason why it is important to configure these values is because they allow you to restrict traffic from traversing the firewall too far through the firewall’s packet processing flow before getting dropped. For instance, you can define that traffic going upstream should only get 1.544 Mbps of traffic because you have a T1 interface upstream, so there isn’t much sense in passing traffic much faster than that. By limiting this close to the source, traffic that exceeds this limit will be dropped before requiring that the firewall has to fully process the packet and waste resources. When this action takes place on the interface that the traffic was received, this is known as Ingress policing. As you can see in Figure 5.1, since the outbound path to the Internet only supports 1.544 Mbps of bandwidth, by limiting the bandwidth on the Ingress interface to 1.544 you can restrict the traffic earlier in the traffic flow.This is a more efficient use of network resources. You can also configure this action to occur as traffic leaves an interface, which is known as Egress policing.
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Figure 5.1 Interface-Based Traffic Shaping



You can also configure interface bandwidth for traffic shaping on virtual interfaces such as sub-interfaces and tunnel interfaces. Of course, you cannot exceed the bandwidth of the physical interfaces that the virtual interfaces are applied to. Essentially, you must take the sum of the bandwidth of your virtual interface, plus the other virtual interfaces which are applied to this interface and verify that they do not exceed the bandwidth of the physical interface. If you do not configure the bandwidth on your interface, the value will be taken from the physical interface from which it is attached. Also, you can only define the maximum amount of bandwidth a physical interface can use, but on virtual interfaces you can specify a guaranteed bandwidth since that virtual interface may be in contention with other virtual interfaces on the same physical interface. Figure 5.2 shows the interface bandwidth hierarchy that applies to interface and virtual interfaces on the Juniper firewalls.



Figure 5.2 Interface Bandwidth Hierarchy



Gigabit Ethernet Interface 1Gbps



Sub-Interface Guaranteed 300 Mbps— Maximum 500 Mbps



TunnelInterface Guaranteed 200 Mbps— Maximum 300 Mbps
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NOTE Traffic shaping can only be configured on sub-interfaces and tunnel interfaces. It cannot be configured on aggregate interfaces, redundant interfaces, or virtual security interfaces. You can create tunnel interfaces which are bound to subinterfaces. In those scenarios, you can actually apply interface bandwidth settings to both the Parent physical interface, the Child sub-interface, and the Grand-Child tunnel interface.



Interface Bandwidth Properties When you configure the bandwidth on interfaces, you are allowing the firewall to determine how much bandwidth can effectively pass through the interface of this device.This is important because there is no sense in configuring more bandwidth than the weakest link of the path to the destination. Configuring this can help save resources and optimize the traffic patterns on your network. Listed in the following are the interface bandwidth properties that can be configured for both physical interfaces and virtual interfaces. ■



Ingress Maximum Bandwidth This value is the maximum bandwidth setting for this interface. Any traffic that exceeds this value will be dropped, as it is over the threshold.This applies to traffic arriving on the physical interface.This value is in kilobits per second (Kbps).



■



Egress Maximum Bandwidth When traffic leaves a physical interface to be put onto a physical link, this is known as Egress traffic.This field defines the maximum bandwidth speed that can be put onto the link as it exits the firewall.This can be useful so that you do not over-saturate a link with excess bandwidth, but rather choke the bandwidth back before it gets put on the link.This value is in Kbps.



Virtual Interface Bandwidth Properties In addition to being able to configure the bandwidth settings for the physical interfaces, you can also do so on the virtual interfaces.The following properties can be configured on the virtual interface. ■



Ingress Maximum Bandwidth Just like the physical interfaces, you can configure how much bandwidth can be taken in on the virtual interface to help prevent traffic from being processed that is over the traffic threshold capabilities.This is measured in Kbps.



■



Egress Maximum Bandwidth You can also configure what the maximum bandwidth should be set to for virtual interfaces to help prevent sending more traffic than can be handled on a downstream link.This is measured in Kbps.
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Egress Guaranteed Bandwidth To ensure your interface receives the appropriate amount of bandwidth when multiple virtual interfaces are configured on a single physical interface, you can additionally specify the Guaranteed Bandwidth. Of course, you cannot specify more bandwidth than the interface is capable of supporting, and you must be mindful of the guaranteed bandwidth settings of other virtual interfaces on the same physical interface.



Policy-Based Properties As mentioned at the beginning of this section, the primary method of performing traffic shaping in the firewall is to configure policies to match traffic, and then enforce traffic shaping on them.The following lists the various properties you can configure on trafficshaping policies. ■



Traffic Shaping This option enables traffic shaping on the policy. If this is not selected, traffic shaping will not be active for the policy.



■



Policing Bandwidth On a policy-by-policy basis, you can define the bandwidth in Kbps for policing. What this does is restrict the bandwidth used by this policy on the ingress interface side, so that when traffic matches this policy that exceeds the bandwidth amount, that traffic will be dropped. Just like entering the maximum bandwidth on the interface, this causes traffic to only be allowed through the device if the bandwidth level doesn’t surpass the threshold.This is an effective way to help reduce firewall resources because the traffic is dropped earlier in the packet flow.



■



Guaranteed Bandwidth The amount of bandwidth that you guarantee will be available for this policy to transmit is considered the Guaranteed Bandwidth and can be configured on a policy-by-policy basis in Kbps.You must be careful you don’t guarantee more bandwidth than what’s available with other policies on the firewall.This is useful to help ensure that certain traffic will get at least a specific amount of bandwidth. If this is configured by itself, the traffic may additionally burst to any bandwidth level the firewall can support.



■



Maximum Bandwidth Each policy can define a maximum amount of bandwidth that the traffic matching the policy can transmit in Kbps.You configure that value in this field.



■



Traffic Priority You can set eight different traffic priority classes on the firewall. These classes determine the order which traffic will get serviced on the firewall. You can configure a specific traffic class that the policy should map the traffic to on a per-policy basis.The traffic can only be mapped to one class.



■



DiffServ Marking Differentiated Services (DiffServ) allows you to tag packets according to their priorities.This allows you to mark individual packets in the
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Type of Service (ToS) byte in the IP (Internet Protocol) header.This conforms to Request For Comment (RFC) 2474 and RFC 1349.Table 5.1 shows a mapping of the DiffServ codes to the traffic priorities configured on a Juniper firewall.



DiffServ Properties You can configure DiffServ on your firewall systemwide and also mark packets that travel through a policy configured to do so. DiffServ on the system has the following properties: ■



DSCP Class Selector Enabling this option will allow DSCP Class selection on your system.



■



IP Precedence You can set the eight different DiffServ values in the ToS bits of the IP packet.The firewall will map them to the appropriate queues that you define in the IP precedence fields. If you leave it at default, priority 7 (bits 111) will be mapped to queue 0 (highest priority) all the way down to priority 7 (bits 000), which is the lowest value (shown in Table 5.1).



■



Mode You can define three different modes for DiffServ traffic shaping on your firewall: ■



Auto This turns on DiffServ mapping if there is a policy that uses ingress or egress traffic shaping.



■



On This turns on DiffServ mapping regardless of whether there is a policy or not.



■



Off This turns it off regardless of other configurations.



Table 5.1 DiffServ Mapping to Juniper Priority Codes Web



CLI



DiffServ



High 2nd 3rd 4th 5th 6th 7th Low



0 1 2 3 4 5 6 7



111 110 101 100 011 010 001 000



It is entirely possible to grind your network to a halt with a bad traffic-shaping configuration, so it is important to consider all aspects of it before implementing traffic shaping. In the next section, we will look at and describe the various rules of traffic shaping.
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NOTE Any bandwidth that is left over from the guaranteed bandwidth may be used by other traffic. Of course, the maximum bandwidth will put a cap on how much traffic can be sent for that interface or policy.



Traffic-Shaping Mechanics Before we jump right into a traffic-shaping configuration, let’s look at the rules of how traffic shaping works on the Juniper firewalls.These very specific rules will help you understand the consequences of traffic shaping. Priority queuing contains eight different queue levels ranked from highest to lowest.The higher the queue ranking, the more precedence it gets over the other queues. If there are three policies and each policy was configured with a different priority level, the highest priority traffic would get processed first before the lower priority traffic. It’s important to remember that traffic is matched on the firewall rule just like any other firewall rule, but when the rule uses traffic shaping as an advanced option, it may not transmit in a first-in first-out fashion. Depending on how you have your policies set to enforce traffic shaping, some traffic may be queued in times of contention, or dropped altogether. If you are considering using traffic shaping, most likely you are looking for two things: a way to guarantee bandwidth to specific traffic, and a way to cap how much bandwidth specific traffic will use. Setting the guaranteed bandwidth and maximum bandwidth settings accomplishes this.These are configured on a per-policy basis, directly in the policy. When you configure guaranteed bandwidth, you are saying that the defined amount of bandwidth will be available for the traffic.There is no restriction on configuring this. So if you only have a T1 with 1.544 Mbps available, but you guarantee 10 Mbps, you will have a serious problem.The firewall can over-allocate bandwidth to this traffic.This will leave no bandwidth available for other traffic. When bandwidth is allocated for traffic, it is done so in a bidirectional manner. So, if 256 Kbps is guaranteed outbound for a policy, the inbound return traffic will have the same 256 Kbps bandwidth guarantee. Maximum bandwidth specifies the total amount of bandwidth that can be allocated to the traffic specified in a given policy.This is the absolute ceiling for the traffic and cannot be exceeded. It’s also very useful to specify bandwidth restrictions for protocols such as FTP, streaming media, or HTTP from specific hosts.This allows you to have hosts still use these bandwidth-intensive protocols, but restrict how much bandwidth they can use.The decision about which traffic gets how much bandwidth is based on these three concepts (priority queuing, guaranteed bandwidth, and maximum bandwidth). An important factor in bandwidth allocation is what happens to all of the other traffic that matches policies that do not have traffic shaping configured on them.These factors
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effect what happens to the unmatched traffic relative to the traffic matched to traffic shaping policies. All traffic that does not match an existing traffic-shaping policy will use the following configuration: ■



Guaranteed Bandwidth No guaranteed bandwidth.



■



Maximum Bandwidth Unlimited maximum bandwidth.



■



Priority Lowest priority (priority 7).



NOTE Traffic that is not already guaranteed by another policy is then serviced by priority queuing if it is enabled. Traffic with the highest priority will be serviced before any traffic with lower priority. If you have multiple policies with traffic at the same priority, that traffic will be serviced in a round robin fashion. Of course, queuing only happens when there is bandwidth contention. If you want a strict priority queuing environment, do not configure any guaranteed bandwidth.



Traffic shaping is a very complex process. Many factors come into play in regards to creating an effective traffic-shaping design. Not only must you consider the effects of guaranteed bandwidth, maximum bandwidth, and priority, you must also consider the protocol you are trying to shape. When shaping a protocol, understand how that protocol works first. If possible, do a study to determine bandwidth usage for each protocol.You may be surprised by how each protocol performs. One particular protocol is HTTP. I have seen many organizations configure a poor traffic shaping policy around this protocol.Typically, the HTTP protocol does not use a great deal of bandwidth. If the Web site you are trying to traffic shape is mainly a text-based site with light images, the bandwidth consumption will be relatively low compared to a site delivering many images or multimedia content. When you access a Web site, you send a small amount of data that requests the content on the page. Afterward, the Web server delivers the requested information. The user will review the information by reading the page or looking at the pictures, and can usually then click a second link on the site to access more content. For this type of Web site, there is no consistent passing of data. All the data is passed in bursts. Planning for this type of application can be tough because of its inconsistent distribution of data.This is where a study to determine exactly how much bandwidth is used would largely benefit you.
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Damage & Defense… Default Traffic Handling It is possible for you to determine how the Juniper firewall handles the rest of the traffic that matches policies without traffic shaping enabled. You can tell your firewall to handle traffic using three modes. The default mode is auto. In auto mode, traffic shaping is turned on for all traffic the first time you configure a policy with traffic shaping. In the auto mode, if no traffic shaping is turned on, no traffic shaping is applied. The second option you can configure is for traffic shaping to be on all the time. This enforces traffic shaping to all traffic, regardless of whether or not you have configured a policy with traffic shaping. This will apply the default traffic shaping options (no guaranteed bandwidth, unlimited maximum bandwidth, and lowest priority) to all traffic. The last option is to disable traffic shaping on all traffic that is not part of a traffic-shaping policy. This mode is how the firewall acts when there are no trafficshaping policies configured. To configure these options, you must use the CLI since these configuration changes cannot be made from the WebUI. In summary: ■



Traffic Shaping Auto Sets traffic-shaping mode to auto.



■



Traffic Shaping always on Sets traffic-shaping mode to on.



■



Traffic Shaping always off Sets traffic-shaping mode to off.



Syngress-> get traffic-shaping mode traffic shaping is set to auto by user traffic shaping is currently turned off by the system Syngress-> set traffic-shaping mode on Syngress-> get traffic-shaping mode traffic shaping is set to on by user traffic shaping is currently turned off by the system Syngress-> set traffic-shaping mode off Syngress-> get traffic-shaping mode traffic shaping is set to off by user traffic shaping is currently turned off by the system Syngress-> set traffic-shaping mode ? auto



automatically turn on/off traffic shaping



off



turn off traffic shaping



Continued
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turn on traffic shaping



Syngress-> set traffic-shaping mode auto Syngress-> get traffic-shaping mode traffic shaping is set to auto by user traffic shaping is currently turned off by the system Syngress->save



NOTE If you turn traffic shaping off for one policy while it remains on for another, the policy without traffic shaping will get the default policy. You can turn this off with the set traffic-shaping mode off command. This command is also useful if you want to set up traffic shaping but not enable it on the system.



Traffic-Shaping Examples The Juniper firewall provides you with a wide range of traffic shaping capabilities to help manage traffic on your network.The best way to begin to understand traffic shaping is by example. In this section, we will cover a couple of traffic-shaping examples.These examples will help you better understand the application and use of traffic shaping.



Traffic-Shaping Example 1 In this example, we have a simple network setup: one firewall with a single trust and untrust interface.The company also has a single T1 with a 1.544-Mbps bandwidth. On the trust side of the network, we have a single IP block with two subnets.The Marketing department uses the 10.1.1.0/25 network, while the Research Services department uses the 10.1.1.128/25 network. Each department has different types of requirements.The Sales department has very little use for the Internet besides using e-mail.The Research Services department, on the other hand, has to perform research, most of which comes from using the Internet. We have a possible contention of resources since the Marketing department has lately been using the Internet for streaming media, given it is inspirational for their work.This has slowed the production of the Research Services department and lowered their important productivity.You have decided to implement a traffic-shaping policy to ensure that the Research Services department is getting access to the resources they need.Table 5.2 shows our pseudo policy and what it does for us:
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Table 5.2 Example 1: Pseudo Policy Source



Guaranteed Maximum Bandwidth Bandwidth



Traffic Priority



512 Kbps



Unlimited



High



Streaming 256 Kbps Media



512 Kbps



2nd



Any



Unlimited



Low



Destination Service



Research Services 10.1.1.128/25 Any HTTPS Marketing 10.1.1.0/25 Any Entire Company 10.1.1.0/24



Any



HTTP,



512 Kbps



We have set up three policies for the company.The first policy allows the Research Services department to access the Internet with the HTTP and HTTPS (HTTP Secure) protocols.This allows the department to access Web sites to acquire the information they need. We are guaranteeing 512 Kbps, or about one-third of the T1, because of the importance of this action.This traffic is given a high-priority tag to ensure it gets as much bandwidth as possible. The second policy allows for the Marketing department to access streaming media. We guarantee that they will have 256 Kbps for streaming media protocol. However, in this policy, we also cap the total bandwidth they use to 512 Kbps.This traffic is given the second highest priority because upper management wants to ensure they have access to the streaming media. The final policy covers the entire company for access to the Internet. On this policy, we use the entire network, 10.1.10/24, which encompasses both 10.1.1.0/25 (Marketing) and 10.1.1.128/25 (Research Services). We guarantee 512 Kbps for this traffic with no cap on how much bandwidth they can use.This traffic has the lowest possible priority. Let’s look at the numbers and how the traffic breaks down for availability. ■



Guaranteed Bandwidth Total guaranteed bandwidth 512 Kbps + 512 Kbps + 256 Kbps = 1280 Kbps.The available floating bandwidth, 264 Kbps, is left from the T1 in cases where all of the policies are using the maximum bandwidth.



■



Maximum Bandwidth Only one policy is configured with maximum bandwidth.This is to ensure that the marketing department does not consume the entire T1.



■



Traffic Priority The first policy will always get priority over the rest of the policies for any bandwidth remaining after all of the guaranteed bandwidth is used. The other policies will always get their guaranteed bandwidth regardless of the priority. If the first policy does not use the remaining bandwidth, it will first be available to the second policy, followed by the third policy.
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Traffic-Shaping Example 2 Because of our excellent use of traffic shaping, the Research Services department has become extremely productive.This has allowed the company to grow and add new departments and, of course, new requirements: ■



Research Services Lead researchers Darren, Rich, and Charlie have come up with the new requirements.The Research Services team needs access to FTP as well to utilize the usual HTTP and HTTPS protocols. Using the FTP protocol will not be as important as the HTTP and HTTPS protocols. Because the Research Services team has doubled its staff, they now are using the entire 10.1.1.0/24 network for their own department.The team has found the Internet responsive during its use.



■



Marketing Department Patty has scolded the Marketing team for their lack of productivity and has denied them access to the streaming media services. However, the Marketing department now requires use of the Internet, much like Research Services.They need HTTP and HTTPS to identify new ways to be successful.The Marketing department uses the 10.1.2.0/25 network.



■



Human Resources Nancy heads up the new Human Resources department. This department was created to work with all of the new employees. Nancy’s only major requirement is to have her Human Resources application download new recruit information over FTP throughout the day.The files they need are small, but must be consistently delivered.The Human Resources department uses the 10.1.2.128/25 network.



We must determine an effective policy to maximize the T1 for this up-and-coming company.Table 5.3 shows the new policy. We have expanded on our original policy to include more policies.



Table 5.3 Example 2: Policy Source



Destination



Research Services 10.1.1.0/24



Any



10.1.1.0/24 Marketing 10.1.2.0/25



Any Any



Guaranteed Service Bandwidth



Maximum Bandwidth



Traffic Priority



HTTP, HTTPS FTP



512 Kbps



Unlimited



High



128 Kbps



128 Kbps



High



HTTP, HTTPS



256 Kbps



Unlimited



3rd



Continued
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Table 5.3 Example 2: Policy Source



Destination



Human Resources 10.1.2.128/25 Any Entire Company 10.1.1.0/24, Any 10.1.2.0/24



Guaranteed Service Bandwidth



Maximum Bandwidth



Traffic Priority



FTP



128 Kbps



128 Kbps



2nd



Any



256 Kbps



Unlimited



Low



We continued with the theme of our original policies.The first policy still allows Research Services to access the Internet with the 512-Kbps guarantee.The second policy allows for Research Services to FTP to the Internet with a 128-Kbps guarantee. Because it is not as important as HTTP and HTTPS, we give FTP less bandwidth. Both of these policies have their traffic labeled as high priority. The third policy allows the Marketing department to access the HTTPS and HTTP protocols.They have fewer people in their department, so they require less bandwidth. We have guaranteed the department 256 Kbps of bandwidth.The traffic from the Marketing department is not rated as important as either the Research Services or Human Resources traffic, but it is deemed more important than all of the other traffic coming from the company. Consequently, we have given this policy third priority. The fourth policy is used to address the Human Resources department’s requirement for FTP.The files for Human Resources are small and require very little bandwidth. We have guaranteed Human Resources 128 Kbps and have specified a maximum bandwidth of 128 Kbps.This will ensure that they get the available bandwidth, but does not allow them to capitalize on the rest of the available bandwidth.The last policy allows the rest of the company to access the Internet, guaranteeing them 256 Kbps.This traffic is not required for the company to function and has been given a low priority. ■



Guaranteed Bandwidth Total guaranteed bandwidth is 512 Kbps + 128 Kbps + 256 Kbps + 128 Kbps + 256 Kbps = 1280 Kbps.The available floating bandwidth (264 Kbps) is left out of the T1 in cases where all the policies are using the maximum bandwidth.



■



Maximum Bandwidth We have two separate policies with maximum bandwidth.These policies are used with maximum bandwidth to ensure they do not use up all of the available floating bandwidth.



■



Traffic Priority The first two policies will always get priority over the rest of the priorities for any bandwidth remaining after all of the guaranteed bandwidth is used.The Human Resources FTP policy will get second priority to bandwidth.



www.syngress.com



418_NetScrn_SSG_05.qxd



11/7/06



2:20 PM



Page 209



Advanced Policy Configuration • Chapter 5



Since this policy is already guaranteed bandwidth and the maximum bandwidth it can use is the same, the guarantee configuring the priority does not change much because it will already get the bandwidth guaranteed to it.The Marketing policy will be able to use any bandwidth left over that the research services team does not use.The rest of the company can use the guaranteed bandwidth of 256 Kbps, as well as any other bandwidth left over. So far, we have reviewed the theory of traffic shaping. We will now look at the practical ways to configure the components of traffic shaping.You can configure policy-shaping in two places. First, bandwidth must be configured on the interfaces you intend to use traffic shaping on, and second, you must configure traffic shaping on each policy.



Interface Bandwidth Configuring bandwidth for each interface is a simple process.You must first determine how much bandwidth you have for each connection.Traffic shaping is typically employed for the Internet, but it can be used anywhere in the network. If you do not configure the interface bandwidth manually, the firewall will assume the interface link as its bandwidth. The following steps will guide you through the WebUI configuration: 1. Access Network | Interfaces. 2. Click the Edit link of the interface you wish to configure. 3. Use the Traffic Bandwidth field to enter the speed of the interface (in Kilobytes per second, or kBps). 4. Click OK. Use the following commands to configure bandwidth via the CLI: Syngress-> get interface untrust Interface untrust: number 1, if_info 88, if_index 0, mode route link up, phy-link up/full-duplex vsys Root, zone Untrust, vr trust-vr dhcp client disabled PPPoE disabled *ip 214.208.253.9/24



mac 0010.db61.0e01



*manage ip 214.208.253.9, mac 0010.db61.0e01 route-deny disable ping disabled, telnet disabled, SSH disabled, SNMP disabled web disabled, ident-reset disabled, SSL disabled webauth disabled, webauth-ip 0.0.0.0 OSPF disabled



BGP disabled



RIP disabled



bandwidth: physical 100000kbps, configured 0kbps, current 0kbps
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Chapter 5 • Advanced Policy Configuration total configured gbw 0kbps, total allocated gbw 0kbps DHCP-Relay disabled DHCP-server disabled Syngress-> set interface untrust bandwidth 1544 Syngress-> get interface untrust Interface untrust: number 1, if_info 88, if_index 0, mode route link up, phy-link up/full-duplex vsys Root, zone Untrust, vr trust-vr dhcp client disabled PPPoE disabled *ip 214.208.253.9/24



mac 0010.db61.0e01



*manage ip 214.208.253.9, mac 0010.db61.0e01 route-deny disable ping disabled, telnet disabled, SSH disabled, SNMP disabled web disabled, ident-reset disabled, SSL disabled webauth disabled, webauth-ip 0.0.0.0 OSPF disabled



BGP disabled



RIP disabled



bandwidth: physical 100000kbps, configured 1544kbps, current 0kbps total configured gbw 0kbps, total allocated gbw 0kbps DHCP-Relay disabled DHCP-server disabled Syngress->save



Policy Configuration Configuring traffic shaping on a policy is a simple process.The hard part is determining the configuration for each policy. In this example, we will configure traffic shaping on a policy that already exists. Use the following steps to create a policy configuration via the WebUI: 1. Go to Policies. 2. Click the Edit link of the policy you want to modify. 3. Click the Advanced button at the bottom of the page (note that you can access the traffic shaping configuration by clicking the Advanced button when creating a new policy). 4. Enable the Traffic Shaping option. 5. Enter the desired Guaranteed Bandwidth (in kbps). A value of 0 indicates there is no guaranteed bandwidth configured. 6. Enter the desired Maximum Bandwidth (in kbps). A value of 0 indicates there is no maximum bandwidth configured.



www.syngress.com



418_NetScrn_SSG_05.qxd



11/7/06



2:20 PM



Page 211



Advanced Policy Configuration • Chapter 5



7. Use the Traffic Priority drop-down list to select the desired priority. If you want to mark packets with DiffServ Codepoint Marking, enable the DiffServ Codepoint Marking option. 8. Click OK.



NOTE You can only set traffic shaping on a policy when you create the policy. If you want to modify an existing policy, you must first delete it and then re-create it



The following commands are used for policy configuration via the CLI: Syngress-> set policy from trust to untrust any any HTTP permit traffic gbw 100 priority 0 mbw 200 dscp enable policy id = 2 Syngress-> get policy id 2 name:"none" (id 2), zone Trust -> Untrust,action Permit, status "enabled" src "Any", dst "Any", serv "HTTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 4000, session backup: on traffic shapping on, scheduler n/a, serv flag 00 log no, log count 0, alert no, counter no(0) byte rate(sec/min) 0/0 total octets 0, counter(session/packet/octet) 0/0/0 priority 0, diffserv marking On tadapter: state on, gbw/mbw 100/200 No Authentication No User, User Group or Group expression set Syngress-> set policy from trust to untrust any any FTP permit traffic gbw 0 priority 0 mbw 200 dscp enable policy id = 3 Syngress-> get policy id 3 name:"none" (id 3), zone Trust -> Untrust,action Permit, status "enabled" src "Any", dst "Any", serv "FTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 4000, session backup: on traffic shapping on, scheduler n/a, serv flag 00 log no, log count 0, alert no, counter no(0) byte rate(sec/min) 0/0 total octets 0, counter(session/packet/octet) 0/0/0
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Chapter 5 • Advanced Policy Configuration priority 0, diffserv marking On tadapter: state on, gbw/mbw 0/200 No Authentication No User, User Group or Group expression set Syngress-> save



Configuring Traffic Shaping on a VPN Policy To ensure you shape traffic within a tunnel properly, you must do so on the policy that is acting as the policy for the VPN. In this example, we will show how a policy-based VPN can be used to shape traffic that is traversing it.This example assumes you already have a VPN configured called TigersVPN. To configure this example through the Juniper WebUI: 1. Go to Policies and select the appropriate From Zone and To Zone for the policy and click New. 2. Define the Source and Destination Addresses, along with the Services for the VPN policy. 3. Select Tunnel for the action, and choose the appropriate VPN from the dropdown list. 4. Define additional options for this policy (such as logging) and click the Advanced button. 5. Enable the Traffic Shaping, and define the appropriate parameters for it.This can include Policing Bandwidth, Guaranteed Bandwidth, Maximum Bandwidth, and DSCP Marking. 6. Click OK. For this example, we will use Policy From Zone To Zone Source Address Destination Address Service Action VPN Logging Traffic Shaping Guaranteed Bandwidth Maximum Bandwidth
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To configure this example through the Juniper CLI: set policy from trust to untrust 10.1.1.0/24 192.168.1.0/24 ftp tunnel vpn TigersVPN log traffic gbw 200 mbw 100 save



Configure Traffic Shaping on a Route-Based VPN In this example, we will configure traffic shaping on a VPN which uses routes with tunnel interfaces instead of policies. Note that there are many different ways to perform similar traffic shaping functionality in a route-based VPN depending on where the tunnel interface is in respect to the ingress interface. In this example, we will assume that the tunnel1.1 interface is bound to the Trust interface, therefore it does not require a policy for traffic in the trust zone (since we are not using intrazone blocking for the Trust Zone). We will assume you have configured the VPN, bound it to the Tunnel1.1 Interface, and created routing for this example. We will enable traffic shaping on the ingress interfaces to ensure the VPN gets appropriate connectivity. To configure this example through the Juniper WebUI: 1. Go to Network | Interfaces and click the Edit button next to the physical interface which the tunnel interface is bound to. 2. Define the Ingress Maximum Bandwidth. 3. Click OK. 4. Go to the tunnel interface by choosing Network | Interface and clicking Edit next to the tunnel interface you would like to configure traffic shaping on. 5. Define the Ingress Maximum Bandwidth for this interface which will be useful in making sure you don’t send traffic faster than the WAN link, which supports what the VPN can handle. 6. Click OK. In this example, we will use the following configuration: Interface Trust Ingress Maximum Bandwidth 100000Kbps Interface Tunnel1.1 (bound to Trust interface) Ingress Maximum Bandwidth 1544Kbps To configure this example in the Juniper CLI: set interface Trust bandwidth ingress mbw 100000 set interface tunnel1.1 bandwidth ingress mbw 1544 save
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WARNING You must be careful when applying traffic shaping to encapsulated traffic such as an IPSec VPN, or other tunneling protocols (GRE, PPTP, L2TP). Since the firewall either cannot (in the case of IPSec VPNs) or does not inspect the traffic within the tunnel, enabling traffic shaping on the traffic will apply it to the tunnel, but not the contents within it. This can particularly be an issue if you have latency-sensitive traffic through a VPN. Since the tunnel will be shaped rather than the traffic within it, you can have significant quality and performance degradation.



Enabling DSCP Class Mapping on the Firewall In this example, we will enable DSCP Class Selection on the firewall.This can be enabled to ensure that traffic set with appropriate ToS bits by other devices in the network gets the appropriate service. To configure this example in the Juniper WebUI: 1. Go to Configuration | Advanced | Traffic Shaping. 2. Select DSCP Class Selection. 3. Set the IP Precedence values according to your needs. 4. Select the appropriate Mode. 5. Click OK. In this example, we will configure the following settings: DSCP Class Selection Enabled IP Precedence Set as Defaults Mode Auto To configure this example in the Juniper CLI: set traffic-shaping dscp-class-selector save



Configuring DSCP Marking in a Policy In this example, we will configure DSCP marking, which will be used to set appropriate ToS bits in the traffic matching that policy. To configure this example in the Juniper WebUI:
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1. Go to Policies and select the From and To zones for the policy and then click New. 2. Select the appropriate Source and Destination addresses. 3. Define the Services for this policy. 4. Specify the Action as well as any additional options for the policy, and then click Advanced. 5. Enable Traffic Shaping, and then enable the DiffServ Code Marking option. 6. Specify the DSCP Value that will be set on the traffic which passes through the policy. 7. Click OK. In this example, we will use Policy From Zone To Zone Source Address Destination Address Service Action Logging Traffic Shaping Diffserv Code Marking DSCP Value



the following settings: Trust Untrust 10.5.0.0/16 192.168.2.0/24 SIP Permit Enabled Enabled Enabled 7



To configure this example in the CLI: set policy from trust to untrust 10.5.0.0/16 192.168.2.0/24 sip permit log traffic dscp enable value 7 save



Advanced Policy Options Several options on a Juniper firewall are considered advanced options.They are not necessarily more complex, they are more like miscellaneous options that don’t fit into a particular category. All of these options are invoked directly on the policy much like how we configured traffic shaping earlier. In this section, we look at counting and scheduling. Counting provides the option to track bandwidth that is used on a per-policy basis.This can be helpful in determining an effective traffic shaping policy. Scheduling allows you to set times at which a policy is active. Typically, once a policy is created, it is always in effect until you delete it or disable it. Scheduling allows you to specify the times at which a policy is active.This can be particu-
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larly useful with traffic shaping. For instance, you can configure certain traffic-shaping policies to be active at certain times of day, while others are active during different hours. In this section, we cover most of the available advanced options, while some of the other features require more in-depth coverage, and so we set aside their own chapters for such discussions. Because of the breadth of knowledge involved in the various options of user authentication, it has been given its own chapter. Other advanced options omitted from this chapter are NAT (covered in Chapter 8) as well as Anti-Virus, Deep Inspection, Anti-Spam, and URL Content Filtering (covered in Chapter 10).



Counting The counting feature allows you to display a graphical view of traffic that passes through the policy.This can be useful in determining traffic usage for a specific policy. It also can assist you in determining effective traffic-shaping policies. Counting can be enabled on any policy. When using counting, you can also enable something called a traffic alarm, which is a threshold for the policy in Bytes per second, KB per Minute, KB per Hour, MB per Day, or MB per Month. If the threshold is exceeded, a traffic alarm will be generated and can be sent to you via e-mail.The traffic alarm is also logged. In Figure 5.3, you can see an example of a graph that is generated by configuring counting. At the top of the page is a drop-down list labeled Granularity.This allows you to choose one of the following display units: ■



Bytes Per Second



■



Kilobytes Per Minute



■



Kilobytes Per Hour



■



Megabytes Per Day



■



Megabytes Per Month



It is also possible to download the data in a text file. An example of the text file is listed next.You can use this text file to generate your own reports with the data. ======================================================================== Second Counters Log for Policy: (Src = "Any", Dst = "Any", Service = "ANY") Current system time is Sat, 16 Oct 2004 15:14:14 ======================================================================== Time Stamp
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0000036229



Sat, 16 Oct 2004 15:14:13



0000034407



Sat, 16 Oct 2004 15:14:12



0000023846



Sat, 16 Oct 2004 15:14:11



0000029281



Figure 5.3 A Counting Graph Example



You can look at traffic alarms from both the WebUI and the CLI. A report is generated for every time period in which the traffic exceeds the set threshold. Figure 5.4 shows an example of an alarm report from the WebUI.



Figure 5.4 A Traffic Alarm Report (WebUI)
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To view a policy’s traffic alarm reports via the CLI, click the policy’s red alert light, or select Reports | Policies. The following traffic alarm information was accessed via the CLI: Syngress-> get alarm traffic Recent Alarm Time 2004-10-16 21:47:57



PID Source 1 Any



Destination



Service



Any



ANY



Total entries matched = 1 Syngress-> get alarm traffic detail PID 1, src Any, dst Any, service ANY Total alarm entries under this policy = 4095 Date



Rate



Threshold



2004-10-16 21:47:57



Time



2902



5



KBytes/Minute



Unit



2004-10-16 21:46:58



3442



5



KBytes/Minute



2004-10-16 21:45:59



4443



5



KBytes/Minute



2004-10-16 21:44:50



3164



5



KBytes/Minute



2004-10-16 21:43:51



3235



5



KBytes/Minute



2004-10-16 21:42:52



3578



5



KBytes/Minute



2004-10-16 21:41:53



4279



5



KBytes/Minute



2004-10-16 21:40:54



4511



5



KBytes/Minute



2004-10-16 21:39:55



4200



5



KBytes/Minute



2004-10-16 21:38:56



3938



5



KBytes/Minute



2004-10-16 21:37:57



3874



5



KBytes/Minute



2004-10-16 21:36:58



4127



5



KBytes/Minute



2004-10-16 21:35:59



5130



5



KBytes/Minute



2004-10-16 21:34:29



2476



5



KBytes/Minute



2004-10-16 21:33:30



2387



5



KBytes/Minute



2004-10-16 21:32:31



2288



5



KBytes/Minute



2004-10-16 21:31:32



2184



5



KBytes/Minute



2004-10-16 21:30:33



2362



5



KBytes/Minute



2004-10-16 21:29:34



3221



5



KBytes/Minute



Total entries matched = 19



Configuring Counting Configuring counting is simple. Counting can be enabled or disabled at any time. When you configure counting, it is either turned on or off. In this example, we will enable counting on a policy that already exists. Use the following steps to enable counting via the WebUI: 1. Go to Policies and click the desired policy’s Edit link. 2. Click Advanced at the bottom of the page.
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3. Enable the Counting option. 4. Click OK. Use the following scripts to enable counting via the CLI: Syngress-> set policy from trust to untrust any any HTTP permit count policy id = 2 Syngress-> get policy id 2 name:"none" (id 2), zone Trust -> Untrust,action Permit, status "enabled" src "Any", dst "Any", serv "HTTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler n/a, serv flag 00 log no, log count 0, alert no, counter yes(2) byte rate(sec/min) 0/0 total octets 0, counter(session/packet/octet) 0/0/2 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set Syngress-> set policy id 2 Syngress(policy:2)-> unset count Syngress(policy:2)-> exit Syngress-> get policy id 2 name:"none" (id 2), zone Trust -> Untrust,action Permit, status "enabled" src "Any", dst "Any", serv "HTTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler n/a, serv flag 00 log no, log count 0, alert no, counter no(0) byte rate(sec/min) 0/0 total octets 0, counter(session/packet/octet) 0/0/0 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set Syngress-> set policy id 2 Syngress(policy:2)-> set count Syngress(policy:2)-> exit Syngress->



In Figure 5.5, you can see the icon that is added to your policy.You can click this icon to access the counting graph, which is represented here as an hourglass.You are only able to



www.syngress.com



219



418_NetScrn_SSG_05.qxd



220



11/7/06



2:20 PM



Page 220



Chapter 5 • Advanced Policy Configuration



view the graphs from the WebUI. If you are using the CLI, you can see the stored counter information in its raw form, but it is of very little help in actually determining the traffic usage.



Figure 5.5 Policy with Traffic Shaping Configured (WebUI)



The following is an example of raw counter information, obtained via the CLI: Syngress-> get counter policy 1 second PID: 1, Interval: Second, Unit: Byte/Sec, End Time: 16 Oct 2004 16:14:39 000-005: 0000039654 0000035190 0000034479 0000042527 0000029679 0000047886 006-011: 0000033058 0000034236 0000042506 0000032629 0000041460 0000042747 012-017: 0000045812 0000051081 0000067825 0000057319 0000055379 0000043726 018-023: 0000061160 0000072803 0000058361 0000066299 0000073356 0000072003 024-029: 0000076061 0000091056 0000084565 0000064143 0000047321 0000061755 030-035: 0000051065 0000062170 0000046592 0000060783 0000057485 0000079750 036-041: 0000053997 0000044322 0000045913 0000000000 0000056328 0000061494 042-047: 0000052587 0000041281 0000048066 0000055305 0000048326 0000045536 048-053: 0000043505 0000043834 0000047886 0000049541 0000050748 0000048746 054-059: 0000051015 0000067368 0000039355 0000041967 0000039633 0000047315 060-065: 0000066774 0000060505 0000054568 0000046993 0000051292 0000054856 066-071: 0000061414 0000044580 0000035620 0000035112 0000043073 0000041217 072-077: 0000046928 0000055871 0000050939 0000033101 0000035341 0000032518 078-083: 0000031710 0000035645 0000036502 0000042580 0000047418 0000031568 084-089: 0000045538 0000045069 0000048985 0000055465 0000036345 0000055489 090-095: 0000063875 0000049474 0000050028 0000037453 0000040042 0000036762 096-101: 0000028722 0000042958 0000040367 0000000000 0000052461 0000041931 102-107: 0000044813 0000038372 0000049706 0000050366 0000046635 0000036129 108-113: 0000041911 0000042353 0000038854 0000030692 0000037721 0000028314 114-118: 0000040465 0000025109 0000056224 0000040654 0000053751 Syngress->



Configuring Traffic Alarms To configure traffic alarms, first determine what values you want to monitor.You can choose to use Bytes per second, Kilobytes per minute, or both. Use 0 for any option you do not wish to use.Traffic alarms can be configured from both the CLI and the WebUI.You can click this red icon to access the report for that policy. If you are using the CLI, you can con-
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figure traffic alarms both during policy creation, or after the policy has been created. Note that you must have counting enabled in order to enable traffic alarms. Use the following steps to configure traffic alarms via the WebUI: 1. Click the Edit link of the policy you want to modify. 2. Click Advanced. 3. In the Alarm Threshold section, use the Bytes/Sec field to enter the bytes per second you wish to monitor. If you do not wish to use this option, leave the field blank 4. Use the KBytes/Min field to enter the Kilobytes per minute you wish to monitor. If you do not wish to use this option, leave the field blank. 5. Click OK. Use the following scripts to configure traffic alarms via the CLI: Syngress-> set policy from trust to untrust any any FTP permit count alarm 0 256 policy id = 2 Syngress-> get policy id 2 name:"none" (id 2), zone Trust -> Untrust,action Permit, status "enabled" src "Any", dst "Any", serv "FTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler n/a, serv flag 00 log no, log count 0, alert no, counter yes(2) byte rate(sec/min) 0/256 total octets 0, counter(session/packet/octet) 0/0/2 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set Syngress-> set policy id 2 Syngress(policy:2)-> unset count Syngress(policy:2)-> set count alarm 500 512 Syngress(policy:2)-> exit Syngress-> get policy id 2 name:"none" (id 2), zone Trust -> Untrust,action Permit, status "enabled" src "Any", dst "Any", serv "FTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler n/a, serv flag 00
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Chapter 5 • Advanced Policy Configuration log no, log count 0, alert no, counter yes(2) byte rate(sec/min) 500/512 total octets 0, counter(session/packet/octet) 0/0/2 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set Syngress->save



Scheduling When you create a policy on a Juniper firewall, you immediately activate that policy into the running configuration. If you do not want to use that policy, you can either disable it or remove it manually. Scheduling is a function that allows you to have a policy that is active only at specific times.You would create a schedule object based upon a single time, day, or reoccurring time. For example, you may want to allow your users to browse the Internet after 5 P.M. By creating a schedule object, you can define a time or times that you want to allow this activity. A schedule object can be created to occur at a single time or on a recurring schedule. When configuring scheduling, the time is based upon the local time of the firewall.



Scheduling Properties Scheduling objects allow you to configure several options which can be used to define when a policy is active on the firewall.The following properties can be configured within a schedule object on the firewall: ■



Schedule Name This is the name for the schedule object which will be referenced elsewhere in the configuration.



■



Comment You can define a comment to this schedule name for reference purposes.



■



Recurring If this schedule object should recur on a weekly basis, you can define it here.



■



Week Day You can specify two times per day per schedule object that the policy will be enabled and then disabled.You do this on a daily basis.



■



Once If the event should only occur once at a scheduled time and then shut off, you can define it here.You define the start and end time in terms of mm/dd/yyyy hh:mm.
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Configuring Scheduling Configuring a policy to schedule is a two-step process. First, you must create a schedule object. Next, you must apply the schedule object to a policy.You can apply the scheduling object to an existing policy or to a policy as it is being created.You can create and apply scheduling objects from both the CLI and the WebUI. In this example, we will create a schedule object. Creating a schedule object requires the use of a name and the definition of either a recurring or a one-time instance. If you configure a recurring time, you can configure two different periods per day. Any days that you do not want to apply a schedule to, leave those days blank.To configure a single occurrence, you must configure a start and stop time along with a start and stop date. Use the following steps to add a schedule object via the WebUI: 1. Go to Objects | Schedule and click New. 2. Enter the name of the object in the Schedule Name field. 3. Enter a brief description in the Comment field. 4. Select either Recurring or Once. 5. Enter the start and end times for the schedule object. 6. Click OK. Use the following steps to edit an existing schedule object: 1. Access Objects | Schedules. 2. Click the Edit link of the schedule you wish to edit. 3. Make the desired changes and click OK. To remove a schedule object: 1. Access Objects | Schedules. 2. Click the Remove link of the schedule object you wish to delete. 3. Click OK to confirm. (Note that you cannot delete an object that is used in a policy.) The following scripts are used for configuring scheduling via the CLI: Syngress-> set scheduler “Upgrade Period” once start 08/02/2004 12:00 stop 11/14/2004 12:00 comment “The will allow for contractor access” Syngress-> get scheduler One-time Schedules: Name



Start Time



Stop Time



Comments



Upgrade Period



08/02/2004 12:00



11/14/2004 12:00



The will allow f
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Chapter 5 • Advanced Policy Configuration Syngress-> set scheduler “After Hours” recurrent monday start 17:00 stop 19:00 Syngress-> set scheduler “After Hours” recurrent tuesday start 17:00 stop 19:00 Syngress-> set scheduler “After Hours” recurrent wednesday start 17:00 stop 19:00 Syngress-> set scheduler “After Hours” recurrent thursday start 17:00 stop 19:00 Syngress-> set scheduler “After Hours” recurrent friday start 17:00 stop 19:00 Syngress-> get scheduler One-time Schedules: Name



Start Time



Stop Time



Comments



Upgrade Period



08/02/2004 12:00



11/14/2004 12:00



The will allow f



Recurrent schedules: Name



Weekday



Start1



Stop1



Start2



Stop2



After Hours



Monday



17:00



19:00



N/A



N/A



After Hours



Tuesday



17:00



19:00



N/A



N/A



After Hours



Wednesday



17:00



19:00



N/A



N/A



After Hours



Thursday



17:00



19:00



N/A



N/A



After Hours



Friday



17:00



19:00



N/A



N/A



Comments



Syngress->save



NOTE Even though it seems as if there are multiple objects named After Hours, they all represent the same object.



Once you have created your service objects, you can now apply them to your policy. If a policy has a schedule, but the policy is currently active, there is no way to tell if the policy has scheduling configured from the main policies page.The only way is to drill down on the policy to the advanced configuration page. Use the following steps to apply scheduling to a policy via the WebUI: 1. Go to Policies and click the Edit link of the policy you want to modify. 2. Click Advanced. 3. Use the Schedule drop-down list to select the schedule object you want to apply to the current policy. 4. Click OK. The following scripts are used to configure a policy for scheduling via the CLI:
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Advanced Policy Configuration • Chapter 5 Syngress-> set policy from trust to untrust any any HTTP permit schedule “After Hours" policy id = 3 Syngress-> get policy id 3 name:"none" (id 3), zone Trust -> Untrust,action Permit, status "enabled" src "Any", dst "Any", serv "HTTP" Policies on this vpn tunnel: 0 nat off, url filtering OFF vpn unknown vpn, policy flag 0000, session backup: on traffic shapping off, scheduler After Hours(off), serv flag 00 log no, log count 0, alert no, counter no(0) byte rate(sec/min) 0/0 total octets 0, counter(session/packet/octet) 0/0/0 priority 7, diffserv marking Off tadapter: state off, gbw/mbw 0/-1 No Authentication No User, User Group or Group expression set Syngress->save



WARNING It is critical that you ensure the date and time on the firewall is correct in order for schedule objects to work properly. Since the firewall references the date and time in the firewall to ensure the schedule is enabled at the appropriate time, the time must be accurate. If it is not, the schedules will be applied at different times then what you are expecting!



Configuring Schedule and Traffic Shaping One of the powerful uses of scheduling is to use it in conjunction with scheduling. For instance, you can configure one policy to be active during a part of the day when there are certain traffic patterns, and another policy to be active during another part of the day.That’s exactly what we will be doing in this example. To configure this example in the Juniper WebUI: 1. Create the schedule objects for the policy by going to Objects | Schedules and clicking New. 2. Specify the Recurring option and the appropriate days and times for the schedule. For this example we will create one schedule for Monday through Friday which will have times 9 A.M. to 5 P.M.
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3. Click OK. 4. Create a policy which does not use scheduling by going to Policies and selecting the appropriate From Zone and To Zone for the policy and clicking New. 5. Define the Source and Destination Addresses, along with the Services for the VPN policy. 6. Select Permit for the action. 7. Define additional options for this policy (such as logging) and click the Advanced button. 8. Enable Traffic Shaping, and define the appropriate parameters for it.This can include Policing Bandwidth, Guaranteed Bandwidth, Maximum Bandwidth, and DSCP Marking. 9. Select the Schedule from the drop-down menu. 10.



Click OK.



11.



In the policy window, you can simply click the Clone hyperlink.



12.



Go to the Advanced section and turn off Scheduling and set the Traffic Shaping you would like to have for the traffic outside the scheduled policy window.



13.



Click OK.



For this example, we will want to make sure the policy with the schedule is above the policy without.This way, traffic will match the scheduled policy when it is enabled, but when it is not, it will match the traffic for the other policy, which is any other time. In this example, we will use the following properties: Schedule Schedule1 Monday-Friday 09:00-17:00 Policy ID From Zone To Zone Source Address Destination Address Service Action Logging Traffic Shaping Maximum Bandwidth
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Schedule ID From Zone To Zone Source Address Destination Address Service Action Logging Traffic Shaping Maximum Bandwidth



Schedule1 2 Trust Untrust Any Any HTTP Permit Enabled Enabled 1000kbps



To configure this example in the Juniper CLI set scheduler “Schedule1” recurrent monday start 9:0 stop 17:0 set scheduler “Schedule1” recurrent tuesday start 9:0 stop 17:0 set scheduler “Schedule1” recurrent wednesday start 9:0 stop 17:0 set scheduler “Schedule1” recurrent thursday start 9:0 stop 17:0 set scheduler “Schedule1” recurrent friday start 9:0 stop 17:0 set policy id 1 from “Trust” to “Untrust” “Any” “Any” “HTTP” permit schedule “Schedule1” log traffic mbw 100 set policy id 2 from “Trust” to “Untrust” “Any” “Any” “HTTP” permit log traffic mbw 1000 save
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Summary In this chapter, we looked at the various advanced policy options. As mentioned at the beginning of the chapter, these are more like miscellaneous options than options that are truly advanced or complex. Traffic shaping is what should be considered an advanced feature.To successfully implement traffic shaping, you must research your exact requirements for each policy you implement. A poor configuration with traffic shaping can be as bad in some cases as not using traffic shaping at all. We looked at the use of guaranteed bandwidth, traffic prioritization, and maximum bandwidth restrictions.These three components of traffic management allow you to ensure that the available bandwidth is allocated to the policies that need it. Counting, although simple to configure, can yield some powerful results. Using counting can help you identify traffic patterns on a per-policy basis.This can help you identify which policies require more bandwidth and which use less bandwidth.You can use this information to make more informed decisions when configuring traffic shaping. Policies are typically in one of two states: enabled or disabled. When using scheduling, you can create schedule objects to specify which times the policies will be enforced and for how long policies are effective.This allows for access or denial of resources in your network based upon the time of day, thus allowing you to have a more dynamic set of firewall policies. The advanced topics that we covered in this chapter can empower you to configure the firewall above and beyond a traditional stateful firewall device.They allow you to granularly and efficiently control the traffic on your network, even based upon the time of day. Since traffic patterns change frequently throughout the day, this can be a great asset for you to deploy. A good working knowledge of the state and traffic load of the firewall is also important.The Juniper firewall can provide you with plenty of details to ensure that your firewall is functioning as expected, and will make your job as an administrator much more pleasant.



Solutions Fast Track Matt: should there be a section here titled “Traffic-Shaping Fundamentals” along with any associated bullet points? Also, is the “Network Traffic Management” heading below really supposed to read “Deploying Traffic Shaping on Juniper Firewalls”, as cited at the beginning of the chapter? The three bullets at the beginning of the chapter should match those here at the end. Mike



Traffic-Shaping Fundamentals  To create an effective traffic-shaping policy, it will take time and research in order to properly utilize the various features of traffic shaping.  Guaranteed bandwidth is always allocated first, even on the lowest priority level.
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 Bandwidth that is allocated is always allocated bidirectionally.  Maximum bandwidth allows you to put a cap on how much total bandwidth a policy can use.  By applying a priority to traffic matched to a policy, you are deciding for the firewall which traffic should be allocated more bandwidth and which traffic is nonessential.  Priority-based queuing is good for interactive and streaming data such as voice. Guaranteed bandwidth is best for bursty traffic such as HTTP and SMTP.



Advanced Policy Options  Counting can assist in creating an effective traffic-shaping policy.  Using authentication in your policies allows you to help ensure that the person using the policies resources is authorized to use them.  Scheduling allows you to configure a policy that is effective during specific times of the day.  You can utilize both scheduling and traffic shaping to deploy a firewall which changes with the traffic patterns of your network at different times of the day.  Using traffic alarms for counting can let you know when you are getting close to utilizing all of your bandwidth for your Internet link. Having a good working knowledge of your environment is definitely important to ensure that your network is functioning as you expect, and that there are no surprises.
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Frequently Asked Questions The following Frequently Asked Questions, answered by the authors of this book, are designed to both measure your understanding of the concepts presented in this chapter and to assist you with real-life implementation of these concepts. To have your questions about this chapter answered by the author, browse to www.syngress.com/solutions and click on the “Ask the Author” form.



Q: What’s a good way to remember the difference between Egress and Ingress traffic on an interface?



A: The definitions of Egress and Ingress interfaces can be a bit confusing since it really depends on which way traffic is flowing. When traffic is arriving on an interface from a physical link, this is known as the Ingress traffic. On the other hand, when traffic is leaving an interface to be sent onto a physical link, this is known as Egress traffic. So really, an interface supports both Egress and Ingress traffic, it just depends on which direction the traffic is flowing in order to determine how the traffic is limited by egress and ingress bandwidth settings on an interface. Figure 5.6 shows the traffic going outbound in one direction, with the Ingress and Egress interfaces labeled, while Figure 5.7 shows the traffic going in the opposite direction and the respective Ingress and Egress interfaces.



Figure 5.6 Ingress/Egress Interfaces with Respect to Traffic Direction



Q: When should I use Ingress Bandwidth settings versus Egress Bandwidth settings?
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Figure 5.7 Ingress/Egress Interfaces with Respect to Traffic Direction



A: Ingress bandwidth settings should be configured as close to the source of the traffic as possible (meaning not on the outbound interface).This will help minimize the processing the firewall must do on the traffic since it will be dropped earlier in the packet flow if there is contention. Sometimes, you may have multiple interfaces which may contribute to the overall outbound packet flow. Let’s say you have an internal Trust Interface for your LAN, and a DMZ interface which both send traffic through the Untrust interface that connects to a T1. In these situations, you might want to also limit the traffic that can be sent on the Egress settings of the Untrust interface so it doesn’t pass more than 1.544 Mbps onto the T1. In such a situation, you wouldn’t want to configure Ingress policing on the Trust or DMZ interfaces to 1.544 Mbps because it could still turn out to be more than the T1 link could handle if both interfaces were sending at even half capacity. Also, if you set ingress policing on those interfaces to a low value, they would not be able to send full bandwidth speeds between themselves (such as 100 Mbps for Fast Ethernet). So basically, in that situation, you would want to restrict the Untrust “Egress” Interface with Egress Bandwidth settings, and the Trust and DMZ interfaces with Ingress settings of 100 Mbps, assuming they are Fast Ethernet. See Figure 5.8 for a visual representation of this example.



Q: Is there a point to configuring traffic shaping with a reject or deny? A: No, this would not be very effective since you are going to be dropping this traffic anyways.You should only configure traffic shaping on policies where you either permit or tunnel the traffic.



Q: Why is traffic shaping so difficult to use? A: Traffic shaping requires some reasonable planning to use. When you configure traffic shaping, you are setting up rules that the firewall must follow when prioritizing traffic.
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Because the firewall is unable to make cognitive decisions, you must determine all of the decisions that need to be made for traffic shaping up front.This can be difficult because it requires some planning, but once you have tuned an effective traffic shaping configuration on your firewall, the results will be well worth the effort.



Figure 5.8 LAN and DMZ Bandwidth Shaping



Q: Traffic shaping does not seem to be as fully featured as I think it should be. Why would Juniper even use it on their firewalls?



A: The traffic shaping option on the Juniper firewall is an excellent tool for traffic management. Because it is only one small part of what the firewall product can do, it is not the focus of the product. Many products exist solely to do traffic shaping, and those products excel at providing that type of capability.The traffic shaping option on a Juniper firewall provides the minimum required options to be able to support traffic shaping effectively.



Q: Does the use of counting affect the performance of your firewall? A: If you enable counting on your firewall it will cause a slight performance decrease because of all the internal operations the firewall must perform to store the counting information. However, the impact is minimal.The impact would only be noticeable if you are already running your firewall at peak capacity. In most situations, counting can be enabled on your policies with little performance detriment.



Q: Scheduling looks like a great tool, but can you use it in a policy to deny traffic? A: The scheduling option can be enabled on any policy, regardless of what that policy does. The policy can be a deny policy, or even contain VPNs.The action or content of the policy does not affect the ability to enable scheduling on a policy.
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Solutions in this chapter: ■



User Account Types



■



Local and External Authentication Servers



■



Policy-Based User Authentication



■



802.1x Authentication



■



Authentication Enhancements
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Introduction User authentication is one of the core principles of security. Juniper firewalls have an extensive set of user authentication capabilities that provide you with many options to strengthen the security of your network.Traditionally, user authentication has been used as a tool to help identify and validate the identity of a particular user. Modern networks demand much more than simple user identification, however. With the security of your network on the line, you have a lot to lose by not verifying and restricting who is accessing your resources. Juniper has recognized and addressed the difficulties that administrators face trying to harden their networks, while balancing the needs of users and remaining flexible. At first glance, some administrators may feel overwhelmed with the number of authentication options the Juniper firewall is capable of. Not only does Juniper provide you with its own internal database, you can also integrate other standardized and proprietary authentication systems.The wide range of capabilities that you have at your disposal will enable you to harden your perimeter, and also provide peace of mind that you can track and audit network activity. In this chapter, we will begin by discussing the different types of user accounts. Second, we will cover the different authentication servers that can be used to authenticate users through different access methods.Third, we will delve into policy-based user authentication, which will enable you to control every aspect of user access to your network. We will follow our policy-based authentication discussion with an in-depth look at 802.1x authentication on the Juniper firewall.This is a relatively new technology that allows you to control user access right down to the Data-Link layer. Lastly, we will cover some of the extensions to the authentication facilities, which can provide you with a more powerful means to administer access. By the end of this chapter, you should have a thorough understanding of the different methods to authenticate users, and how to implement and manage each of these solutions.



User Account Types Juniper firewalls support several different user account types. Each account type fulfills a specific functional role and has specific attributes. It really helps to understand the capabilities of each user type, especially when you have the option of choosing one type over another.The different user account types are outlined in this section. We will cover them in great depth, explaining the differences between them, and the attributes specific to each type.The different account types include the following: ■



Admin user



■



Auth user



■



IKE user



■



XAuth user



■



L2TP user
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802.1x



Perhaps the most important user in any firewall is the Administrator.This account has many unique properties which set it apart from other user accounts. Administrator accounts, or Admin accounts for short, are special accounts which have permission to view and/or modify the configuration of the firewall.They even have their own database when stored on the firewall. Admin accounts cannot be used for any other purpose (such as VPN authentication). There are technically five types of Administrator accounts, all of which are covered next. We will follow each explanation with an example to help put your knowledge to work.



Admin Account Types ■



Root Admin The root admin account is the most privileged account. It can create and delete other admin accounts, virtual systems (VSYS), and modify certain aspects of virtual systems.This account can only be stored locally on the firewall, and there must be at least one root admin.



■



Root-Level Read/Write Admin This administrator has all of the privileges of the Root admin except it cannot create and delete VSYS, along with modifying certain aspects of VSYS.The reason why it is called a Root-Level account is because it is not an administrator account created within a VSYS (discussed next). Root-Level accounts may be stored both locally and externally.



■



Root-Level Read-Only Admin This administrator can only view the configuration of the firewall; it cannot modify any of it. Additionally, some debugging commands are restricted.This account may be stored both locally and externally.



■



VSYS Read/Write Admin VSYS Admin accounts have read/write access only to the VSYS to which they have been assigned.They cannot view any other VSYS, nor can they view the root-level configuration. Certain functions are restricted, such as the physical interface assignment, and determining which firewall zones are shared.Those functions must be performed by the Root Admin. VSYS Admin accounts may be stored locally or externally.



■



VSYS Read-Only Admin The VSYS Read-Only account can only view the configuration of its own VSYS. It cannot modify its VSYS, nor can it run certain debugging commands.This account may be stored both locally and externally.



Local Admin Authentication Administrator accounts are stored locally when they are created on the firewall. Storing an Admin account locally gives you the most flexibility with the different firewall features. Of course, storing an account locally has some drawbacks, but it is definitely the most common practice for storing accounts. Setting up local authentication for Admin accounts is easy since
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most of the work is already done for you right out of the box.The main tasks that you will need to perform are creating the Admin accounts, as well as enabling the necessary services for the Administrator to connect to the firewall with.



Configuring Admin Users with Local Authentication In this example, we will set up two administrator accounts which will authenticate locally to the firewall. One account will be set for read-write access, while the other account will be read only. Both of these accounts will be configured at the Root-Level of the firewall. To set up the Admin users under the Juniper WebUI: 1. Select Configuration | Admin | Administrators, then choose New. 2. Specify the Administrator Name, which will be the username the administrator will log in as. 3. Specify the password in the New Password and Confirm Password fields. 4. Select either Read-Write for access to both view and modify the configuration, or Read-Only for access that will only allow the administrator to view the configuration. 5. If the administrator should be allowed to use SSH to log in to the firewall, then select the SSH Password Authentication checkbox. 6. Press OK to save the changes, or click Cancel to delete them without applying them. 7. Under Configuration | Admin | Administrators, make sure that the Admin Auth Server is set to Local. For our example, we will enter the following: Administrator Name: New Password: Confirm Password: Privileges: SSH Password Authentication



superadmin 75a*Lforty 75a*Lforty Read-Write Checked



We will create a second Administrator with the following: Administrator Name: readonlyadmin New Password: foxTr0T1 Confirm Password: foxTr0T1 Privileges: Read-Only SSH Password Authentication UnChecked We will configure the Admin Auth Server using
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Admin Auth Server



Local



To set up Administrator accounts using the Juniper CLI: set admin user “superadmin” password “75a*Lforty” privilege “all” set admin user “readonlyadmin” password “foxTr0T1” privilege “read-only” set admin ssh password disable username readonlyadmin set admin auth server Local save



NOTE If you enable SSH admin access, make sure the interface the administrator will connect to has SSH enabled. If you are connecting with SSH V2 instead of V1, you must also enable SSH V2 on the device. For instance, if the administrator will connect to the Trust interface, the Trust interface must have SSH enabled, or else you will get a connection timeout without even being prompted to authenticate. The same will be true if you are trying to connect with SSH V2 and it is not enabled on the device.



External Authentication for Admin Accounts Admin accounts may be authenticated by external authentication servers not part of the local system. In order to authenticate users externally, you must first set up the actual external server performing the authentication. Next, you must configure the firewall to authenticate the appropriate accounts to this external authentication server. When external authentication is employed, the firewall actually acts as an authenticating client, which presents the credentials to the server. We will begin our discussion of external authentication with a few of the fundamentals of authenticating Admin accounts externally. We will follow this discussion with an example so you can see the external authentication in action.



External Authentication Properties ■



Authentication You may use RADIUS, LDAP, and SecurID to authenticate Admin users externally. Admin credentials are stored on the external server, and the firewall will query the server with the credentials the authenticating user presents in order to determine whether the user may log in.You may set the level of access an externally authenticated admin gets.This can either be read/write, readonly, or get privileges from the RADIUS server.



www.syngress.com



237



418_NetScrn_SSG_06.qxd



238



11/7/06



3:11 PM



Page 238



Chapter 6 • User Authentication ■



Obtaining Privileges from RADIUS Administrator privileges may be queried from RADIUS server.This is not supported on LDAP or SecurID.You must upload the Juniper Dictionary File to the RADIUS server for this to work.



■



Read/Write Access Root-Level Admins can be assigned read-write access regardless of what type of authentication server is used. VSYS-Level Admins may only be authenticated via RADIUS, and the dictionary file must be loaded into the server; otherwise, the VSYS Admins will not be able to log in.



■



Read Only Access Root-Level Admins can be assigned read-only access regardless of what type of authentication server is used. VSYS-Level Admins may only be authenticated via RADIUS, and the dictionary file must be loaded into the server; otherwise, the VSYS Admins will not be able to log in.



■



Administrator Login Process Administrators may log in via HTTP, HTTPS, Telnet, or SSH.The firewall will first check its local admin database to see if the credentials match an entry there. If there is no match for authentication in the local database, the firewall will query the external database if it is set to do so.



Configuring Admin Users with External Authentication In this example, we will be setting up an external authentication server to authenticate Admin accounts that are stored on the external server. We will be covering external authentication servers in great detail in the following section. For this example, we will simply use a RADIUS server. To configure this example with the Juniper WebUI: 1. Under Configuration | Auth | Auth Servers, select New. 2. Specify the Name, IP/Domain Name, and Backup Servers (optional). 3. You may specify the timeout values for the length of the user session with the Timeout and Forced Timeout values. 4. You may only select the Admin checkbox for the server to authenticate Admin users. Admin authentication servers cannot support any other type. 5. Make sure that RADIUS is selected, and specify a Shared Secret. For this example, we will leave the other RADIUS settings at their default values. 6. Set the firewall to use the RADIUS server for administrator authentication.This is accomplished by choosing Configuration | Admin | Administrators and under the Admin Auth Server drop-down menu, selecting the Local/. 7. Optionally, you can specify that the firewall should Get privileges from the RADIUS server.You could also select External admin has read-only privileges, or External admin has read-write privileges.
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For this example, we will be using the following settings: Server Type RADIUS Server Name RADIUS IP/Domain Name 10.19.1.2 Timeout 10 Forced Timeout 0 Account Type Admin RADIUS Shared Key R847noM RADIUS Port 1645 Retry Times 3 Retry Timeout 3 To set up the Admin server under the Juniper CLI: set auth-server “Radius” id 2 set auth-server “Radius” server-name “10.19.1.2” set auth-server “Radius” account-type admin set auth-server “Radius” radius secret “R847noM” set admin auth server “Radius” set admin privilege get-external save



Authentication Users While Admin users define administrator accounts that can log in to the firewalls to manage them, there are also several types of user-level accounts.These accounts are typically distributed to users for operational, rather than administrative, use. We will cover each of these types in the following section.



Auth User Type Auth users are accounts that are general-purpose users, which can be used on the firewall for policy authentication and WebAuth, to name a few. We will first discuss the properties of Auth users, and then cover an example in which we implement them into a firewall.



Auth User Type Properties ■



Auth Users These are the actual user accounts that are configured on the firewall.The only properties for the Auth User account are username and password, and whether the account is enabled. As mentioned earlier, Auth users can be configured for policy-based user authentication and for WebAuth.



■



Auth Groups A group becomes an Auth group when an Auth user is added to the group.
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Local Authentication Auth user accounts may be stored locally as well as Auth groups.



■



RADIUS Integration You can use a RADIUS server to authenticate your Auth users so that their configuration is placed in a central location.This can also determine group membership.



■



LDAP Integration LDAP authentication can be used to authenticate credentials passed by a user.



■



SecurID Integration You can use SecurID to provide user authentication for Auth users.



Configuring Auth Users and Groups In this example, we will configure a locally authenticated Auth user, and place it in a group. To create Auth users and groups under the Juniper WebUI: 1. Select Objects | Users | Local, and then choose New. 2. Specify the User Name. 3. Enable the user account if this user should be able to log in. Disable will prevent the user from logging in, although the user will still be configured on the firewall. 4. At the very least, the Authentication User option must be checked for this user to be considered an Authentication User. A user may additionally be configured for other user types. 5. Enter the User Password and the Confirm Password, then press OK. 6. Create a group to reference multiple Auth users by.To create the group, select Objects | Users | Local Groups, and then choose New. 7. Specify a Group Name. 8. To add a user to the group, highlight the username you would like to add in the Available Members box by clicking it, and then click the > button. 9. Click OK to add the group. We will configure the following information for our example: User RMolly Status Enabled Auth User Type Checked Password Client9aM Group Name Members
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To create the Auth user and group under the Juniper CLI, do the following: set user “RMolly” uid 1 set user “RMolly” type auth set user “RMolly” password “Client9aM” set user “RMolly” “enable” set user-group “Local” id 1 set user-group “Local” user “RMolly” save



TIP A user that is a member of a group may not be deleted without first removing the user from the group. You may alter certain attributes of the user, such as changing the password, without removing a user from the group. This is true for other group types such as IKE, XAuth, L2TP, and Admin.



The IKE User Type Juniper has created a special user for VPN clients.This user has properties that are unique from other user types supported on the firewall.These properties are specifically used during client VPN negotiation.



IKE User Properties ■



IKE Users These users are strictly used for authenticating VPN users. IKE user accounts may only be stored locally, but can be grouped together for easier management.These users authenticate to the firewall either by a username (IKE ID) or by X.509 certificates. With basic IKE users, there is no password authentication, just identity by IKE ID (username or certificate).



■



IKE Groups A group becomes an IKE group when you add an IKE user to it. You can only store IKE groups locally.



Configuring IKE Users and Groups In this example, we will create two different IKE users. First, we will configure an IKE user that will not use certificates to authenticate.This example will be followed by an IKE user that does use certificates to authenticate. Lastly, we will create a group and apply the users to that group. Figure 6.1 shows the creation of a simple ID IKE user through the Juniper WebUI.
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To configure the IKE user and group through the Juniper WebUI: 1. Under Objects | Users | Local, click New.



2. 3. 4. 5. 6.



Define the user Name. Check the IKE User box. Set the Status for Enable. Select the Simple Identity option. You may define how many concurrent connections may log in by defining Number of Multiple Logins with the Same ID.This is useful if you have given the same configuration file out to multiple users which would have the same login name.



7. Leave the IKE ID set to Auto, and define the IKE Identity.This is often set as an e-mail address, or something that will help distinguish the user. When a user configures the client VPN they must use the same ID name in their configuration. The simple identity is used when the user does not present a certificate to authenticate.



8. Click OK. Next, we will create another IKE user that authenticates with certificates. 1. Under Objects | Users | Local, click New. 2. Define the User Name. 3. Check the IKE User box. 4. Set the Status for Enable. 5. Select the Use Distinguished Name for ID option. 6. You must at least define the Email address that is configured in the certificate. 7. Optionally, you may define the following attributes for the user: CN, OU, Organization, Location, State, Country, and Container.



NOTE The firewall will verify the authenticity of the user by comparing the values for the attributes in the certificates to the ones you have defined. The certificate will also be checked to make sure it is signed by a trusted Certificate Authority.



8. To create an IKE group, go to Objects | Users | Local Groups and select New.
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9. Now Edit the group to add the new IKE user.This user should appear in the Available Members box and can be added by highlighting the user and clicking 
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